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Abstract—The summer arctic sea ice extent has reached 
record lows in recent years, opening up waterways and giving 
rise to an increased interest in commercial activity in the arctic. 
From resource exploration to shipping routes to tourism, 
projections indicate a rapid near term increase in marine traffic 
in the arctic. However, navigation in polar waters has unique 
challenges, one of which is the danger of ice. Glacial ice can hide 
among fields of sea ice, often going undetected. This poses a 
major threat to ships operating in these conditions, as a collision 
with such piece of ice is often fatal. Marine radar systems are a 
useful tool but not reliable enough on their own to detect all 
glacial ice. To this day, a lookout with binoculars acts as the 
redundant system in iceberg detection. Here, we examine an 
autonomous visual augmentation system to marine radar, based 
on image processing, to detect and classify dangerous glacial ice. 
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I. INTRODUCTION 
Safe marine navigation in the Arctic is becoming more 

important with a growing interest in the region in recent years. 
The United States Geological Survey (USGS) estimates there 
to be more than 90 billion barrels of undiscovered oil in the 
arctic [1]. Fig. 1 shows the summer minimum arctic sea ice 
extent in the years 2012 and 1984, respectively. The substantial 
decrease in ice coverage in the summer months has given rise 
to an arctic ocean which is now much more accessible by ship. 
With the summer Arctic sea ice extent having decreased by 
50% since 1980 [2], this now opening waterway has given rise 
to serious interest in commercial exploitation of its resources as 
well as shipping routes through the Arctic (see Fig. 2) [3].  

There are several challenges that face ships operating in 
Arctic waters. In terms of navigation, sea charts are known to 
be untrustworthy, navigational equipment can be problematic, 
and there is a constant danger of multi-year and glacial ice 
collisions [4]. Here we focus on the threat of ice, specifically 
detection and classification. First-year sea ice is typically not a 
threat for most ice-strengthened ships, but multi-year and 
glacial ice is [4]. Knowledge of its whereabouts is crucial to the 
safe planning of routes and in the avoidance of sometimes-fatal 
collisions. With increased traffic and without proper detection 
systems in place, there is a danger of accidents in the Arctic 
that may have severe environmental ramifications. 

There are measures in place to counter the threat of ice. 
Many organizations such as the International Ice Patrol (IIP) 
monitor high traffic areas for dangerous ice. The IIP relies on 

coast guard ships, aerial reconnaissance, and satellite imagery 
for the detection of ice, but more than 50% of the icebergs 
reported come from commercial ships passing through the area 
[5]. The last line of defense is the information collected 
onboard the ship. Marine radar is a useful tool but it is strongly 
advised not to rely solely on this system for detecting 
dangerous ice, as small pieces of glacial ice known as 
“growlers” and “bergy bits” can often go undetected [6, 7]. Fig. 
3 shows an example of a “growler” hidden in a field of first 
year sea ice and snow. Fig. 4 shows what can occur when 
glacial ice is mistaken for first year ice. In 2007, the passenger 
cruise ship MV Explorer was operating around the coast of 
Antarctica when it struck glacial ice and sunk within 20 hours. 
Although no one on board the ship lost their life, this scenario 
highlights the dangers associated with misclassification of ice. 

 
Fig. 1. Comparison of summer minimum arctic sea ice extent from 1984 to 
2012 (source: wikimedia commons). 
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Fig. 2. Proposed sea routes through the arctic (source: The Arctic Institute). 

 
Fig. 3. Glacial ice ‘growler’ hidden amongst a field of young sea ice and snow 
[4]. 
 

 
Fig. 4: The MV Explorer cruise ship sinks hours after hitting an iceberg off 
the coast of Antarctica (source: National Geographic).  

To augment the shortcomings of the radar systems 
employed, current practice is to scan the area visually with a 
pair of binoculars [5]. Fig. 5 shows the breakdown of icebergs 
detected in the area patrolled by the IIP in the North Atlantic. 
From this figure, it is clear that the most reliable iceberg 
detection methods involve some kind of manual visual 
inspection. 

Here, we propose a method to augment the marine radar 
system with an autonomous visual inspection component based 
on image processing. Using the known spectral reflectance of 
glacial ice versus other materials (see Fig. 6), a classification 
system based on k-means clustering will be implemented. 
These clustering results, obtained from images that are known 
to contain dangerous glacial ice, will be further extended via 
MAP classification for use in situations where the image 
content is unknown.  

 
Fig. 5. Breakdown of icebergs by detection method [5]. 

 
Fig. 6. Spectral reflectance signatures of snow, firn, glacial ice and dirty 
glacial ice [8]. 

II. IMAGE DATA 
The scenario chosen for experimentation with ice 

classification techniques was that of the Helheim Glacier site in 
Greenland. Fig. 7 shows the location of the site near the east 
coast. A closer view is provided by the Terra Satellite image in 
Fig. 8. The particular site of interest here is the glacier calving 
front shown in Fig. 8. This is the point where pieces of ice 
shear off the main body of the glacier. This is where icebergs 
are born when these pieces of glacial ice are eventually pushed 
out to sea. Just in front of the glacier calving front is the so-
called glacial mélange. As the name suggests, this regions 
contains ice of difference ages as well a mixture of dirt and 
snow. Since we are interested in the detection of glacial ice, 
this area is ideal. It is comprised of glacial ice covered and 
mixed with various amounts of snow and dirt, giving a 
diversity of spectral signatures in the images.  

Four images of the site have been shared with us and are 
shown in Fig. 9 through 12. To give a sense of scale here, the 
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distance between the two banks of land separated by ice and 
snow is over 5 kilometers. These images represent different 
camera angles, lighting conditions, zooms, as well as 
resolutions. The image shown in Fig. 12 is even taken with a 
different camera. These different scenarios will allow us to test 
the robustness of our classification technique to these 
variations. This is important, as any realistic system in practice 
would have to cope with such conditions. 

 
Fig. 7. Location of the Helheim Glacier in Greenland (source: Google Maps). 
 

 
Fig. 8. Satellite image of the Helheim Glacier site (source: NASA).  
 

 
Fig. 9. Image ‘LeWinter 06’ of the Helheim Glacier Site (Photo Credit: Adam 
LeWinter, USACE CRREL).  

 

 
Fig. 10. Image ‘LeWinter 07’ of the Helheim Glacier Site (Photo Credit: 
Adam LeWinter, USACE CRREL). 
 

 
Fig. 11. Image ‘LeWinter 82’ of the Helheim Glacier Site (Photo Credit: 
Adam LeWinter, USACE CRREL). 
 

 
Fig. 12. Image ‘1253’ of the Helheim Glacier Site. 

III. CLASSIFICATION RESULTS 
The images shown in Fig. 9 through 12 have no truth data 

associated with them, and therefore require unsupervised 
learning techniques for initial classification. As such, we had to 
rely on the spectral reflectance characteristics of the materials 
in the image to extract areas that show signs of glacial ice. To 

Calving Front Mélange 
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do this, we employed k-means clustering based on the Red-
Green-Blue (RGB) pixel values to classify the materials in the 
images.  

Trial and error revealed k = 7 groups to be the most 
effective at properly identifying glacial ice and snow in the 
images. This conclusion was based on a combination of two 
elements. The first was the characteristics of the RGB triples 
that resulted from the k-means clustering. Fig. 13 shows these 
RGB triples plotted along with the known spectral reflectance 
of snow and glacial ice. This plot gave major insights as to 
what materials were being identified by k-means. Note the 
close agreement between group 7 with fresh snow and the 
group 1 with dirty glacial ice. This result gave confidence that 
these clusters were identifying groups corresponding to those 
we were interested in.  

The second element was manual examination of these 
groups against identifiable areas of glacial ice in the images. 
The glacial ice is predominantly covered with snow, however, 
clear signs of glacial ice are observable in areas where there are 
recent cracks, shifts, and scratches on the surface. Furthermore, 
areas covered with dirt are also strong candidates for glacial 
ice. Though land may also be identified as dirty glacial ice in 
this manner, both are a potential hazard to a ship at sea and 
would ultimately be classified as unsafe. In addition, ice with 
dirt mixed in implies that the ice has a land-based origin, 
implying that it is glacial ice and not sea ice. A few 
characteristic glacial ice features are highlighted in Fig. 14. 
Here we see areas heavily covered in dirt as well as freshly 
cracked areas showing the characteristic blue color of glacial 
ice. Comparing this with the classified image given in Fig. 15 
the yellow, orange, and red groups (1-3) are those that 
correspond most with areas of glacial ice. The remaining 4 
groups (4-7), those that are plotted as shades of blue and green 
thus correspond to various grades of snow and firn (crystallized 
snow). Notice that groups 4 through 7 on Fig. 13 have similar 
spectral responses, distinctively different from those of groups 
1 through 3, which further reaffirms the differences in the 
materials. Also notice that groups 4 and 5 have parallel spectral 
responses. Close examination of these groups within the image 
reveals that they represent the same material but 5 is under 
direct sunlight and 4 is in shadow. 

We are ultimately after a binary classification that shows 
safe areas and those of potential danger. As such, the groups 
identified by k-means will be further clustered together.  
Groups 1 through 3 will be considered areas of danger and 
groups 4 through 7 will not. This of course does not imply that 
there is no danger beneath areas classified as safe, just that we 
have not identified any signs of danger in it. This grouping is 
shown Fig. 13 where the red box represents groups of potential 
danger and the green box areas of safe material. Fig. 16 shows 
a side-by-side comparison of the binary classification. On the 
right, we show a false color image where blue represents areas 
of snow cover and pink those of potential danger. Close 
examination shows that the classifier does a good job of 
identifying signs of glacial ice while not mistakenly identifying 
areas of shadow. Fig. 17 through 20 show the full binary 
classification results for the images used. 

 
Fig. 13. k-means clustering RGB triples plotted with the known spectral 
reflectance of glacial ice and snow. 
 

 
Fig. 14. Examples of known places where glacial ice is visible (LeWinter 82). 
 

 
Fig. 15. Image classified using the RGB groups specified in Fig. 13 (same 
area as shown in Fig. 14). 
 

Characteristic Blue Color 

Areas of Heavy Dirt 

Characteristic Blue Color 

Areas of Heavy Dirt 



 5 

 
Fig. 16. Glacial ice detector results side-by-side comparison. 
 

 
Fig. 17. Binary classification result for LeWinter 06. 
 

 
Fig. 18. Binary classification result for LeWinter 07. 
 

 
Fig. 19. Binary classification result for LeWinter 82. 
 

 
Fig. 20. Binary classification result for #1253. 
 

IV. ROBUSTNESS OF K-MEANS CLASSIFICATION 
It is desirable to understand how the k-means classification 

changes for images taken under different conditions. If the 
results are replicable, confidence in a glacial ice detection 
system’s ability to consistently identify dangerous obstacles 
increases while using this approach.  

For consistency, we used the LeWinter 06 image as the 
baseline to test repeatability to image brightness, contrast, and 
scale. To test the repeatability against changes in brightness, 
the LeWinter 06 image brightness was changed by adding or 
subtracting constant values to each RBG value. Thirteen 
comparisons were performed by incrementally changing the 
brightness of each red, green, and blue component from 0 to 
±120 / 3  in increments of ±20 / 3  for RGB pixel values 
ranging from 0 to 255. This unclassified brightness-shifted 
image was then classified using k-means. The three lowest 
reflectance clusters of the algorithm were used to create a 
binary image designating dangerous regions, as described in 
Section III. This resulting binary image was then compared to 
the binary image from the original classified image. The 
repeatability plot was obtained by dividing the number of 
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pixels with agreeing binary values by the total number of 
image pixels.  

 
Fig. 21. k-means robustness to changes in image brightness. 
 

Fig. 21 shows that k-means classification is very robust to 
changes in brightness. Decreasing the brightness has little 
effect on the classification of dangerous regions in the image. 
However, it is interesting to note that while the algorithm is 
still reasonably robust to an increase in image brightness, it is 
far more sensitive to image brightening as opposed to image 
darkening. One contributing factor could be that as the 
brightness is increased, a larger number of pixels saturate 
simultaneously and bias the distribution of the 7 RGB clusters. 

Robustness to changes in contrast was determined by 
raising each RGB pixel in the LeWinter 06 image to gamma 
scaling factors ranging from 1/4 to 4. Next, the contrast-
adjusted image was classified using k-means. The resultant 
binary image was compared to the binary image from the 
original classification, the same manner as was done for the 
brightness repeatability analysis. Fig. 22 shows the 
repeatability as a function of changes in contrast.  

 

 
Fig. 22. k-means robustness to changes in image contrast. 

 

Of the three image properties that were investigated, the k-
means classification method was most sensitive to changes in 
contrast. That being said, a gamma scaling of ¼ still yielded a 
reasonable repeatability of 78% consistency. The repeatability 
response was roughly symmetric, with a gamma scaling of 4 
yielding 68% consistency with the original image. 

Robustness to changes in image scale were examined by 
decreasing image scale factors by 1.2n where n = 1, 2, …, 16 
on the LeWinter 06 image. The unclassified, rescaled image 
was then classified using k-means as before. The resulting 
binary image was then compared to a rescaled binary image 
from the original classified image. Repeatability to changes in 
image scale are shown in Fig. 23. 

 
Fig. 23. k-means robustness to changes in image scale. 

 
The k-means classification is very robust to changes in 

scale. Even as the image reduces to 5.4% of its original size, 
the repeatability remains above 95%. Thus, decreasing the 
image size increases the clustering algorithm efficiency 
without substantial adverse effects on classification. This is a 
significant benefit to autonomous sea ice detection, as it 
implies that lower resolution cameras can be employed, 
thereby dramatically reducing computation time and data 
storage requirements. 

Furthermore, repeatability was performed on overlapping 
regions of the four images of Helheim (Fig. 9 through 12). 
LeWinter 06 was mosaicked with LeWinter 07, LeWinter 82, 
and 1253 to obtain classification repeatability to zoom, 
illumination, and resolution (a change in camera), respectively. 
Fig. 24 through 27 show a specific region of the classified 
images given in Fig. 17 through 20 to allow for a side-by-side 
comparison of the results across these different scenarios. The 
sift_mosaic.m function was modified to perform the task of 
computing repeatability across these scenarios. After SIFT 
keypoint detection and matching were used to obtain the 
homographic transform to align two images, the transform was 
applied on their corresponding set of classified binary images. 
Then, the binary mosaicking images were compared in the 
overlapping regions. Using this technique, repeatability to 
image zoom, lighting, and camera types are 91.6%, 80.3%, and 
63.9%, respectively. These results are summarized in Table 1. 
Though zoom, lighting, and camera type are the features that 
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we’ve hightlighted, there are other factors at play here as well. 
For instance, the foregrounds within the images are different, 
image brightness varied, and image 1253 in particular had a 
significantly different overall contrast than the baseline image 
(LeWinter 06).  

 
Fig. 24. Close up of results for LeWinter 06, baseline image for comparison. 
 

 
Fig. 25. Close up of results for LeWinter 07, lower zoom than the baseline. 
 

 
Fig. 26. Close up of results for LeWinter 82, different lighting conditions than 
the baseline. 

 
Fig. 27. Close of results for 1253, different lighting conditions, resolution, and 
camera than that of the baseline. 
 
Table 1: Classification robustness across image set 

Image Scenario Similarity in 
Classification 

LeWinter 06 Baseline - 

LeWinter 07 Lower Zoom 91.6% 

LeWinter 82 Different Lighting 80.3% 

1253 Different Lighting, Resolution, 
and Camera 63.9% 

 

V. MAP CLASSIFICATION 
Now that we have shown that a k-means classifier can 

successfully and repeatably be applied to images with known 
dangerous content, we extend our method for use with images 
of unknown content. In the case of the Helheim Glacier, no 
truth training data was available, so unsupervised learning 
techniques were necessary. Onboard a ship, however, users do 
not have this luxury of knowing what they are looking at in 
advance. Due to the plethora of materials in our images, 
though, we now have a reasonable classification of the colors 
that correspond to the objects that a ship may encounter while 
at sea. We have leveraged these results for use in a supervised 
learning approach: MAP classification. 

To train a MAP classifier, the k-means clustering results 
from Section III were considered to be truth data. RGB values 
were divided up in to bins of width 8, on a color scale of 0 to 
255. For each training image, each pixel was sorted into a bin, 
and counts were tallied for both “dangerous” and “non-
dangerous” pixels. Each RGB bin that had more dangerous 
pixels assigned to it was flagged as such in the MAP classifier. 
To test out the method, we trained the classifier on three of the 
images while testing on the fourth, and repeated this with each 
individual image as the testing image. Results can be seen in 
Fig. 28 through 31. Results with image LeWinter 06, for 
example, imply that training was done using LeWinter 07, 
LeWinter 82, and 1253 while testing was done on LeWinter 
06.  
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Fig. 28. MAP classification result for LeWinter 06. 
 

 
Fig. 29. MAP classification result for LeWinter 07. 
 

 
Fig. 30. MAP classification results for LeWinter 82. 
 

 
Fig. 31. MAP classification results for 1253. 
 
 
 

Table 2. MAP classification robustness across image set. 

Image Similarity in 
Classification 

LeWinter 06 96.48 % 

LeWinter 07 96.42 % 

LeWinter 82 98.77 % 

1253 89.06 % 

 
When comparing the MAP classifier results to those of the 

initial k-means clustering results, one can see that for Fig. 28 
through 30, repeatability is incredibly high. The percentages of 
pixel classification agreement are given in Table 2. For image 
1253, however, there is a noticeable over approximation of 
what is dangerous. These results imply the intuitive result that 
when the MAP classifier is trained with a series of very similar 
images, it will not extend accurately to images with 
significantly different brightness levels or contrast ratios. 
However, the positive implication is when a variety of training 
image characteristics are included (i.e. when 1253 is a training 
image), all images are still classified relatively accurately.  

CONCLUSION 
The classification techniques employed here, offer a first 

step towards a robust autonomous system for the detection of 
dangerous ice based on image processing. This scheme does 
have its limitations in that images on their own do not give 
accurate information about distances to obstacles or their size. 
Augmenting this with a lidar system would not only give an 
accurate spatial map of the area but would offer another 
measurement of reflectance in the infrared band to further 
characterize materials in view. Both of these systems, however, 
do not penetrate the snow and dangerous ice lurking under it 
may go undetected. However, radar does have the ability to 
penetrate the snow. The hope is to ultimately create a 
combined system that will make use of the benefits of each – 
lidar, radar, vision – to achieve the level of redundancy and 
safety needed to realize autonomous detection of dangerous sea 
ice.   
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