
Recognition of Nutrition Facts Labels from Mobile
Images

Olivia Grubert
Department of Electrical Engineering

Stanford University
Stanford, CA 94305

Email: ogrubert@stanford.edu

Linyi Gao
Department of Electrical Engineering

Stanford University
Stanford, CA 94305

Email: linyigao@stanford.edu

Abstract—We implement a two-phase processing pipeline to
identify and tabulate line items on nutrition facts labels from
mobile images. In the first phase, we apply image processing
techniques including adaptive thresholding, small region removal,
eccentricity filtering, orientation detection, and rotation to locate
a nutrition facts label in a given image. We then use region
segmentation to isolate individual lines in the facts table. In the
second phase, we run optical character recognition (OCR) on
the segmented line images, then rectify the output to match a
dictionary of expected words and values. We achieve a 63.8%
success rate in identifying each label line item, compared to a
34.9% success rate for OCR alone without processing. Further
improvements include correcting for curvature, distortion, and
the presence of barcodes.

I. INTRODUCTION

The prevalence of mobile devices with high-quality cam-
eras has led to extraordinary opportunity for image processing
to impact personal health. In this project, we developed a
method to identify and tabulate line items on nutrition facts
labels so that consumers can record a log of their daily diet.
We used optical character recognition (OCR) to parse text
from images of nutrition facts labels. Though OCR is highly
effective at reading scanned documents, it does not perform as
well on mobile images that suffer from skew, clutter, unequal
lighting, or overall poor image quality [1]. Thus, we inves-
tigated filtering, rotation, and text segmentation to preprocess
images before sending them to an OCR engine. After OCR, we
applied token matching and value rectification to improve OCR
output, taking advantage of the unique structure of nutrition
facts labels.

II. IMAGE PROCESSING

The aim of the image processing pipeline was to segment
individual lines of text within the nutrition facts labels in order
to assist word recognition. The steps of our procedure are
shown in Figure 1.

We first preprocessed and binarized the original color
images in order to remove noise before region filtering. We
applied median filtering in a 3 × 3 neighborhood to smooth
out high-frequency noise. We then applied adaptive histogram
equalization to boost shadowed regions and reduce intensity of
bright areas resulting from glare in the original image. Images
were then binarized with locally adaptive thresholding using
16× 16 pixel tiles. If the maximum intensity variation within

a block was below 0.3, then all pixels within the block were
set equal to zero.

Following adaptive image binarization, we filtered out
noisy bright regions that did not correspond to lines in the
nutrition facts table. First, small regions were removed by
retaining only the 200 largest regions in the binarized im-
age. The image was then filtered by discarding regions with
eccentricity less than 0.98, which effectively preserved only
long, thin regions resembling lines. Finally, since the lines on
a nutrition facts table are parallel to each other, we calculated
the orientations of all the remaining regions, searching for the
largest cluster. Any region with an orientation that deviated
too far from the cluster mean was subsequently discarded.

These filtering steps resulted in a reasonably clean mask,
which allowed us to perform a Hough transform to rotate the
image to its upright position. At this point, two challenges
sometimes persisted: (1) small letters clinging on to the lines
due to blur in the original image; and (2) additional noise to
the left and right of the detected lines. To address these issues,
we performed additional filtering based on row and column
intensities. In particular, (1) any row containing too few white
pixels in total was set to zeros; and (2) any column passing
through too few distinct white regions was set to zeros. In
both cases, the threshold was selected by k-means clustering.
Finally, we performed morphological closing with a long, thin
horizontal structuring element in order to close disjointed lines
in the binary mask.

Based on the lines in the mask, we identified the bound-
ing boxes of the text regions of the nutrition facts labels.
The corresponding regions of the original grayscale image
were segmented and binarized with Otsu’s method. Further
noise removal was performed using orientation filtering, since
binarization alone often resulted in a significant number of
small noise regions. Finally, each segmented region of text
was cropped (by removing all dark and all white padding on
the image borders) and further divided by identifying all-white
horizontal lines running through the center of the region.

In most cases, the segmentation of each nutrition facts line
was performed cleanly (Figure 2).

III. WORD RECOGNITION

We used optical character recognition (OCR) to extract
text and numeric values from preprocessed images. We chose



Fig. 1. Identification of nutrition facts label region. Top row (left to right):
binarized image, small-region removal, and eccentricity filtering. Bottom row
(left to right): Hough transform and further filtering based on k-means and
morphological closing.

Fig. 2. Illustration of our segmentation procedure. Top: grayscale image;
bottom: binarization, cropping, and orientation noise filtering. Text quality
was significantly enhanced.

Tesseract as our OCR engine because it is one of the most
widely used open-source engines [2]. However, since Tesseract
performs character-based rather than word-based recognition,
we then refined the output via word-based token matching to
improve detection accuracy.

We restricted Tesseract to English letters, digits, and the
special characters %, ?, and •. This improved our ability
to rectify misread characters from OCR. Tesseract was very
sensitive to image skew, clutter, and noise, especially with
unsegmented block images. Figure 3 shows a comparison
of Tesseract performance on block versus segmented inputs.
Performance significantly improved with segmented images.

A. Token Matching

Since the set of words that can appear on a nutrition
facts label is limited (e.g., calories, cholesterol), we were
able to match Tesseract output to a predefined dictionary to
improve our recognition results. We implemented two token
matching methods: (1) naı̈ve string matching to look for exact
appearances of tokens in each line; (2) scored matching based
on the Levenshtein distance between input lines and each token
in our dictionary, normalized by the line length. Since a lower
score indicates a higher confidence, this normalization ensured
that shorter tokens are not disproportionately favored. We only
output tokens and related numeric values with a confidence
score above a given threshold (∼ 60%).

Fig. 3. Raw OCR output from unsegmented (top) and segmented images.
The segmented images led to cleaner text outputs.

Fig. 4. Token matching and numeric rectification. Levenshtein distance
matching resulted in improved token recognition. Example 1 shows let-
ter/number rectification of “16O” to “160” and “io” to “10.” Example 2 shows
calculation of a percent daily value where it was previously missing. Example
3 shows reconciliation between mismatched gram and percent values, which
occurred due to Tesseract reading in “42%” as “32%.” We rely on numeric
rectification in order to boost our recognition results.

B. Numeric Rectification

In naı̈ve string matching, we chose label quantities (e.g.,
‘10g’) to be the numbers that directly followed the matched
tokens, without rectification. In the scored matching algo-
rithm, however, we search more thoroughly for quantities that
indicate ‘mg,’ ‘g,’ or ‘%’ values that we expect to see in
a line. If both gram and percent values are given, we use
the recommended daily values [3] of each item to reconcile
any conflicts between the values. Figure 4 shows an example
of how token matching and value rectification improves our
results.

IV. EXPERIMENTAL RESULTS

We tested our algorithm on a dataset of 97 images of
processed food items from a local supermarket. Of the 97
images, 46 were taken using an iPhone 5, and 51 were taken
using an iPhone 5S. For each image, we manually verified
the values for calories, fat, cholesterol, sodium, carbohydrates,
dietary fiber, sugar, and protein. These values were used to
validate the performance of our algorithm.

For each image, we also collected the values reported by
the myfitnesspal mobile app, which uses a barcode reader to
look up crowd-sourced nutrition data [4]. The myfitnesspal data



Raw Image, Raw Image, Raw Image, Raw Image,
Naı̈ve Match Token Match Naı̈ve Match Token Match

Error Rate 65.1% 61.9% 53.3% 36.2%
Avg Time/s 12.5 14.6 33.8 38.5

(total) (1217) (1420) (3279) (3734)

Fig. 5. The above table shows error rates and runtime across four test
scenarios. Error rate is calculated as the percentage of line items across all 97
test images that our algorithm either did not detect or detected with incorrect
values.

had a 14% error on a subset of 80 images1. Our algorithm
incurred 36% error on the full 97 images, and 34% error
if we exclude the nine images that failed segmentation due
to confusion with barcode recognition. We also assessed the
performance of word detection using a different OCR engine
(ABBYY Finereader 11) and obtained similar results (34%
with failed segmentation images removed).

A comparison of our processing techniques is shown in
Table 5.

Though our error rates were higher than those of the
crowd-sourced myfitnesspal data, we do see significant im-
provement from unprocessed (raw) versus segmented image
results (Columns 1 & 2 versus Columns 3 & 4). Also note
the large difference in error rate between naı̈ve and token
matching on segmented images; this large improvement is
not seen when varying word recognition techniques on raw
images. This indicates that our word recognition phase depends
strongly on having high-quality OCR output in order to yield
best results. This high-quality output is achieved by heavy
image processing, as explained in Section II.

Our runtime was calculated on R2010a MATLAB on a 2.4
GHz Intel dual-core processor. Figure 5 shows the average and
total time taken to execute our code on a set on 97 images. For
the image segmentation step alone, average processing time on
this machine was 15-25s per image; however, when running
on R2013a MATLAB on a 2.9 GHz Intel dual-core processor,
the step took an average of only 8.3s. Therefore, we estimate
an average runtime of 20s per image on a newer machine.

V. CHALLENGES AND FUTURE WORK

OCR had difficulty interpreting bolded or blurred text.
Future work might use template matching to find and erode
bolded characters to improve character recognition. In addition,
it may be of interest to attempt other ways to recognize word
tokens, such as template matching to whole words, using prior
knowledge of the possible bag of words, or multi-class support
vector machines.

Other challenges that we found during image segmentation
were (1) barcode detection and (2) high-eccentricity clutter
oriented parallel to the nutrition facts lines. Using the current
procedure, these are difficult to distinguish from desired table
lines. This could be mitigated by searching for and removing
barcodes prior to filtering.

Our work also did not address perspective distortion or
rectifying curvature in images. We worked briefly with SIFT
feature descriptors to match nutrition facts tables to a reference
image, but table items and lengths vary enough that our

1Nutrition facts labels that included both raw and prepared daily values
were excluded.

homographies did not reliably rectify the image. However,
we hypothesize that a robust way to correct for perspective
distortion is to look for linear trends in the orientation of
adjacent regions, which would likely correspond to lines in
the table. The rate of change of the orientations from region
to region would suggest the proper perspective correction. A
high-quality estimate of this rate of change could be obtained
with `1-penalized regression to reduce sensitivity to outliers.

To address image blur, we tried sharpening the images with
difference-of-boxes filters, but no improvement was obtained.
Additionally, we considered Wiener filtering, but noted that
this approach did not improve results in [5]. However, blur
was not a significant concern for the majority of images in
our data set.
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