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Abstract. Storefront brand image (logo) recognition has many useful
applications. Various methods have been proposed using local and global
feature matching; however, logo recognition continues to be a challenging area; unlike nature scene images, which are rich in texture details,
brand images often lack texture variation, and therefore provide fewer
feature points for matching. In addition, reference and test images may
be acquired with varying levels of rotation, resolution, size, quality, and
illumination. In this paper, I present a highly efficient and accurate approach for recognizing logos in storefront images. I separate the algorithm
into two primary phases - representation and recognition, each of which
deals with a separate portion of the logo recognition algorithm. After
training the logo recognition system with 381 pre-segmented storefront
logos, I was able to achieve an 86.0% classification accuracy on 100 test
images taken from a wide variety of locations.

1

Introduction

Extensive research has been dedicated to the field of object recognition and and
its various sub-problems. In this paper, I focus on logo recognition, with particular emphasis on popular storefront logos which appear in shopping centers.
Storefront brand image recognition has many useful applications, such as indoor
localization in malls, incentivized shopping (coupon delivery), and mobile advertising. Logo recognition can also greatly improve any modern-day visual search
engine, such as Google Goggles. [1]
Although noiseless logo recognition on plain backgrounds is a well-studied
subject, logos that appear in natural scenes are much harder to detect. [2] Despite
the ease with which humans can recognize storefront logos, logo detection in
computers is incredibly difficult. Furthermore, camera-related difficulties often
arise in storefront logo classification, including, but not limited to: changes in
rotation and zoom, movement of the global camera position, blurring of output
image, and differences in illumination.
I now formulate the problem as follows: given a series of training images
annotated with brand names, how can I detect the storefront logo present in
an unknown test image? During the course of this project, I experimented with
various methods for feature detection and descriptor extraction on a storefront
image database and propose a complete framework for both logo representation

2

Frank Liu

and detection. From this point forward, I will refer to my method as the storefront
logo recognition system, or SLRS for short.
The remainder of this paper is organized as follows. Section 2 describes related work and summarizes the main contributions of this paper. Sections 3 and
4 discuss how the proposed framework can be used to detect logos in an unknown natural scene image. I then present experimental results in Section 5,
before concluding the work in Section 6.

2

Previous Work

Most successful algorithms for correlating a series of test images with training
images rely on keypoint extraction and matching. Image matching is a longstanding problem in computer vision that has implications in a wide variety
of subfields such as automated navigation and panorama recognition. [3, 4] A
popular technique for comparing and matching images is to acquire a series of
preferably invariant feature keypoints and descriptors. There is a huge pool of
existing research for keypoint detection, including the Harris corner detector,
scale-invariant feature transform (SIFT), and histogram of oriented gradients
(HOG). [5–7] Due to its invariance under rotation, and zoom, SIFT has developed a reputation as the state-of-the-art feature descriptor for object recognition.
Furthermore, while SIFT features are not invariant under all affine distortions,
they are relatively robust under changes in camera zoom and twist, which makes
SIFT an ideal candidate for the LRS.
There is a plethora of recent work involving SIFT features. Brown and Lowe
utilize SIFT features for automatic panorama recognition and stitching by jointly
optimizing the camera parameters of different input images using the coordinates
of matched SIFT features. [3] Due to the invariant nature of SIFT features, their
system has found lots of success in both academic and commercial settings.
SIFT has been used for optical character recognition as well; in 2009, Jin et
al. presented a modified version of SIFT (SSIFT) specifically for the purpose
of recognizing Chinese characters in complex documents. [8] In 2009, Sirmacek
and Unsalan showed how to use SIFT to detect urban areas and buildings in
high-resolution satellite images. [9]
The most recent work in logo recognition comes from Psyllos et al., who
present a robust SIFT-based framework for vehicle logo detection. [4] They were
able to achieve good results, with an overall 91% recognition success rate on their
dataset of vehicle logos. [4] Their method, however, fails to achieve strong results
when applied to storefront logos due to the wide variety of storefront logos that
exist, as well as the high runtime required to match entire test images to database
logos. Yunqiong et al. have also presented work on vehicle logo recognition; their
method, however, assumes a single camera position and relies heavily on the use
of template matching, thereby rending their algorithm unable to detect logos
which appear with large differences in illumination or from a skewed viewpoint.
[10]
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Summary of leading novelties

A large portion of past research in object recognition has relied on the use of
SIFT or one of its variants. Indeed, the rough initial experiments I conducted
showed that SIFT had overwhelmingly better results than any other feature extraction technique (such as the Generalized Hough Transform and Histogram
of Oriented Gradients). [7, 11] After experimenting with several variants of the
standard SIFT algorithm, I settled on PCA-SIFT, a keypoint extraction algorithm by Ke and Sukthankar. [12] Like standard SIFT, PCA-SIFT descriptors
encode salient aspects of the image gradient in the feature point’s neighborhood;
however, instead of using SIFT’s smoothed weighted histograms, PCA-SIFT applies principal component analysis (PCA) to the normalized gradient patch.
Once PCA-SIFT feature descriptors have been calculated for all training
images, the SLRS proceeds to build k-d trees for each training image (for accurate
nearest-neighbor matching) and a vocabulary tree (for fast database matching).
[15] When processing test images, the vocabulary tree is first used to determine
the top five best matching images in the database. The SLRS then performs
nearest-neighbor (NN) matching between the test image and its associated top
five database matches. This two-step matching process - database matching using
a vocabulary tree for speed followed by NN matching using k-d trees for accuracy
- has been used in large image matching applications in the past, but is a novel
idea for the purposes of logo recognition. [15]
Use of a vocabulary tree already greatly improves the runtime of the SLRS;
to improve it even further, I also present a fast algorithm for segmenting test
images such that only areas which contain storefront logos remain. This algorithm relies on a small set of assumptions about the properties of storefront
logos, and can greatly speed up feature extraction and database matching by
creating a region of interest in the test image. In scenarios where the automatic
segmentation algorithm fails, the SLRS reverts to a sliding window technique to
perform matching. Both of these techniques are novel for the purposes of logo
recognition. Figure 1 provides an example of the SLRS’s final set of matches for
logo recognition.
To further reinforce the SLRS’s role as a storefront logo classifier, I separate
the SLRS into two primary phases - representation and recognition. The representation phase takes a series of segmented storefront logos and stores them
into a k-d forest database and vocabulary tree. Conversely, the recognition phase
takes a natural scene image and attempts to find all storefront logos present in
the image. A complete overview of the approach is shown in Figure 2. In terms of
a classification algorithm, the representation phase is analogous to the training
step, while the recognition phase is analogous to test step.

3

The Representation Phase

As mentioned in Section 2.1, the SLRS uses PCA-SIFT, a SIFT variant with
a smaller descriptor dimension than standard SIFT (128 values per descriptor
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Fig. 1. An example of the SLRS’s logo recognition ability on an arbitrary natural scene
image. The test image is at the bottom, while the database match is at the top.

Fig. 2. System pipeline.

as opposed to 20 or fewer values per descriptor), for feature extraction. The
PCA-SIFT algorithm applies the same first three major steps as SIFT does
- scale-space peak selection, keypoint localization, and orientation assignment;
however, the fourth and final major step, keypoint descriptor acquisition, is
done by applying principle component analysis (PCA) to each square gradient
patch centered around the keypoints. PCA is a long-standing dimensionality re-
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duction technique, and is often applied to complex classification tasks in with
high-dimensional feature spaces. [14] In the context of logo recognition, not only
are PCA-SIFT descriptors more robust to image deformations, but they are also
more compact than standard SIFT descriptors. Using PCA-SIFT results in significant storage space benefits as well - the dimensionality of feature descriptors
drops from 128 in standard SIFT to 20 for PCA-SIFT. This significant drop in
descriptor vector length greatly improves the runtime for the feature matching
process.
Once all PCA-SIFT keypoint descriptors have been extracted, the SLRS
builds k-d trees of descriptors for all training logo images. These k-d trees are
used to solve NN queries. [6] Unfortunately, image matching using NN queries
takes an incredibly long time to complete when the number of database images
is high. To efficiently search the database of logos, the SLRS builds a vocabulary
tree from the PCA-SIFT descriptors, using hierarchical k-means with a branch
factor of 10 and depth of 3 (1,000 leaf nodes) to perform clustering. By calculating unit L1 normalized histograms of visit counts over leaf nodes for each
training image, image matching to any of the database logos becomes a simple
problem of comparing histograms.

4

The Recognition Phase

This phase of the SLRS takes the database of PCA-SIFT features built in the
representation phase and uses it to classify unknown, unsegmented input images.
From this point forward, I will refer to these unknown scene images as query
images in this paper. As mentioned in Section 3, PCA-SIFT features are used
due to their compact size and robustness to small amounts of image deformation.
4.1

Automatic segmentation

One issue associated with any recognition system is the recognition frequency,
or speed with which logos can be detected in input images. An ideal SLRS will
include an algorithm to automatically extract regions contain logos from query
images. As shown in Figure 2, the logo recognition pipeline employs an automatic
segmentation algorithm to extract a region of interest in the query image. This
automatic segmentation algorithm is based off of a three simple observations
about the shape, color, and size of various storefront logos:
1. Storefront logos can be separated into several smaller but distinct regions,
and
2. These regions are close together and can easily be recognized with via hierarchical clustering, and
3. These regions are usually one to three colors, maximum.
Based on these observations, I formulated the automatic segmentation algorithm as follows:
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1. Binarize the entire input image using locally adaptive thresholding. The
SLRS uses Otsu’s method on 80x80 overlapping tiles to perform this step.
2. Extract the set of all regions R from the image using eight-connected neighborhood connectivity.
3. Filter all elements in R by filled size and eccentricity. The result is R0 , a
subset of R. For the SLRS, regions that have an eccentricity greater than
0.99 and regions that have a filled area greater than 10% the total size of
the query image are removed.
4. Cluster all elements in R0 using hierarchical clustering by (x,y) coordinates
of the centroid in the binary image. The result is a set of clusters C whose
individual elements are from R0 .
5. For each cluster in C, perform hierarchical clustering again, this time by
average RGB color as opposed to location. The result is a new set of clusters
C∗ . Note that the number of elements in C∗ is strictly greater than or equal
to the number of clusters in C.
6. Remove clusters in C∗ which contain one or two regions. The resulting image
is a binary mask with all regions in the image which could belong to logos.
7. Repeat the process using a color-inverted version of the original image. The
resulting two masks are combined to determine the bounding box for the
query image.
8. Add a p-pixel border to the bounding box and use the resulting mask to
extract the pertinent region from the original image. The SLRS uses p = 20.
9. If the area of the bounding box exceeds a certain fraction δ of the original
image’s area, the input query image is a degenerate case. The sliding window
technique described in Section 4 should be used instead. The SLRS uses
δ = 13 , which encodes the prior belief that the logo is unlikely to dominate
the query image.
Figure 3 provides an example of the automatic segmentation algorithm on a
query image, along with intermediate steps. Note that, despite the clutter and
noisy areas in the image, the algorithm is still able to properly segment the logo.

4.2

Database matching

The final step in the SLRS is database matching, i.e. determining which database
logo the query image matches to the best. Making use of the vocabulary tree
built in the representation phase, the SLRS applies the following equation to
determine the best matching database logos:
n
P

ρ=

min(Q(k), D(k))

k=1
n
P

,

(1)

D(k)

k=1

where Q(k) is the kth histogram element of the query image, D(k) is the kth histogram element of the database logo, and n is the total length of the histogram.
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Fig. 3. An automatic segmentation example on a query image. The color-inverted
version of the original image yields no mask.

The top five database logos with the highest ρ value are selected for NN
matching with the query image. For each PCA-SIFT feature in the query image,
the descriptor is used to search for its NN match in the k-d forest database. The
NNs are selected by satisfying a minimum L2 Euclidean distance threshold. In
other words, a feature is labeled as a nearest neighbor only if
||FQ − FD || < γ,

(2)

where FQ is the feature descriptor for the query image, FD is the feature descriptor for the database logo, and γ is an experimentally set threshold which
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maximizes the number of true positive feature matches and minimizes the number of false positive feature matches. For each NN query, best-bin first search is
used to efficiently find the solution to all NN queries for each logo’s corresponding
k-d tree. Features in the query image with only one NN match to the database
logo are then run through Random Sample Consensus (RANSAC), which attempts to find a consensus set of matching features between the database logo
and query image. If a consensus set is found, the SLRS outputs the detected logo.
Optionally, the SLRS can use direct linear transformation (DLT) to acquire a
homography between the database logo and query image. The homography can
then be used to draw an outline on the query image corresponding to the location
of the storefront logo.
This two-step matching process allows the SLRS to accurately match features between training logos and test images while still maintaining a reasonable
runtime.
4.3

Sliding window technique

In some cases, the automatic segmentation method in Section 4.1 is unable to find
an appropriate location for the logo in the query image. This occurs commonly
in images with lots of clutter or images which contain multiple storefront logos.
In these scenarios, the SLRS employs sliding windows. Matching sliding windows
instead of whole query images greatly reduces the number of false positive feature
matches, and has contributed to a boost of approximately 10-12% in recognition
accuracy during testing. Use of sliding windows for logo recognition is a novel
idea; here, the SLRS makes the assumption that images taken with a modern
camera are rarely ever sideways. Specifically, if a storefront logo appears in a
query image, it is likely to be oriented in the upright direction. This allows
the SLRS to apply a series of rectangular masks over the input image with
dimensions which correspond to that of the logo in interest. Sliding windows are
calculated once for each logo type present in the database (database logos which
have the same design are considered the same type).
Using pre-determined dimensions of the training logo, the SLRS divides each
test image into regions and matches each region to find possible logos. The sliding
window dimensions are calculated beforehand, and are provided to the SLRS as
a ratio. For example, a ratio of 3 refers to a horizontal logo that has a width
which is three times its height, while a ratio of 0.2 refers to a vertical logo that
has a height which is five times its width.
Figure 4, provides an example of the SLRS’s sliding window technique.
Each sliding window is treated as a separate test image in the database
matching step (see Section 4.2). The sliding window with the maximum number
of matches to each logo is labelled as the primary window, and the primary
window determines the score of the database match as follows:
si = max(mij ), ∀i,
j

(3)

where si is the score of the query image with respect to the ith training logo in
the database, and mij is the number of matches between the jth sliding window
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Fig. 4. Diagram of the SLRS’s sliding window technique.

in the query image and the ith training logo. If the score of the query image
exceeds a certain percentage of the the total number of features in training logo
i, the desired database match, the SLRS labels that query image with a flag that
indicates the logos presence.

5

Results

To test the SLRS, I gathered a dataset of 481 images of different storefront logos
in shopping centers. I limited the storefront logos to well-known brands, i.e. Banana Republic, Macys, Nike, Nordstorm, Bloomingdale’s, and Urban Outfitters.
Out of these 481 images, I selected 381 of them for the training set. These 381
images represented a set of ideal logos, i.e. ones that I believed to encompass
a wide range of illuminations and viewpoints without being too blurry. I then
fed these 381 training images through the representation phase of the SLRS.
The remaining 100 images were then run through the recognition phase. Table
1 provides a set of comprehensive recognition results.
I implemented the SLRS exclusively in C and MATLAB, making use of
OpenCV and VLFeat, two popular open source libraries for general computer
vision tasks and feature extraction, respectively. All matrix operations and perspective transforms were performed in OpenCV, while VLFeat was used to help
extract PCA-SIFT features and for building the vocabulary tree. The results of
the experiment on an 2.5GHz Intel Core i5, 512KB L2 cache are shown below.
All of the C code was compiled with aggressive optimizations (-O3). Using a
descriptor dimension of 20 for PCA-SIFT, the SLRS can process a single query
image in 829ms on average, or just under 1 second.

6

Conclusions and Future Work

In this paper, I have presented an algorithm for storefront logo recognition. I
first discuss the challenges and motivation for storefront logo recognition, before discussing existing related work. I then present the recognition system for
storefront logos. Despite the difficulty of the task, the proposed system is able to
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Storefront logo
Detected Not detected Total Percent recognized
Banana Republic
19
2
21
95.0%
Bloomingdale’s
20
2
22
90.9%
Macy’s
11
3
14
78.6%
Nike
15
2
17
88.2%
Nordstorm
10
4
14
71.4%
Urban Outfitters
11
1
12
91.7%
Total
86
14
100
86.0%

Table 1. Results for 100 total test images of six different storefront logos.

reliably detect multiple logos in input images at an extremely rapid rate. To increase the efficiency of the algorithm, I employ a database of PCA-SIFT features
and make use of an automatic segmentation algorithm to improve recognition
accuracy. By building a feature database from 381 different training images of
known storefront logos, the SLRS was able to achieve an impressive 86.0% accuracy on a test set of 100 images, each containing a single logo. With a larger
database of storefront logos and more computing power, the SLRS would be able
to recognize a wider range of logos in a shorter amount of time.
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