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Abstract—The development of small, active robots is built 
around an iterative process of design, modeling, and verification.  
Accurate knowledge of vehicle position and velocity is crucial to 
verification, and so is essential for closing the loop of this 
iterative process.  In this paper we present a method for detecting 
robust fiducials from a video of a robot moving in the image 
plane.  We combine image processing techniques with an 
understanding of basic physical principles to first identify 
approximate robot location and then discover the most robust 
fiducial visible for at least 90% of the video. 
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I. INTRODUCTION 

Robotics research often involves quantification of the 
dynamic behavior of these vehicles.  While the most interesting 
behavior occurs in unconstrained environments, the behavior 
which is easiest to analyze occurs in constrained, laboratory 
environments.  In either case, video analysis is common for 
many of the same reasons it is commonly used in biological 
research applications - low disturbance to the system, 
potentially high spatial resolution, and easily adaptable to 
laboratory scales [1]. Tools like those developed by [1] are 
often used for image analysis, but these tools have some 
limitations and are designed for more general objectives.  For 
any given analysis, a great deal of time is often spent with a 
human operator manually identifying points in each frame of 
interest. While crucial to the underlying research in terms of 
both final results and iterative feedback during development, 
the high time commitment creates a barrier to its use.  Inspired 
by methods like those presented in [2] and [3], we have 
developed software to automatically identify and track the 
most robust fiducials.  The method we outline below identifies 
the most robust point of interest on a robot, tracks it as long as 
it remains consistently distinguishable, and returns position and 
velocity data along with an estimate of noise. 

II. IMPLEMENTATION 

A. Identify approximate robot location 

We must first identify the likely location of the robot in the 
video.  We use two assumptions in this process which will re-
appear throughout the rest of this implementation: that the 

robot is 1) in motion when we are interested in tracking it, and 
2) not moving extremely fast or experiencing large 
accelerations.  In our specific application, this limits our search 
to robots moving between 1 and 10 m/s with no sudden 
reversal in direction.  The steps to identify approximate robot 
location are as follows: 

 

• Construct a median image using the data from the entire 
video (the median value of each pixel over time). 

 

 

• Subtract this median image from each frame, and 
binarize using a (relatively low) threshold. 

• Use an image opening operation to eliminate small 
regions (dilation followed by erosion using a small 
structuring element). 

• Identify centroids in each binarized frame. 

• Propose possible matches for each centroid in adjacent 
frames by using a nearest-neighbor search. 

• Evaluate the velocity implied by each nearest-neighbor 
match; remove failing matches from consideration as 
possible robot or robot components. 
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Fig. 2: Binarized difference frames 



Fig. 3: Image within bounding box 

Fig. 5: SIFT fiducials 

Fig. 7: 90% fiducial tracks with spline interpolation 

• Organize the matches which pass the velocity test into 
continuous “tracks”. 

• Remove any points within tracks whose acceleration is 
too high, creating two new, shorter tracks.  

• Use velocity at the temporal endpoints of each track to 
project forward 2-3 frames to attempt to find another 
track with which to join. 

• Discard the shortest tracks. 

• Find the largest region whose centroid lies along one of 
the remaining tracks – this gives us an estimate of robot 
size.  Create a bounding box two or three times larger 
than this region to use for identifying regions of 
interest. 

• From each frame, extract only those thresholded areas 
which are within the bounding box extents calculated in 
the previous step, measured from the average location 
determined in the step previous to that. 

• These binarized regions are our first approximation of 
robot location – use them to mask the original video 
before proceeding to look for fiducials on the robot 
itself. 

B. Identify the most robust fiducial on the robot 

Now that we are fairly confident that we will be looking 
primarily at the robot itself, we can identify potential fiducials 
and track them over time.  Our algorithms are designed as post-
processing steps, and so examine the entirety of the video using 
any desired keypoint detection algorithm.  In the current  
method, we use the SIFT algorithm, but another method could 
be substituted without any fundamental change of tactic. 

 

 

 

 

 

 

• Use the SIFT algorithm to compute fiducials and 
descriptors for each frame’s region of interest. 

• Find correspondences between adjacent frames by 
comparing fiducial descriptors. 

• Use the RANSAC algorithm to determine the projective 
homography transformation which preserves the 
maximum number of correspondences.  An affine 

homography would also be appropriate as most features 
are at a fairly constant distance from the camera. 

• Examine the correspondences between each frame and 
its immediate predecessor and immediate successor.  If 
any one fiducial is matched in all three images, record 
this as a potential fiducial. 

• Follow every potential fiducial from frame to frame 
until it does not find a RANSAC-filtered 
correspondence in the next examined frame. 

•  

 

 

 

 

 

• Find the top 10, 20, or 40 longest continuously tracked 
fiducials using the above method.  In the videos we 
analyzed, the longest continuous tracking usually did 
not exceed ten percent of the time of interest (where the 
time of interest is defined as the time in which we have 
reasonable confidence that the robot is in motion based 
on our analysis in part A). 

• For each of these top fiducials, compute a mean 
descriptor (a median descriptor is also a viable 
strategy).  Search the entire video and identify the 
fiducials which match these median descriptors within 
some threshold. 

 

• Iteratively increase the strictness of this threshold until 
there remains only one fiducial which is identified in at 
least 90% of the time of interest – this is our most 
robust fiducial. 

• Use a cubic spline to interpolate missing fiducial 
locations in between the first and last instances of 
fiducial detection. 

 

 

Fig. 4: SIFT detection applied on masked image 

Fig. 6:Fiducials tracked for at least three 
consecutive frames 



Fig. 9: Velocity estimates from best fiducial tracks 

Fig. 8: Best fiducials represented in unprocessed frame 

Fig. 11: Final computed trajectories 

Fig. 10: Frame-by-frame noise estimates 

 

C. Extract velocity data and characterize noise 

Now that we have a fiducial which is robustly identified 
throughout the video, we can use this fiducial to generate 
velocity data, and use heuristics of physical systems to estimate 
noise. 

 

• Use the difference in recorded positions (in image 
coordinates) to estimate forward and backward velocity.  
Either of these can be used, although an average of the 
two is likely to reduce noise somewhat.  Convert to m/s 
using a given ratio of pixels to meters and the frame 
rate of the video. 

  

• We assume that real robot locomotion will result in 
more or less smooth velocities.  This can help us 
estimate noise in our video.  First, smooth the velocity 
data using a seven-point moving average.  Subtracting 

the smoothed data from the raw data then gives you an 
estimate of noise. 

III.  RESULTS 

We analyzed the operation of a jumping and gliding robot 
in two different environments, using different cameras. A total 
of 10 videos in these environments were run through our 
algorithm.  

In videos where objects moved near the robot at similar 
speeds, results were bad. For example, in a couple of videos, 
people walked in front of the robot trajectory. This influenced 
the algorithm to track the person rather than robot for a portion 
of the video. As such, the best results come from videos in 
which the robot trajectory is not intersected by another object 
at similar velocity. The algorithm was robust to object motion 
which did not intersect the robot itself, such as the motion of 
the person launching the robot, as seen in Fig. 8. 

An additional problem arose if the robot was very close in 
color to the background. An implicit assumption of our 
algorithm in the median difference step is that the object of 
interest is significantly different in color than the median pixels 
of the background. 

As seen in the velocity plots of Fig. 9, the algorithm works 
well to estimate velocities of gliding robots. This can be 
confirmed by looking at the leveling of the Y velocities upon 
gliding, where gravity is matched by the lift of the wing.
 The velocity results match well with manually obtained 
data. 

 The noise plots in Fig. 10 indicate low-noise estimates of 
velocity. The signal to noise ratios of the left and right were 
267 and 382, respectively.  Noise is estimated by assuming a 



smooth velocity profile – we first use a 7-pixel averaging filter 
to obtain an estimate of a noise-free data set, then use this to 
estimate noise.  While this is not perfect, it gives us a first 
approximation of noise in our tracking method. 

IV. CONCLUSIONS AND FUTURE WORK 

In this report, we presented a method for precisely 
estimating the trajectory of robots moving at velocities 
between 1 and 10 m/s with no significant accelerations, and 
consequently producing good velocity estimates. We wrote our 
algorithm in MATLAB and tested it with 10 videos of gliding 
robot flight. Results for four more of these videos are included 
in appendix B for reference. 

 Our algorithm is relatively robust to motion of objects 
other than the robot, with the exception of objects intersecting 
the robot at similar velocity. An area of future work would be 
to examine its robustness to background motion, as in perhaps 
a video outside, with plants moving in the wind. We predict 
that our algorithm which rejects reversal of motion, would 
work well, and be tunable to this type of video. 

Another direction for future consideration would be to 
utilize the velocity estimate produced by the first fiducial to aid 
in finding a second fiducial. The same method could be used, 

but with frame-by-frame projections of where the next match 
should be located. We have attempted to implement this step 
with some limited initial success. The second fiducial would 
then allow estimates of the in-plane angular velocity of the 
robot. 
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APPENDIX A—WORK DISTRIBUTION 
Coding was done jointly and concurrently between partners, 
with Morgan leading.  
Poster design was lead by Heather.  
Both partners collaborated to write the report. 
 

APPENDIX B—FURTHER RESULTS 

 
 
 
 

 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 

Fig. 12: Video 3 results 

Fig. 13: Video 4 results 

Fig. 14: Video 5 results 

Fig. 15: Video 6 results 


