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Abstract

This dissertation studies how mathematical modeling can be used in conjunction with

empirical data to provide insight into health policy and medical decision-making. We

consider three specific questions. First, how should drug safety regulators imple-

ment a postmarketing drug surveillance system that accounts for multiple adverse

events? Second, what is the aggregate contribution of workplace stressors toward

poor health outcomes and health spending in the U.S.? Third, how should rigorous

cost-effectiveness analyses be conducted for medical innovations, when data are scarce

and unreliable? These are important questions that have thus far eluded definitive

answers because existing data sources and models cannot be directly applied to an-

swer these questions satisfactorily. Therefore, we try to address these questions by

developing new data-driven mathematical models, which draw ideas from stochastic

analysis and optimization theory.

In Chapter 1, we develop a new method for postmarketing surveillance of a drug,

in order to detect any adverse side effects that were not uncovered during pre-approval

clinical trials. Because of the recent proliferation of electronic medical records, regu-

lators can now observe person-level data on drug usage and adverse event incidence

in a population. Potentially, they can use these data to monitor the drug, and flag

it as unsafe if excessive adverse side effects are observed. There are two key features

of this problem that make it challenging. First, the data are accumulated in time,

which complicates the regulators’ decision process. Second, adverse events that occur

in the past can affect the risk that other adverse events occur in the future. We pro-

pose a drug surveillance method, called QNMEDS, which simultaneously addresses

these two issues. QNMEDS is based on the paradigm of sequential hypothesis testing,

iv



and it works by continuously monitoring a vector-valued test-statistic process until it

crosses a stopping boundary. Our analysis focuses on prescribing how this boundary

should be designed. We use a queueing network to model the occurrence of events

in patients, which also allows us to capture the correlations between adverse events.

Exact analysis of the model is intractable, and we develop an asymptotic diffusion ap-

proximation to characterize the approximate distribution of the test-statistic process.

We then use mathematical optimization to design the stopping boundary to control

the false alarm rate below an exogenously-specified value and minimize the expected

detection time. We conduct simulations to demonstrate that QNMEDS works as de-

signed and has advantages over a heuristic that is based on the classical Sequential

Probability Ratio Test.

In Chapter 2, we describe a model-based approach to quantify the relationship

between workplace stressors and health outcomes and cost. We considered ten stres-

sors: Unemployment, lack of health insurance, exposure to shift work, long working

hours, job insecurity, work-family conflict, low job control, high job demands, low

social support at work, and low organizational justice. There is widespread empiri-

cal evidence that individual stressors are associated with poor health outcomes, but

the aggregate health effect of the combination of these stressors is not well under-

stood. Our goal was to estimate the overall contribution of these stressors toward

(a) annual healthcare spending, and (b) annual mortality in the U.S. The central

difficulty in deriving these estimates is the absence of a single, longitudinal dataset

that records workers’ exposure to various workplace stressors as well as their health

outcomes and spending. Therefore, we developed a model-based approach to tackle

this problem. The model has four input parameters which were estimated from sepa-

rate data sources: (a) the joint distribution of workplace exposures in the U.S., which

we estimated from the General Social Survey (GSS); (b) the relative risk of each

outcome associated with each exposure, which we estimated from an extensive meta-

analysis of the epidemiological literature; (c) the status-quo prevalence of each health

outcome; and (d) the incremental cost of each health outcome, which were both esti-

mated using the Medical Panel Expenditure Survey (MEPS). The model separately
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derives optimistic and conservative estimates of the effect of multiple workplace ex-

posures on health, and uses an optimization-based approach to calculate upper and

lower bounds around each estimate to account for the correlation between exposures.

We find that more than 120,000 deaths per year and approximately 5-8% of annual

healthcare costs are associated with and may be attributable to how U.S. companies

manage their work force. Our results suggest that more attention should be paid to

management practices as important contributors to health outcomes and costs in the

U.S.

In Chapter 3, we study the problem of assessing the cost-effectiveness of a medical

innovation when data are scarce or highly uncertain. Models based on Markov chains

are typically used for medical cost-effectiveness analyses. However, if such models are

used for innovations, many elements of the chain’s transition matrix may be very im-

precise due to data scarcity. While sensitivity analyses can be used to assess the effect

of a small number of uncertain parameters, they quickly become computationally in-

tractable as the number of uncertainties grows. At present, only ad-hoc methods exist

for performing such analyses when there are a large number of uncertain parameters.

Our analysis focuses on an abstraction of this problem, which is how to calculate

the best and worst discounted value of a Markov chain over an infinite horizon with

respect to a vector of state-wise rewards, when many of its transition elements are

only known up to an uncertainty set. We prove the following sharp result: If the

uncertainty set has a row-wise property, which is a reasonable assumption for most

applied problems, then these values can be tractably computed by iteratively solving

certain convex optimization problems. However, in the absence of this row-wise prop-

erty, evaluating these values is computationally intractable (NP-hard). We apply our

method to the evaluate the cost-effectiveness of a new screening method for colorec-

tal cancer, annual fecal immunochemical testing (FIT) for persons over the age of

55. Our results suggest that FIT is a highly cost-effective alternative to the current

guidelines, which prescribe screening by colonoscopy at 10-year intervals.
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Chapter 1

Active Postmarketing Drug

Surveillance for Multiple Adverse

Events

1.1 Introduction

In most countries, before a drug is approved for commercial distribution, the drug has

to undergo a series of clinical trials, designed to assess both its efficacy and potential

side effects. However, clinical trials may fail to detect all the adverse side effects

associated with the drug. Researchers have pointed to the small size and low sta-

tistical power of clinical trial populations (Wisniewski et al. 2009) and pressures for

quick drug approval (Deyo 2004) as possible reasons for such failures. Postmarketing

drug surveillance is the process of monitoring drugs that are already commercially

distributed, in order to flag drugs that have potential adverse side effects. It is typ-

ically based on observational data and cannot definitively establish or refute causal

relationships between drugs and adverse events. Nevertheless, if a causal relationship

exists, effective drug surveillance would provide preliminary evidence for this relation-

ship and an early warning signal for regulators to take mitigating actions (e.g., limit

the drug’s distribution, issue warnings to consumers, order further studies), thereby

acting as a final safeguard to protect the consumer population from lapses in the

1



CHAPTER 1. POSTMARKETING DRUG SURVEILLANCE 2

initial process of drug approval.

Drug surveillance systems may be classified as either passive or active. A passive

surveillance system relies on physicians and patients to voluntarily report suspected

drug-associated adverse events to the relevant health authorities. In contrast, an

active surveillance system employs automated monitoring of public health databases

to proactively infer associations between drugs and adverse events. In the U.S., the

present system of drug surveillance is passive. The medical community, however, has

long argued against passive surveillance, citing its high susceptibility to biases such as

underreporting of adverse events, and has repeatedly called upon the U.S. Food and

Drug Administration (FDA) to develop an active surveillance system (e.g., Burton

et al. 1999, Furberg et al. 2006, Brown et al. 2007, McClellan 2007). In response, the

FDA, also recognizing the importance of active surveillance, launched the Sentinel

Initiative in May 2008, which aims to “develop and implement a proactive system . . .

to track reports of adverse events linked to the use of its regulated products” (FDA

2012).

Existing methods that have been proposed for active drug surveillance still possess

significant limitations. The report by the FDA (Nelson et al. 2009) presents a com-

prehensive account of existing methods and discusses their limitations. The report

concludes that a common limitation of existing methods is the limited handling of

confounding factors. Other limitations in individual methods include failure to ac-

count for the temporal sequence of adverse events and drug usage, lack of control over

statistical parameters of interest (such as false detection rates), and high sensitivity

to distributional parameters.

1.1.1 Contributions

Our central contribution is to propose a method for active drug surveillance, termed

Queueing Network Multi-Event Drug Surveillance (QNMEDS), that overcomes some

of the limitations listed above. In particular, QNMEDS allows simultaneous surveil-

lance of the effect of a drug on multiple adverse events, and explicitly accounts the
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temporal dependencies between these adverse events, which is an important con-

founding factor that has been neglected in other methods. Specifically, QNMEDS

allows an adverse event that has occurred in the past to affect the rate at which other

adverse events occur in the future. Because drug surveillance uses public health data,

it does not have have a well-controlled study population (unlike, e.g., clinical trials),

and therefore, multiple adverse events are expected to exist in the study population.

Moreover, the epidemiological literature suggests that the magnitude of these interde-

pendencies can be significant. For example, diabetics are known to have around two

times the risk of cardiac events than non-diabetics (e.g., Abbott et al. 1987, Manson

et al. 1991). One way that this interdependency complicates the problem of drug

surveillance is when a drug that may be “safe” for patients who are free of adverse

events could be “unsafe” for patients who had previously experienced some adverse

event. For example, researchers have found that antiplatelet therapy, which is pre-

scribed to prevent adverse cardiovascular events, actually increased the risk of major

adverse cardiovascular events if the patient had Type II diabetes (Angiolillo et al.

2007). These considerations suggest that surveillance methods that fail to account

for the interactions between multiple adverse events may make erroneous conclusions.

This point is further supported by our simulation study in §1.7.3.

In addition, QNMEDS also possesses the following desirable features: 1) it is

designed for sequentially arriving data, 2) it incorporates temporal dynamics such

as the sequencing of drug treatment and adverse events, 3) it allows the user to

control statistical parameters such as the false detection probability (Type I error),

and 4) it is robust to distributional assumptions, unlike other tests that require strong

assumptions about likelihood functions, such as the Sequential Probability Ratio Test

(SPRT). With regard to the last point in particular, our numerical study on simulated

data for two adverse events finds that an SPRT-based heuristic performs very poorly

under mild perturbations of its parametric assumptions, even though it has excellent

performance when its assumptions are met. Specifically, in simulated data where the

drug increased the risk of an adverse event between 40% to 60%, if the SPRT-based

heuristic assumed a slightly mis-specified distribution of random event times, it could

only detect this elevated risk in 0-2% of all the simulation runs. In contrast, on the
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same data, QNMEDS detected this association in 100% of the runs.

Through our analysis of QNMEDS, we make two further technical contributions:

1. As part of our analysis, we had to estimate the probability of hitting a certain

set for a multi-dimensional Brownian Motion (B.M.) process with correlated

components. We develop a novel method to bound this hitting probability from

above by constructing a new multidimensional B.M. process with independent

components, and calculating the hitting probability for the new B.M. process,

which turns out to be more tractable.

2. We introduce a cross-hazards model that captures the dynamic interactions

between multiple adverse events. Our cross-hazards model can be viewed as a

dynamic version of the classical Cox proportionate hazards model. We show

how QNMEDS can be used for active drug surveillance in the context of this

cross-hazards model.

1.1.2 Outline

We presently sketch an outline of how QNMEDS operates (details are given by Al-

gorithm 3 in §1.5.4). QNMEDS receives sequentially arriving patient data on the

times of adverse events and drug treatment, and uses these data to construct a cer-

tain vector-valued test-statistic, which is defined in §1.3. The components of this

test-statistic capture the effect of the drug on each adverse event. If the test-statistic

reaches a certain region of its state-space, called the stopping region, QNMEDS ter-

minates and flags the drug as unsafe. The primary analysis of this chapter focuses

on how this stopping region is constructed in order to control the false detection rate

and minimize the expected detection time.

Our analysis begins after a brief review of related methods in §1.2. Figure 1.1

illustrates the steps of our analysis, which occurs in three broad steps spanning §1.3

through §1.5. First, in §1.3, we describe the quantities that are to be statistically

investigated, formalize a hypothesis test for these quantities, and define the test-

statistic to be monitored. Second, in §1.4, we formulate a model of event occurrences

in patients as a M/G/∞/M queueing network model with an arborescent (tree-like)
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Figure 1.1: Illustrated overview of analytical steps in QNMEDS.

structure. The queueing network models the dynamic nature of the surveillance sys-

tem: patients arrive (i.e., join the surveillance system) and depart (i.e., leave the

system due to death, migration, etc.) with time. Furthermore, this formulation al-

lows us to apply results from queueing theory to characterize the first two asymptotic

moments of our test-statistic (§1.4.2). Using this characterization, in §1.4.3, we pro-

ceed to apply standard convergence properties to show that our test-statistic weakly

converges to a multidimensional Brownian Motion (B.M.) process as the arrival rate

of patients into the system approaches infinity. Third, we consider a hypothesis test

on the limiting test-statistic (§1.5.1), reformulating the problem of designing stopping

boundaries for this test as a mathematical optimization problem (§1.5.2), and solve

it (§1.5.3). We recover the stopping region for the original problem by rescaling and

provide a summary of its implementation (§1.5.4, Algorithm 3). In QNMEDS, the

queueing network formulation captures the interdependence between adverse events,

the Brownian asymptotics confers the robustness to distributional assumptions, and
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Is Feature Present ? SPRT-
based

Group
sequential

Data-
mining

QNMEDS

Temporal sequence of drug and adverse event Y Y N Y
Control of Type I error Y Y N Y
Robust to distributional assumptions N Ya Y Y
Can model multiple adverse events N Yb Yb Y
Can model multiple drugs N N Y N
a Depends on choice of method.
b Does not directly model interactions between adverse events.

Table 1.1: Comparison of features between our proposed method and related classes
of methods.

the mathematical optimization allows us to introduce control parameters such as

Type I errors.

In §1.6, we describe an example illustrating how QNMEDS can be applied to the

setting of a dynamic form of Cox’s proportional hazards model, in order to approxi-

mately test for the maximum hazard ratio of a drug on multiple adverse events. This

setting is also used for the numerical studies described in §1.7. Finally, §1.8 concludes.

Proofs of the results are provided in Appendix A.

1.2 Literature Review

We proceed to briefly review three classes of methods that can potentially be applied

to the problem of active drug surveillance (for a comprehensive review, see Nelson

et al. 2009). We discuss their strengths and limitations, as well as how QNMEDS

integrates some of the strengths and overcomes some of the limitations of these other

methods. Table 1.1 presents a summary of comparisons between QNMEDS and these

other methods.

The first class of methods comprise the Sequential Probability Ratio Test (SPRT)

by Wald (1945) and its variant, the maximized SPRT (maxSPRT) by Kulldorff et al.

(2011). Both methods are general statistical inference procedures that are designed

for sequential data arrival. They operate by continuously monitoring whether a test-

statistic crosses certain stopping boundaries, which are designed to obtain prescribed

Type I/II error rates for the test. The SPRT is a hypothesis test between two (simple)
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hypotheses, and has an appealing optimality property; namely, it has the smallest

expected sample size of any test that has equal or less Type I/II errors (Wald and

Wolfowitz 1948). The maxSPRT is an extension of the SPRT that endogenizes the

parameter choice in the alternative hypothesis, and has been applied in several studies

on vaccine safety surveillance (e.g., Lieu et al. 2007, Yih et al. 2009, Klein et al.

2010, Kulldorff et al. 2011). Despite its strengths, the SPRT (and, by extension, the

maxSPRT), suffers from two limitations. First, it is known to be very sensitive to

distributional assumptions (e.g., Hauck and Keats 1997, Pandit and Gudaganavar

2010). This is because it is based on likelihood ratios and consequently requires

the modeler to assume that the random occurrence times of adverse events follow

certain distributions. A mis-specification of the distribution can adversely affect its

performance. Second, it is designed to test a single outcome, which in this application,

is a single type of adverse event. It does not model multiple types of adverse events and

their correlations, which are likely to be present in the large public health databases

used for active surveillance.

The second class of methods comprise group sequential testing methods, which are

reviewed in much detail by Jennison and Turnbull (1999). These methods are similar

to the SPRT-based methods in that they are designed for sequential data arrival.

However, they unlike the SPRT-based methods, which review the test-statistic con-

tinuously, group sequential methods review the test statistics at discrete time points.

A common goal of these methods is to distribute the Type I error of the test across

the review points, and different methods provide varying ways of achieving this (see,

e.g., Pocock 1977, O’Brien and Fleming 1979, Lan and DeMets 1983). These methods

are very flexible and can be designed to handle confounding variables. However, as

in the case of SPRT-based methods, we are unaware of a group sequential test for

multiple outcomes that have temporal dependencies as considered in this chapter.

The third class of methods comprise data mining methods, such as the propor-

tional reporting ratio (PRR) by Evans et al. (2001), the Bayesian confidence prop-

agation neural network (BCPNN) by Bate et al. (1998), and the multi-item gamma

Poisson shrinker (MGPS) by DuMouchel (1999). These methods are based on de-

tecting drug-adverse event combinations that are disproportionately large compared
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to expected outcomes frequencies from within the database and were designed to be

deployed on large datasets containing multiple drugs and multiple adverse events.

While such methods do not explicitly incorporate the effect of confounding factors

such as comorbidities, they are particularly amenable to subgroup analysis or strat-

ification, which can reduce the problem of confounding factors. They typically do

require some distributional assumptions, but these assumptions play a less critical

role than in SPRT-based methods. However, these methods have the limitation that

they were designed for hypothesis generation rather than hypothesis testing, and do

not provide control over common parameters of statistical interest, such as Type I

errors. A second limitation is that they were designed to find cross-sectional associ-

ations of drug-adverse event combinations, and do not incorporate considerations of

temporal sequence (e.g., whether the adverse event occurred before or after the drug

was taken).

QNMEDS incorporates the main strengths and overcomes the key limitations of

each class of methods. Similar to the SPRT and group sequential methods, but unlike

the data-mining methods, QNMEDS is based on the paradigm of sequential hypoth-

esis testing, allows control over Type I errors, and furthermore is implicitly designed

for sequentially-arriving data. Moreover, QNMEDS is designed to be robust to dis-

tributional assumptions. Finally, a unique strength of QNMEDS is that it handles

not just multiple outcomes (unlike the SPRT methods), but also the temporal in-

terdependence between these outcomes (unlike the group sequential and data-mining

methods).

1.3 Problem Definition: Hypothesis Test Formu-

lation

In this section, we formulate a hypothesis testing problem that determines whether

a single drug increases the maximum incidence rate of a collection of adverse events

beyond an exogenous threshold. We make the following assumptions in our formula-

tion:
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(A1) Patients arrive exogenously into the surveillance system (henceforth referred to

as the system) according to a homogeneous Poisson process with a known rate.

(A2) Once in the system, patients experience the following events : treatment with

the drug, adverse events, and departure from the system (i.e., death) at random

times. Only the first occurrence time of each event is recorded for each patient.

For brevity, we henceforth refer to these first occurrence times as simply the

event times.

(A3) For each patient, the distribution of event times can depend on events that have

previously occurred for the same patient.

(A4) Each patient’s event times are distributed identically and independently.

Assumption (A1) is a standard assumption for arrival processes. Assumption (A2)

does not limit our model because we can simply account for the second, third, etc.

occurrence of the same (physcial) adverse event as separate events within our model

(see §1.4.1 for a discussion of how this can be done). Assumption (A3) enables us

to model the effect of the drug on adverse events, as well as the interdependence

between adverse events. The first part of Assumption (A4), that patients are statisti-

cally identical, is reasonable if we stratify patients into relatively homogeneous socio-

demographic groups with similar risk profiles, which is most feasible if the system

contains many patients. The second part, that patients are statistically independent,

is also reasonable since the drug-related adverse events monitored in a surveillance

system are typically non-infectious conditions that do not interact between patients.

Deferring the full stochastic description of the system and these random times

until §1.4, we proceed to define some notation and formalize our problem. Let m ∈ N
represent the number of adverse events we are monitoring. Further, label the event of

initiating drug treatment with index 1, and label the incidence of each adverse event

with indices j ∈ M := {2, . . . ,m+ 1}. For completeness, label the event of patient

arrival into the system as event 0 and departure from the system as event m+ 2.

Let λ represent the rate of (Poisson) patient arrival into the system. Also, let SA
j (t)

represent the set of patients that experienced adverse event j ∈M after treatment by
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time t, and SB
j (t) represent the set of patients who experienced adverse event j ∈M

before treatment by time t. In other words, for a given patient, if we let tj represent

the (random) occurrence time of adverse event j, and t1 represent the (random)

occurrence time of event 1 (drug treatment), then at time t, the patient belongs in

set SA
j (t) if t1 ≤ tj ≤ t, and the patient belongs in set SB

j (t) if tj ≤ min {t1, t}. Note

that the definition of SB
j (t) includes patients who have experienced adverse event j

by time t, but have not received drug treatment by that time. For each i ∈ {A,B},
we refer to the monotonically increasing process

∣∣Sij∣∣ :=
{∣∣Sij(t)∣∣ , t ≥ 0

}
as a patient

count process, and define ηij as its (asymptotic) rate, normalized by the arrival rate

λ. Formally,

ηij := lim
t→∞

1

λt
E
(∣∣Sij(t)∣∣) i ∈ {A,B} , j ∈M (1.1)

The normalization by λ is not essential, but is done primarily for expositional and

analytical convenience.

The parameters ηij, i ∈ {A,B} , j ∈ M are unknown and will be the subject of

our statistical test. Our hypothesis test is

H0 : ηA

j − kjηB

j ≤ 0 for all j ∈M

H1 : ηA

j − kjηB

j ≥ εj for any j ∈M.

(1.2)

where kj, εj > 0 are model parameters. Intuitively, (1.2) tests whether the incidence

rate of any adverse event after taking the drug, ηA
j , is higher than some fixed multiple

(kj) of the corresponding baseline rate ηB
j before taking the drug. For example, if

kj = 1 for all j, then (1.2) investigates whether, for any adverse event, the patients

who took the drug have a higher incidence rate of that adverse event, compared to

patients who did not take the drug. The parameters εj > 0 represents tolerance levels

for the test. In §1.6, we discuss a specific application that illustrates how these model

parameters kj, εj can be chosen in a principled way.

To implement this test, we monitor the Rm-valued test-statistic process L :=

{L(t), t ≥ 0}. Its jth component is the weighted difference of the number of patients
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who experienced adverse event j after and before treatment with the drug:

Lj(t) :=
∣∣SA

j (t)
∣∣− kj ∣∣SB

j (t)
∣∣ . (1.3)

Intuitively, if the alternative hypothesis H1 in (1.2) is true, then, for some adverse

event j, Lj(t) should increase with t. We would then be able to decide between the

two alternatives by setting an upper threshold on the values of Lj(t), and choose to

reject the null hypothesis once Lj(t) exceeds this threshold. Note that our choice of a

unit weight on
∣∣SA

j (t)
∣∣ is without loss of generality, since it simply represents a choice

of scale for the space of L.

Our test-statistic was motived by several considerations. First, it is intuitive and

simple to compute from data. We later show (Proposition 1.4.2) that under our model

of event occurrences, the patient count processes
∣∣SA

j

∣∣ and
∣∣SB

j

∣∣ are independent for

each j. Our proposed test-statistic process may be viewed as an analog of the test-

statistic for the classical independent two-sample t-test, and is intuitively appealing.

Second, it is not distribution-dependent, and the same test statistic applies, regardless

of our distributional assumptions on various stochastic parameters. This is in contrast

to the SPRT, which uses the likelihood ratio test statistic, and its performance is

potentially very sensitive to the choice of the assumed distribution. This is verified

in our numerical study in §1.7. Third, it is motivated by the structure of the optimal

likelihood ratio test-statistics for a collection of simpler tests (discussed in §1.6.4)

where event times are assumed to be exponentially distributed.

1.4 Modeling Event Occurrences by a M/G/∞/M

Queueing Network

In this section, we describe our stochastic model of how events occur to patients.

Specifically, we define an arborescent (tree-like) M/G/∞/M queueing network, which

we formally construct in §1.4.1, and use it to model event occurrence in patients.

This queueing network formulation equips us with useful analytical tools to study
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Figure 1.2: Illustration of analytical strategy: 1) describe stochastics of queueing
network, 2) express patient count processes in terms of flow processes of network, 3)
describe asymptotic properties and distribution of the test statistic.

stochastic properties of the patient count processes, and therefore, our proposed test-

statistic.

Our development in this section, illustrated in Figure 1.2, proceeds in three steps.

First, in §1.4.1, we provide a formal description of this queueing network, and show

how it is used to represent event occurrences in patients. Second, in §1.4.2, we

characterize the patient count processes
∣∣SA

j

∣∣ and
∣∣SB

j

∣∣ as sums of flow processes of

the network, and use this characterization to derive expressions for their first two

moments. Third, in §1.4.3, we describe an asymptotic regime and the test-statistic’s

limiting distribution in this regime. Our focus throughout this section is to describe

the system and derive the relationships between quantities. Hence, for now at least,

it is useful to think of all the parameters of the queueing model as fully known. We

return to the problem of testing for unknown model parameters in §1.5.

1.4.1 Description of the Queueing Network

To better convey the underlying intuition, we first describe the structure of the queue-

ing network for m = 2 adverse events (illustrated in Figure 1.3). Each node represents

an ordered collection of events that can occur to patients. For example, in Figure 1.3,

if a patient is at node 21, at some time t0, it means that he has already experienced

event 2 and event 1, in that order, by time t0. Suppose that at time t1 > t0, he
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experiences event 3. In the network, this is represented by him transitioning to node

213 at time t1. Suppose at time t2 > t1, he departs the system. This is represented

by him transitioning out of the system at time t2.

0

1

2

3

12

21

31

13

23

32

123

213

312

132

231

321

0 1 2 3

Figure 1.3: Illustration of queueing network for m = 2 adverse events, depicting the
partition of the set of nodes, V into the sets Vk. Upward arrows represent departures
from the system. Not all departures are illustrated.

For general m, the nodes of the graph are constructed as follows. Define V0 := {0}
and for k ∈ {1, . . . ,m+ 1}, define Vk as the set of all k-tuples with distinct elements

from {1, . . . ,m+ 1}. Then, the set of nodes of the graph are V :=
⊎m+1
k=0 Vk, where⊎

represents a disjoint union. For a node v ∈ Vk, we refer to k as the length of

node v and write len (v) = k. Moreover, for v := (v1, . . . , vk), we also use the concise

representation v = v1v2 . . . vk, and we let v(j) := vj denote its jth component.

Next, we describe the edges of the graph. Two nodes u, v ∈ V , are joined by an

edge iff len (v) = len (u) + 1 and v(k) = u(k) for all 1 ≤ k ≤ len (u). Moreover, this

edge points toward v. By construction, it is clear that for any node v ∈ V \{0}, there

exists a unique directed path from 0 to v. Consequently, the graph is arborescent

with node 0 as its root, and it makes sense to talk about the parent-child relationship

between nodes. Specifically, for nodes u, v connected by an edge that is directed to

v, we term v the child node and u the parent node.
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Quantity of Interest Queueing Network Analog

Incidence of an event Arrival at a node
Time until the next event Waiting time at a node

Probability that some event happens next Routing probability to a child node

Table 1.2: Quantities of interest and their queueing network analogs.

Table 1.2 summarizes various quantities of interest and their analogs in the queue-

ing network formulation. Since each node of the network represents an ordered collec-

tion of events that occurs to patients, the temporal interdependence between events

is modeled by appropriate assignment of waiting time distributions at each node. For

example, for the network illustrated in Figure 1.3, to capture the idea that event 3

increases the occurrence rate of event 2, the waiting time distributions for the net-

work could be constructed such that the waiting time at node 0, conditional on being

routed to node 2, is stochastically larger than the waiting time at node 3, conditional

on being routed to node 32. In §1.6, we present an example of how waiting times for

the network can be explicitly constructed in order to model a very natural type of

interdependence between events.

As we noted previously, our model can be used to capture multiple occurrences

of the same (physical) adverse event. For example, for the network illustrated in

Figure 1.3, we can let event 2 represent the first occurrence of a certain adverse

event, and event 3 represent the second occurrence of the the adverse event. We

can assign routing probabilities to the network so that event 3 does not occur before

event 2, (i.e., the edges from node 0 to node 3 and from node 1 to node 13 have zero

probability). Moreover, any dependence between the first and second occurrences

of the adverse event can be modeled through the waiting time distributions at each

node.

At each node of the network we assume a general integrable waiting time distribu-

tion and independent stationary Markovian routing. For any node v := (v1, . . . , vk) ∈
V , we denote by pv the routing probability into node v from its parent, with p0 := 1

for completeness. Also, we define πv as the total routing probability from node 0 to

node v, which is the product of the individual routing probabilities along the unique
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directed path from 0 to v.

A useful stochastic process for our subsequent discussion is the process that counts

the number of patients that have ever visited each node. This is defined below.

Definition 1.4.1 For any node v ∈ V, denote the cumulative arrival process into v

as Av := {Av(t), t ≥ 0}. Further, denote the expected number of cumulative arrivals

as Λv(t) := E (Av(t)).

It can be shown that each Av process is a nonhomogeneous Poisson process. This

follows from the arborescent structure of the network, Poisson thinning, and Theorem

1 by Eick et al. (1993), which states that the departure processes of an Mt/G/∞ queue

with nonhomogeneous Poisson input is also nonhomogeneous Poisson. A useful long

run asymptotic property of the expected number of cumulative arrivals, Λv(t), is

established in the following lemma.

Lemma 1.4.1 The following asymptotic relationship holds for each node v ∈ V.

lim
t→∞

1

t
Λv(t) = λπv. (1.4)

1.4.2 Distribution of Patient Count Processes

We proceed to characterize the distribution of the patient count processes
∣∣Sij∣∣, for

each i ∈ {A,B} , j ∈M, and derive expressions for its first two asymptotic moments

(means, covariance matrix) in terms of the routing probabilities of the queueing net-

work. These derivations are intermediate steps in order to characterize an approx-

imate distribution for the test-statistic process L in §1.4.3. Recall from (1.1), the

asymptotic mean is represented by the symbol ηij, and analogously, we define the

asymptotic covariance matrix Σ ∈ R2m×2m between the patient count processes, with

components

Σ(i, j, i′, j′) := lim
t→∞

1

λt
Cov

(∣∣Sij(t)∣∣ , ∣∣∣Si′j′(t)∣∣∣) i, i′ ∈ {A,B} , j, j′ ∈M. (1.5)

Our derivation relies on observing that
∣∣Sij∣∣ can be decomposed into the sum of

mutually independent patient arrival processes into a set of nodes, V i
j (defined below)
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which furthermore implies (by Poisson superposition) that
∣∣Sij∣∣ is a nonhomogeneous

Poisson process. This is established in Proposition 1.4.1, which follows.

Proposition 1.4.1 Fixing i ∈ {A,B} and j ∈ M, construct the set V i
j ⊆ V as

V i
j :=

⊎m+1
k=1 V

i
j (k), where

V A
j (k) := {v ∈ Vk : v(k) = j and ∃k′ < k, v(k′) = 1} ,
V B
j (k) := {v ∈ Vk : v(k) = j and v(k′) 6= 1 ∀k′ < k} .

Then,
∣∣Sij(t)∣∣ has representation

∣∣Sij(t)∣∣ =
∑

v∈V i
j
Av(t), where the arrival processes

in the set {Av}v∈V i
j

are mutually independent.

In Proposition 1.4.1, the set V A
j (k) is interpreted as the collection of all nodes of length

k, for which the adverse event j occurs after drug treatment. Similarly, the set V B
j (k)

is interpreted as the collection of all nodes of length k, for which the adverse event j

occurs before drug treatment (including the case that treatment has not occurred).

Applying Proposition 1.4.1, we can establish independence between the patient

count processes
∣∣SA

j

∣∣ and
∣∣SB

j

∣∣, as well as derive expressions for their first two asymp-

totic moments. These are stated in the following two propositions.

Proposition 1.4.2 For each adverse event j ∈ M, the processes
∣∣SA

j

∣∣ and
∣∣SB

j

∣∣ are

independent.

Proposition 1.4.3 For any i ∈ {A,B} and j ∈M, we have

ηij =
∑
v∈V i

j

πv i ∈ {A,B} , j ∈M. (1.6)

Also, for i, i′ ∈ {A,B} and j, j′ ∈M, there exists a set T (i, j, i′, j′), with T (i, j, i, j) =

V i
j , such that

Σ(i, j, i′, j′) =
∑

v∈T (i,j,i′,j′)

πv i, i′ ∈ {A,B} , j, j′ ∈M. (1.7)
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In §A.3, we demonstrate the explicit computation of the sets T (i, j, i′, j′) for m = 2

adverse events. Algorithm 1 details how the sets T (i, j, i′, j′) are constructed for

general m. It uses the commmonroot subroutine provided in Algorithm 2.

Algorithm 1 Procedure to compute T := T (i, j, i′, j′).

Require: (i, j), (i′, j′) ∈ {A,B} ×M.
1: Compute the sets V i

j , V i′

j′ from their definitions in Proposition 1.4.1.
2: T ← ∅.
3: for all Nodes v ∈ V j

i and v′ ∈ V j′

i′ do
4: T ← T ∪ commonroot(v, v′)
5: end for

Algorithm 2 The commonroot subroutine used in Algorithm 1

Require: Two nodes v and v′. Assumes: len (v) ≤ len (v′).
1:

2: for k = 1 to len (v) do
3: if v(k) 6= v′(k) then return ∅
4: end if
5: end forreturn v′

1.4.3 Asymptotic Distribution of the Test Statistic Process

We have already characterized the first two moments of the patient count processes

and the test-statistic process. However, exact analysis with the test statistic process

remains difficult, because we were not able to explicitly characterize its distribution.

Therefore, we pursue an approximate analysis in a Large System Regime, defined

below, where the arrival rate of patients into the system goes to infinity.

The underlying intuition of this approximation is that our actual system may be

viewed as a time-scaled version of a hypothetical system with a unit arrival rate.

Suppose that we can evaluate the asymptotic distribution of the test-statistic for the

hypothetical system, in the limit as time and space are both appropriately scaled.

Then we can use this asymptotic distribution as an approximate distribution for the

test-statistic in the actual system, after a suitable re-scaling. In the remainder of this

section, we proceed to show that in this asymptotic regime, the test-statistic process
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for the normalized system weakly converges to a multidimensional B.M.. In §1.5, we

will use this limiting test-statistic process to derive stopping boundaries, and also

show how to map them into stopping boundaries for the original test-statistic.

Let us first establish some notation. We use a “hat”, i.e. the symbol ·̂ , to

represent normalized processes under a unit arrival rate. Formally, we have L̂j(t) :=

Lj(t/λ),
∣∣∣Ŝij(t)∣∣∣ :=

∣∣Sij(t/λ)
∣∣ for each adverse event j ∈ M and Λ̂v(t) := Λv(t/λ) for

each node v ∈ V of the queueing network. Note that all the results thus far also

extend to the “hatted” symbols as well.

Consider a sequence of systems indexed by λ, such that the λth system has arrival

rate λ. We associate with the λth system a scaled test-statistic process L̂
(λ)

and

asymptotic rate parameters ηA,λ
j and ηB,λ

j (these play the role of ηA
j , η

B
j in our original

system), and where L̂
(λ)

is a time and space-scaled version of L̂, which is explicitly

given by

L̂
(λ)

:=
{
L̂

(λ)
(t) : t ≥ 0

}
with L̂

(λ)
(t) := λ−1/2L̂(λt),

and we assume that ηA,λ
j , ηB,λ

j vary with λ in the following Large System Regime:

λ→∞, and (1.8a)

lim
λ→∞

√
λ
(
ηA,λ
j − kjηB,λ

j

)
= cj, (1.8b)

for some cj ∈ R, for all j ∈M.

The first part (1.8a) is an assumption about the true parameter value of λ, and

is most appropriate when the true value of λ is large relative to the service rates

of the queueing network. This is likely to be true in practice, since a “service” in

our context represents an experience of an adverse event, which should occur much

more infrequently than arrivals of patients into the system. The second part (1.8b)

is an assumption about how the parameters ηA,λ
j , ηB,λ

j vary with λ. Since all we

require is that cj exists, and do not make any restrictions on its sign or magnitude,

(1.8b) will hold without any further data requirement. Instead, (1.8b) will play a

role in the design of our limiting test, a discussion that we defer until §1.5. For
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now, we apply these constructs to establish that L̂ is distributed asymptotically as a

multidimensional B.M..

Proposition 1.4.4 Let c := (cj)j∈M be defined through assumption (1.8b), and fur-

ther define Q := V ΣV T , where:

1. The covariance matrix Σ is defined as in (1.5),

2. The m× 2m matrix V comprises two diagonal blocks, V := [I,−K], and

3. K is a diagonal matrix with diagonal entries Kjj := kj for each j ∈M.

Let Y := {Y (t), t ≥ 0} represent a (c, Q) multidimensional B.M.. Then, L̂
(λ)

con-

verges weakly to Y as λ→∞.

The multi-dimensional B.M., Y , defined in Proposition 1.4.4, will be termed the

limiting test-statistic process. From the same proposition, we observe that Y admits

the decomposition Y (t) = ct+Q1/2W (t), where W := {W (t), t ≥ 0} is a standard

m-dimensional B.M., and Q1/2 is a decomposition of Q such that Q1/2(Q1/2)T = Q.

1.5 Optimal Boundary Design for the Limit Prob-

lem

We now propose a sequential hypothesis test (called the limiting test) for the pa-

rameters of the limiting test-statistic process Y , and show that this limiting test

approximates the hypothesis test (1.2). After defining the limiting test in §1.5.1, we

show in §1.5.2 how the problem of designing stopping boundaries for this limiting test

can be posed as a mathematical optimization problem, and proceed to solve this prob-

lem in §1.5.3. The section concludes with §1.5.4, which summarizes the results of our

analysis and concisely describes how our drug surveillance method is implemented.
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1.5.1 Limiting Hypothesis Test on the Drift of Y

We propose the limiting test

H0 : cj ≤ 0 for all j ∈M,

H1 : cj ≥ cj for any j ∈M,
(1.9)

where the constants cj in the alternate hypothesis are defined as

cj :=
√
λεj. (1.10)

This test is an appropriate approximation of (1.2) as a result of the following

lemma, which implies that in the limit as λ → ∞, a correct choice between the null

and the alternative on the limiting test (1.9) leads to a correct choice between the

null and the alternative in the hypothesis test (1.2).

Lemma 1.5.1 For each j ∈M, let cj satisfy (1.8b). Then,

1. If cj < 0 for all j ∈ M, then ηA,λ
j − kjηB,λ

j < 0 for all large enough λ, for all

j ∈M.

2. If for some j∗ ∈M, cj∗ > cj∗, then ηA,λ
j − kjηB,λ

j > εj for all large enough λ.

1.5.2 Boundary Design as an Optimization Problem

For some r,y ∈ R
m
+ , we consider a moving continuation region C̃(t) :=

{x ∈ Rm : x ≤ rt+ y} (the vector inequality denotes a component-wise inequality),

where we stop sampling and reject H0 once Y (t) /∈ C̃(t). This continuation region is

illustrated in Figure 1.4 for m = 2 dimensions.

Our goal is to choose parameters r and y that are “optimal” in a sense that will

be formally defined. We will do this in 3 steps: First, we apply a change of axes

to transform the moving continuation region to a fixed continuation region. Second,

we relate the decision parameters r,y to testing parameters such as the Type I/II

errors and expected detection time. Third, we formulate a mathematical optimization

problem to choose r and y.
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Figure 1.4: Sample path of Brownian motion for m = 2 and moving continuation
region C̃(t), which starts at point (y1, y2) and drifts at rate (r1, r2) per unit time.

Step 1: Change of axes. We use a fixed continuation region C := {x ∈ Rm : x ≤ y}
instead of the moving continuation region C̃(t), and simultaneously subtract rt from

our limiting test-statistic process Y . Our problem is therefore to choose optimal

boundary parameters r and y that define the fixed continuation region C, and test-

statistic, Z(t) := Y (t)− rt = (c− r)t+Q1/2W (t). We stop sampling and reject H0

once Z(t) /∈ C. This step is not strictly necessary, but will simplify our subsequent

analysis.

Step 2: Relate decisions to testing parameters. We seek a stopping rule that

has a controlled false detection probability and a minimized true detection time.

Specializing this definition to our current context, we will design the test to have a

Type I error below an exogenous parameter α ∈ (0, 1), a Type II error of zero, and

a minimized expected detection time under the alternative hypothesis, H1, of (1.9).

Lemma 1.5.2, which follows, relates the choice of boundary parameters r,y to the

Type I/II errors and expected time of rejection under H1 for the test.

Lemma 1.5.2 For the sequential test (1.9), suppose that rj < cj for all j. Further,

let S be any diagonal matrix such that S � Q, and let its corresponding diagonal

entries be represented by σ2
j := Sjj. Then, the Type II error is zero, the worst-case

expected time of rejection under H1 is given by maxj∈M
yj

cj−rj , and the Type I error

is bounded above by 1−
∏

j∈M

(
1− exp

(
−2rjyj

σ2
j

))
.
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One way to choose S is to solve the following semidefinite programming (SDP) prob-

lem:
min
S

∑
j∈M

Sjj

s.t. S � Q
S is diagonal.

(1.11)

Since we can interpret the positive semidefinite matrix Q as representing an ellipsoid,

intuitively, problem (1.11) finds an ellipsoid (represented by S) that is aligned to the

principal coordinate axes and that covers the ellipsoid represented by Q. The objec-

tive minimizes the sum of eigenvalues of S, and intuitively finds a “small” covering

ellipsoid. Other objectives can be used as well (e.g., other matrix norms, product of

eigenvalues).

Step 3: Formulate Mathematical Optimization Problem. Lemma 1.5.2 im-

plies that to compute the optimal boundary parameters for the test (1.9), we need to

solve the following optimization problem.

min
r,y

max
j∈M

yj
cj − rj

s.t.
∏
j∈M

(
1− exp

(
−2rjyj

σ2
j

))
≥ 1− α,

y ≥ 0

0 ≤ rj < cj j ∈M.

(1.12)

In problem (1.12), we note that the objective is exactly the worst-case expected

detection time under H1 and the first constraint is a statement that the Type I error

should not exceed α. Also, in the LHS of the same constraint, the σj parameters

are completely determined by problem data, and obtained by the solution of the

SDP (1.11).

1.5.3 Solution

We now proceed to solve (1.12).
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Proposition 1.5.1 The optimal solution to (1.12) is

(r∗j , y
∗
j ) =

(
cj
2
,
cj
2
s∗
)

j ∈M.

where s∗ solves the transcendental equation

∏
j∈M

(
1− exp

(
−
c2
js
∗

2σ2
j

))
= 1− α, (1.13)

and is also the optimal value of (1.12), which represents the expected detection time

under H1.

Proposition 1.5.1 allows us to analyze certain comparative statics, summarized in

the following proposition.

Proposition 1.5.2 The expected detection time, s∗, increases as σj increases for any

j. The expected detection time also increases as m = |M|, the number of effects being

monitored, increases.

The optimal value of r∗ from Proposition 1.5.1 is quite intuitive. Recall that r

represents the additional negative drift imparted to the B.M. test statistic. Since we

are distinguishing between the case of zero drift and a maximum drift of cj for the

jth component, it makes sense that we would impart the B.M. with an additional

negative drift that is between the two extremes. The conclusions of Proposition 1.5.2,

however, might seem rather unintuitive at first glance. As the system experiences

more volatility (higher σj) or if there are more adverse events monitored (higher m),

one might expect the test-statistic process to fluctuate more wildly, and consequently

exit the continuation region sooner. This intuition would be true if the continuation

region remained unchanged. However, the continuation region does change as σj and

m changes. In particular, it changes to maintain the Type I error at α. As the

proposition shows, the latter effect is in fact dominant, and the expected time to

detection increases as either σj or m increases.
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1.5.4 Implementation

In practice, the sequential test can be implemented by a simple algorithm, which

updates the test statistic at prespecified discrete time points,
{
t(n)
}

, with t(0) := 0

and t(n) ≤ t(n+1). This algorithm is described in Algorithm 3.

Algorithm 3 Sequential Detection Algorithm for Multiple Adverse Events

Require: Sequentially-arriving occurrence times of adverse events and times of drug
treatment.

1: For each j ∈M, set cj by (1.10), as

cj ←
√
λεj.

2: Compute the covariance matrix Q from Proposition 1.4.4 and by Algorithm 1.
3: Obtain a diagonal matrix S such that S � Q by solving the SDP (1.11). Set
σ2
j ← Sjj.

4: rj ← cj/2, yj ← cjs
∗/2 where s∗ solves the transcendental equation

∏
j∈M

(
1− exp

(
−
c2
js
∗

2σ2
j

))
= 1− α.

5: Initialize n← 0,
6: repeat
7: n← n+ 1.
8: Compute the test statistic L := (Lj)j∈M as

Lj =
∣∣SA

j (t(n))
∣∣− kj ∣∣SB

j (t(n))
∣∣ ∀j ∈M.

9: until Lj > rjt
(n)
√
λ+ yj

√
λ for some j ∈M

10: Stop the test and reject H0.

1.6 Application: Test for Hazards Ratio

In this section, we apply our surveillance method to a concrete example of practical

interest. In epidemiological studies, the hazard ratio is a common measure of the

incremental risk associated with a particular drug or treatment. We will demonstrate

how QNMEDS can be used to approximately test if the hazard ratio of a drug on
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any of a collection of adverse events is higher than a pre-specified clinical threshold.

We do this in four steps: First, in §1.6.1, we introduce a specific statistical model

(termed the cross-hazards model) of event occurrences in patients. Second, in §1.6.2,

we show that the cross-hazards model is a special case of our general queueing network

formulation. Third, in §1.6.3, we formally state the test for the hazard ratios and

describe how, by an appropriate choice of parameters kj and εj, the hypothesis test

(1.2) can be used as an approximate test for the hazard ratio. Fourth, in §1.6.4, we

provide additional motivation for the structure of the test-statistic process.

1.6.1 Description of Cross-hazards Model of Event Occur-

rences

We proceed to describe our cross-hazards model, which captures the interdependence

between occurrence times of events. Our model assumes that past events have a

multiplicative effect on the hazard rate of future events, through a cross-hazard matrix

Φ ∈ R(m+1)×(m+2)
+ . The cross-hazards matrix has components φ`(j) := φ(`, j), which

represents the fractional increase in hazard rate of event j after event ` has occurred,

or more concisely, the hazard ratio (HR) of event j due to event `.

Consider a generic patient in the system at some time t0 ≥ 0 just after the

occurrence of some event in {0, . . . ,m+ 1}. For this patient, let A ⊆ {0, . . . ,m+ 1}
represent the set of events that has already occurred, and Y ⊆ {1, . . . ,m+ 2} the

set of events that has yet to occur. For any non-negative r.v. T with a well-defined

density, its hazard rate function is also well-defined, and we denote it by hT . We

model the time to the next event, τ , as the r.v. τ := minj∈Y Tj, where {Tj}j∈Y are

mutually independent r.v.s, and each Tj is distributed such that hTj(t), is given by

hTj(t) = hTbase
j

(t)
∏
`∈A

φ`(j) ∀t ≥ 0 (1.14)

where Tbase
j is a non-negative r.v. that represents the random occurrence time of each

event, in the absence of previously-occurring events.

Our model makes some technical assumptions about the collection of r.v.s,
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{
Tbase
j

}m+2

j=1
, which requires the following definition.

Definition 1.6.1 For a set J of non-negative r.v.s {Tj}j∈J , we say that they satisfy

a proportional hazards condition if there exists positive constants {αj}j∈J , not all

zero, and a function g : [0,∞)→ R+ such that

hTj(t) = αjg(t) t ≥ 0, j ∈ J . (1.15)

We assume that the r.v.s,
{
Tbase
j

}m+2

j=1
, (A) are independent and (B) satisfy a pro-

portional hazards condition with constants
{
αbase
j

}m+2

j=1
. Note that (B) is not overly

restrictive and encompasses standard distributions such as the exponential, Weibull,

and Pareto distributions. Finally, we also assume that the Tj r.v.s constructed via

(1.14) are all integrable. This is a regularity condition for event times, and holds

without further qualification for a variety of distributions of Tbase
j (e.g., Weibull).

Our cross-hazard model (1.14) of interdependence between adverse effects was

chosen for several reasons. First, from a practical standpoint, the hazard ratio is a

well-established reporting metric in the medical literature, especially for empirical

studies that analyze risk factors for diseases (e.g. Frasure-Smith et al. 1993, Haffner

et al. 1998, Luchsinger et al. 2001). Consequently, such data can be estimated with

reasonable accuracy from existing medical studies. For two events ` and j for which

no association has been conclusively established, a hazard ratio of unity can be used to

model their independence. Second, from a theoretical perspective, our cross-hazards

model is a form of Cox’s proportional hazards model (Cox 1972). In our model,

the φ`(j) parameters for past events ` are exactly the multiplicative factors in Cox’s

model for the hazard rate of event j. Consequently, our model may be viewed as

a dynamic form of Cox’s model, with sequentially-updated multiplicative factors as

events occur to patients (we refer readers to §A.4 for a more detailed description of

Cox’s model and how our model compares with it). It is precisely the dynamic up-

dating of multiplicative factors in our model that makes the standard Cox regression

unsuitable for our model. We verify this point in our numerical study. Finally, as

will be shown in the next subsection, our cross-hazards model is a special case of the

arborescent M/G/∞/M queueing network model discussed earlier, will allow us to
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employ the analytic tools that we have developed to perform hypothesis testing.

1.6.2 Cross-Hazards Model as a Queueing Network

The cross-hazards model of event occurrences is a special case of the M/G/∞/M
network that we described in §1.4. The following proposition establishes the main

analytical step for this result.

Proposition 1.6.1 Let t0 ≥ 0 be the occurrence time of any event in {0, . . . ,m+ 1},
and Y ⊆ {1, . . . ,m+ 2} be the set of events that have yet to occur by t0. Then, the col-

lection {Tj}j∈Y , defined through (1.14), satisfies a proportional hazards condition for

some constants {αj}j∈Y , defined by αj := αbase
j

∏
`/∈Y φ`(j) for each j ∈ Y. Moreover,

the time until the next event, τ := minj∈Y Tj, satisfies

P (τ = Tj, τ > t) = qjP (τ > t) , (1.16)

where qj := αj/
∑

`∈Y α`.

Suppose that an event occurs to a given patient at time t0 ≥ 0. In the equivalent

network formulation, this is represented by the patient arriving at some node at time

t0. Proposition 1.6.1 shows that the probability that an event j ∈ Y is the next to

occur is constant in time and independent of the distribution of τ , the time until the

next event. This exactly fits the probabilistic description of a node in our M/G/∞/M
queueing network, where τ represents the service time at the node and {qj}j∈Y the

routing probabilities after service.

In particular, Proposition 1.6.1 shows that for a node v = (v1, . . . , vk) ∈ V , we

can explicitly represent the node routing probabilities into that node, pv (defined in

§1.4.1), in terms of the cross-hazard matrix Φ and proportionality constants αbase
j for

the base event times Tbase
j (defined through Definition 1.6.1), as

pv :=
αbase
vk

∏
`=v1,...,vk−1

φ`(vk)∑
j 6=v1,...,vk−1

(
αbase
j

∏
`=v1,...,vk−1

φ`(j)
) . (1.17)
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1.6.3 Using (1.2) to Test for Hazard Ratio

Since φ1(j) represents the increase in hazard of event j ∈ M due to treatment with

the drug (i.e., event 1), the hypothesis test for hazard ratios can be stated as

H0 : max
j∈M

φ1(j) ≤ 1,

H1 : max
j∈M

φ1(j) ≥ Θ,
(1.18)

where Θ > 1 represents a clinically meaningful threshold parameter. The null hy-

pothesis states that the maximum hazard ratio of the drug is less than unity, while

the alternate hypothesis states the maximum hazard ratio of the drug is greater than

the threshold Θ. Using (1.17), we can relate the hazard ratios φ1(j) of present interest

to the rates ηA
j and ηB

j from (1.2), and furthermore choose parameters kj, εj such that

the test (1.2) approximates (1.18).

Proposition 1.6.2, which follows, collects two rather intuitive properties captur-

ing the relationship between φ1(j) and ηij. For i ∈ {A,B}, since ηij represents the

asymptotic rate at which subjects are being accumulated into the set Sij(t), it is not

surprising that ηB
j , the rate of adverse event j occurring in patients who have not been

previously treated with the drug, is unaffected by φ1(j′) for any j′ ∈M. Similarly, it

is not surprising that ηA
j , the rate of adverse event j occurring in patients that have

been treated with the drug, is increasing in φ1(j).

Proposition 1.6.2 For any i ∈ {A,B} and j ∈ M, write ηij(φ1(2), . . . , φ1(m + 1))

as the value of ηij as a function of the hazard ratios (φ1(2), . . . , φ1(m+ 1)). Then,

1. ηB
j (φ1(2), . . . , φ1(m+ 1)) is constant with respect to φ1(j′) for any j′ ∈M, and

2. ηA
j (φ1(2), . . . , φ1(m+ 1)) is increasing in φ1(j).

Remark 1.6.1 A quick perusal of the proof reveals that in non-degenerate cases,

ηA
j (φ1(2), . . . , φ1(m+ 1)) in fact strictly increases in φ1(j).

We write ηA
j (θ) := ηA

j (1, . . . , θ, . . . , 1), with θ in the jth coordinate on the RHS,

and note that Proposition 1.6.2 implies that ηA
j (θ) increases in θ. Using this notation,
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we choose

kj =
ηA
j (1)

ηB
j

and εj = ηA

j (Θ)− ηA

j (1), (1.19)

We note that for any fixed value of θ, ηA
j (θ) is a well-defined constant by equations

(1.6) and (1.17). Hence, the parameters kj and εj as defined through (1.19), are also

well-defined constants.

Under these choices of kj and εj, the test (1.2) approximates test (1.18) in the

following sense. We want the null hypothesis of (1.18) to be rejected as long as the

hazard ratio of the drug for any adverse adverse event exceeds Θ, even if the drug

has no effect on the other adverse events (i.e., has a unit hazard ratio for the other

events). From Proposition 1.6.2 and the definitions of kj, εj, we see that the test (1.2)

will indeed reject the null hypothesis in this circumstance. Specifically, if it is true

that for some j ∈ M, φ1(j) ≥ Θ, and φ1(j′) = 1 for all j′ 6= j, then it follows that

ηA
j − kjηB

j ≥ εj.

1.6.4 Motivation for Test-Statistic

Using the cross-hazards model of event occurrences, we obtain a further motivation for

the form of our test-statistic L. Specifically, our test-statistic has a similar structure

to the optimal test-statistics for a collection of |M| simpler tests, which we refer to as

marginal tests. In marginal test j ∈M, we test for the increase in hazard rate of event

j due to treatment with the drug, assuming that the base event times
{
Tbase
j

}m+2

j=1
are

exponentially distributed, but with unknown rate, and that there are no cross-hazard

effects between adverse events. We note that these specialized assumptions are only

made to develop these marginal tests (i.e., within this section) in order to motivate

the structure of the test-statistic, but are not used for the rest of our analysis.

In the rest of this section, we will formally define these marginal tests and derive

their optimal test-statistics in four steps. First, we define the marginal tests. Second,

we derive the maximum likelihood estimator (MLE) for the unknown base event rates.

Third, we use the MLE to derive the optimal test statistic for the marginal tests.

Finally, we use the structural insight from the marginal test statistics to motivate the

structure of our proposed test-statistic.
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Step 1: Description of Marginal Test

Fix some j ∈ M and let ζj > 1 be some fixed parameter. Consider the case that

the base event time Tbase
j is exponentially-distributed with apriori unknown rate

parameter µbase
j := 1

E(Tbase
j )

and assume that there are no cross-hazard effects between

adverse events. To investigate the effect of the drug on the hazard rate of j, we have

the simple hypothesis test

H0 : φ1(j) = 1,

H1 : φ1(j) = ζj.
(1.20)

The optimal sequential test (Wald 1945, Wald and Wolfowitz 1948) for such prob-

lems is Wald’s SPRT. In the SPRT, the relevant test-statistic is the sequentially-

updated likelihood ratio between the two alternatives, or equivalently, the log-

likelihood ratio (LLR). When the LLR exceeds some fixed interval, computed from

the exogenous Type I/II errors for the test, the test terminates and we conclude in

favor of either the null or the alternative, depending on whether the LLR exits the

interval through its upper or lower boundary.

Step 2: MLE for µbase

j

Suppose patients are indexed in increasing order of their arrival into the system. For

any event j ∈ {0, . . . ,m+ 2}, let tkj represent the time of event j for patient k. Also,

recall from Definition 1.4.1 that A0(t) counts represent the total number of patients

that have ever visited node 0 by time t, which is equivalent to the number of patients

that have ever entered the system by time t.

Proposition 1.6.3 The MLE, µ̂base
j , for µbase

j , is given by

µ̂base

j =

∣∣SB
j (t)

∣∣∑A0(t)
k=1 (tk1 ∧ tkj ∧ tkm+2 ∧ t− tk0)

, (1.21)
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Step 3: LLR for Marginal Tests

Proposition 1.6.4 The LLR, Lj(t), for the simple hypothesis test (1.20) is given by

Lj(t) =
∣∣SA

j (t)
∣∣ log ζj −

∣∣SB

j (t)
∣∣ (ζj − 1)

∑A0(t)
k=1 (tk1 ∧ tkj ∧ tkm+2 ∧ t− tk1)∑A0(t)
k=1 (tk1 ∧ tkj ∧ tkm+2 ∧ t− tk0)

(1.22)

Step 4: Motivation of Test Statistic

The Wald-statistic for the marginal tests appear complicated at first glance. Never-

theless, from (1.22), we observe that the statistic is in fact quite intuitive. At each

time t, it is a (weighted) difference of the counts of two different groups of patients:

those who have experienced the side effect after taking the drug and those who have

experienced the side effect before taking the drug. This further motivates the struc-

tural form of our proposed test-statistic in (1.3).

1.7 Numerical Study

We describe three simulation studies which investigate the performance of QNMEDS

in the context of the cross-hazards model described in §1.6. These studies demonstrate

four important features of QNMEDS:

1. QNMEDS has controlled false detection rates (Type I errors below an

exogenously-specified level of 10%) and 100% true detection rates (zero Type

II errors),

2. The approximations made in applying QNMEDS to the cross-hazards model of

§1.6 do not detract from its performance,

3. QNMEDS is robust to assumptions about distributional shapes, and

4. QNMEDS is robust to values of its input parameters.

In particular, Study 1 demonstrates features 1 through 3, whereas Studies 2 and 3

demonstrates features 1, 2 and 4.
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We conduct our numerical study using the cross-hazards model of §1.6 with m = 2

adverse effects. Let adverse event 2 represent the incidence of diabetes, and adverse

event 3 represent the incidence of a cardiac event. The medical literature consistently

shows that diabetics have about 2 times the risk of cardiac events than non-diabetics

(e.g., Kannel and McGee 1979, Abbott et al. 1987, Barrett-Connor and Khaw 1988,

Manson et al. 1991). We assume that the hazard ratio of mortality (departure from

the system) due to cardiac events is about 5, while all other hazard ratios are unity.

This leads to a cross-hazards matrix, Φ, given by

Φ =


1 ψ2 ψ3 1

1 1 2 1

1 1 1 5

 , (1.23)

where ψ2, ψ3 represent the aprioi unknown hazard ratios of adverse events 2 and 3

respectively due to treatment with the drug. We will test whether either quantity

exceeds the hazard ratio threshold of Θ = 1.4. Specifically, for these numerical

studies, we test

H0 : max {ψ2, ψ3} ≤ 1,

H1 : max {ψ2, ψ3} ≥ 1.4,

which is exactly the test (1.18) using the present parameters (i.e., m = 2 and Θ = 1.4).

In §1.7.1, we describe our data generation procedure, and in §1.7.2 through §1.7.4,

we will proceed to describe the three studies in detail. All simulations and numerical

analyses were done in MATLAB, and we used CVX (Grant and Boyd 2011) running

the SDPT3 optimizer (Toh et al. 1999, Tütüncü et al. 2003) to solve the SDP (1.11).

1.7.1 Data Generation

We proceed to detail the general setup of our data generation procedure. Our data are

divided into individual datasets. Each dataset comprises 50 independent and statisti-

cally identical simulation runs and each simulation run comprises 200,000 simulated

patients, arriving at a rate of λ = 100. We used a fixed total patient size since we

could not simulate indefinitely.
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The random base event times
{
Tbase
j

}4

j=1
were modeled as Weibull random

variables with rates (reciprocal of their means) of (µbase
1 , µbase

2 , µbase
3 , µbase

4 ) =

(4, 0.5, 0.2, 0.1) that were held fixed across all datasets. The rates on the event times

are much smaller in magnitude than the patient arrival rate (λ), to model the fact

that diabetes, cardiac events, and mortality are relatively rare events. The relative

magnitudes of the rates were chosen so that the more serious adverse events would

occur at a slower rate.

Across datasets, we varied the shape parameter of the Weibull distribution, κ, as

well as the hazard ratio of the drug on each adverse event, ψ2 and ψ3. The parameter

values used in each dataset are reported together in their respective results tables.

1.7.2 Study 1: Sensitivity Analysis on Distributional As-

sumptions

The first study investigated the robustness of QNMEDS against distributional as-

sumptions. For this study, we simulated 18 separate datasets, varying the shape

parameter of the Weibull distribution, κ, as well as the hazard ratio of the drug on

adverse event 2, ψ2.

We used QNMEDS as described in Algorithm 3, controlling for a Type I error of

α = 0.10. As a benchmark, we used the following SPRT-based method. For each

adverse event j ∈ {2, 3}, we computed the likelihood ratio (LLR) for the marginal

hypothesis test in (1.20), assuming exponentially-distributed base event times. The

method terminates and rejects H0 when the LLR for either adverse events 2 or 3

exceeds the boundary log(2/α), which approximately controls the Type I error below

α (Siegmund 1985, Chapter II). The additional factor of 2 represents a Bonferroni

correction (see, e.g., Shaffer 1995). Exponential base event times were assumed (even

if the data were not exponentially-generated) in order to investigate the sensitivity of

distributional assumptions for the SPRT-based method. In these cases, the assumed

exponential distributions were fitted by equating means.

Results of both methods are reported in Table 1.3. Each row of the table represents

a dataset and the first four columns represent the parameters used to generate the
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Data Parameters QNMEDS SPRT-based method

κ H? ψ2 ψ3 Rate (95% CI) Time (95% CI) Rate (95% CI) Time (95% CI)

0.5 H0 0.8 1.0 0.0 (0.0, 0.0) 100.0 (100.0, 100.0) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)
0.9 1.0 2.0 (0.0, 5.9) 98.1 (94.4, 100.0) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)
1.0 1.0 8.0 (0.4, 15.6) 92.7 (85.8, 99.6) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)

H1 1.4 1.0 100.0 (100.0, 100.0) 12.2 (10.9, 13.6) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)
1.5 1.0 100.0 (100.0, 100.0) 8.9 (7.9, 9.8) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)
1.6 1.0 100.0 (100.0, 100.0) 7.1 (6.4, 7.7) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)

1.0 H0 0.8 1.0 4.0 (0.0, 9.5) 96.4 (91.5, 100.0) 2.0 (0.0, 5.9) 98.0 (94.1, 100.0)
0.9 1.0 0.0 (0.0, 0.0) 100.0 (100.0, 100.0) 2.0 (0.0, 5.9) 98.0 (94.1, 100.0)
1.0 1.0 8.0 (0.4, 15.6) 92.8 (86.0, 99.6) 4.0 (0.0, 9.5) 96.0 (90.5, 100.0)

H1 1.4 1.0 100.0 (100.0, 100.0) 13.0 (11.7, 14.4) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)
1.5 1.0 100.0 (100.0, 100.0) 8.9 (8.0, 9.7) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)
1.6 1.0 100.0 (100.0, 100.0) 7.7 (7.0, 8.4) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)

1.5 H0 0.8 1.0 0.0 (0.0, 0.0) 100.0 (100.0, 100.0) 0.0 (0.0, 0.0) 100.0 (100.0, 100.0)
0.9 1.0 6.0 (0.0, 12.6) 95.0 (89.4, 100.0) 0.0 (0.0, 0.0) 100.0 (100.0, 100.0)
1.0 1.0 2.0 (0.0, 5.9) 98.7 (96.0, 100.0) 0.0 (0.0, 0.0) 100.0 (100.0, 100.0)

H1 1.4 1.0 100.0 (100.0, 100.0) 14.9 (13.3, 16.5) 0.0 (0.0, 0.0) 100.0 (100.0, 100.0)
1.5 1.0 100.0 (100.0, 100.0) 10.2 (9.2, 11.1) 0.0 (0.0, 0.0) 100.0 (100.0, 100.0)
1.6 1.0 100.0 (100.0, 100.0) 8.7 (7.9, 9.4) 2.0 (0.0, 5.9) 98.0 (94.1, 100.0)

Table 1.3: Detection rates (%) and times (%) for QNMEDS and SPRT-based method
for Weibull-distributed base event times. Detection rates in green font and regular
typeface are rates that are within the test specifications, whereas those in red font and
bold typeface are rates that are out of the test specifications. The shape parameter
of the Weibull distribution, κ, and the hazard ratio of the drug on adverse event 2,
ψ2, are varied across datasets. The hazard ratio of the drug on adverse event 3, ψ3,
was fixed at unity.
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data. In particular, column 2 with heading H?, denotes which hypothesis (H0 or H1)

is true for the given dataset. For each dataset, we report two performance metrics:

the rate and time of detection (rejection of H0). Both quantities are reported as

percentages: The detection rate is reported as a percentage of the total number of

simulation runs and the detection time is reported as a percentage of the length

of the total observation window. Specifically, for datasets where H0 is true (i.e.,

max {ψ2, ψ3} ≤ 1), the detection rate represents the Type I error, while for datasets

where H1 is true (i.e., max {ψ2, ψ3} ≥ 1.4), the detection rate represents the power.

We report 95% confidence intervals for all computed metrics.

From Table 1.3, we observe that for the datasets where the shape parameter

κ = 1.0 (rows 7–12), both methods perform as expected (and as designed) in terms

of Type I/II errors, with false detections rates below 10% and true detection rates

that are 100%. For QNMEDS, the true detection time, corresponding to datasets with

ψ2 ≥ 1.4, ranges from about 7% to 15% of the total observation window. As expected,

the performance of QNMEDS is robust as κ varies from 0.5 to 1.5, performing similarly

across these datasets. The benchmark SPRT-based method has an extremely good

detection time when its distributional assumptions are fulfillled (κ = 1.0, rows 10–

12). However, it is highly sensitive to distributional assumptions, and performed

very poorly on non-exponential datasets. On datasets with κ = 0.5 (rows 4–6),

it registered a 100% false detection rate, while the converse held for datasets with

κ = 1.5, it essentially failed to render any true detections (rows 16–18).

These results show that despite the strong theoretical merits of SPRT-based meth-

ods, they exhibit extreme sensitivity to distributional assumptions, which may be dif-

ficult to empirically justify. This limits the direct applicability of SPRT-based meth-

ods to the problem of drug surveillance. In contrast, QNMEDS, which is designed

for robustness, strikes a balance between robustness and efficiency, and performs well

across varied datasets.

We also conducted a non-sequential retrospective regression analysis on these

datasets. Specifically, for each simulation run of each dataset, we ran two separate

right-censored Cox regressions on the full data for each simulation run. For the first

regression, the dependent variable was the length of time from a patient’s entry into
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the system until occurrence of adverse event 2. In the case that the patient departed

from the system before adverse event 2 occurred, then, the observation is flagged as

right-censored and the dependent variable was the length of time that the patient

spent in the system. Two binary predictor variables were used in the regression: (1)

Whether drug treatment preceded adverse event 2, and (2) whether adverse event 3

preceded adverse event 2. The second regression was identical except that the roles

of adverse events 2 and 3 were reversed. This analysis was defined to have made a

detection if the regression coefficient for the first predictor in either regression (i.e.,

the log hazard ratio of the drug on the target adverse event for that regression) was

significantly positive.

We found that across all datasets, even those where max {ψ2, ψ3} was as high as

1.6, this retrospective analysis yielded zero detections (results not tabulated). These

results are not surprising: Cox regression is not designed for dynamically updating

event times, which is a feature that is present in our stochastic model of event oc-

currences. We note that this regression analysis was fails even though (unlike the

sequential methods) it had the unfair advantage of using all the data over the entire

simulation time horizon. Therefore, this analysis would fail even if it was modified to

operate as a group sequential test. These negative results underscore the importance

of using a detection method that is tailored to the stochastics of the system.

1.7.3 Study 2: Mis-specification of Cross-Hazards

SPRT-based methods (e.g., Wald and Wolfowitz 1948, Kulldorff et al. 2011) are de-

signed detecting single adverse events, and have very good theoretical properties. One

way to extend them to handle multiple adverse events is to ignore any possible cor-

relations between the adverse events and perform multiple single-hypothesis tests on

each adverse event. This is equivalent to (incorrectly) assuming that adverse events

are independent. In the present numerical study, we investigate the performance

degradation incurred by QNMEDS and the SPRT-based method when both methods

make this fallacious assumption.
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Specifically, our present study corresponds to assuming a cross-hazards matrix of

Φ̂ =


1 ψ2 ψ3 1

1 1 1 1

1 1 1 1


for both methods instead of the true Φ that generates the random events (from

(1.23)). We emphasize that, if the actual cross-hazards matrix were indeed given by

Φ̂, the SPRT-based method corresponds exactly to the classic SPRT with a Bonferroni

correction for multiple hypotheses. We repeat the data generation procedure in the

previous subsection, with the following modifications. The distributional family is

fixed to be exponential (i.e., κ = 1.0), and we vary both the hazard ratio of the drug

on adverse events 2 and 3 (ψ2, ψ3) across datasets.

Results are presented in Table 1.4. The SPRT-based method performs very poorly,

exhibiting a 100% false detection rate throughout (rows 1–3, 7–9, 13–15). QNMEDS

also saw an elevated false detection rate, especially in datasets at the “boundary” of

the testing parameters, where max {ψ2, ψ3} = 1.0.

These results speak to the importance of accounting for the correlations between

adverse events: A surveillance method that speciously ignores correlations between

adverse events can perform very poorly. The results also motivate the necessity of

incorporating such correlations in designing QNMEDS. The results also suggest that

the SPRT-based method is not only sensitive to distributional assumptions (as shown

in §1.7.2), but also to its input parameters.

To further investigate the sensitivity of the SPRT-based method, we re-ran it

on the same datasets using a small (20%) perturbation of the elements of Φ (i.e.,

Φ(2, 3) = 1.6,Φ(3, 4) = 4.0). Even with this small perturbation, the SPRT-based

method still registered a 100% (false) detection rate (results not tabulated) for all

datasets with max {ψ2, ψ3} = 1.0. These results further underscore the sensitivity of

the SPRT-based method, and further limits its practical applicability.



CHAPTER 1. POSTMARKETING DRUG SURVEILLANCE 38

Data Parameters QNMEDS SPRT-based method

H? ψ2 ψ3 Rate (95% CI) Time (95% CI) Rate (95% CI) Time (95% CI)

H0 0.8 1.0 4.0 (0.0, 9.5) 96.3 (91.3, 100.0) 100.0 (100.0, 100.0) 0.2 (0.2, 0.2)
0.9 1.0 0.0 (0.0, 0.0) 100.0 (100.0, 100.0) 100.0 (100.0, 100.0) 0.2 (0.2, 0.2)
1.0 1.0 10.0 (1.6, 18.4) 91.1 (83.7, 98.6) 100.0 (100.0, 100.0) 0.2 (0.2, 0.2)

H1 1.4 1.0 100.0 (100.0, 100.0) 12.1 (10.7, 13.5) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)
1.5 1.0 100.0 (100.0, 100.0) 7.7 (6.9, 8.5) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)
1.6 1.0 100.0 (100.0, 100.0) 6.7 (6.1, 7.3) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)

H0 0.8 1.0 0.0 (0.0, 0.0) 100.0 (100.0, 100.0) 100.0 (100.0, 100.0) 0.6 (0.5, 0.6)
0.9 1.0 2.0 (0.0, 5.9) 98.1 (94.3, 100.0) 100.0 (100.0, 100.0) 0.2 (0.2, 0.3)
1.0 1.0 10.0 (1.6, 18.4) 91.1 (83.7, 98.6) 100.0 (100.0, 100.0) 0.2 (0.2, 0.2)

H1 1.4 1.0 100.0 (100.0, 100.0) 13.4 (10.4, 16.3) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)
1.5 1.0 100.0 (100.0, 100.0) 10.0 (8.3, 11.7) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)
1.6 1.0 100.0 (100.0, 100.0) 9.0 (7.5, 10.4) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)

H0 0.8 0.8 0.0 (0.0, 0.0) 100.0 (100.0, 100.0) 100.0 (100.0, 100.0) 0.9 (0.7, 1.1)
0.9 0.9 0.0 (0.0, 0.0) 100.0 (100.0, 100.0) 100.0 (100.0, 100.0) 0.3 (0.2, 0.3)
1.0 1.0 10.0 (1.6, 18.4) 91.1 (83.7, 98.6) 100.0 (100.0, 100.0) 0.2 (0.2, 0.2)

H0 1.4 1.4 100.0 (100.0, 100.0) 9.9 (8.2, 11.7) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)
1.5 1.5 100.0 (100.0, 100.0) 7.2 (6.1, 8.3) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)
1.6 1.6 100.0 (100.0, 100.0) 6.7 (5.8, 7.6) 100.0 (100.0, 100.0) 0.1 (0.1, 0.1)

Table 1.4: Detection rates (%) and times (%) for QNMEDS and SPRT-based method,
assuming that adverse events are independent, with exponential base event times and
varying input parameter values. Detection rates in green font and regular typeface
are rates that are within the test specifications, whereas those in red font and bold
typeface are rates that are out of the test specifications.
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1.7.4 Study 3: Sensitivity Analysis on Parameter Values

In the third study, we investigate the robustness of QNMEDS to perturbations in its

input parameter values. We repeat the data generation procedure in the previous

subsection, and additionally vary the arrival rate λ across datasets. Data parameters

and results are reported in Tables 1.5 and 1.6.

Data Parameters QNMEDS

H? ψ2 ψ3 Rate (95% CI) Time (95% CI)

H0 0.8 1.0 4.0 (0.0, 9.5) 96.4 (91.5, 100.0)
0.9 1.0 0.0 (0.0, 0.0) 100.0 (100.0, 100.0)
1.0 1.0 8.0 (0.4, 15.6) 92.8 (86.0, 99.6)

H1 1.4 1.0 100.0 (100.0, 100.0) 13.0 (11.7, 14.4)
1.5 1.0 100.0 (100.0, 100.0) 8.9 (8.0, 9.7)
1.6 1.0 100.0 (100.0, 100.0) 7.7 (7.0, 8.4)

H0 1.0 0.8 0.0 (0.0, 0.0) 100.0 (100.0, 100.0)
1.0 0.9 0.0 (0.0, 0.0) 100.0 (100.0, 100.0)
1.0 1.0 8.0 (0.4, 15.6) 92.8 (86.0, 99.6)

H1 1.0 1.4 100.0 (100.0, 100.0) 15.3 (12.0, 18.6)
1.0 1.5 100.0 (100.0, 100.0) 11.6 (9.7, 13.4)
1.0 1.6 100.0 (100.0, 100.0) 9.9 (8.3, 11.4)

H0 0.8 0.8 0.0 (0.0, 0.0) 100.0 (100.0, 100.0)
0.9 0.9 0.0 (0.0, 0.0) 100.0 (100.0, 100.0)
1.0 1.0 8.0 (0.4, 15.6) 92.8 (86.0, 99.6)

H1 1.4 1.4 100.0 (100.0, 100.0) 10.8 (9.0, 12.6)
1.5 1.5 100.0 (100.0, 100.0) 7.9 (6.8, 9.0)
1.6 1.6 100.0 (100.0, 100.0) 7.4 (6.5, 8.3)

Table 1.5: Detection rates (%) and detection times (%) using QNMEDS on datasets
with λ = 100, exponentially-distributed base times, and varying input parameter
values. Detection rates in green font and regular typeface are rates that are within
the test specifications, whereas those in red font and bold typeface are rates that are
out of the test specifications.

The results show consistently that QNMEDS is robust to perturbations in its

input parameters, and has good performance over a range of parameter values. As

before, QNMEDS features Type I errors below 10% as designed, and has a 100%

true detection rate, with true detection occurring within 7% to 15% of the entire

observation window.



CHAPTER 1. POSTMARKETING DRUG SURVEILLANCE 40

Data Parameters QNMEDS

H? ψ2 ψ3 Rate (95% CI) Time (95% CI)

H1 1.4 1.4 100.0 (100.0, 100.0) 10.8 (9.0, 12.6)
1.5 1.5 100.0 (100.0, 100.0) 7.9 (6.8, 9.0)
1.6 1.6 100.0 (100.0, 100.0) 7.4 (6.5, 8.3)

H0 0.8 1.0 0.0 (0.0, 0.0) 100.0 (100.0, 100.0)
0.9 1.0 2.0 (0.0, 5.9) 98.7 (96.1, 100.0)
1.0 1.0 2.0 (0.0, 5.9) 98.2 (94.7, 100.0)

H1 1.4 1.0 100.0 (100.0, 100.0) 14.5 (13.0, 15.9)
1.5 1.0 100.0 (100.0, 100.0) 11.2 (10.2, 12.2)
1.6 1.0 100.0 (100.0, 100.0) 8.2 (7.5, 9.0)

H0 1.0 0.8 0.0 (0.0, 0.0) 100.0 (100.0, 100.0)
1.0 0.9 2.0 (0.0, 5.9) 98.3 (94.9, 100.0)
1.0 1.0 2.0 (0.0, 5.9) 98.2 (94.7, 100.0)

H1 1.0 1.4 100.0 (100.0, 100.0) 19.2 (15.6, 22.8)
1.0 1.5 100.0 (100.0, 100.0) 12.9 (11.0, 14.9)
1.0 1.6 100.0 (100.0, 100.0) 7.9 (7.0, 8.8)

H0 0.8 0.8 0.0 (0.0, 0.0) 100.0 (100.0, 100.0)
0.9 0.9 0.0 (0.0, 0.0) 100.0 (100.0, 100.0)
1.0 1.0 2.0 (0.0, 5.9) 98.2 (94.7, 100.0)

H1 1.4 1.4 100.0 (100.0, 100.0) 11.4 (9.8, 13.0)
1.5 1.5 100.0 (100.0, 100.0) 8.7 (7.6, 9.8)
1.6 1.6 100.0 (100.0, 100.0) 7.2 (6.4, 8.1)

Table 1.6: Detection rates (%) and detection times (%) using QNMEDS on datasets
with λ = 200, exponentially-distributed base times, and varying input parameter
values. Detection rates in green font and regular typeface are rates that are within
the test specifications, whereas those in red font and bold typeface are rates that are
out of the test specifications.
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1.8 Conclusion

In this chapter we have presented a method, QNMEDS, for surveillance of a drug’s

effect on multiple adverse events. QNMEDS uses an intuitive vector-valued test-

statistic: its components are weighted differences between the number of patients

who have experienced the adverse event after and before taking. By analyzing the

properties of this test-statistic in a limiting regime, we design stopping boundaries

for the test-statistic that has a minimizes its expected detection time, subject to

constraints its Type I error. Finally, we introduced our cross-hazards model, an

adaptation of the Cox proportional hazards model to a dynamic setting, and showed

both analytically and numerically how QNMEDS can be used as a test of the drug’s

hazard ratio on each adverse event.

We verified QNMEDS’s functionality and performance on simulated data. The

simulations highlighted several desirable features of QNMEDS for practical applica-

tions. Namely, QNMEDS is robust to both distributional assumptions and to its

parameter values. In comparison, an SPRT-based heuristic is very sensitive to dis-

tributional and parameter assumptions. Practically, it is unlikely that the modeler

can get the distribution shapes or input parameters exactly right, or (as is required

by SPRT-based methods) that the likelihood function has an analytically tractable

form. These considerations suggest that QNMEDS is better suited for practical drug

surveillance than SPRT-based methods.

A limitation of QNMEDS is that it is designed to monitor a single drug, and does

not explicitly capture any interactive effects of multiple drugs that can either accen-

tuate or attenuate adverse events. Incorporating such interactions into our model is

a subject of future research. QNMEDS was also designed to have a Type II error of

zero, and this was motivated because postmarketing surveillance represents the last

line of protection for consumers and because the health and economic consequences of

having a false negative (i.e., an “unsafe” drug that escapes detection) are potentially

enormous. However, it may be practically infeasible to continue monitoring a drug

indefinitely, especially if there is overwhelming evidence that it is safe. An interesting
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question for future research is how QNMEDS can be extended to incorporate non-

zero Type II errors. Finally, we are presently also working on empirically validating

QNMEDS on a large U.S. health insurance claims database.



Chapter 2

The Relationship Between

Workplace Practices and Health

2.1 Introduction

The U.S. leads the world in per capita health spending, and does so by a large

margin (OECD 2011, p. 147). However, by a variety of measures (e.g., life expectancy

at birth, premature mortality, cancer incidence), health outcomes in the U.S. are

either on par with, or even poorer than, other industrialized nations (OECD 2011,

p. 23). There is a large body of research that explores the various contributing

factors to these high costs and poor outcomes, which to date has primarily focused

on three broad topic areas: (1) the way the overall U.S. healthcare system is organized

and paid for, and the consequent large administrative burden (e.g., Woolhandler and

Himmelstein 1991, Woolhandler et al. 2003), (2) the differences in efficiency and

quality that derive from variation in the operation, organization, and management

of healthcare delivery organizations (e.g., Ozcan and Luke 1993, Wennberg et al.

2005), and (3) the effect of individual behavioral choices such as diet and exercise on

healthcare costs and mortality (Cardarelli et al. 2009, Keeney 2008).

Without denying the importance of these three factors, we argue that a critical

topic that has thus far been ignored in discussions of health costs and morbidity

is the role of stressors in the workplace that affect employee health. Specifically, we

43
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focus on ten workplace stressors: Layoffs and unemployment, lack of health insurance,

shift work, long working hours, job insecurity, work-family conflict, low job control,

high job demands, low social support at work, and low organizational justice. We

use an expansive definition of the workplace to include stressors that are primarily

attributable to managerial practices in an organization (e.g., shift work, overtime, job

control and demands) as well as stressors that result from a combination of managerial

practices and prevailing socioeconomic factors (e.g., layoffs and unemployment, health

insurance).A large body of epidemiological evidence, which we briefly summarize in

§2.2, has robustly demonstrated the health consequences of these workplace stressors.

Moreover, the observed associations make intuitive sense: Stress has both a direct

effect on health and it also induces unhealthy choices and behaviors, ranging from

alcohol abuse, smoking, and drug consumption to suicide (e.g., Harris and Fennell

1988, Piazza and Le Moal 1998, Kouvonen et al. 2005). Research has also begun to

uncover specific behavioral and physiological pathways for these associations (e.g.,

von Känel et al. 2001, Chandola et al. 2008). The wealth of this evidence suggests

that the workplace could be an important contributor to the high healthcare spending

and poor health outcomes in the U.S..

In this chapter, we estimate the annual workplace-associated healthcare expendi-

tures (i.e., costs) and mortality in the U.S., which we define as the difference between

the annual healthcare costs and mortality that is presently observed in the U.S. and

these corresponding quantities in a counterfactual world where these work stressors

are absent. These quantities represent the overall contribution of the workplace to-

ward health outcomes and costs, and are important for at least two reasons. First,

healthcare costs are not just an issue of public policy, but also have important fi-

nancial implications for employers. For example, in recent years, General Motors has

spent more on healthcare, including providing health insurance, than it did on steel

(e.g. Levine 1992, Appleby and Carty 2005). Many employers have also proactively

moved to control their healthcare costs, in some instances dropping health insur-

ance coverage and in many others, raising the proportion of costs that employees

pay (Kaiser Family Foundation 2011). Second, because these workplace stressors are

affected by managerial practices at least to some degree, substantially large estimates
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for these quantities would suggest that employers have a potentially strong influence

over their employees’ health outcomes and costs. It would also suggest that employers

can potentially take measures to improve employee health by engaging in managerial

practices that mitigate or reduce these stressors.

The ideal data source to obtain these estimates would be a single nationally-

representative dataset of the U.S. labor force that records their exposure to workplace

stressors as well as health outcomes and spending, preferably using a panel design.

Standard statistical methods (e.g., regression analyses) could then be used to estimate

the contribution of these workplace stressors to costs and mortality, and control for

the contribution of other variables such as sociodemographic factors. To the best of

our knowledge, such a data source does not exist. Nonetheless, it is our premise that

the question considered here is far too important to remain unanswered because the

perfect data do not exist.

Our primary contribution is to develop a model-based framework to obtain these

estimates in a principled way. Specifically, we construct a model (described in §2.3)

that relates workplace stressors to health outcomes and spending, whose input pa-

rameters can be estimated from existing data sources (described in §2.4). The desired

estimates for workplace-associated healthcare cost and mortality are then obtained as

outputs of the model. Our model-based approach necessitates the use of simplifying

assumptions that abstract from reality, resulting in certain limitations in our analy-

sis. We explicitly acknowledge these limitations and try to address them as best as

we can by a variety of analytical techniques and extensive sensitivity analyses. Our

approach follows in the footsteps of other published studies that consider questions

of important public interest where available data were limited. For example, Keeney

(2008) also used a model that involved simplifying assumptions to examine the ef-

fect of personal decisions on death. As another example, cost-effectiveness studies

of medical technologies (e.g., Ladabaum et al. 2001, Hutton et al. 2007) employed

simplifying models that are based on Markov chains. In both examples, data were

drawn from multiple sources to estimate model parameters, which were then used

as inputs into the models to obtain estimates of output measures of interest. Also,

in both examples, sensitivity analyses were used to study the effect of varying some
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of the underlying assumptions of the model. Our current approach shares these two

traits.

We have considered two alternative models, one that was simpler and the other

more complex that ours. Specifically, the simpler model makes the structural as-

sumption that the conditional probability of a health outcome is an affine function

of workplace stressors, and the more complex model is a nonparametric model that

places minimal structural assumptions on how health outcomes affect exposures. In

each case, we concluded that these alternative models could not be applied to obtain

the estimates of interest, because either (a) the data were insufficient for the model,

(b) they required different assumptions than ours that were difficult to justify, or (c)

they did not require additional assumptions but were too conservative to be useful.

We discuss the details of each model and why they were not suitable for our purposes

in §2.3.6.

2.2 Background

We do not attempt to cover every possible stressor faced by employees in the work-

place. Instead, we focus on the ten stressors listed in §2.1, which were chosen because

there is broad support for their health consequences from the epidemiological liter-

ature, and because there are data sources that allow us to produce sound estimates

of their prevalence and the sizes of their health effects. We proceed to briefly review

the epidemiological evidence on the health effects of each stressor, grouping related

stressors in our review for expedience. As this encompasses a vast body of literature,

our review is not comprehensive. Instead, our review focuses on presenting repre-

sentative epidemiological findings, and discussing evidence that suggest that these

stressors occur frequently in the workplace.

Provision of Health Insurance. There are two pathways through which an absence

of health insurance affects mortality and costs. First, not having health insurance

increases financial stress. That is because a significant fraction of personal bankrupt-

cies derive from healthcare bills (e.g., Himmelstein et al. 2009, Zywicki 2005) and not

having insurance also increases the effort required to obtain healthcare for oneself and
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one’s family. Second, an absence of insurance can also directly increase mortality and

increase costs because treatment of health conditions is delayed by an absence of pre-

ventive screenings and treatment until the disease state becomes more severe (Franks

et al. 1993, Wilper et al. 2009, Woolhandler and Himmelstein 1988, Sudano Jr and

Baker 2003).

Unemployment and Layoffs. Layoffs, job loss, and unemployment adversely affect

physical and mental health and mortality. There is the financial stress resulting from

the loss of income and also separation from the social identity of being productively

employed and social isolation from coworkers. Strully (2009) found that job loss

increased the odds of reporting fair or poor health by 80%. Dooley et al. (1994)

reported that people who become unemployed were at twice the risk of experiencing

increased depression. Job loss has also been linked to an increased mortality risk

between 44% to 100% in the year following job loss (Eliason and Storrie 2009, Sullivan

and Von Wachter 2009).

Job Insecurity. Even among the employed, the insecurity associated with the

prospect of losing one’s job contributes to stress and therefore to morbidity and mor-

tality. For example, Lee et al. (2004) reported that female nurses who experienced

job insecurity were about 89% more likely to develop non-fatal myocardial infarction,

while Kivimäki et al. (2000) found that there was a more than two-fold increase in

sickness absence among employees who worked in downsizing firms. Further evidence

for the relationships between job insecurity and health is reviewed by Sverke et al.

(2002).

Work Hours and Shift Work. Although it is possible that employees have some

discretion in choosing the amount of time spent working and their work schedules,

for the most part, working times and the amount of work are under the substantial

control of employers. The evidence shows that decisions about work hours and shift

work have profound health consequences, possibly through their effects on work stress,

sleep, and the conflict between work and other roles. Yang et al. (2006) reported that

long work hours were associated with self-reported hypertension. Vegso et al. (2007)

found that the number of hours worked in the preceding week significantly predicted

the incidence of acute occupational injury. Another study reported that 20% of
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employees who reported high levels of overwork said that they made a lot of mistakes

at work compared to none who experienced low levels of overwork (Galinsky et al.

2005). In addition, summaries of the literature consistently report that both shift

work and long work hours lead to poor health and also to more unhealthy behaviors

such as smoking (e.g., Barnett 2006, Johnson and Lipscomb 2006, Sparks et al. 1997).

Work-Family Conflict. Work-family conflict refers to the situation “when one’s

efforts to fulfill work role demands interfere with one’s ability to fulfill family demands

and vice versa” (Greenhaus and Beutell 1985). Using a cohort of 2,700 employed

individuals who were either married or the parent of a child under the age of 18,

Frone (2000) found that such work-family conflict was positively related to having

clinically significant mental conditions and problems with substance abuse. Other

studies show that work-family conflict produces physical health problems and also

leads to excessive use of alcohol (Frone et al. 1996). As a significant source of stress,

work-family conflict is an important contributor to both poor mental and physical

health. Moreover, longitudinal panel studies show that it is work-family conflict that

produces bad health, and not the reverse (Frone et al. 1997).

Job Control and Job Demands. The Karasek-Theorell model of job strain as-

sociates low job control and high job demands to poor health such as cardiovascular

disease (Karasek et al. 1981, 1988). This model has been extensively investigated

since its introduction and the association between job strain and poor physical and

mental health has been robustly supported in empirical studies (e.g., Shields 2006,

Tsutsumi et al. 2009). The famous Whitehall studies of British civil servants (Marmot

et al. 1997, 1978) not only documented the negative association between hierarchical

rank and the risk of cardiovascular disease, but also determined that it was the level

of job control that explained this relationship.

Social Support. In addition to doing things that increase workplace stress and

decrease access to healthcare, work organizations can also make decisions that increase

the social support available to their workforce to cope with various stressors. As one

example, continuity in employment facilitates the formation of social networks and

informal ties, which can be helpful in coping with stress. Company-organized social

events and formal mentorship programs are other ways of increasing the social support
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available to people at work. There is good evidence for the beneficial effect of social

support on health. Cohen and Wills (1985) noted that there were two possible effects

of social support: a direct, main effect of social support and also a buffering effect, so

that the presence of social support reduces the harmful effects of stress. Their review

of the literature found support for both mechanisms. The comprehensive review by

Broadhead et al. (1983) also provided support for a direct effect of social support

on health and as well as the buffering role of social support on the consequences of

psychosocial and physical stressors.

Organizational Justice. Recent research also suggests that organizational injustice,

i.e., the perception of unfairness at work, is an important job stressor that potentially

affects employees’ psychological health, and ultimately, even their physical health,

through deleterious health behaviors. The empirical evidence for this association is

reviewed by Robbins et al. (2012).

2.3 Model

In this section we present our model for estimating the effect of workplace practices

on health care costs and outcomes. To do this we proceed in five steps: In §2.3.1

we provide a high level overview of the model; §2.3.2 introduces the key notation;

§2.3.3 presents all the input parameters for the model; §2.3.4 shows how these input

parameters can be combined to calculate health care spending and mortality associ-

ated with workplace practices and exposure, and §2.3.5 presents our methodology for

computing confidence intervals on all our model estimates.

2.3.1 Preliminaries

An outline of the model is presented in Figure 2.1. The model focuses on the US

civilian labor force in 2010, and divides the analysis according to four subpopula-

tions: (men, women) × (employed, unemployed). The unemployed are assumed to

be exposed to only two stressors: unemployment and no insurance. The employed

are exposed to all the stressors defined in §2.2 except unemployment.
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The model estimates the increased prevalence of four categories of poor health

(henceforth termed outcomes) associated with the ten workplace stressors (henceforth

termed exposures), and then combines them with separate estimates of the increase

in health spending associated with each of the categories of poor health. The four

outcomes that we consider are those that are commonly measured in the medical

literature: Poor self-rated physical health, poor self-rated mental health, presence of

physician-diagnosed health conditions, and mortality. Self-rated health measures are

included because (a) they been shown to be excellent proxies for actual health and

mortality (e.g., Marmot et al. 1995, Idler and Benyamini 1997), (b) they are easy to

assess in surveys, including surveys of health care costs, and (c) they are commonly

used in epidemiological studies.

Before we provide more details about the model, it is important to highlight

two key structural assumptions: First, we assume each of the four subpopulations

considered to be statistically homogeneous. This allows us to focus our analysis on a

characteristic individual within each subpopulation, and estimate for that individual,

the annual healthcare spending and probability of mortality associated with workplace

stressors. The corresponding population-level estimates are obtained by scaling the

individual-level estimates (by the subpopulation’s size) and summing across the four

subpopulations. Second, we assume that exposures to the ten stressors and outcomes

are binary: that is, we do not account for a more nuanced interaction between stressors

and outcomes that takes into account the duration of the exposure to a stressor. This

is because most of the studies used to obtain the parameters in our model also employ

a binary model of exposures and outcomes.

2.3.2 Notation

Let j = 1, . . . , n := 4 index outcomes and i = 1, . . . ,m := 10 index exposures.

Let Y = (Y1, . . . , Y4) be a binary random vector where Yj = 1 represents that the

individual has health outcome j, and where outcome 4 represents mortality. Let

X = (X1, . . . , X10) be a binary random vector where Xi = 1 represents that the

individual is exposed to stressor i. For a given realization x of the random vector X,
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Unemployed
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UNEMPLOYUNEMPLOY
(Unemployment)

NOINSURE
(No health insurance)

SHIFTWORK
(Exposure to shiftwork)
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(Long work hours / overtime)

INSECURE
(Low job security)

WFC
(High work-family conflict)

LOCONTROL
(Low job control)

HIDEMAND
(High job demands)

LOSUPP
(Low social support at work)
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(Low organizational justice)
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(Poor self-reported 

physical health)
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(Poor self-reported 

mental health)
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(Physician-diagnosed 

health condition)

MORT
(Mortality)

Health Outcomes

Figure 2.1: Graphical representation of the model of workplace stressors (exposures)
and categories of negative health (outcomes). An arrow on the left represents an
exposure that a subpopulation (employed or unemployed) may possibly experience.
An arrow on the right represents a potential association between an exposure and the
increased risk of a particular outcome.
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let pj(x) := P (Yj = 1|X = x) represent the probability that the individual has health

outcome j, conditional on exposure to the non-zero components of x. Furthermore,

letting 0 represent the zero vector, let fj(x) := pj(x)/pj(0) represent the relative

risk of outcome j from the multiple exposures in vector x. In addition, ∆cost and

∆mort refer to the incremental costs and mortality associated with exposure to all ten

stressors.

2.3.3 Input Parameters

The model relies on four input parameters to estimate the healthcare cost and mor-

tality associated with workplace stressors. Here we introduce these parameters and

describe the data sources used for their estimation. The estimation methods and all

assumptions made are described in §2.4.

1. Joint probability distribution of exposures, g(x) := P (X = x). This parameter

captures the average prevalence of (and correlations between) stressors faced by work-

ers in the U.S.. We use the General Social Survey (GSS) (National Opinion Research

Center 2011) as the primary data source for this estimate, and supplement it with data

on health insurance coverage from the Current Population Survey Annual Social and

Economic Supplement (CPS) (U.S. Census Bureau 2012). Recognizing that estimat-

ing the full joint distribution g can be error-prone, we develop an optimization-based

technique for estimating the workplace-associated health cost and mortality that only

requires estimating the second moments of X instead of the full joint distribution.

2. Relative risk for each exposure-outcome pair, rij. This parameter quantifies the

extent that workplace stressors affect health outcomes. For exposure i and outcome

j, we estimate the incremental probability (i.e., the relative risk) of individuals having

outcome j for individuals that were exposed to i, relative to non-exposed individuals.

We obtain these estimates by conducting a meta-analysis of the relevant epidemio-

logical literature.

3. Status-quo prevalence of each outcome, pj. This parameter captures the observed

prevalence of each category of poor health in the U.S.. We use the Medical Expendi-

ture Panel Survey Household Component (MEPS) (Agency for Healthcare Research
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and Quality 2011a) as the primary data source, and supplement it with mortality

data published by the Center for Disease Prevention and Control (CDC) (Kochanek

et al. 2011).

4. Incremental cost of each outcome per year, cj. This parameter quantifies the excess

healthcare spending per year associated with each category of poor health in the U.S..

That is, cj represents the average increase in healthcare spending for individuals with

outcome j compared to individuals without outcome j. For each outcome, we use

MEPS to estimate the average excess (direct) medical cost of individuals with that

outcome, compared to individuals without the outcome. Our estimation method

in this step controls for the overlapping healthcare cost contributions from multiple

health outcomes.

Figure 2.2 summarizes the notation and data sources for the input parameters,

and also illustrates the estimation and computation steps for the model.
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Figure 2.2: Flow diagram representation of the estimation procedure.
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2.3.4 Workplace-associated Healthcare Spending and Mor-

tality

The purpose of our model is to estimate the following two quantities directly from

the input parameters defined in §2.3.3:

∆cost :=
n∑
j=1

cj (pj − pj(0)) and ∆mort := pn − pn(0). (2.1)

We proceed to derive mathematical expressions for ∆cost and ∆mort only in terms of

the input parameters (this is presented in Proposition 1 below). However, we need

to digress first in order to address a key challenge: the definitions in (2.1) contain

the terms pj(0) = P (Yj = 1|X = 0) — the probability of outcome j occurring in

an unobservable counterfactual world where all exposures are absent, and therefore

cannot be directly estimated from data. Deriving pj(0) from the data is not possible:

we do not have any data from this counterfactual world, and it is intractable to

estimate the probabilities pj(x) for all x 6= 0. To circumvent this problem, we

consider the following two models that use different assumptions to relate pj(0) to

pj(x):

Multiplicative Model. This model assumes that when multiple exposures are

present, their overall effect is the aggregate of the effect of the individual exposures:

pj(x) = pj(0)
∏
i:xi=1

rij for all x ∈ {0, 1}m . (2.2)

Conservative Model. This model assumes that the aggregate effect from multiple

exposures is the maximal effect of the individual exposures:

pj(x) = pj(0) max
i:xi=1

{rij} for all x ∈ {0, 1}m . (2.3)

Informally, the multiplicative model assumes that the total effect of multiple ex-

posures is a simple accumulation of their individual effects. On the other hand, the

conservative model assumes that exposures are not ameliorative: If exposure i, on its



CHAPTER 2. WORKPLACE PRACTICES AND HEALTH 55

own, raises the probability of outcome j by a multiple of rij, then the presence of some

other exposure i′ alongside i does not decrease the effect of i on j and vice versa. For

a given outcome j, the multiplicative model yields more aggressive estimates than the

conservative model when rij are greater than 1 for every exposure i, which is what

we generally expect. Even though other theoretical models are possible, we think

that these two models represent a simple way to obtain a reasonable range of the

overall effect of multiple exposures, and they have the added advantage that they

have modest data requirements.

With these models in place, we now derive ∆cost and ∆mort in terms of input

parameters, under both mutiplicative and conservative models.

Proposition 2.3.1 For the multiplicative model,

∆cost =
n∑
j=1

cjpj

1− 1∑
x∈{0,1}m

∏
i:xi=1

{rij} g(x)

 , and

∆mort = pn

1− 1∑
x∈{0,1}m

∏
i:xi=1

{rin} g(x)

 .
(2.4)

For the conservative model,

∆cost =
n∑
j=1

cjpj

1− 1∑
x∈{0,1}m

max
i:xi=1

{rij} g(x)

 , and

∆mort = pn

1− 1∑
x∈{0,1}m

max
i:xi=1

{rin} g(x)

 .
(2.5)

The proof is straightforward and omitted for brevity.
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2.3.5 Estimating Confidence Intervals

To assess the effect of estimate sampling error on our cost and mortality estimates

we calculate confidence intervals using Monte Carlo simulation. Our method is as

follows: For three of the input parameter categories, incremental cost, status quo

prevalence, and relative risks, we draw 10, 000 independent samples of the input

parameters using standard distributional assumptions. We then feed these simulated

inputs into our model to obtain corresponding sampled values of ∆cost and ∆mort,

and construct 95% confidence intervals using their 2.5% and 97.5% quantile points.

The standard distributional assumptions are as follows: the incremental costs of

outcomes (c1, . . . , c4) and status-quo prevalence of outcomes (p1, . . . , p4) are sample

estimates derived from large samples, therefore, we can assume that they are normally

distributed. The mean of the distribution is the observed sample mean and the

variance is the squared standard error of the sample estimates. For the relative

risks rij, we also utilize a distributional assumption that is common in the literature:

lognormal with sample parameters given by their empirical estimates (Fleiss and

Berlin 2009). For the fourth parameter category, the joint probability distribution of

exposures, the Monte Carlo simulation approach was not feasible because of the large

number of parameters that needed to be estimated for this distribution. Instead, we

used mathematical optimization to find a range of estimates that were consistent with

the data used to estimate this distribution (see §2.4.1).

2.3.6 Alternative Models

Alternative Linear Model.

We considered the possibility of using a simpler, linear model that assumes

pj(x) = β0j +
m∑
i=1

βijxi, (2.6)

where βij are coefficients that are, in principle, estimated from data, e.g., a meta-

analysis. A key benefit of using this model is that fewer data are required to come up
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with estimates for ∆cost and ∆mort. For example, due to the linearity of this model,

we would only need to estimate the marginal distribution of each exposure, instead

of their full joint distribution, g(x).

The principal obstacle that prevented us from using this model is that we were not

able to reliably estimate the coefficients (which can be interpreted as absolute proba-

bility differences) for such a model from the literature. Most papers in the literature

use logistic regression as their statistical approach when outcomes are binary, instead

of a pure linear model such as (2.6). Consequently, the effect sizes in the literature

are usually reported in relative terms (i.e., as odds ratios) instead of absolute terms.

This is why we chose to develop models that used relative risks as inputs.

We note that despite their superficial differences, both our multiplicative model

(2.2) and the linear model (2.6) are similar in principle. Namely, both models cap-

ture the idea that the effect of multiple exposures accumulate. Our model accounts

for this accumulation multiplicatively, whereas the linear model accounts for it addi-

tively. The similarity between these models can be seen more clearly by writing our

multiplicative model equivalently as

log pj(x) = log pj(0) +
m∑
i=1

(log rij)xi (2.7)

which highlights that it is a generalized linear model.

Alternative Nonparametric Model.

We also considered a nonparametric model to capture the dependence of outcomes

on exposures. The basic idea is to consider a pair of minimization and maxi-

mization problems, where the decision variable, which we will denote by q, is the

joint probability distribution of the combined vector of outcomes and exposures,

(X1, . . . , Xm, Y1, . . . , Yn). We constrain q to lie in a simplex because it represents

a probability.

There are other three pieces of information that need to be incorporated into the

model: (a) the joint distribution of X, i.e., we need to model P (X = x) = g(x for all
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x ∈ {0, 1}m; (b) the relative risks, i.e., we need to model
P(Yj=1|Xi=1)

P(Yj=1|Xi=0)
= rij for each i

and j; (c) the status-quo prevalences of outcomes, i.e., we need to model P (Yj = 1) =

pj for each j. By exploiting certain structural properties of these constraints, we can

implement these by applying linear constraints on q. The objective is the cost or

mortality metric represented by (2.1), and may be expressed as a linear fractional

function of the decision variable q. Therefore, the entire optimization problem can

be transformed into a convex (more specifically, linear) program. Note that a similar

construction also applies if only the second moment matrix of X is supplied as an

input instead of the full joint distribution g.

We constructed these linear programs and solved them. We found, however, that

they produced values that were far too conservative, comprising a range of values that

were too large to be useful. In particular, using this model, the annual workplace-

attributable health costs range from -860 billion (minimization) to 630 billion (max-

imization), which ensued because the values of pj(0) were respectively extremized at

1 and 0. Intuitively, the root of the problem is that the non-parametric model gives

too much flexibility by not constraining the effect of multiple exposures.

One possible way to fix the nonparametric model is to add more constraints, but

this entails making additional structural assumptions. However, it is not clear what

these additional structural assumptions should be, or why they would be justifiable.

Given that the structural assumptions (2.2)–(2.3) of our models are already intu-

itive and reasonable, we see no clear benefit of making other structural assumptions

through this nonparametric approach that would be better that what we have already

proposed.

2.4 Estimation Procedures

In this section, we describe the methods used to estimate the model’s input data pa-

rameters (introduced in §2.3.3). Our estimation methods were designed to overcome

two major challenges. First, estimating the joint distribution of exposures (§2.4.1)

is prone to excessive sampling error because of the large number of parameters to

be estimated. To control for these sampling errors, we use a robust optimization
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approach to calculate upper and lower bounds for our estimates. Second, the four

health outcomes incorporated in our model can be correlated, and this may cause a

double-counting problem when translating these outcomes to total costs. To avoid

double-counting, we use a group-matching estimation procedure, detailed in §2.4.4.

2.4.1 Estimating the Joint Probability Distribution of Expo-

sures, g(x)

Our estimation procedure separates employed from unemployed people. It then es-

timates the probability of each exposure and their correlations. We first present

the methodology for estimating the exposure probabilities for employed and then for

unemployed (see Table 2.1). We then present the methodology for estimating the

correlation between the exposures.

For the subpopulation of employed persons, we used the GSS as our primary data

source. The GSS includes survey responses on a wide variety of work-related condi-

tions. This allows us to estimate the joint distribution for all the workplace exposures

faced by employed people in our model, with the exception of the only condition not

covered by the GSS, NOINSURE. Because of that, we assumed that NOINSURE was

independent of the other variables and we estimated its probability using data from

the 2011 CPS (U.S. Census Bureau 2012). To assess the sensitivity of our conclusions

to this assumption, we also considered a model without this independence assumption

in §2.5.3.

To estimate the joint distribution of the other eight exposures, we pooled data from

the three years in the GSS that included responses to workplace exposure questions:

2002, 2006, 2010 (N=4086 respondents: 1969 men, 2117 women). Table 2.1 lists the

GSS exposures.

Because for six of the eight exposure variables in the survey, the responses were

on a four-point scale, we used the cutoff of 2.5 points as the dividing line between

exposed (values > 2.5) and not exposed (value < 2.5). For exposures measured by

multiple variables in the GSS, we used a cutoff of 2.5 times the number of variables.

For the remaining two exposures, SHIFTWORK and LONGHRS, which were each
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measured by one GSS variable, we classified respondents as SHIFTWORK cases as

long as they did not work the day shift, and respondents as LONGHRS cases if they

had to work extra hours for more than 7 days per month (about 1/4 of a month).

For the subpopulation of unemployed persons, the estimation problem focuses on

the estimation of two quantities: the probability of NOINSURE among the unem-

ployed for men and for women. These estimates were derived from the 2011 CPS

(U.S. Census Bureau 2012).

Population Exposure GSS Variables Marginal Probabilities
Men Women

Unemployed UNEMPLOY * 1.0000 1.0000
NOINSURE * 0.4419 0.3448

Employed NOINSURE * 0.2091 0.1675
SHIFTWORK WRKSCHED 0.1735 0.1426
LONGHRS MOREDAYS 0.3153 0.2239
INSECURE JOBSECOK 0.1364 0.1422
WFC FAMWKOFF, WKVSFAM 0.1950 0.2047
LOCONTROL WKDECIDE, WKFREEDM 0.0785 0.0930
HIDEMAND WORKFAST, OVERWORK, TOOFEWWK, WRKTIME 0.3095 0.3447
LOSUPP SUPCARES, COWRKINT, SUPHELP, COWRKHLP 0.0811 0.0971
LOFAIR PROMTEFR 0.2603 0.3327

Table 2.1: GSS variables used to estimate each exposure and their estimated marginal
probabilities for men and women. Entries with * represent probabilities estimated
from the 2011 CPS.

We now proceed to describe our approach for estimating the probability g(x).

Given that the vector x is m-dimensional and each dimension can take two values, 0

or 1, g(x) involves 2m−1 parameters. Estimating all these these parameters from data

on 4086 responses would introduce excessive estimation errors for most of the entries.

Instead we use an approach from robust optimization that proceeds as follows. First,

we estimate the covariance matrix of the joint exposures; this requires the estimation

of a total of m(m + 1)/2 entries. Second, we formulate the estimation problem as

a mathematical program. This mathematical program will be shown to be a linear

program, and generates lower and upper bounds for the cost and mortality estimates

that are consistent with the data.

We now present the formulation of this mathematical program using notation

that captures both the cost and mortality formulations. First, let V = [vik] ∈ Rm×m

represent the second moment matrix obtained from the the empirical distribution of
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X. Second, for some fixed w ∈ Rn
+, define

∆w :=
n∑
j=1

wjpj

(
1− 1∑

x∈{0,1}m fj(x)g(x)

)
; (2.8)

when w = c, then ∆w is ∆cost and when w = (0, 0, . . . , 1), then ∆w is ∆mort.

Third, for any q ∈ R{0,1}m , and any i, k ∈ {1, . . . ,m}, define the linear functional

Lik : R{0,1}
m → R as Likq :=

∑
x∈{0,1}m,xi=1,xk=1 q(x). Using this notation, the

constraint that the second moment matrix for g(x) is equal to the empirical matrix

can be written as Likg = vik for all i, k ∈ {1, . . . ,m}.
The following theorem demonstrates how to construct bounds for ∆w for any w

by solving two linear programs.

Theorem 2.4.1 For a fixed w ∈ Rn
+, define Γw to be optimal value of the linear

program (LP)

Γw := min
qj ,t

n∑
j=1

wjpjtj (2.9)

s.t.
∑

x∈{0,1}m
fj(x)qj(x) = 1 j ∈ {1, . . . , n} (2.10)

∑
x∈{0,1}m

qj(x)− tj = 0 j ∈ {1, . . . , n} (2.11)

Likqj − viktj = 0 j ∈ {1, . . . , n} , i, k ∈ {1, . . . ,m} (2.12)

t ≥ 0, qj(x) ≥ 0 x ∈ {0, 1}m (2.13)

and define Γw as optimal value of the LP (2.9)–(2.13) but with the min replaced by

max. Then,
n∑
j=1

wjpj − Γw ≤ ∆w ≤
n∑
j=1

wjpj − Γw. (2.14)

We now provide some intuition behind the theorem and the LP formulation in (2.9)–

(2.13). First, the LP is a relaxation of an optimization problem which looks for

a density function that minimizes or maximizes
∑n

j=1wjpj − ∆w (recall that this
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represents either cost or mortality depending on the vector w used), subject to the

constraint that this density is consistent with the empirical second-moment matrix.

Second, the decision variables qj(x) represent scaled versions of the density function,

and tj are auxiliary variables that linearize the optimization problem and are linked to

the main decision variables, qj(x), through constraints (2.11) and (2.12). Third, the

objective function (2.9) and the first constraint (2.10) together represent a lineariza-

tion of
∑n

j=1 wjpj −∆w. Fourth, the constraint (2.12) enforces the requirement that

the density is consistent with the empirical second moment matrix. The remaining

constraints (2.13) are standard non-negativity constraints.

Theorem 2.4.1 can also be used even when there exist pairs of exposures i and

k for which the correlation is unknown due to limited data. To do this, we use the

Boole-Fréchet inequalities (Boole 1854), which imply that max {vii + vkk − 1, 0} ≤
vik ≤ min {vii, vkk}; where vii, vkk are the marginal probabilities of exposures i and k.

Then, the two bounds are obtained by solving (2.9)–(2.13) with the first constraint

(2.10) modified to

tj max {vii + vkk − 1, 0} ≤ Likqj ≤ tj min {vii, vkk} j = 1, . . . , n. (2.15)

2.4.2 Estimating the Relative Risks of Exposure-Outcome

Pairs, rij

We estimated the relative risk matrix, R = [rij] through a meta-analysis. A meta-

analysis is a method of research synthesis commonly used in medicine and the social

sciences to quantify the average size of an effect by summarizing the results of multiple

empirical studies. We outline our approach below.

Our meta-analytic sample comprised of 228 studies. These studies were identified

through a systematic review of the literature from an initial number of 6, 452 studies

found through a computerized reference search. We obtained the final meta-analytic

sample by applying formal inclusion criteria in order to ensure impartiality in select-

ing studies. Our inclusion criteria ensured that the selected studies were germane
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to our research question, used consistent statistical methods, and were not double-

counted. At this stage, these criteria were not designed to be too exclusive because

we wanted to ensure that we had enough studies covering as many entries of R as

possible. Later, we use sensitivity analyses to study the effect of having more restric-

tive criteria. For example, we were primarily interested in studies that used logistic

regressions because the health outcomes were usually measured as dichotomous values

(present/absent), but we also included studies that used Cox proportional hazards

regressions (henceforth, Cox regressions) because they were also commonly used in

the literature and because they can be viewed as approximations to logistic regres-

sions. In Appendix B.2, we discuss details of these econometric models and provide a

derivation of this approximation. More complex econometric techniques (e.g., instru-

mental variables, structural models) are uncommon in this literature, and were not

used by any of the final 228 studies in the sample, even though we did not explicitly

exclude studies based on these criterion. Matching methods such as propensity score

weighting was only used by one study (Eliason and Storrie 2009) in the final sample.

All 228 studies were observational, which is highly representative of the literature

on this subject because ethical concerns generally prevent experiments from being

conducted. Of the final sample, 115 studies reported longitudinal associations (in-

cluding panel studies), 115 studies reported cross-sectional associations, and 2 studies

reported both longitudinal and cross-sectional associations. In our base model, the

estimates for the entries of R are generated from studies using either longitudinal or

cross-sectional designs. In §2.5.3, we conduct sensitivity analyses to investigate the

impact of only using longitudinal data.

For each study, we recorded the effect sizes that were adjusted for the largest

number of covariates. We note that the actual covariates used differed across studies,

which is a well-recognized issue with this method. Nonetheless, we did this because it

is regarded as best practice in meta-analyses (Higgins and Green 2011), it minimized

the chance of omitted variable bias, and these effect sizes were usually conserva-

tive. We recorded separate effects by gender if the study permitted it; otherwise,

we recorded a common effect for both men and women for the study. Finally, we

assessed the research methodology of the study, and determined an overall quality
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Methodological Limitations P0 P1 P2 P3

1 Mean age too small or too large -0.2 0.0 -1.0 -0.5
2 Few adjustments for confounders -0.2 0.0 -1.0 -0.5
3 Very little or no adjustments for confounders -0.5 0.0 -1.0 -0.5
4 No confidence interval reported and an approximation used instead -0.5 0.0 -1.0 -0.5
5 No number or percentage of Males/Females Reported -0.5 0.0 -1.0 -0.5
6 Outcome variable not directly related to value of interest -0.5 0.0 -1.0 -0.5
7 Workplace exposure indirectly measured by occupation -0.5 0.0 -1.0 -0.5

Table 2.2: Scoring rubrics used to penalize studies for methodological flaws in the
base model (P0) and the sensitivity analyses (P1-P3).

score for each study. Each study was initially awarded score of 1, which was reduced

according to a scoring rubric (with a minimum score of zero) that penalized the study

for methodological limitations. We investigated the effect of modifying the scoring

rubric through sensitivity analyses in §2.5.3. The rubrics used in our base model and

for our sensitivity analyses are listed in Table 2.2.

For each exposure-outcome pair, we used the quality-weighted random effects

model by Shadish and Haddock (2009) to average the results of the different studies

to estimate an average odds ratio for that exposure-outcome pair. The resulting odds

ratios and the number of studies used to form each estimate are reported in Tables 2.3

and 2.4. An in-depth discussion of the results and policy implications of these results

is beyond our present scope, and we refer interested readers to Goh et al. (2014) for

such a discussion.

Finally, we (a) applied a standard transformation to convert the odds ratios from

Tables 2.3 and 2.4 into relative risks (Zhang and Yu 1998) and (b) excluded entries

that were estimated by only a small number of studies (which we defined as two

studies or fewer) because these estimates were more likely to be unreliable. For such

entries, we set their relative risks to a default value of 1. Since most of the odds ratio

(and therefore, relative risk) estimates are above 1, our approach to replace these

entries by 1 is conservative.
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Exposure SR-P SR-M DX MORT
n OR (95% CI) n OR (95% CI) n OR (95% CI) n OR (95% CI)

UNEMPLOY 8 1.71 (1.27, 2.30)∗ 15 1.92 (1.61, 2.29)∗ 8 1.38 (1.05, 1.82)∗ 17 1.42 (1.28, 1.58)∗

NOINSURE 1 1.43 (1.27, 1.61)∗ 0 – 3 1.86 (1.22, 2.85)∗ 8 1.17 (1.10, 1.24)∗

SHIFTWORK 3 1.03 (0.92, 1.15) 5 1.30 (0.89, 1.91) 14 1.27 (1.11, 1.45)∗ 4 0.98 (0.89, 1.07)
LONGHRS 4 0.98 (0.80, 1.21) 12 1.17 (1.05, 1.30)∗ 8 1.20 (1.07, 1.35)∗ 2 1.17 (1.01, 1.35)∗

INSECURE 13 1.53 (1.22, 1.91)∗ 19 1.45 (1.15, 1.83)∗ 9 1.22 (1.03, 1.45)∗ 3 1.32 (0.77, 2.27)
WFC 6 1.90 (1.67, 2.17)∗ 10 2.40 (1.91, 3.01)∗ 1 1.57 (1.20, 2.05)∗ 1 1.20 (1.03, 1.40)∗

LOCONTROL 17 1.48 (1.23, 1.78)∗ 36 1.39 (1.22, 1.59)∗ 36 1.23 (1.12, 1.36)∗ 4 1.40 (1.21, 1.62)∗

HIDEMAND 14 1.46 (1.19, 1.78)∗ 37 1.65 (1.42, 1.92)∗ 39 1.42 (1.27, 1.60)∗ 6 0.99 (0.85, 1.14)
LOSUPP 12 1.34 (1.12, 1.60)∗ 28 1.41 (1.30, 1.53)∗ 21 1.21 (1.10, 1.33)∗ 3 1.06 (0.84, 1.32)
LOFAIR 4 1.35 (1.23, 1.47)∗ 6 1.61 (1.08, 2.39)∗ 1 1.55 (1.11, 2.17)∗ 0 –

∗p < 0.05

Table 2.3: Results of meta-analysis (men). Numbers of studies used for each estimate
(n), odds ratios (OR), and 95% confidence intervals for each exposure and outcome.

Exposure SR-P SR-M DX MORT
n OR (95% CI) n OR (95% CI) n OR (95% CI) n OR (95% CI)

UNEMPLOY 8 1.69 (1.26, 2.31)∗ 14 1.78 (1.50, 2.46)∗ 6 1.29 (0.89, 2.17) 14 1.43 (1.19, 1.69)∗

NOINSURE 1 1.43 (1.27, 1.61)∗ 0 – 5 2.31 (1.64, 2.11)∗ 10 1.29 (1.17, 1.17)∗

SHIFTWORK 2 1.16 (0.88, 1.20) 5 1.14 (0.97, 1.75) 16 1.38 (1.24, 1.30)∗ 3 1.21 (0.88, 1.09)
LONGHRS 4 1.03 (0.63, 1.54) 12 1.23 (1.10, 1.24)∗ 7 1.17 (1.01, 1.44)∗ 2 1.41 (0.89, 1.53)
INSECURE 13 1.39 (1.14, 2.04)∗ 18 1.39 (1.12, 1.89)∗ 10 1.12 (1.02, 1.47)∗ 3 1.03 (0.84, 2.08)
WFC 6 1.91 (1.51, 2.39)∗ 10 2.68 (2.04, 2.81)∗ 2 1.28 (0.82, 3.00) 0 –
LOCONTROL 16 1.41 (1.21, 1.82)∗ 33 1.38 (1.25, 1.55)∗ 35 1.27 (1.16, 1.31)∗ 3 1.31 (1.12, 1.76)∗

HIDEMAND 13 1.49 (1.23, 1.72)∗ 33 1.59 (1.38, 1.98)∗ 37 1.38 (1.23, 1.65)∗ 3 0.95 (0.83, 1.17)
LOSUPP 13 1.40 (1.18, 1.52)∗ 26 1.36 (1.24, 1.59)∗ 23 1.22 (1.12, 1.31)∗ 2 1.13 (0.67, 1.67)
LOFAIR 4 1.38 (1.19, 1.53)∗ 6 1.66 (1.14, 2.28)∗ 1 1.55 (1.11, 2.17)∗ 0 –

∗p < 0.05

Table 2.4: Results of meta-analysis (women). Numbers of studies used for each
estimate (n), odds ratios (OR), and 95% confidence intervals for each exposure and
outcome.

2.4.3 Estimating the Status-quo Prevalence of Health Out-

comes, pj

To estimate the status-quo prevalence of three of the health outcomes considered, poor

self reported physical and mental health and physician diagnosed medical conditions,

we used data from MEPS, a nationally-representative survey of families and individ-

uals within the civilian non-institutionalized U.S. population (Agency for Healthcare

Research and Quality 2011a). We formed our estimates by pooling the most recent

5 years of MEPS data that were available (2004-2008). To estimate probability of

death we computed mortality rates using the CDC Vital Statistics Reports for 2009
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Gender SR-P SR-M DX MORT

Men 0.1016 (0.0018) 0.0537 (0.0013) 0.3531 (0.0039) 0.0089 (0.0000)
Women 0.1182 (0.0021) 0.0586 (0.0013) 0.3940 (0.0037) 0.0063 (0.0000)

Table 2.5: Estimates (and standard errors) of p, the occurrence probability of negative
health outcomes.

(see Kochanek et al. 2011). All the estimates are summarized in Table 2.5.

We now present details for the estimation procedure that used the MEPS data.

For each health outcome, we classified each subject in the data into “cases” and

“controls”: For self-reported physical health (SR-P), we used responses to a single

variable (RTHLTH31) which asked respondents to assess their physical health status

on a five-point scale (1-excellent, 2-very good, 3-good, 4-fair, and 5-poor). We classi-

fied respondents that reported 4 or 5 as “cases” while respondents that reported 1–3

were classified as “controls”. We used an identical approach for self-reported mental

health (SR-M) on the variable (MNHLTH31).

For physician-diagnosed conditions (DX), MEPS contains information on whether

each subject was ever diagnosed with one the following major disease categories: coro-

nary heart disease, angina, myocardial infarction, other heart disease, stroke, em-

physema, asthma, high cholesterol, diabetes, and arthritis. These diseases comprise

almost all of the “Priority Conditions” considered in MEPS, with two exceptions:

cancer diagnoses were excluded because such data were only collected in 2008; diag-

noses of high blood pressure were excluded because it is usually a symptom of other

diseases and inclusion could cause confounding. We classified respondents as “cases”

of DX if they reported one or more diseases and “controls” otherwise. Through sensi-

tivity analyses, we studied the effect of varying the threshold number of diseases that

determines DX cases and controls.

2.4.4 Estimating the Incremental Cost of Poor Health, cj

To estimate the incremental healthcare cost of poor health, we also used MEPS data.

A simplistic method of estimating cj is to take the difference of average cost between

“cases” and “controls” for each j. However, such a method double-counts costs, due
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to the correlation between various health outcomes.

To deal with this double-counting problem, we estimated cj for each outcome j

by comparing subject groups that differed only by health outcome j. Specifically, for

each outcome j, we split the subjects into groups corresponding to all the 8 possible

combinations of the the remaining 3 non-j health outcomes. Then, for each of the 8

groups, we computed the difference in average costs between the subjects that had the

j outcome and the subjects that did not. The cost cj was then the weighted average

of the cost differences computed for each of the 8 groups (the weight was given by the

number of respondents in each group). The estimated costs are reported in Table 2.6.

To ensure the robustness of our approach we also considered an alternative in which

we estimated all components of c simultaneously using a linear regression model with

linear and two-way interaction terms. This also yielded qualitatively similar results,

which provides us with further confidence in the validity of our estimates.

Before we conclude this section, we must report on a possible shortcoming of the

MEPS data and our way to overcome it. Specifically, MEPS is an excellent data

source on person-level expenditures, but tends to underestimate total healthcare ex-

penditures when aggregated. The major reasons for this are (a) MEPS undersamples

the most seriously ill people in the population (Sing et al. 2006, Garrett et al. 2008),

and (b) it omits certain costs that survey respondents cannot recall accurately (Selden

and Sing 2008). In particular, the MEPS estimate for total healthcare expenditure in

2008 was $1.15 trillion (Agency for Healthcare Research and Quality 2011b), which

is slightly less than half of the $2.39 trillion in 2008 estimated from NHEA by the

Centers for Medicare and Medicaid Services (2011). A simple way to correct for this

problem is to uniformly adjust all costs by the adjustment factor 2.39/1.15.

The introduction of this adjustment can be problematic. More sophisticated ad-

justment methods that apply higher adjustments to more expensive cases and lower

adjustments to less expensive cases have been used elsewhere (see Selden and Sing

2008). Our approach’s advantage lies in its simplicity and on the fact that applying

a uniform adjustment generates conservative cost estimates (i.e., estimates that are

on the low side).
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2.4.5 Summary of Key Assumptions

The estimation procedures described here involved several assumptions that are nec-

essary because of data limitations. We summarize the key assumptions for the con-

venience of the reader and describe sensitivity analyses we will perform in §2.5.3 to

address the effect of these assumptions on our aggregate estimates.

1. The meta-analysis computed pooled relative risks by combining study popula-

tions from various countries. The assumption is that these estimates are relevant

to our U.S.-based target population. To test this assumption, we performed

sensitivity analyses in which we restricted the studies for the meta analysis

calculations to populations drawn from G8 countries and high-income OECD

countries (Sensitivity Analysis 2).

2. To generate relative risk estimates for the mortality outcome in our meta-

analysis, we pooled studies that estimated the risks of all-cause mortality and

cause-specific mortality. To test the effect of this assumption, we repeated our

analysis but excluded studies with cause-specific mortality (Sensitivity Analysis

3).

3. Longitudinal and cross-sectional studies are pooled in the meta-analysis for the

relative risk estimates. Because cross-sectional studies cannot support causal

inference, this undermines the case for a possible causal relationship between

exposure and outcomes. We test this assumption in Sensitivity Analysis 4 where

we excluded cross-sectional studies.

4. In our base model, the meta-analytic sample contains studies that use either

logistic regressions or Cox regressions. We test this assumption in Sensitivity

Analysis 5 where we exclude studies that use Cox regressions.

5. To derive the relative risk estimates for NOINSURE, we included studies that

group respondents with public insurance (Medicaid) together with the unin-

sured. In Sensitivity Analysis 6, we excluded studies that performed this pool-

ing.
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Gender SR-P SR-M DX MORT

Men $11,012 ($1,155) $2,291 ($476) $7,909 ($309) $36,575 ($13,012)
Women $9,564 ($605) $3,075 ($1,014) $7,436 ($258) $24,130 ($7,383)

Table 2.6: Estimates (and standard errors) of c, the annual incremental cost of poor
health outcomes (in USD).

6. Uninsurance was assumed to be independent of the remaining exposures for

the employed subgroup. In Sensitivity Analysis 7, we extended the robustness

analysis to allow correlation between these exposures and no insurance.

7. Our definition of physician-diagnosed medical condition included any respon-

dent in the MEPS data who had one or more health conditions within a list

of conditions. To test sensitivity to that assumption, we repeated our estima-

tion but varied the threshold of conditions present needed to determine whether

someone had a physician-diagnosed medical condition (Sensitivity Analysis 8).

8. We pooled exposure prevalence data from 2002, 2006, and 2010 in our base

model, which assumes that the exposures were similar in those years. We test

this assumption in Sensitivity Analysis 9 where we repeat the analysis separately

for each year 2002, 2006, and 2010 by using exposure data that were specific to

that year.

2.5 Results

In this section, we present the final estimates (and 95% confidence intervals) of the

annual workplace-associated healthcare expenditures and mortality in the U.S.. Re-

sults are presented for both the multiplicative and conservative models. For each

model, we present estimates using the empirical distribution of g as well as upper and

lower bounds computed using the robustness analysis from §2.4.1. We then present

results on the individual contribution of each of these exposures on mortality and

costs and finally summarize the results from our sensitivity analysis.
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2.5.1 Overall Estimates

Table 2.7 reports our estimates. There are some differences across the different meth-

ods we have used to estimate the effects of workplace practices. The differences are

small and thus suggest that our estimates are directionally correct. In all instances

there are more than 120,000 excess deaths each year associated with the various

workplace factors. There is more variation in the cost estimates, but once again the

incremental costs are substantial, comprising 5-8% of the total national healthcare

expenditure in 2008.

Factor Model Optimization (Min) Empirical Optimization (Max)

Cost Conservative $117 ($104, $138) $125 ($111, $145) $134 ($119, $153)
Multiplicative $186 ($164, $209) $187 ($166, $211) $190 ($168, $214)

Mortality Conservative 122 (89, 193) 127 (97, 199) 132 (103, 203)
Multiplicative 141 (74, 224) 141 (74, 224) 142 (74, 225)

Table 2.7: Point estimates (and 95% confidence intervals) of incremental healthcare
cost and mortality in the U.S., expressed in billions of USD and thousands of people
respectively, associated with workplace exposures.

2.5.2 Marginal Estimates

To estimate the healthcare expenditure and mortality that is associated with each

workplace exposure, we proceeded as follows: For each i = 1, . . . ,m we repeat our

calculations with a new relative risk matrix R(i) that replaces the entries to all rows

except i with 1 and retains the original values for row i. Table 2.8 reports our

estimates. Unlike the aggregate estimates, for the estimates of individual effects there

is no need for multiple models and multiple estimates because there is no concern

about double counting.

There are several observations that follow from these results.

1. Estimates generated by our model are consistent with estimates previously re-

ported in the literature. In particular, our results show that not having insur-

ance is associated with about 50,000 excess deaths per year, a number quite
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Exposure Cost (in billions) Mortality (in thousands)

UNEMPLOY $15 ($9, $20) 34 (26, 41)
NOINSURE $40 ($25, $57) 49 (35, 64)
SHIFTWORK $12 ($8, $16) 12 (-12, 36)
LONGHRS $13 ($2, $24) –
INSECURE $16 ($11, $22) 29 (-21, 97)
WFC $24 ($19, $30) –
LOCONTROL $11 ($9, $14) 31 (20, 44)
HIDEMAND $48 ($38, $58) -2 (-45, 25)
LOSUPP $9 ($7, $12) 3 (-9, 17)
LOFAIR $16 ($12, $21) –

– Insufficient relative risk data to estimate this entry.

Table 2.8: Point estimates (and 95% confidence intervals) of incremental healthcare
cost and mortality in the U.S., expressed in billions of USD and numbers of people
respectively, associated with each workplace exposures.

close to the 45,000 reported by Wilper et al. (2009). This provides some con-

fidence that our other estimates, derived and presented here for the first time,

are likely to be reliable.

2. Absence of insurance contributes the most toward excess mortality, followed

closely by unemployment. Low job control is, however, also an important factor

contributing an estimated 31,000 excess deaths annually.

3. Not having health insurance, being in jobs with high demands, and work family

conflict are the major exposures that contribute to healthcare expenditures.

4. The exposures that contribute the most to healthcare expenditures differ from

the highest contributors to mortality. This is because incremental costs stop

when someone dies, so exposures with higher deaths are not necessarily associ-

ated with higher costs.

5. While each of the exposures contributes to healthcare expenditure, not all of

them contribute, at least from our estimates, to incremental deaths. This is

partly due to data limitations: our analysis excluded relative risk estimates

that were only generated by two or fewer studies. From Tables 2.3 and 2.4, we

observe that several exposures for mortality fall into this category.
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6. Due to the non-linear manner in which each workplace exposure contributes to

the final estimate of either expenditure or mortality, the sum of the marginal

contributions from each exposure does not add up to the totals reported in

Table 2.7.

The reader should also observe that the relative magnitudes of the effects pre-

sented in Table 2.8 are interesting in their own right and can provide some guidance

to where employers and public policy might effectively focus attention to reduce

healthcare costs and unnecessary deaths that derive from workplace practices and

the decisions that produce them. For example, one specific implication of our results

is that providing universal health insurance, which is one of the objectives of the

Affordable Care Act, could potentially reduce excess mortality in the U.S.. Although

our model does not indicate the mechanism through which this mortality reduction

occurs, there are many other studies in the literature that do, and we have reviewed

two of these mechanisms in §2.2.

2.5.3 Sensitivity Analyses

We conducted nine sensitivity analyses to investigate our model’s robustness to its

implicit modeling assumptions:

Sensitivity Analysis 1: Varying the Meta-analysis Scoring Rubric. To in-

vestigate the effect of varying the scoring rubric used to assess study quality,

we repeated the analyses using the scoring rubrics P1, P2, and P3 listed in

Table 2.2.

Sensitivity Analysis 2: Excluding Countries from the Meta-analytic Sam-

ple. We perform two analyses: one in which we only include countries in the

“group of eight” (G8), and one in which we include countries that belong to the

31 high income OECD economies, as classified by The World Bank (2012).

Sensitivity Analysis 3: Excluding Cause-specific Mortality. We retained only

studies that measured all-cause mortality.
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Sensitivity Analysis 4: Excluding Cross-sectional Studies. Because relative

risks that are estimated from cross-sectional studies are prone to biases from

reverse causation, we exclude studies that have cross-sectional designs. This

exclusion causes many entries of the relative risk matrix to have either zero or

too few studies for estimation, resulting in the default (conservative) value of

“1” being used. Therefore, we also perform another analysis that substitutes

the missing values with estimates from the original relative matrix (that were

estimated by both longitudinal and cross-sectional designs).

Sensitivity Analysis 5: Excluding Cox Regression Models. For this sensitiv-

ity analysis, we investigate the effect of only retaining studies that used logistic

regression for their analysis. Because this exclusion causes several entries of

the relative risk matrix to have too few studies to be estimated, we perform an

additional analysis by substituting these missing entries in the same manner as

Sensitivity Analysis 4.

Sensitivity Analysis 6: Excluding Public Insurance. We exclude studies where

the respondents had public (Medicaid) insurance from the meta-analytic sample.

Sensitivity Analysis 7: Allowing NOINSURE to Correlate with Other Ex-

posures. We relax this assumption through a modified robustness analysis (in

§2.4.1) that models unknown correlations between exposures.

Sensitivity Analysis 8: Varying the DX Threshold. For this sensitivity analy-

sis, we investigate the effect of increasing the value of the threshold used to define

when someone has physician-diagnosed medical conditions. As the threshold in-

creases, fewer people are classified as “cases”, i.e., the status-quo prevalence of

DX decreases, but these “cases” are more expensive.

Sensitivity Analysis 9: Stratifying by Exposure Years. For this sensitivity

analysis, we investigate the effect of repeating our analysis with separate expo-

sure distributions for the years 2002, 2006, and 2010.

Tables 2.9 and 2.10 respectively present the differences in estimated workplace-

associated healthcare expenditure and mortality from these analyses, relative to the
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base model estimates. Most of the results show only modest changes to our estimates

relative to the base, which suggests that our base model is robust to variations in its

modeling assumptions.

For the expenditure estimates, the largest difference occurs when the meta-

analytic sample is restricted to studies with longitudinal designs (Sensitivity Analysis

4). This is because this criterion substantially shrinks the meta-analytic sample size

and many entries of the relative risk matrix are now estimated by two studies or

less, and substituted with the default conservative value of 1. Specifically, out of the

80 entries of the relative risk matrix (10 exposures × 4 outcomes × 2 genders), 37

entries are substituted with the default value under this restriction compared with

16 entries in the base model. This explains why the estimated expenditure is much

lower than in our base model. However, even in this case, the healthcare cost that

is associated with workplace exposures is still significant: $48 billion in the conserva-

tive model with minimum bound. The next largest difference occurs for the analysis

that restricts the meta-analytic sample to only G8 countries (Sensitivity Analysis 2),

which is also a consequence of substitution of the default value for several entries. All

other sensitivity analyses generate much smaller changes in the cost estimates.

For the mortality estimates, we note that the greatest different occurs when the

meta-analytic sample excludes studies that use Cox regression models. As above, this

difference is driven by a small sample size and default value substitution because many

mortality studies in our base sample use Cox regression models as their statistical

method of choice instead of logistic regression. These studies are removed from the

sample by this restriction. Specifically, out of the 20 entries for the mortality outcome

in the relative risk matrix, 17 entries are substituted with the default value under

this restriction compared with 7 entries in the base model. Because this restriction

results in such a small sample size, we do not think that the estimate under the

restriction is reliable. The next largest differences are associated with (a) changing

the scoring rubric for the meta analyses that led to the exclusion of a large number

of studies; (b) exclusion from the analysis of data from studies on less economically

advanced countries; and (c) assuming correlation between lack of insurance and other

exposures. Among these analyses, even in the worst case, there were still a total of
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93,000 deaths associated with workplace exposures. We note that Sensitivity Analyses

4 and 8 generate identical results as the base model. This is because all the studies

that measure the outcome of mortality in our sample have longitudinal designs, and

because the mortality estimates are not affected by the DX threshold.

Finally, we observe some interesting results when exposures from specific years

were used (Sensitivity Analysis 9). Our model estimates significantly lower workplace-

associated expenditures and mortality for 2006, which is when the U.S. economy was

doing well, relative to estimates in the base model and for 2010, when the U.S.

economy was bruised from the global financial crisis. The estimates for 2002 were

moderately lower, which was around the time of an economic recession in many devel-

oped countries. Overall, these results corroborate the intuition that people experience

greater workplace stressors during times of economic turbulence, and that these can

have significant impact on health costs and outcomes. This suggests that workplace

exposures could be used to better understand how the economic climate affects health,

which is a subject that is an interesting direction for future research.

2.6 Discussion

We have seen that employer decisions about work and the workplace are associated

with excess deaths and healthcare costs in the U.S.. To put our results in perspective,

our model’s estimate of workplace-associated mortality is comparable to the fourth

(cerebrovascular diseases) and fifth (accidents) largest cause of death in the U.S.

in 2009 (Kochanek et al. 2011, Table B), and exceeds the number of deaths from

diabetes, Alzheimer’s, or influenza. Our model also estimates that the workplace-

associated healthcare cost is comparable to the estimated cost of diabetes in the U.S.

in 2007 (Centers for Disease Control and Prevention 2011), which was $174 billion.

Our analysis is conservative in several ways. First, it only estimates the costs

and morbidity for the individual in the workplace who faces the actual exposure, and

does not account for any health consequences to the individual’s social network. For

example, a stressed worker might abuse alcohol or tobacco, which are well-known
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Expenditures, US $ (billions)

Conservative Conservative Conservative Multiplicative Multiplicative Multiplicative
Optim. (Min) Empirical Optim. (Max) Optim. (Min) Empirical Optim. (Max)

Sensitivity Analysis 1: Varying the Meta-analysis Scoring Rubric
Penalty P1 -7.3 (-13, 1) -7.4 (-12, 1) -7.6 (-13, 1) -10.5 (-19, -1) -10.6 (-19, -0) -10.7 (-20, -0)
Penalty P2 2.3 (-1, 5) 2.3 (-1, 5) 2.5 (-1, 5) 5.4 (1, 9) 5.6 (1, 10) 6.0 (1, 10)
Penalty P3 0.7 (0, 1) 0.8 (1, 1) 0.9 (1, 1) 1.6 (1, 2) 1.6 (1, 2) 1.7 (1, 2)

Sensitivity Analysis 2: Excluding Countries from the Meta-analytic Sample
Only G8 -25.4 (-33, -18) -29.8 (-38, -22) -33.7 (-42, -26) -60.0 (-72, -48) -61.5 (-74, -49) -63.6 (-77, -51)
Only high-income
OECD

4.1 (1, 6) 4.0 (1, 6) 3.9 (1, 6) 4.8 (1, 8) 4.9 (1, 8) 5.0 (1, 8)

Sensitivity Analysis 3: Excluding Cause-specific Mortality
Only all-cause
mortality

-0.3 (-1, 0) -0.3 (-1, 0) -0.3 (-1, 0) -0.6 (-2, 0) -0.6 (-2, 0) -0.6 (-2, 0)

Sensitivity Analysis 4: Excluding Cross-sectional Studies
Only longitudinal -72.2 (-90, -55) -78.1 (-96, -61) -84.1 (-102,

-68)
-124.7 (-145,
-104)

-126.6 (-147,
-106)

-129.2 (-150,
-108)

Longitudinal with
substitution

-9.7 (-14, -4) -12.2 (-17, -7) -14.8 (-20, -10) -28.4 (-36, -21) -29.1 (-37, -21) -30.3 (-38, -22)

Sensitivity Analysis 5: Statistical method used
Only logistic -8.3 (-22, 2) -9.4 (-23, 1) -11.1 (-24, -1) -17.3 (-30, -5) -17.4 (-31, -5) -17.7 (-31, -5)
Logistic with
substitution

4.8 (3, 6) 4.4 (3, 6) 3.9 (2, 5) 3.1 (1, 5) 3.1 (1, 5) 3.2 (1, 5)

Sensitivity Analysis 6: Excluding Public Insurance
Exclude public
insurance

-10.6 (-24, 1) -11.3 (-25, 0) -12.6 (-26, -1) -17.2 (-31, -4) -17.3 (-31, -4) -17.6 (-32, -4)

Sensitivity Analysis 7: Allowing NOINSURE to Correlate with Other Exposures
Non-independent
insurance

-20.0 (-32, -10) † 3.8 (3, 5) -28.6 (-40, -18) † 6.9 (4, 9)

Sensitivity Analysis 8: Varying the DX Threshold
Threshold = 2 0.1 (-2, 2) -0.4 (-3, 2) -1.1 (-3, 1) -2.4 (-6, 1) -2.2 (-5, 1) -1.7 (-5, 2)
Threshold = 3 -15.5 (-19, -12) -17.1 (-21, -14) -19.0 (-23, -15) -25.3 (-30, -20) -25.1 (-30, -20) -24.5 (-29, -20)
Threshold = 4 -26.2 (-33, -20) -28.3 (-35, -22) -31.0 (-38, -24) -40.0 (-49, -31) -39.8 (-48, -31) -39.4 (-48, -31)

Sensitivity Analysis 9: Only Using Exposures from Year
Year 2002 -3.6 (-6, -2) -3.6 (-5, -2) -4.5 (-6, -3) -2.9 (-5, -1) -2.8 (-5, -1) -3.1 (-5, -1)
Year 2006 -2.2 (-3, -1) -3.1 (-4, -2) -3.1 (-4, -2) -8.4 (-10, -7) -8.8 (-10, -7) -9.0 (-11, -7)
Year 2010 1.3 (0, 2) 0.8 (-0, 2) 0.4 (-0, 1) 4.3 (3, 5) 4.4 (3, 5) 4.2 (3, 5)

† Missing entry because this sensitivity analysis does not have a well-defined empirical estimate for g.

Table 2.9: Sensitivity analyses of the estimated annual workplace-associated health-
care expenditure in the U.S.
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Mortality (thousands)

Conservative Conservative Conservative Multiplicative Multiplicative Multiplicative
Optim. (Min) Empirical Optim. (Max) Optim. (Min) Empirical Optim. (Max)

Sensitivity Analysis 1: Varying the Meta-analysis Scoring Rubric
Penalty P1 7.3 (-4, 32) 6.0 (-8, 35) 5.9 (-9, 36) 9.0 (-18, 38) 9.0 (-18, 38) 8.9 (-19, 38)
Penalty P2 -39.4 (-99, 10) -43.8 (-104, 8) -46.9 (-107, 6) -51.0 (-127, 17) -51.2 (-127, 17) -51.6 (-128, 17)
Penalty P3 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0)

Sensitivity Analysis 2: Excluding Countries from the Meta-analytic Sample
Only G8 -26.8 (-55, -2) -33.1 (-59, -12) -38.1 (-63, -18) -33.6 (-77, 10) -33.8 (-78, 9) -34.3 (-78, 9)
Only high-income
OECD

-23.1 (-79, 1) -23.4 (-79, 3) -24.7 (-80, 1) -30.3 (-94, 21) -30.4 (-94, 21) -30.7 (-95, 21)

Sensitivity Analysis 3: Excluding Cause-specific Mortality
Only all-cause
mortality

-11.5 (-36, 9) -12.3 (-35, 7) -14.2 (-37, 5) -19.8 (-50, 10) -19.9 (-50, 10) -20.2 (-51, 10)

Sensitivity Analysis 4: Excluding Cross-sectional Studies
Only longitudinal 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0)
Longitudinal with
substitution

0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0)

Sensitivity Analysis 5: Statistical method used
Only logistic -83.4 (-144,

-43)
-83.4 (-143,
-44)

-85.7 (-145,
-46)

-106.6 (-181,
-42)

-106.8 (-181,
-42)

-107.2 (-182,
-42)

Logistic with
substitution

8.2 (-3, 17) 11.4 (-0, 19) 13.0 (2, 20) -1.1 (-16, 13) -1.1 (-16, 13) -0.9 (-15, 13)

Sensitivity Analysis 6: Excluding Public Insurance
Exclude public
insurance

-1.0 (-3, 0) -0.8 (-2, 0) -0.8 (-2, 1) -1.1 (-3, 1) -1.1 (-3, 1) -1.1 (-3, 1)

Sensitivity Analysis 7: Allowing NOINSURE to Correlate with Other Exposures
Non-independent
insurance

-28.4 (-42, -18) † 4.6 (1, 9) -38.2 (-50, -27) † 9.1 (3, 16)

Sensitivity Analysis 8: Varying the DX Threshold
Threshold = 2 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0)
Threshold = 3 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0)
Threshold = 4 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0) 0.0 (0, 0)

Sensitivity Analysis 9: Only Ysing Exposures from Year
Year 2002 -3.1 (-9, 1) -3.0 (-6, 0) -2.4 (-6, 1) -2.8 (-7, 2) -2.8 (-7, 2) -2.8 (-7, 2)
Year 2006 -6.1 (-12, -2) -6.5 (-12, -4) -6.5 (-12, -3) -9.9 (-17, -3) -10.0 (-18, -3) -10.0 (-18, -3)
Year 2010 1.3 (-4, 7) 1.0 (-2, 6) 0.5 (-3, 5) 1.7 (-4, 8) 1.7 (-4, 8) 1.6 (-4, 8)

† Missing entry because this sensitivity analysis does not have a well-defined empirical estimate for g.

Table 2.10: Sensitivity analyses of the estimated annual workplace-associated mor-
tality in the U.S.
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risk factors for detrimental psychological and physical health in his/her family mem-

bers (e.g., Wand et al. 1998, Graham 1987). Second, our present analysis only con-

siders the direct association between workplace practices and healthcare costs and

morbidity. Specifically, we have not yet attempted to model or estimate the associa-

tion of these employer practices to other costly outcomes such as reduced employee

productivity (e.g., Burton et al. 1999, 2005), absenteeism and its costs (e.g., Wright

et al. 2002) or worker compensation expenses (Musich et al. 2001). The existing

literature suggests that these additional costs are likely to be substantial. Further

research that account for these factors would provide a more accurate estimate of the

actual association of workplace stressors and health and health costs.

Our analysis is not without limitations. Some of these limitations could cause our

final estimates to be artificially inflated. The first and overarching limitation stems

from the lack of a comprehensive, longitudinal dataset of employees, their workplace

exposures, medical outcomes, and costs. Many of the leading biopsychosocial surveys

have measures of important life transitions, social relationships, demographics, health

behaviors, and health outcomes, but do not collect measures of respondents’ work en-

vironments (Mikulak 2011). We attempted to overcome this data limitation through

analytical modeling and numerical sensitivity analyses, but cannot completely elim-

inate the possibility of model mis-specification and its associated biases. A second

limitation is that effect sizes estimated by our meta-analysis could be overly optimistic

(i.e., too large). The epidemiological studies that we used are observational by design

and we cannot conclusively rule out the possibility of selection biases that could affect

the estimates. Adjustment for covariates can partially mitigate this problem, and we

attempted to overcome this limitation by decreasing the quality scores for studies

that did not adjust for sufficient covariates. A third limitation relates to our model’s

handling of layoffs, an important workplace exposure. Evidence suggests that the

adverse health effects of job loss persist even after people find new jobs (Eliason and

Storrie 2009, Strully 2009). Because the effect of layoffs persists over time, we approx-

imated it by incorporating “unemployment” as one of the exposures. Unemployment

partly captures the effect of layoffs but it ignores a possible persistence of the layoff

effect after the employees regain employment. On the other hand, unemployment also
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includes the effect of structural unemployment that is caused by macroeconomic con-

ditions and is not solely the consequence of what happens to people in the workplace.

Therefore, unemployment is an imperfect proxy for the effect of layoffs. Additional

work on developing better proxies is a worthwhile research endeavor.

Nonetheless, despite these limitations, the fundamental conclusion seems in-

escapable – stressors in the work environment are important factors that

affect health outcomes and costs. And the size of this effect is substantial, with

the number of deaths associated with workplace practices exceeding the number of

deaths from diabetes, for instance, and with a reasonable estimate of the total costs

incurred in excess of $180 billion.

It is important to note that we do not claim that an ideal stress-free workplace (i.e.,

one where the prevalence of all of these workplace exposures is zero) is realistically

or economically achievable, even though some of these exposures (e.g., job control,

demands, social support, organizational fairness) are elements of an organization’s

work environment that seem like they could reasonably be improved (e.g., by better

management of human resources) without significant detriment to the organization’s

functions. Instead, we pursue our analysis in the same spirit as Keeney (2008),

who argued that about half of all deaths for people in the U.S. (aged 15-64) stem

from personal decisions. He did not claim that there is a realistic way to achieve

an ideal society with perfect decision-making that can avoid these deaths. Rather,

he pointed to personal decisions as an important factor that policy attention could

target, and he further highlighted specific avenues (e.g., educating people about drunk

driving) which seem promising for effecting change. Similarly, we do not claim that the

ideal workplace is attainable, but rather, our analysis highlights the workplace as an

important source of stressors that are associated with poor health, and also suggests

specific stressors that can be targeted to improve health. Even though it is likely that

these stressors cannot be completely eradicated in practice, our analysis suggests that

even reducing their prevalence could potentially go a long way in improving health

outcomes and cost, and we hope that this will encourage further research into specific

management practices that can be put in place to mitigate these stressors.

Our models can potentially be used to understand other health care issues and
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also to develop policy implications for affecting employer behavior. First, consider

the recent attention to the large inequalities in health indicators (e.g., life expectancy,

infant mortality) that are known to exist between individuals with high and low levels

of income and education in the U.S. (e.g., Geronimus et al. 2001, Singh and Siahpush

2006). Addressing this inequality in health outcomes has been a growing focus of

public attention (e.g., Deaton and Paxson 1998). Our results suggest that exposure

to workplace stressors is a plausible pathway for these observed inequalities: Poor, less

educated people not only suffer health consequences because of the direct relationship

of health status to education and income (e.g., Marmot 2004), but also because these

people tend to work in jobs that have higher exposure to these stressors. For instance,

jobs with higher levels of discretion and control are more likely to be held by more

educated individuals. Workers that are more educated and more highly paid are

more likely to receive health insurance benefits and avail themselves to employer-

offered health insurance. Consequently, to understand inequalities in health status,

one needs to consider the different working conditions confronted by people with

various characteristics as part of the explanatory story.

Second, the distribution and incidence of these workplace exposures, which un-

doubtedly vary across industries and also by the degree of union coverage of the work

force, may help explain the variation in health outcomes across different geographies.

And this variation would include the potential for partially explaining the differences

between the U.S. and other industrialized countries in terms of the amount spent

compared to the health outcomes obtained. In general, other OECD countries have

more regulated labor markets and working conditions, and also afford stronger so-

cial safety nets. So, although economic insecurity and job conditions including work

hours would undoubtedly have similar effects regardless of where they were experi-

enced, the incidence of long hours, layoffs, and job control could vary in ways that

would help explain the difference in health outcomes per dollar between the U.S. and

other countries. This is a subject clearly worthy of further empirical examination

as cross-national variations in health status constitute an important topic of public

policy discussion.
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Third, for employees working in organizations where they are covered by employer-

provided health plans and subject to cost shifting from employers to workers, the cost

of management practices that harm health (and drive up expenditures) are born by

the employers, particularly to the extent that they are either self-insured or subject

to ratings that reflect the health cost experience of their employees. Nevertheless,

employers may not take appropriate decisions concerning workplace management if

they are unaware of the link between management decisions and employee health and

healthcare costs. Our analysis suggests that for such organizations, paying attention

to the structure of the workplace and the associated job stressors experienced by their

employees may be a fruitful way to reduce unnecessary healthcare costs.

However, as the 2011 Kaiser Family Foundation survey of health benefits noted,

some 42% of workers are not covered by healthcare plans offered by their employers.

In these instances, and also in the case of laid-off employees who suffer adverse health

effects but are no longer employed and whose costs post-layoff therefore do not fall

on any employer, there is little economic incentive for employers to take the cost or

mortality implications of their decisions into account. Simply put, some considerable

fraction of the adverse health costs and mortality caused by workplace practices are

undoubtedly externalized and borne by the larger society, but not reflected in the

costs incurred by the employers who actually make the workplace choices. As in the

case of air or water pollution, when costs are externalized, decision makers do not

have accurate prices for the consequences of their decisions and are, therefore, likely to

underinvest in actions that would reduce real costs that they do not bear. In the case

of the physical environment, both pricing and regulatory regimes have been developed

so that decision makers confront prices and information that more completely and

accurately reflects the costs of various alternatives. A similar situation would seem to

apply to employee health. Unless and until employers see and incur the costs of their

workplace decisions that affect employee health, it is unlikely that such decisions will

be societally optimal.

People spend a lot of their waking hours at work. Therefore, work environments

are consequential not just for stress and feelings of competence and control but also

a locus of a person’s identity and status. It is, therefore, scarcely surprising that the
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work environments created by employer decisions can have profound effects on mental

and physical well-being and, consequently, morbidity, mortality, and healthcare costs.

In both the analysis of healthcare outcomes and policies to affect healthcare costs

and population health status, employer actions have thus far been largely missing

from the picture. The results reported in this chapter suggest that the association

between employer actions and health care outcomes and costs is strong. While we

stop short of claiming that employer decisions have a definite effect on these outcomes

and costs, denying the possibility of an effect is not prudent either. Analyzing how

employers affect health outcomes and costs through the workplace decisions they

make is incredibly important if we are to more fully understand the landscape of

health and well-being.



Chapter 3

Cost-effectiveness Analysis of

Medical Innovations Using

Uncertain Markov Chains

3.1 Introduction

Cost-effectiveness analyses are essential to the process of innovation. They weigh the

proposed benefits of an innovation against the costs of implementing or developing the

innovation, and are often necessary to obtain buy-in from decision makers to adopt

the innovation or invest resources to conducting further pilot studies. Models based

on Markov chains (henceforth, Markov models) have been extensively employed for

such analyses, especially in medical cost-effectiveness studies (see, e.g., Sonnenberg

and Beck 1993). For example, they have been used in evaluating screening method-

ologies for breast cancer (Duffy et al. 1995, Hillner and Smith 1991), colorectal cancer

(Ladabaum et al. 2001, 2004), prostate cancer (Ross et al. 2000), and HIV (Brandeau

et al. 1992). They have also been used to evaluate the cost-effectiveness of vaccination

programs (Hutton et al. 2007, 2010) as well as medical devices and drugs (Jönsson

et al. 1999, Kobelt et al. 2003, Sanders et al. 2005).

On the other hand, data inadequacy is a central obstacle that limits the accuracy

of cost-effectiveness studies for medical innovations (such as a new medical device or

83
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drug, or a new method of healthcare delivery). Innovations, by their very nature,

represent departures from established practice or operations, and therefore often lack

extensive evidence bases for their cost-effectiveness. This data inadequacy is usually

exacerbated in medical innovations, because unlike innovations in other fields such

as science and engineering, where testing of the innovation can be done on reliable

proxies, the ultimate test of a medical innovation is a clinical trial on human subjects,

which is both costly and time-consuming. Therefore, decision-makers who assess the

efficacy and costs of a medical innovation often have to base their cost-effectiveness

analyses on preliminary evidence that is scarce and indirect (e.g., different sample

populations, different contexts). Such assessments may be made, for example, to

decide whether the innovation should be immediately adopted, further developed, or

advanced to more costly clinical trials.

When Markov models are used for cost-effectiveness studies, a consequence of this

data inadequacy is that the transition matrix for the Markov chain may be subject

to a large amount of uncertainty. An important question that decision-makers have

to answer is: How does uncertainty in the model’s input parameters translate into

uncertainty in the model’s output metrics of interest? If this question is not answered,

estimates of any cost savings from the model may be spurious, and could instead ensue

from statistical error in the model parameters rather than true savings.

In the literature, because such models are usually analyzed using Monte Carlo

simulation, sensitivity analyses are typically used to assess the effect of model un-

certainties (Weinstein and Stason 1977). In such analyses, the model is re-simulated

over a range of parameter values in order to obtain a range of output values that

are consistent with the uncertainty. Usually only one-way or two-way analyses are

conducted (Briggs et al. 1994, Eddy 1990, Ladabaum et al. 2004, Parekh et al. 2008)

due to computational limitations. Other authors (e.g., Ladabaum et al. 2001, Heit-

man et al. 2010) perform randomized multi-way sensitivity analyses by making dis-

tributional assumptions about the uncertain parameters, and randomly draw the

parameters from these distributions. Both methods do not exhaustively explore the

parameter space, and therefore under-estimate the true aggregate effect of the model
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uncertainty. At best, they only provide analysts and policy-makers with an incom-

plete picture of how the results of the model are affected by its uncertain parameters,

especially if there are a large number of uncertain parameters.

3.1.1 Contributions

In this chapter, we study the problem of evaluating the best-case and worst-case

performance of a Markov model with respect to the aggregate uncertainty in its tran-

sition matrix. We employ the modeling paradigm of robust optimization (Ben-Tal

and Nemirovski 1998, Bertsimas and Sim 2004) where uncertain parameters are not

described by probability distributions but instead, modeled as residing within an un-

certainty set. We then use mathematical optimization to find values of the uncertain

parameters that yield the best-case and worst-case performance of the model (see

Bandi and Bertsimas 2012, for a recent overview of applying this approach to various

problems, as well as an in-depth discussion of how typical uncertainty sets can be

constructed). Even though we adopt a non-probabilistic model of uncertainty, we

demonstrate in §3.5.5 how our approach can be adapted to derive probabilistic con-

clusions of the type: Innovation A is more cost-effective than the status quo B with

pvalue < 0.05.

Our primary analysis assumes that the uncertainty set has a row-wise structure,

which we define later. The row-wise structure is flexible enough to encompass a

variety of practical modeling applications, and is a necessary structural assumption:

We formally prove that a mild relaxation of this assumption causes the problem to

be NP-hard. However, with the row-wise assumption, we show that the problem can

be equivalently stated as a dynamic optimization problem and solved by methods

designed for such problems. In addition, we present several appealing computational

properties of our approach: It can handle large state spaces, and can also be modified

to exploit special problem structures to obtain further efficiency improvements.
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3.1.2 Application to CRC Screening

Our research was motivated by the problem of comparing the cost-effectiveness of

various screening modalities for CRC. Although CRC comprises the third-largest

cause of cancer-related deaths for men and women in the U.S. (U.S. Cancer Statistics

Working Group 2013), a large body of evidence (see, e.g., Eddy 1990, Frazier et al.

2000, Pignone et al. 2002) suggests that effective screening can reduce CRC incidence,

mortality, and related health expenditures. The two main classes of screening modal-

ities presently in use are endoscopy (e.g., colonoscopy, flexible sigmoidoscopy) and

stool-based testing (e.g., FIT, guaiac-based fecal occult blood tests, fecal DNA tests).

Endoscopic methods are currently the dominant screening modality: Out of 64.5%

of adults age 50-75 who receive CRC screening, an estimated 60.3% use colonoscopy

(Joseph et al. 2012).

The majority of papers that study the cost-effectiveness of various CRC screening

modalities use Markov modeling (Eddy 1990, Ladabaum et al. 2001, 2004). However,

a major challenge in applying Markov modeling to analyze newer screening methods,

such as FIT, is that there is limited evidence for its test characteristics, which ulti-

mately translates into substantial uncertainty in the transition matrix of the Markov

chain. Such uncertainty is also present, albeit to a lower extent, even in the more

established screening methodologies (e.g., colonoscopy). Existing studies in the liter-

ature (Eddy 1990, Ladabaum et al. 2001, 2004) perform sensitivity analyses to assess

the marginal impact of uncertainties, but do not estimate the aggregate effect of all

the uncertainties in the model. Our analysis aims to provide practitioners and health-

care policymakers with a more complete picture of the cost-benefit tradeoff between

screening modalities, including an accounting of underlying model uncertainties.

3.1.3 Organization of this chapter

After a review of related literature in §3.2, we introduce our model of a Markov chain

with uncertain transition probabilities in §3.3, where we introduce the main problem

that we study, formally define the row-wise uncertainty structure, and provide a proof

of computational intractability when the row-wise structure is absent. We analyze
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the model in §3.4, and in §3.5, we apply our methods to perform a cost-effectiveness

analysis of various CRC screening strategies that accounts for the aggregate effect

of parameter uncertainty. Finally, §3.6 concludes. All proofs are provided in Ap-

pendix C.

3.2 Related Literature

Blanc and Den Hertog (2008) study a model that is very similar to ours: They

also consider a Markov chain with row-wise uncertainty, and compute bounds on

its stationary distributions, n-step state probabilities, as well as its expected hitting

time and absorption probabilities of a set of states using a single convex optimization

step for each bound. However, their approach has some limitations. Specifically, for

certain values of input parameters, it can (A) fail to find an optimal transition matrix

that attains the bounds, or (B) may yield a finite solution when the feasible region

is empty. We discuss these issues using an example in §3.4.1.

Several mathematical papers investigate the theoretical aspects of uncertain

Markov chains. Generally, these papers aim to derive conceptual analogs of elements

of classical Markov chain theory for uncertain Markov chains (e.g., n-step distribution

of states, limiting behavior, convergence rates). In a series of papers, Škulj (2006,

2007), and Škulj and Hable (2009) focus on Markov chain with uncertainty intervals

around each element of its transition matrix and study how the uncertainty sets of

the states evolve over time. They obtain approximate representations of the n-step

uncertainty sets and derive limiting properties. De Cooman et al. (2009) introduce

the concept of upper and lower transition operators to exactly bound n-step state

probabilities and establish an analog of the Perron-Frobenius Theorem. Applying

these operators, Hermans and De Cooman (2012) characterize ergodicity in uncertain

Markov chains. Generally, these papers focus on advancing the theory of uncertain

Markov chains, while our present work focuses on developing computational methods

that can be applied to bound the performance of an uncertain Markov chain. Com-

pared to these papers, we focus more narrowly on a specific problem class, but delve

deeper into its computational aspects and design algorithms to study the problem.
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Our model shares some similarities with the literature on robust Markov Decision

Processes (MDP) (Iyengar 2005, Nilim and El Ghaoui 2005, Xu and Mannor 2012),

but differs in its setup. In robust MDP models, a controller and an adversary (i.e.,

nature) sequentially make decisions, and the goal is to find an operating policy for

the controller that is robust (in a minimax sense) to the sequential decisions of the

adversary (i.e., the worst-case outcomes by nature). The papers in this stream of

research also assume row-wise uncertainty. In contrast, in our model, nature makes

a single decision (at time 0) that fixes the uncertain parameters for the entire time

horizon of the problem, and our goal is to evaluate the best-case and worst-case value

of the chain, which represent the most beneficent and most adversarial choices of

nature respectively. In the case of row-wise uncertainty, despite our different model

setup, our analysis reveals that our model is actually equivalent to a MDP where a

(single) dynamic controller is optimizing the value of the chain.

Notation

Let ∆N represent the standard N − 1 simplex, i.e., ∆N :=
{
x ∈ RN

+ :
∑N

i=1 xi = 1
}

.

We denote matrices and vectors with a bold typeface, and by convention, all vectors

are column vectors unless stated otherwise. Inequalities applied to vectors and matri-

ces are interpreted as being applied component-wise. We denote matrix transposition

with ′. Also, define e := (1, . . . , 1)′ ∈ RN as the vector of ones, ek = (0, . . . , 1, . . . , 0)′

as the kth standard basis vector, and I as the identity matrix. For a vector v ∈ RN ,

we let diag (v) represent the N ×N diagonal matrix with v on the diagonal. For op-

timization problems that are infeasible, we adopt the convention that their optimal

value is +∞(−∞) if the problem is stated as a minimization (maximization) problem.

3.3 Model

Consider a discrete time Markov chain (DTMC) {Xt, t = 0, 1, 2, . . .} on a finite set

of states, X := {1, . . . , N}, with transition matrix P ∈ RN×N . In particular, for all

i, j ∈ X , P ij is the probability of transition from state i to state j. We associate
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a reward r ∈ RN to each state (negative rewards are interpreted as costs), and let

π0 ∈ ∆N represent the (known) initial distribution over the states. Future periods

are discounted at a rate of α ∈ (0, 1) ∩Q. We assume that α is rational because this

would hold for all but the most pathological of practical settings, and this assumption

also simplifies our exposition considerably as we do not need to get into certain

technicalities (see Remark 3.3.2 in §3.3.2 for where this assumption is used).

The expected net present value (NPV) of the chain over an infinite horizon, ex-

pressed as a function of its transition matrix, P , may be written as

f(P ) := π0
′
∞∑
t=0

αtP tr = π0
′ (I − αP )−1 r. (3.1)

We assume that the true transition matrix P is unknown to the modeler (i.e.,

is uncertain) , but instead, the modeler only knows that P resides within a cer-

tain uncertainty set, P , which we assume throughout this chapter to be convex and

compact.

This uncertainty set captures the imprecision in estimates of the transition matrix.

If confidence intervals for each entry of the transition matrix are available (at a certain

confidence level), a simple and data-driven way of constructing P is to treat these

confidence intervals as deterministic quantities, and define P as the set of all matrices

P ∈ RN×N where each entry of P belongs to its prescribed interval and P satisfies

row-stochastic constraint on its elements. The uncertainty set P constructed in this

manner has the interpretation that with a certain probability, the true transition

matrix lies within P , regardless of how the original confidence intervals are jointly

distributed.

Since P is uncertain, the true NPV of the chain cannot be precisely known.

However, we can find a pair of values, f and f , that capture the range of its NPV

as its true transition matrix varies across the uncertainty set P . We will call the

interval [f, f ] the certainty interval for the NPV of the chain, and the pair f and f

are defined as the optimal values of the pair of optimization problems

f := min
P∈P

f(P ), (3.2)
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and

f := max
P∈P

f(P ). (3.3)

Since f , as a function of P , is neither convex nor concave, directly evaluating the

certainty interval (i.e., solving (3.2) and (3.3)) does not appear to be straightforward.

Indeed, as we show in §3.3.2, this is computationally intractable if P is a general

convex set. However, if P has a row-wise uncertainty structure that we formally define

in §3.3.1, and which encompasses many practical models, there are computationally

tractable methods that can be used to solve these problems.

Before we conduct our analysis, we present two reductions to simplify our ex-

position. First, without loss of generality, we can limit our analysis to the mini-

mization problem (3.2), since maxP∈P f(P ) = −minP∈P π0
′ (∑∞

t=0 α
tP t
)

(−r). Sec-

ond, we may further limit the problem to nonnegative r. This is because defining

r∗ := minNn=1 rn, and noting that
(∑∞

t=0 α
tP t
)
e =

∑∞
t=0 α

te = 1
1−αe, we have

f(P ) = π0
′

(
∞∑
t=0

αtP t

)
(r − r∗e) +

r∗
1− α

.

Since r − r∗e ≥ 0, it is sufficient to consider r ≥ 0.

Note that our model assumes that the vector r is known precisely, even though

uncertainty in r might be important in applications. In the (very natural) case that

each element of r is described by an interval (i.e., the uncertainty set of r is a hyper-

rectangle), the best and worst cases can be easily evaluated. This is because the NPV

is increasing in each component of r. Hence, the best and worst cases of the NPV

can be obtained by first substituting the extreme values of r, and then performing

the optimization in (3.2). For the remainder of this chapter, we will treat r as a fixed

parameter.

3.3.1 Structure of Uncertainty Sets

For our main analysis (§3.4), we will assume that P has a row-wise structure. The

row-wise structure is formally defined in Assumption 3.3.1 below.
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Assumption 3.3.1 Assume that for some K ∈ N, there exist matrices U :=

[u1, . . . ,uK ],Z := [z1, . . . ,zK ] ∈ RN×K, a set Z := Z1× . . .×ZK, where Zk ⊆ ∆N ,

k = 1, . . . , K are tractable convex sets1, such that

1. zk ∈ Zk, k = 1, . . . , K,

2. uk ≥ 0, k = 1, . . . , K,

3.
∑K

k=1 uk = e, and

4. P ∈ P iff P = UZ ′ =
∑K

k=1 ukzk
′.

An intuitive interpretation of Assumption 3.3.1 is that there are K uncertain

vectors zk, k = 1, . . . , K, which drive the uncertainty in P . Each transition matrix

P ∈ P is constructed as the product P = UZ ′, which means that each row of P is

some convex combination of the K uncertain vectors, with the weights for the con-

vex combinations specified by the entries of matrix U . Note that Assumption 3.3.1

encompasses the row-wise assumption used in the existing literature of uncertain

Markov Chains (Blanc and Den Hertog 2008) and uncertain Markov Decision Pro-

cesses (Iyengar 2005, Nilim and El Ghaoui 2005, Xu and Mannor 2012), by choosing

K = N and uk = ek for each k. In this case, the uncertain factors zk are exactly the

rows of P .

Because the goal of this study is to present practical computational methods

for solving (3.2), Assumption 3.3.1 imposes the requirement that the sets Zk be

“computationally tractable.” Informally, this states that optimization (e.g., of a linear

objective) over Zk can be done exactly or at least approximately, in a computationally

tractable manner. This is a mild requirement, is standard in robust optimization (see,

e.g., Ben-Tal et al. 2009), and furthermore encompasses most of the sets one would

use to model uncertainties in practice (e.g, polytopes, ellipsoids).

Next, we highlight a few example constructions of convex sets that fit Assump-

tion 3.3.1. In the first two examples, we will consider the case that K = N and

uk = ek for each k, and in the third example, we consider a more general uncertainty

1This means that it has an explicit semidefinite representation (see, e.g., Ben-Tal et al. 2009).
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structure (with K = mN for some integer m), which is particularly useful for our

target application of cost estimation for healthcare innovation.

Example 1 (Element-wise Interval Uncertainty): For each k = 1, . . . , K,

we will construct Zk by a cartesian product of uncertainty intervals. Specifi-

cally, for some aik, bik, i = 1, . . . , N , such that 0 ≤ aik ≤ bik ≤ 1, construct

Zk = ([a1kb1k]× . . .× [aNk, bNk]) ∩ ∆N . In this case, Zk is a polytope. This setting

represents the case that Zk represents an interval of uncertainty on each element of

the unknown transition matrix P . In practice, the quantities aik, bik can be obtained

from the confidence intervals of the transition probabilities (at a certain confidence

level), which are estimated from data.

Example 2: (Weighted Distance from an Empirical Distribution) For

each k = 1, . . . , K, suppose that we have some zk
◦ ∈ Zk, which represents

a point estimate for the unknown transition probability vector zk. Then, for

some rational q > 1, real ε > 0, and weight vector w ∈ R
N
+ , construct Zk ={

z ∈ ∆N :
∑N

i=1wi |zi − z◦ki|
q ≤ ε

}
. We note that Zk is tractable because it can

expressed in terms of a finite number of second-order conic constraints using the

methods outlined in Alizadeh and Goldfarb (2003). This construction captures tran-

sition probabilities that are a certain weighted distance (in the q-norm sense) away

from the point estimate. There are two sub-cases of this construction that deserve

special mention. First, in the case that wi = 1 for each i, this construction is equiva-

lent to bounding the χ divergence of order q of z from zk
◦. Second, in the case that

wi = 1/z◦ki and q = 2, this construction is equivalent to bounding the modified χ2

distance of z from zk
◦. These two sub-cases are specializations of the general notion

of φ-divergence, which is discussed in more detail by Ben-Tal et al. (2013), who also

discuss a data-driven approach for estimating these types of uncertainty sets.

Example 3: (Multiple Data Sources) Suppose that, for each row of P , there

are m > 1 distinct data sources that each contribute a noisy estimate of that row (i.e.,

there are m uncertainty sets for that row of P , which can, e.g., be constructed as in

Examples 1 or 2). If we wanted P to be an equally-weighted estimate of these m data

sources, we could choose K = mN , and uk = (1/m)ek for k = j(N − 1) + 1, . . . , jN

and j = 1, . . . ,m. Using a similar construction, we can also model the case where
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each row of P is estimated by a different number of data sources, and the case where

the weights need not be equal.

Assumption 3.3.1 also allows us to model positive correlations between rows of

P , by using common factors zk to construct distinct rows of P . This is equivalent

to allowing some uk to have multiple entries that are strictly positive. For example,

to model that rows 1 and 2 of P are perfectly positively correlated, we can choose

uk = e1 + e2 for some k.

The following analysis in §3.3.2 provides further motivation for the row-wise struc-

ture of Assumption 3.3.1. We show that if this assumption is even slightly relaxed,

solving (3.2) becomes intractable.

3.3.2 Complexity Analysis of (3.2) for General Uncertainty

Sets

A natural relaxation of Assumption 3.3.1 is to assume that P is itself a tractable

convex set. For example, this would allow P to be specified by constraints that

involve elements from distinct rows of P . However, as we proceed to show, it is

generally NP-hard to calculate the value of f under this setting, even if P is as

simple as a polytope.

Our proof proceeds by reducing from the (directed) Hamiltonian cycle problem,

which is stated as follows: Given a directed graph G(V,E), decide whether or not

it contains a Hamiltonian cycle, i.e., a directed cycle that visits each vertex exactly

once. This problem is known to be NP-complete (Karp 1972).

Suppose that we have a directed graph G(V,E) with vertex set V = {1, . . . , N}
and edge set E with no self loops. Consider a random walk on G starting at state

1, and incurs a unit cost in only state 1 and nothing elsewhere. We now consider

the problem of finding transition probabilities for the random walk to minimize its

expected discounted cost, subject to a constraint that the transition matrix must be
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doubly-stochastic. This may be formulated as an optimization problem

f = min
P∈RN×N

π0
′(I − αP )−1r

s.t. Pe = e

P ′e = e

P ≥ 0

Pij = 0 (i, j) 6∈ E.

(3.4)

where π0 = r = [1, 0, . . . , 0]. Note that (3.4) is a special case of (3.2) since the feasible

region of (3.4) is convex and compact, but violates Assumption 3.3.1, because of the

column stochastic constraint.

In the following proposition, we develop a lower bound on the optimal value of

(3.4), and derive (necessary and sufficient) conditions for the bound to be attained.

Proposition 3.3.1 The optimal value of (3.4) is bounded below by 1
1−αN , that is,

f ≥ 1

1− αN
. (3.5)

Let τ11 be a random variable that represents the first return time to state 1 from

itself. Then, equality holds in (3.5) iff there is a feasible P in (3.4), which induces a

probability law P for the Markov chain such that τ11 = N P-a.s.. In this case, P is

optimal in (3.4).

The next proposition states how the optimal value of (3.4) can be used to deter-

mine whether or not G has a Hamiltonian cycle.

Proposition 3.3.2 G contains a Hamiltonian cycle iff f = 1
1−αN .

Proposition 3.3.2 implies that the optimization problem (3.2) under the general (non-

row-wise) uncertainty set is NP-hard, since the optimal value (3.2) can determine

whether or not G has a Hamiltonian cycle.

Remark 3.3.1 As a corollary of Propositions 3.3.1 and 3.3.2 we have that G con-

tains a Hamiltonian cycle if and only if there is a doubly-stochastic matrix P , which is
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feasible in (3.4), and represents a DTMC whose first return time to state 1 is equal to

N with probability 1. This equivalence has been shown before by Borkar et al. (2009),

but their proof is quite complicated: It focuses on Markov chains with a single ergodic

class (i.e., unichains) and applies perturbations (on doubly-stochastic matrices) in

order to carry the result through. In contrast, our proof is much simpler, only relying

on elementary probabilistic arguments, and may be of independent interest.

Remark 3.3.2 If α is irrational, the result of Proposition 3.3.2 goes through, but it

is not meaningful. This is because testing whether f is equal to 1
1−αN cannot be done

under the standard model of computation when α is irrational. This technical issue

was our primary motivation for assuming that α is rational.

3.4 Analysis

In this section, we proceed to analyze the optimization problem (3.2) when the un-

certainty set P has a row-wise structure in the form of Assumption 3.3.1. Before we

begin our analysis we review a method proposed by Blanc and Den Hertog (2008)

to solve a related problem in §3.4.1, and discuss some limitations of their method

for our target application. Our primary analysis begins in §3.4.2, where we prove an

equivalent reformulation of our problem as a semi-infinite optimization problem and

interpret it as a discounted Markov Decision Problem (MDP). We follow this with a

description of iterative methods for the problem in §3.4.3, and present a particularly

efficient method in the special case that the uncertainty set P is described through

uncertainty intervals.

As a preliminary, we provide an explicit reformulation of (3.2) under Assump-

tion 3.3.1, which will be useful for our subsequent analysis and discussion. For some

π0 ∈ ∆N and r ∈ Rn
+, define

f(Z) := f(z1, . . . ,zK) := π0
′

 ∞∑
t=0

αt

(
K∑
k=1

ukzk
′

)t
 r = π0

′

(
I − α

K∑
k=1

ukzk
′

)−1

r

Then, problem (3.2) can be stated in terms of minimization over the zk vectors as
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follows:
min

z1,...,zK
f(z1, . . . ,zK)

s.t. zk ∈ Zk ∀k = 1, . . . , K.

(3.6)

3.4.1 Applying the method of Blanc and Den Hertog (2008)

Before we begin our analysis, we present the treatment of a similar problem by Blanc

and Den Hertog (2008) and discuss the limitations with their approach for our target

application. They study a hitting time problem with an uncertain transition matrix

by reformulating it as a single convex optimization problem. This has a similar

structure to (3.6) and can, in principle, be adapted for our purpose.

However, their method has certain limitations, which we will discuss through two

examples. For simplicity, we focus on a special case of their method. Suppose the

true transition matrix P is only known to be component-wise bounded between P

and P , is subject to the equality constraint that its rows sum to unity Pe = e, and

some other linear equality constraints PB = C, for data matrices B,C ∈ RN×J .

Their approach to (3.6) uses two auxiliary variables. The first is v′ = π0
′(I −

αP )−1, and the second is Q = diag (v)P . The optimization is then carried out using

these two auxiliary variables instead, solving the following single linear program

min
v,Q

v′r

s.t. Qe− v = 0

v′ − αe′Q = π0
′

QB − diag (v)C = 0

Q− diag (v)P ≥ 0

Q− diag (v)P ≤ 0.

(3.7)

However, this formulation is not an exact representation of problem (3.6) in two

respects, when the optimal v∗ has a zero component. First, solving (3.7) may fail to
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recover an optimal transition matrix that attains the optimal value in (3.6). Consider

the following example data: π0 = (1, 0, 0)′, r = (1.7, 1.4, 1.2)′, α = 0.9,

P =


0.5 0.0 0.2

0.1 0.3 0.1

0.1 0.0 0.5

 and P =


0.7 0.3 0.6

0.4 0.4 0.6

0.6 0.2 0.8


and no additional equality constraint other than Pe = e. Using these problem data,

we find that an optimal solution to (3.7) is

Q∗ =


0.9605 0.0000 0.3842

0.0000 0.0000 0.0000

0.0629 0.0000 0.3144

 and v∗ =


1.9211

0.0000

0.6287

 (3.8)

Noticing that both the second rows of Q∗ and v∗ are zero, it is not clear how to

recover an optimal transition matrix that attains the optimal value of (3.6).

Second, (3.7) may yield a feasible solution even if the original problem (3.6) is

infeasible. Suppose that we modify the problem data above by adding two additional

equality constraints. Specifically, if we require that Pe2 = [0.2, 0.3, 0.5] and Pe2 =

[0.5, 0.2, 0.3], we would clearly render (3.6) infeasible. However, solving (3.7) will

yield the same solution (Q∗,v∗) displayed in (3.8), which obscures the infeasibility

of the original problem.

Finally, a practical limitation with their method is that it requires construction

and solution of the linear program (3.7), which has O(N2) decisions and constraints.

This may become computationally impractical if N is very large.
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3.4.2 Formulation as a Semi-infinite Optimization Problem

Our approach to solving (3.2) begins by considering the following semi-infinite opti-

mization problem over the decision variable v ∈ RN :

f∗ := max
v∈RN

π0
′v

s.t. vi ≤ ri + α ei
′Pv ∀P ∈ P , i = 1, . . . , N.

(3.9)

In (3.9), for each of the i = 1, . . . , N constraints, the inequality vi ≤ ri + αei
′Pv

must hold for all P ∈ P . Since P is not a finite set, problem (3.9) has an infinite

number of constraints, which is why we call it is semi-infinite optimization problem

Problem (3.9) has several appealing properties. First, it is intimately connected

to our original problem of interest (3.2). As we prove in Theorem 3.4.1 below, under

our row-wise assumption (Assumption 3.3.1) on P , problem (3.9) and (3.2) are in

fact equivalent. We also show that even if Assumption 3.3.1 does not hold, the

optimal value of (3.9) will nonetheless bound the optimal value of (3.2) from below.

If we interpret (3.2) as being the worst-case value of the DTMC under the aggregate

effect of uncertainty, then the bound of Theorem 3.4.1 indicates that (3.9) provides

a conservative estimate of the worst-case performance of the DTMC.

Theorem 3.4.1 If P satisfies Assumption 3.3.1, then f∗ = f . For general uncer-

tainty sets P, f∗ ≤ f .

The second appealing property of problem (3.9) is that it is usually computation-

ally tractable. Even in the absence of Assumption 3.3.1, as long as P is a tractable

convex set, (3.9) can be re-formulated into an equivalent convex optimization prob-

lem by well-established techniques from robust optimization (Ben-Tal and Nemirovski

1998, Bertsimas and Sim 2004), or can even be modeled directly using various alge-

braic modeling toolboxes (Löfberg 2004, Goh and Sim 2011). Therefore, this ap-

proach provides a direct method for solving (3.2) when P has a row-wise structure,

and at least bounding it for general convex P , when the row-wise structure is absent.

However, when the state space is very large, it faces into the same computational
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limitation as Blanc and Den Hertog’s (2008) approach: The equivalent convex opti-

mization problem has a size that is at least on the order of O(KN), and may be too

large to be practically solvable.

Third, problem (3.9) has a natural interpretation: It represents a discounted MDP

on the finite state space {1, . . . , N}, but with a continuous (but compact) action

space Z (see, e.g., Manne 1960, d’Epenoux 1963). The “action” in each state may be

interpreted as choosing the transition probabilities into the next state. In the case

that P satisfies Assumption 3.3.1, the choice of actions in each state is the collection

(z1, . . . ,zK), and the transition probability of going from state i to j is given by∑K
k=1 ukizkj. The Bellman equation for this MDP is

vi = min
zk∈Zk,k=1,...,K

{
ri + α

K∑
k=1

uikzk
′v

}
, (3.10)

where v represents the value function. The quantity f∗ can be evaluated as f∗ = π0
′v,

which corresponds to the minimum discounted value of the Markov chain over all non-

anticipative dynamic policies (see, e.g., Puterman 1994). In contrast, our quantity of

interest, f , corresponds to the problem of choosing a single transition matrix at time

0 that minimizes the discounted value. From this perspective, Theorem 3.4.1 may be

further interpreted as stating that under the row-wise structural assumption, static

and dynamic optimization of the uncertain DTMC’s NPV are equivalent.

3.4.3 Iterative Methods

Since problem (3.9) can be interpreted as a MDP, we may apply iterative methods

that have been developed to solve MDPs (such as value iteration and policy iteration)

in order to solve problem (3.9), which by Theorem 3.4.1, also solves our original prob-

lem of interest (3.2). Such iterative methods generate a sequence of value functions

v(0),v(1), . . . ,v(t), . . ., that successively improve until no further improvements can be

made.

Before we present the steps of the iterative approaches, it is useful to write the
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Bellman equation (3.10) into an equivalent form that is more amenable to computa-

tion:

vi = ri + α
K∑
k=1

(
uki min

zk∈Zk

{
zk
′v(t)

})
. (3.11)

Equation (3.11) is equivalent to the Bellman equation (3.10) because uk ≥ 0 by

Assumption 3.3.1, and because the optimization over (z1, . . . ,zK) decouples.

Value iteration proceeds by turning (3.11) into an update rule:

v
(t+1)
i = ri + α

K∑
k=1

(
uki min

zk∈Zk

{
zk
′v(t)

})
, (3.12)

whereas (simple) policy iteration updates the value function in two steps:

Policy Improvement Step: z
(t)
k ∈ arg min

zk∈Zk

{
zk
′v(t)

}
k = 1, . . . , K

Policy Evaluation Step: v(t+1) =

(
I − α

K∑
k=1

ukz
(t)
k

′
)−1

r.

(3.13)

We refer readers to Bertsekas (2011) for more details and variants of these methods.

In the either iterative method, each update requires solving K optimization prob-

lems separately, each of which only has O(N) decision variables. Therefore, when K

and N are large, these iterative approaches are very appealing from a computational

standpoint. Furthermore, another appealing property of these iterative methods is

that both methods (3.12) and (3.13) will be able to detect if problem (3.2) is infea-

sible. This is in contrast to the proposed approach by Blanc and Den Hertog (2008),

which can fail to detect infeasibility in for some parameter values (see, e.g., §3.4.1).

In the simple, but practically important, special case that all the sets Zk have

interval uncertainty structures (as described in §3.3.1) the optimizations over Zk in

each update step can be computed very efficiently by exploiting this special structure.

Specifically, for each k, there is an optimal z∗k that has a “threshold” structure: For a

certain ordering of its indices, all the indices below a certain threshold are assigned to

the upper end-point of the interval, and all indices above the threshold are assigned

the lower end-point of the interval. We formalize this in Proposition 3.4.1, which
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follows.

Proposition 3.4.1 For each k = 1, . . . , K, suppose that Zk has an interval uncer-

tainty structure, that is, Zk = {z ∈ ∆N : zk ≤ z ≤ zk} for parameters zk, zk.

For a fixed t, let {σ(1), . . . , σ(N)} be a permutation of {1, . . . , N} such that v
(t)
σ(1) ≤

v
(t)
σ(2) ≤ . . . ≤ vσ(N)(t). Then, for each k, define the indices

ik := inf

{
i ∈ {1, . . . , N} :

i∑
j=1

zk,σ(j) +
N∑

j=i+1

zk,σ(j) ≥ 1

}
.

Then, the vectors z
(t)
k , k = 1, . . . , K constructed as follows,

z
(t)
k,σ(i) =



zk,σ(i) if i < ik,

zk,σ(i) if i > ik,

1−
ik−1∑
i=1

zk,σ(i) −
N∑

i=ik+1

zk,σ(i) if i = ik.

(3.14)

satisfy

z
(t)
k ∈ arg min

zk∈Zk

{
zk
′v(t)

}
.

The final policy iteration algorithm for this case is described in Algorithm 4. The

value iteration algorithm is very similar and is omitted for brevity.

We note that each update step of the policy iteration requires a single sort of the

current value function v(t) (requiring O(N logN) operations), which is followed by

K evaluations of the optimal z
(t)
k . If z

(t)
k is evaluated using (3.14), this requires at

most O(N) operations (to find the threshold ik). However, in practice, the set Zk is

likely to be highly degenerate (i.e., with many indices i such that zki = zki), or more

specifically, sparse (i.e., with many indices such that zki = zki = 0). In this case,

evaluation of each z
(t)
k takes at most O(Ns) operations, where Ns is the maximum

(over k) number of nondegenerate indices of zk. Therefore, number of operations
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Algorithm 4 Policy Iteration Method for Zk with Interval Uncertainty Structure

1: Initialize t← 0 and any feasible zk, k = 1, . . . , K

2: Evaluate v(0) =
(
I − α

∑K
k=1 ukzk

′
)−1

r.

3: repeat
4: ṽ(t) = SORT(v(t)).
5: for k = 1 to K do
6: Construct z

(t)
k using (3.14).

7: end for

8: Evaluate v(t+1) =
(
I − α

∑K
k=1 ukz

∗
k
′
)−1

r.

9: Update t← t+ 1.
10: until

∥∥v(t) − v(t−1)
∥∥ = 0

11: return f∗ = π0
′v(t).

taken for each update is only on the order of O(N logN +KNs).

3.4.4 Generalization

Even though our method was designed to compute a certainty interval around the

discounted NPV of an uncertain DTMC, the same method can be used to obtain

certainty intervals for other quantities of interest for the DTMC. Specifically, two

quantities that are important in applications are the expected hitting time and the

hitting probability to a subset of states. It is well-known (e.g., Norris 1998) that for a

DTMC with a known transition matrix, these quantities can be computed by solving

a system of linear equations (in x) with the following structure:

xi = ri + α
∑N

j=1 Pijxj ∀i ∈ I,
xi = ri ∀i ∈ Ic.

(3.15)

In (3.15), we permit α to take the value 1 for undiscounted value computations.

The various quantities of interest are then computed by the inner product π0
′x.

For example, in (3.15), to calculate the expected hitting time to a set of states S, we

choose I = Sc and choose ri = 0 for i ∈ S, and ri = 1 otherwise.

To apply our methods, we write (3.15) in matrix notation as x = r +Bx, where

B is a matrix that coincides with αP for rows i ∈ I, and is zero otherwise. Hence,
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the quantities of interest may be computed as π0
′(I − B)−1r, which has the same

structure as the NPV (3.1). By defining an appropriate uncertainty set B around B,

and if (I −B)−1 is well-defined for all B ∈ B (this holds immediately if α < 1), it

is easily seen that our methods go through without fail. For the case that α = 1,

a sufficient condition for our methods to work is that any B ∈ B has a spectral

radius strictly less than 1, which would guarantee that (I −B)−1 is well-defined for

all feasible B ∈ B.

3.5 Application: Cost Effectiveness of FIT for

CRC Screening

We describe an application of our model to analyze the cost-effectiveness of FIT, a

recently-developed screening modality for CRC. This application strongly motivated

the development of the methods presented here. There are existing medical cost-

effectiveness studies that use Markov models to study the cost-effectiveness of FIT

(e.g., Parekh et al. 2008, Telford et al. 2010, Heitman et al. 2010), but none of these

studies account for the aggregate effect of model uncertainty as we do.

For this study, we compare the cost-effectiveness of three screening modalities: No

screening (NOSCREEN), annual FIT screening (FIT), and screening with colonoscopy

at 10-year intervals (COLO). The Markov model used here is based on the colonoscopy

screening model from the medical literature by Parekh et al. (2008), which has been

well-tested and validated.

Normal Small
Polyp

Large
Polyp

Localized
CRC Year 1

Regional
CRC Year 2

Treated
Localized

CRC

Treated
Regional

CRC

Localized
CRC Year 2

Regional
CRC Year 1

Distant
CRC

Figure 3.1: Health states in colonoscopy screening model. Arrows represent non-zero
transition probabilities. Omitted from figure: Dead state and all self-transitions.
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A period in the model represents a year, and at time 0, all subjects are assumed

to be at age 50, and were followed to a maximum age of 100. In each period, subjects

may reside in one of 11 principal health states: Normal, Small Polyp (<10mm), Large

Polyp (≥ 10mm), Localized CRC Year 1, Localized CRC Year 2, Treated Localized

CRC, Regional CRC Year 1, Regional CRC Year 2, Treated Regional CRC, Distant

CRC, and Dead. Figure 3.1 illustrates these states and possible transitions between

them. Age-specific non-CRC death probabilities were obtained from U.S. life tables

(Arias 2011). To demonstrate how multiple sources of data can be input into our

model, we extracted FIT test characteristics from the primary sources in Parekh et al.

(2008). We recorded results from both varieties of FIT, HemeSelect and FlexSure

OBT, which were used in these studies. All other transition probability data, as well

as the initial distribution over health states were obtained from Parekh et al. (2008).

We used interval uncertainty sets for our model (see §3.3.1), and constructed the

uncertainty intervals for each uncertain parameter as their 95% confidence intervals

as reported in the medical literature. These confidence intervals, along with all other

clinical and cost parameters for the model are listed in Table 3.1.

We superimposed the various screening modalities on top of the health states.

In NOSCREEN, we assumed that CRC in each stage is detected upon symptomatic

presentation (we used rates of symptomatic presentation reported by Parekh et al.

(2008)). In FIT, testing is conducted every year, and in COLO, colonoscopy is con-

ducted every 10 years. In all screening strategies,

• If polyps are detected, they are removed by colonoscopy,

• If CRC is detected, colonoscopy is performed to confirm its presence and the

patient enters treatment,

• If CRC is undetected, Localized (Regional) CRC progresses to Regional (Dis-

tant) CRC deterministically in 2 years,

• All screening is done up to age 80. After age 80, only colonoscopy is performed

to evaluate symptoms.
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Parameter Description Values References

Clinical
Annual transition rate from Normal to Small Polyp (%) 1.1 – 1.9a Parekh et al. (2008)
Annual transition rate from Small Polyp to Large Polyp (%) 1.5 Parekh et al. (2008)
Annual transition rate from Normal to Localized CRC (%) 0.006 – 0.086a Parekh et al. (2008)
Annual transition rate from Large Polyp to Localized CRC (%) 5 Parekh et al. (2008)
Symptomatic presentation of Localized CRC (%) 22/year Parekh et al. (2008)
Symptomatic presentation of Regional CRC (%) 40/year Parekh et al. (2008)
Mortality rate from treated localized cancer (%) 1.74/year Parekh et al. (2008)
Mortality rate from treated regional cancer (%) 8.6/year Parekh et al. (2008)
Mean survival from distant cancer (years) 1.9 Parekh et al. (2008)
Colonoscopy sensitivity for cancer (%) 95 (90 – 97) Parekh et al. (2008)
Colonoscopy sensitivity for large polyp (%) 90 (85 – 95) Parekh et al. (2008)
Colonoscopy sensitivity for small polyp (%) 85 (80 – 90) Parekh et al. (2008)
FIT sensitivity for cancer (%) 69 (51 — 86) Allison et al. (1996)

83 (62 — 100) Greenberg et al. (2000)
88 (71 — 100) Greenberg et al. (2000)
89 (51 — 99) Wong et al. (2003)
66 (55 — 76) Morikawa et al. (2005)

FIT sensitivity for large polyp (%) 67 (57 — 76) Allison et al. (1996)
37 (21 — 53) Greenberg et al. (2000)
36 (21 — 51) Greenberg et al. (2000)
20 (17 — 23) Morikawa et al. (2005)

FIT specificity (%) 95 (95 — 96) Allison et al. (1996)
98 (97 — 100) Rozen et al. (1997)
97 (95 — 100) Rozen et al. (1997)
90 (87 — 93) Greenberg et al. (2000)
88 (85 — 91) Greenberg et al. (2000)
99 (98 — 99) Rozen et al. (2000)

Cost Parameters ($)
Colonoscopy 920 Parekh et al. (2008)
FIT testing 22 Parekh et al. (2008)
Cost of Localized CRC Care 51 000 Parekh et al. (2008)
Cost of Regional CRC Care 98 000 Parekh et al. (2008)
Cost of Distant CRC Care 200 000 Parekh et al. (2008)

a Age-specific.

Table 3.1: Table of parameters for Markov modeling of colonoscopy screening. Un-
certain parameters are listed as a nominal value with an accompanying uncertainty
range provided in parentheses.
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For all strategies, if polyps or CRC is detected, the patient enters surveillance, and

colonoscopy is performed every 5 years. This corresponds approximately to the best

practices currently recommended by the medical community (Winawer et al. 2003,

2006).

Using the model logic and both the fixed and uncertain parameter values from

Table 3.1, we built a nominal transition matrix for the model, and constructed an

uncertainty set around it. We calculated nominal values (using standard methods)

and certainty intervals (applying our methods) on the life expectancy and expected

total cost, all discounted at a rate of 3% per year, as is standard in the medical

literature (see, e.g., Parekh et al. 2008). It is important to note that while there are

only a few (nine) health states, the overall system state is a product state (comprising

health states, surveillance strategies, various time intervals, etc.) and is very high-

dimensional (> 15000 states). Because of the large size of the state space, we could

not use the single-step optimization method by Blanc and Den Hertog (2008) or

the direct robust optimization method in §3.4.2 because we were not able to fit the

resulting optimization problem(s) into memory (even on a high-end Linux server using

efficient sparse matrix representations).

3.5.1 Life Expectancy and Expected Total Cost of Each CRC

Screening Modality

We first present a simple application of our model to compute separate certainty

intervals on each subject’s life expectancy and expected total cost.

To evaluate the life expectancy under each screening strategy, we note that it is

simply the expected hitting time of the “Dead” states. We therefore can calculate

their certainty intervals by applying the generalization in §3.4.4.

To evaluate the total cost of each screening policy, we needed to construct the

vector r of state-wise costs. This cost vector is the sum of two components: The

screening cost and the cost of cancer care. Screening costs were already stated in

state-wise terms, and therefore could be assigned directly to r. The costs of cancer

care, however, involved some preprocessing. This is because the cancer care costs
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reported in the literature (which we reproduced in Table 3.1) represent one-time

costs instead of recurring state costs. To be precise, these costs are applied once,

when the subject first enters into a state representing cancer care (“Treated Localized

CRC”, “Treated Regional CRC”, or “Distant CRC”). For each of the these three CRC

types, we converted the one-time costs into state-wise costs in two steps. First, we

calculated the expected cost of that CRC under the nominal model (no uncertainty)

for NOSCREEN with the one-time cost. Second, we computed the value of the

annualized (i.e., state-wise) cost for that CRC that would yield the same value of

expected cost as computed previously.

We used both value iteration and policy iteration (Algorithm 4) to compute the

certainty intervals, and the results are reported in Table 3.2. Even though both pol-

icy iteration and value iteration returned the same numerical values for the intervals,

policy iteration converged much more quickly (less than 10 iterates for all computa-

tions) than value iteration (around 50 iterates for life expectancy calculations, and

around 900 iterates for total cost calculations). Therefore, we used policy iteration

for all remaining computations.

Screening Method Life Expectancy (years) Total Cost ($)

NOSCREEN 19.069 (19.069 – 19.069) 2,975 (2,975 – 2,975)
COLO 19.143 (19.140 – 19.145) 3,875 (3,833 – 3,926)
FIT 19.150 (19.142 – 19.153) 2,324 (2,043 – 2,621)

Table 3.2: Nominal values and certainty intervals (in parentheses) of life expectancy
and expected costs for no screening (NOSCREEN), colonoscopy at 10-year intervals
(COLO), and annual FIT screening (FIT), discounted at a rate of 3% per year.

Our results complement the findings of Parekh et al. (2008): Both COLO and FIT

screening methodologies yield longer life expectancies than NOSCREEN, but COLO

costs more on average. FIT has the lowest total cost of all the options. FIT’s life

expectancies are nominally higher than COLO, but because their certainty intervals

overlap, our analysis does not conclude that FIT is definitively better along this

dimension.

A simple heuristic to approximate the certainty interval around each quantity
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of interest (life expectancy and total cost) for COLO and FIT is to construct their

respective transition matrices using the best (and worst) values of their test char-

acteristics, thereby obtaining a Markov chain with no uncertain parameters. The

heuristic then estimates the end-points of the interval by solving the linear system

(3.1) or by simulation. However, this heuristic underestimates the full effect of the

aggregate model uncertainty because (at least in principle) that there are states where

good test characteristics can lead to poor outcomes and vice versa. Moreover, there

is no guarantee on the extent of this underestimation. For our application, it turns

out that this simple heuristic is not far from optimal: For example, the total cost

for COLO assuming that it had (deterministically) the best test properties (highest

detection rates of any polyp or CRC) was $3,844, which slightly exceeds true minimal

value of $3,833. However, we emphasize that apriori, there was no way to know how

close this would have been.

The central managerial insight that we obtain from these results is that given

the test characteristics and costs of FIT and colonoscopy from the medical literature,

the higher frequency (and substantially lower cost) of FIT outweighs its lower per-

screening accuracy, both in terms of life expectancy and total costs.

3.5.2 Performance of FIT with Correlations

A contributor to FIT’s good performance relative to COLO is our implicit Marko-

vian assumption (which is standard in the literature) that consecutive FIT tests are

statistically independent. This is a standard assumption used in the literature (e.g.,

Heitman et al. 2010, Telford et al. 2010). Nevertheless, a natural question to ask is

what happens if the independence assumption is relaxed, and consecutive tests using

FIT are positively correlated in some way? Specifically, we are interested in a specific

type of correlation where certain types of polyps/CRC cannot be detected even with

repeated FIT, e.g., due to their position, size, or biochemical properties.

To investigate this question, we suppose for simplicity that there are only two

types of polyps/CRCs: The first type (existing with proportion 1−p) is detectable by

repeated FIT, while the second type (with proportion p) is undetectable by repeated
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FIT. Our base model corresponds to the case that p = 0, whereas the case of p = 1

means that if the first FIT fails to detect a polyp/CRC, every subsequent FIT test

will also fail. There is very limited evidence on what p might be in practice: We are

only aware of a single study (Zorzi et al. 2007) that suggests p ≈ 0.74 for large polyps

(but not CRCs). We investigate how the metrics of life expectancy and total cost

vary as p is varied. Results are plotted in Figures 3.2 and 3.3.
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Figure 3.2: Nominal values and certainty intervals on life expectancy (years) from FIT
and COLO as a function of the proportion p of polyps/CRC that are undetectable
by repeated FIT.

From Figure 3.2, we observe that the certainty intervals for life expectancy from

FIT and COLO overlap for all values of p, while Figure 3.3 shows that for all p, the

certainty intervals for total cost from FIT and COLO are disjoint, with FIT costing

much less than COLO. The insight gained from the combined result of both figures is

that even in the extreme case where FIT are perfectly correlated (i.e., if FIT fails to

detect a true polyp/CRC once, it will fail henceforth), the life expectancy obtained

by FIT is comparable to COLO, and delivers this life expectancy with a much lower

average cost.
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Figure 3.3: Nominal values and and certainty intervals on total cost (dollars) from
FIT and COLO as a function of the proportion p of polyps/CRC that are undetectable
by repeated FIT.

3.5.3 Maximal and Minimal Cost-Effectiveness

In the previous subsections, to evaluate the certainty intervals around each metric of

interest, we conducted the optimizations over each metric (e.g., life expectancy, total

cost separately) separately. In principle, there could be different transition matrices

that attain the optimal values for each metric.

To ensure that the same transition matrix is used in the optimizations for total

cost and life expectancy, we define a measure of cost-effectiveness that incorporates

both these quantities and optimize this measure instead. For this application, a

natural measure of cost-effectiveness is the total cost per expected life year. Mathe-

matically, minimizing the total cost per expected life year is equivalent to solving the

optimization problem

min
P∈P

π0
′ (I − αP )−1 r1

π0
′ (I − αP )−1 r2

, (3.16)
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for appropriate choices of r1, r2 ≥ 0 (an analogous formulation holds for maximiza-

tion). While this does not fall within the scope of our model per se, our model can be

adapted to perform this computation. We note that problem (3.16) is equivalent to

finding a minimal β∗ ≥ 0 such that the set
{
P ∈ P : π0

′ (I − αP )−1 (r1 − β∗r2) ≤ 0
}

is non-empty.

To find β∗, consider the following optimization problem for a given fixed β:

Rβ := min
P∈P

π0
′ (I − αP )−1 (r1 − βr2) , (3.17)

which is within the scope of our model. It is easy to see that Rβ decreases in β, and

that Rβ∗ = 0. Therefore, we can estimate β∗ using bisection by iteratively solving

(3.17). Using this method, we found that in our base model, on average, COLO cost
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Figure 3.4: Nominal values and certainty intervals on total cost (dollars) per expected
year of life from FIT and COLO as a function of the proportion p of polyps/CRC
that are undetectable by repeated FIT.

202 (200 – 205) dollars per expected year of life, whereas FIT cost 122 (107 – 137)

dollars per expected year of life. Figure 3.4 plots the total cost per expected year of

life for FIT as we vary p, the fraction of polyps/CRCs undetectable by repeated FIT.
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In the figure, the base model for FIT corresponds to the point where p = 0.

This result sharpens our previous finding: For all values of p, FIT costs less per

expected life-year gained than COLO. Even in the extreme case that p = 1, and even

if we assume that the model uncertainty resulted in the worst possible performance

for FIT, it costs about 172 dollars per expected year of life, which is approximately

85% of the most optimistic cost for COLO (200 dollars per expected year of life).

3.5.4 Probability of CRC Incidence

Even though life expectancy is the most common measure of health for CRC screening,

one downside of solely relying on it is that only a small fraction about 5% of people

ever get CRC throughout their remaining lifetime. As a result, the estimated life

expectancies only exhibit small variations across screening modalities.

We were interested to study how each screening modality performed along other

metrics, specifically, the average number of people, out of a cohort of 100,000, who

would be diagnosed with each CRC stage (i.e., localized, regional, distant). For

each CRC stage, this is equivalent to the lifetime probability (scaled by a factor of

100,000) of ever being diagnosed, and by formulating them as absorption probabilities

to certain states of the DTMC, we can use our methods to construct certainty intervals

around these quantities as well. Results are tabulated in Table 3.3.

Screening Method Localized CRC Regional CRC Distant CRC

NOSCREEN 2,393 (2,393 – 2,393) 2,169 (2,169 – 2,169) 1,197 (1,197 – 1,197)
COLO 1,002 (938 – 1,062) 651 (606 – 701) 266 (247 – 294)
FIT 1,559 (1,270 – 1,896) 510 (418 – 709) 211 (186 – 274)

Table 3.3: Nominal values and certainty intervals (in parentheses) of the average
number of people (per 100,000) that are diagnosed with localized, regional, or distant
CRC.

From the results, we see that as expected, NOSCREEN yields the poorest health

outcomes overall, but the comparison between COLO and FIT is not as clear as before.

Nominally, FIT had fewer people on average being diagnosed with the more advanced

stages of CRC (regional and distant) than COLO. However, the large widths of the
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certainty intervals around these quantities show that it does not dominate COLO

along these metrics. In contrast, COLO nominally only had about 2/3 the number

of people being diagnosed with the early-stage (i.e., localized) CRC, and is strictly

better than FIT on this metric (since their certainty intervals do not overlap).

These results can be explained by the fact that COLO has much better test prop-

erties for detecting pre-cancerous polyps (both large and small) than FIT, which is

the primary means through which localized CRC develops (see Table 3.1). Moreover,

since the proportion of people who get diagnosed with the more advanced CRC stages

are about the same, the primary cost savings of FIT relative to COLO (see Table 3.2)

come from its much lower per-screening cost than colonoscopy.

3.5.5 Probabilistic Uncertainty Sets and Hypothesis Testing

In our base model, we used the 95% confidence intervals of the uncertain model param-

eters as their uncertainty sets. We adopted this approach because of its simplicity and

because it already provides a more robust and principled characterization of model

uncertainty than typical sensitivity analyses used in cost-effectiveness studies.

One limitation of this approach is that the computed certainty interval for a

given metric of interest (e.g. total cost per expected life year) lacks a probabilistic

interpretation. For example, we cannot conclude that the final certainty interval

represents the 95% confidence intervals for that metric. This is because when there

are multiple uncertain parameters, which are not perfectly correlated, the probability

that at least one or more parameters fall outside its 95% confidence interval will

exceed 5%.

We now present a simple method that will endow the certainty intervals with a

probabilistic interpretation. We construct uncertainty sets as in the base model, but

use 1− ε confidence intervals instead of the 95% confidence intervals (where ε < 5%)

on the uncertain parameters. There are no more than 30, 000 uncertain parameters

in the base models for FIT or COLO. Therefore, by choosing ε = 0.05/30, 000, we

guarantee (using a union bound argument) that all model parameters will fall within



CHAPTER 3. COST-EFFECTIVENESS OF MEDICAL INNOVATIONS 114

the uncertainty set with at least 95% probability. Using this construction, the cer-

tainty intervals will contain the 95% confidence intervals on the metrics of interest.

However, we note that this construction is very conservative: The union bound is

simple to compute, but is not tight, which causes the final certainty interval to be

conservatively larger than the true 95% confidence interval for the metric of interest.

Nevertheless, because of this conservativism, if the certainty intervals for COLO and

FIT are disjoint, we may still conclude that FIT is more cost-effective than COLO

with pvalue < 0.05.

Figure 3.5 plots the costs per expected year of life and corresponding certainty

intervals, as a function of p, using the enlarged confidence intervals for the model

parameters. The results provide the same general insight as before. For a large range

of p (between 0.0 and 0.7), FIT is more cost-effective than COLO. Moreover, we have

the added guarantee that this holds with pvalue < 0.05. The figures for life expectancy

and total cost provide similar insights and we omit them for brevity.
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Figure 3.5: Nominal values and conservative estimates of 95% confidence intervals on
total cost (dollars) per expected year of life from FIT and COLO as a function of the
proportion p of polyps/CRC that are undetectable by repeated FIT.
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3.6 Conclusion

For cost-effectiveness studies of innovations that employ Markov models, data insuf-

ficiency can result in uncertain estimates of many entries of the transition matrix.

Sensitivity analyses can be used as a tool to assess the impact of uncertainty in one

or a few entries, but cannot be tractably used to assess the aggregate effect of all the

uncertainties in the model.

In this chapter, we formulate the problem of assessing the aggregate effect of

model uncertainty in a Markov model as a pair of optimization problems. Using this

optimization formulation, we show that if uncertainty sets do not have a row-wise

structure, the problem of computing certainty intervals is generally computationally

intractable (NP-hard). Conversely, if uncertainty sets possess a row-wise structure, we

prove that the problem has an equivalent formulation as a MDP, and can be solved

efficiently, either directly using robust optimization or iteratively through value or

policy iteration. In particular, we showed how the iterative approaches are suitable

for problems with a large state space, and that they can be made more efficient by

exploiting special problem structures.

We applied our model to analyze the cost-effectiveness of FIT for CRC screening.

Our results support the growing medical consensus (Whitlock et al. 2008, Parekh

et al. 2008, Telford et al. 2010, Heitman et al. 2010) that annual FIT screening is a

viable and cost-effective screening modality for CRC, nominally costing around two-

thirds as much as 10-year colonoscopy screening per expected year of life. Moreover,

our analysis is the first that guarantees that the cost-effectiveness of FIT relative

to colonoscopy persists even after accounting for all the uncertainties within FIT’s

characteristics. Even assuming that repeated FIT tests are perfectly correlated, FIT

still costs about 85% as much as colonsocopy per expected year of life after accounting

for model uncertainty.

One caveat revealed by our analysis is that FIT has a higher incidence rate of

localized CRC than colonoscopy, and its incidence rates for more advanced CRCs

(regional and distant) are nominally lower, but within the range of aggregate model

uncertainty. Therefore, our results must be interpreted with caution: It is not true
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that FIT is better for overall health, especially since the incidence probability of vari-

ous CRCs are important outcomes in the own right. Instead, our results suggest that

if life expectancy is the primary health outcome of interest, then on average, FIT

delivers better health per dollar spent, and should at least be considered as an alter-

native, if not preferred, screening modality by physicians, insurers, and policymakers.

Of course, the most accurate assessment of the comparative value of FIT screen-

ing must be performed by randomized clinical trials, several of which are already in

progress (Quintero et al. 2012, Dominitz and Robertson 2013).

Although our model was motivated by the problem of uncertainty in cost-

effectiveness studies for medical innovations, it is not limited to this application do-

main. More generally, our methods can be applied to Markov chain analyses where

parameter uncertainties may be substantial. In particular, in practical applications

of Markov chains where the transition matrices are estimated from data, there will

be sampling error in the elements of the transition matrix, and our methods could be

applied to assess the aggregate impact of these sampling errors on various quantities

of interest.

A question that we do not presently address is how to bound the number of

iterates needed for the computations to converge. Empirically, we found that policy

iteration converged very quickly. Recent work by Ye (2011) and Hansen et al. (2013)

have found that policy iteration is strongly polynomial for an MDP with finite states

and actions, but their results do not apply directly to our present work because the

MDP formulation of our problem is one with continuous actions. We leave this open

question to future research.
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A.1 Proofs of Results in Chapter 1

A.1.1 Proof of Lemma 1.4.1

Proof. Let the service distribution at any node v ∈ V be represented as Fv and

let H(t) = 1{t≥0} represent the Heaviside (unit step) function. Let ? represent the

convolution operator, which has well-known algebraic properties such as associativity

and distributivity (see, e.g. Billingsley 2008, §20).

Fix a node v ∈ V , with representation v = (v1, . . . , vk) = v1v2 . . . vk. The arrival

process into node v1 is a thinned departure process (with probability pv1) out of node

0, and hence is nonhomogeneous Poisson with rate λpv1 [H ? Fv1(t)]. Similarly, the

arrival process into node v1v2 is a thinned departure process (with probability pv1v2)

out of node v1, and is nonhomogeneous Poisson with rate λpv1pv1v2 [H ?Fv1 ?Fv1v2(t)].

Repeating this, the instantaneous arrival rate at node v may be represented as

λv(t) = λpv1pv1v2 . . . pv1v2...vk [H ? Fv1 ? Fv1v2 ? . . . ? Fv1v2...vk(t)] = λπv[H ? Gv(t)],

where Gv(t) is a convolution of a finite number of service time distributions (i.e. it is

117
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the distribution of the sum of a finite number of service time distributions) at each

node.

Note that limt→∞[H ?Gv(t)] =
∫∞

0
dGv(t) = 1, where the final equality is because

Gv(·) is a distribution function. Observe that λv(t) is uniformly bounded. The

required result then follows from consistency of Césaro averages. �

A.1.2 Proof of Proposition 1.4.1

Proof. Let V i
j be as defined in the proposition statement. V i

j is constructed as

a disjoint union because {Vk} partitions V . Moreover, the representation
∣∣Sij(t)∣∣ =∑

v∈V i
j
Av(t) follows immediately from the definitions of Sij(t) and V i

j . We will pro-

ceed to prove the independence assertion by recursively showing that the subtrees

rooted at any two distinct nodes in
⊎m′+1
k=1 V i

j (k) are disjoint for any m′ ∈ {0, . . . ,m}.
Independence of the arrival processes then follows from Lemma A.2.1.1.

Consider the case that m′ = 0. For i = A, we have V A
j = V A

j (1) = ∅, while for

i = B, we have V B
j = V B

j (1) = {j}, and both are trivially disjoint. Next, fix some

m′ ∈ {0, . . . ,m− 1}, and suppose that the subtrees rooted at any node in
⊎m′+1
k=1 V i

j (k)

are disjoint. Further suppose for a contradiction that for some v ∈ V i
j (m′ + 2), we

also had v ∈ tree
(⊎m′+1

k=1 V i
j (k)

)
. The first inclusion implies that v(m′ + 2) = j. The

second inclusion implies that v(k) = j for some k ∈ {0, . . . ,m′ + 1}, a contradiction.

Thus, it is necessary that V i
j (m′ + 2) is not contained in any subtree with root in⊎m′+1

k=2 V j
i (k). �

A.1.3 Proof of Proposition 1.4.2

Proof. Fix j ∈ M. By Proposition 1.4.1, there exists sets V A
j , V

B
j ⊆ V such that∣∣Sij(t)∣∣ =

∑
n∈V i

j
Av(t) for each i ∈ {A,B}. We claim that ∆(V A

j , V
B
j ) = ∅. Suppose

for a contradiction that ∃n ∈ ∆(V A
j , V

B
j ) = tree

(
V A
j

)
∩tree

(
V B
j

)
. Let k1, kj be defined

such that n(k1) = 1 and n(kj) = j. Since n ∈ tree
(
V A
j

)
, we must have k1 < kj, while

since n ∈ tree
(
V B
j

)
, we have k1 > kj, a contradiction. Hence, ∆(V A

j , V
B
j ) = ∅. The

proposition follows by Corollary A.2.1.1. �



APPENDIX A. SUPPLEMENTAL MATERIALS FOR CHAPTER 1 119

A.1.4 Proof of Proposition 1.4.3

Proof. The first part of Proposition 1.4.3 follows immediately from Proposition 1.4.1,

the linearity of expectations, and Lemma 1.4.1. For the second part, fix i, i′ ∈ {A,B},
and j, j′ ∈ M. By Proposition 1.4.1 and Corollary A.2.1.2, ∃ a set of nodes

T (i, j, i′, j′) ⊆ V such that

Σ(i, j, i′, j′)

= lim
t→∞

1

λt
Cov

(∣∣Sij(t)∣∣ , ∣∣∣Si′j′(t)∣∣∣) [By definition (1.7)]

= lim
t→∞

1

λt

∑
v∈T (i,j,i′,j′)

Λv(t) [Proposition 1.4.1, Corollary A.2.1.2]

=
∑

v∈T (i,j,i′,j′)

πv [Lemma 1.4.1].

Finally, the result that T (i, j, i, j) = V i
j follows directly from Corollary A.2.1.2. �

A.1.5 Proof of Proposition 1.4.4

Proof. From Proposition 1.4.1, and the linearity of expectations, we have

E
(∣∣∣Ŝij(t)∣∣∣) =

∑
v∈V i

j
Λ̂v(t). Consider the vector-valued (martingale) process with

components ∣∣∣Ŝij(λt)∣∣∣−∑v∈V i
j

Λ̂v(λt)
√
λ

∀(i, j) ∈ {A,B} ×M.

This is a martingale because Ŝij is a nonhomogeneous Poisson process and
∑

v∈V i
j

Λ̂v

is the compensator for the process. By applying the FCLT for multidimensional

martingales (Pang et al. 2007, Theorem 8.1(ii)) to this process, we can show that this

converges weakly to a (0,Σ) Brownian Motion, as λ→∞.

By adding and subtracting terms, and recalling that ηij =
∑

v∈V i
j
πv from (1.6),
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we have

L̂
(λ)
j (t) =

∣∣∣ŜA
j (λt)

∣∣∣
√
λ
− kj

∣∣∣ŜB
j (λt)

∣∣∣
√
λ

=

∣∣∣ŜA
j (λt)

∣∣∣−∑v∈VA
j

Λ̂v(λt)
√
λ

− kj

∣∣∣ŜB
j (λt)

∣∣∣−∑v∈VB
j

Λ̂v(λt)
√
λ

+

∑
v∈VA

j

[
Λ̂v(λt)− πvλt

]
√
λ

+ kj

∑
v∈VB

j

[
Λ̂v(λt)− πvλt

]
√
λ

+ t
√
λ

[
ηA,λ
j − kjηB,λ

j

]
.

Hence, the desired convergence follows from the continuous mapping theorem (see

Whitt 1980) and by assumption (1.8b) if we can prove that

lim
λ→∞

Λ̂v(λt)− πvλt√
λ

= 0 ∀v ∈ V . (A.1)

As in Lemma 1.4.1, let H represent the Heaviside function, ? the convolution operator.

Also, let Gv be the distribution function defined in Lemma 1.4.1, and Gv = 1 − Gv

its complement. Then,

lim
λ→∞

∣∣∣Λ̂v(λt)− πvλt
∣∣∣ ≤ lim

λ→∞

∫ λt

0

∣∣∣λ̂v(s)− πv∣∣∣ ds
=

∫ λt

0

|πv[H ? Gv(s)]− πv| ds [Proof of Lemma 1.4.1]

≤
∫ ∞

0

|πv[H ? Gv(s)]− πv| ds [Integrand is positive]

= πv

∫ ∞
0

H ? (1−Gv)(s)ds

= πv

∫ ∞
0

∫ s

0

dGv(τ)dτds

= πv

∫ ∞
0

Gv(s)ds

< ∞,
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where the final inequality is due to the assumption of integrable event times. Hence,

(A.1) holds and the proof is complete. �

A.1.6 Proof of Lemma 1.5.1

Proof. Suppose that c = (cj)j∈M < 0. Then (1.8b) implies that given any 0 < δ <

−minj {cj}, for all sufficiently large λ, we have

∣∣∣√ληA,λ
j −

√
λkjη

B,λ
j − cj

∣∣∣ < δ =⇒ ηA,λ
j ≤ kjη

B,λ
j +

cj + δ√
λ

< kjη
B,λ
j ∀j,

where the last inequality is by the condition on δ.

Similarly, if cj∗ > cj∗ , then for any 0 < δ < cj∗ − cj∗ and sufficiently large λ,

∣∣∣√ληA,λ
j −

√
λkjη

B,λ
j − cj

∣∣∣ < δ =⇒ ηA,λ
j∗ ≥ kj∗η

B,λ
j∗ +

cj∗ − δ√
λ

The result follows from noting that

kj∗η
B,λ
j∗ +

cj∗ − δ√
λ

= kj∗η
B,λ
j∗ +

cj∗√
λ

+
cj∗ − cj∗ − δ√

λ

> kj∗η
B,λ
j∗ +

cj∗√
λ

[By δ < cj∗ − cj∗ ]

= kj∗η
B,λ
j∗ + εj [Definition of cj∗ ].

�

A.1.7 Proof of Lemma 1.5.2

Proof. First, assume H0 is true. Fix some drift vector c ≤ 0 of Y

Let Q = UD2UT represent the decomposition of Q into a unitary matrix U

and a diagonal matrix D. Also let D̃ be a diagonal matrix such that D̃
2

= S.

Noting that by definition, Z(t) = (c− r) t + UDW (t), we define the B.M. process

Z̃ analogously, as Z̃(t) := (c− r) t + D̃W (t). Also define the stopping times τ :=

inf {t ≥ 0 : Z(t) ∈ ∂C}, and θ := inf
{
t ≥ 0 : Z̃(t) ∈ ∂C

}
.
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The probability of (incorrectly) rejecting H0 is exactly P (τ <∞). We will show

that this quantity can be bounded above by P (θ <∞), which in turn can be com-

puted as

P (θ <∞) =


1−

∏
j∈M

(
1− exp

(
−2(rj − cj)yj

σ2
j

))
if cj ≤ rj,

1 otherwise,

by applying a well-known result (e.g., Harrison 1985, Chapter 3) for hitting probabil-

ities of a one-dimensional B.M., and by the independence of the components of W (t).

The statement of the lemma would then follow by observing that the expression for

P (θ <∞) is monotonically increasing in each cj, which would give us

sup
c≤0

P (τ <∞)
(∗)

≤ sup
c≤0

P (θ <∞) = 1−
∏
j∈M

(
1− exp

(
−2rjyj

σ2
j

))
,

as long as we can prove the inequality (∗) in the display above.

It remains to show that the inequality P (τ <∞) ≤ P (θ <∞) holds. Since

S � Q, there exists some matrix A := [a1, . . . ,am] ∈ Rm×m such that S − Q =

AAT , i.e., D̃
2

= UD2UT +AAT . Let W̃ :=
{
W̃ (t), t ≥ 0

}
be a multidimensional

B.M., independent of W , and let FWt , t ≥ 0 be the filtration generated by W (t), and

FW∞ := σ
(⋃

t≥0Ft
)
. Then, by conditioning on the path of the original B.M., we have

the following inequality:

P (θ <∞)

= P
(
∃t ≥ 0 : (c− r) t+ D̃W (t) ∈ Cc

)
[By definition of θ]

= P
(
∃t ≥ 0 : (c− r) t+UDW (t) +AW̃ (t) ∈ Cc

)
[Expand D̃

2
]

= P
(
∃t ≥ 0 : Z(t) +AW̃ (t) ∈ Cc

)
[By definition of Z]

= E
(
P
(
∃t ≥ 0 : Z(t) +AW̃ (t) ∈ Cc|FW∞

))
[Tower Property]

≥ E
(
P
(
∃t ≥ 0 : Z(t) +AW̃ (t) ∈ Cc, τ <∞|FW∞

))
= E

(
1{τ<∞}P

(
∃t ≥ 0 : Z(t) +AW̃ (t) ∈ Cc|FW∞

))
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Next, define the event H :=
{
∃t : Z(t) +

∑
j∈M ajW̃j(t) ∈ Cc

}
. Substituting the

definition of H into both sides of the inequality above, we observe that the key

inequality (∗) would follow if we can show that

1{τ<∞}P
(
H|FW∞

) a.s.
= 1{τ<∞}.

Fix a path {Z(t), t ≥ 0} ∈ {τ <∞} ∈ FW∞ . This fixes the stopping time τ <∞,

and the hitting point Z(τ) ∈ ∂C. Let the unit vector h ∈ Rm represent a supporting

hyperplane of Cc at Z(τ). Since Cc is the finite union of halfspaces, we may choose

the components of h to be signed such that an arbitrary x ∈ Cc if and only if

〈h,x−Z(τ)〉 ≤ 0, where 〈·, ·〉 represents the inner product.

Path continuity of Z implies that for any ε > 0, there exists some δ > 0 such that

‖Z(t)−Z(τ)‖ ≤ ε for all |t− τ | ≤ δ. Hence, for t ∈ [τ − δ, τ + δ],

〈h,Z(t) +
∑
j∈M

ajW̃j(t)−Z(τ)〉 =
∑
j∈M

W̃j(t)〈h,aj〉+ 〈h,Z(t)−Z(τ)〉

≤
∑
j∈M

W̃j(t)〈h,aj〉+ ‖Z(t)−Z(τ)‖

≤ Ω
∑
j∈M

W̃j(t) + ε,

(A.2)

where Ω := maxj∈M |〈h,aj〉|. For notational brevity, define Ŵ := 1
m

∑
j∈M W̃j(t)

and note that Ŵ is a standard (single-dimensional) B.M.. Moreover, we observe that

H ⊇ Fε, where Fε is defined by

Fε :=
{
Ŵ ≤ − ε

mΩ
for some t ∈ [τ − δ, τ + δ]

}
.

This is because if the event Fε occurs, then the RHS of (A.2) is negative, which would

imply that Z(t) +
∑

j∈M ajW̃j(t) ∈ Cc.
Next, consider the following event

Gε :=

{
inf

0≤t≤τ−δ
Ŵ (t) ≤ − ε

mΩ

}
.
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A B.M. has level sets that contain no isolated point and is unbounded (Billingsley

2008, Theorem 37.4), and thus, as long as the B.M. Ŵ hits level − ε
mΩ

before time

τ − δ, it will a.s. hit this same level again within the time interval [τ − δ, τ + δ]. Thus,

P
(
Gε \ Fε|FW∞

)
= 0 for all ε. As ε ↓ 0, P

(
Gε|FW∞

)
↑ 1 and thus P

(
Fε|FW∞

)
↑ 1, which

implies that P
(
H|FW∞

)
= 1 on {τ <∞}. Thus, we have 1τ<∞P

(
H|FW∞

) a.s.
= 1τ<∞

as required.

Now assume H1 is true, which means that there exists some j ∈ M such that

cj ≥ cj. Since r < c, Z(t) is a multi-dimensional B.M., with a drift vector possessing

at least one strictly positive component. Thus, w.p.1., the test statistic will exit C
eventually, i.e. the Type II error is zero.

Define the hitting time of boundary j, as a function of the drift cj as Tj(cj) :=

inf {t ≥ 0 : Zj(t) = yj}. If j is such that cj > rj, by optional sampling and monotone

convergence, we can easily see that Tj(cj) is integrable with E (Tj(cj)) =
yj

cj−rj . Con-

versely, if j is such that cj ≤ rj, then there exists some non-trivial probability that

Tj(cj) = +∞ and therefore E (Tj(cj)) = +∞. The overall stopping time for the test

is the earliest of these hitting times, i.e. T (c) := minj∈M Tj(cj).

Since the alternate hypothesis is a composite hypothesis, the objective of the

optimization is to minimize the worst-case expected time among all c that satisfiesH1.

Defining the set R := {c ∈ Rm : maxj∈M(cj − cj) ≥ 0}, the optimization objective is

exactly the quantity,

sup
c∈R

E

(
min
j∈M
{Tj(cj)}

)
.

Define ∂R := {c ∈ Rm : maxj∈M(cj − cj) = 0}. It is immediate from the geometry

of R that

sup
c∈R

E

(
min
j∈M
{Tj(cj)}

)
= sup
c∈∂R

E

(
min
j∈M
{Tj(cj)}

)
,

because each Tj is monotonically decreasing in its argument.

Hence, the result would follow if we can show that

sup
c∈∂R

E

(
min
j∈M
{Tj(cj)}

)
= max

j∈M
E (Tj(cj)) . (A.3)

For any j∗ ∈ arg maxj E (Tj(cj)), consider the feasible point c ∈ R, constructed
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as follows: c
(n)
j∗ = cj∗ and c

(n)
j = rj for all j 6= j∗. Hence, minj {Tj(cj)} =

Tj∗(cj∗). Taking expectations on both sides yields E (minj {Tj(cj)}) = E (Tj∗(cj∗)) =

maxj∈ME (Tj(cj)). Since c is an arbitrary feasible point in R, we have shown that

sup
c∈R

E

(
min
j∈M
{Tj(cj)}

)
≥ max

j∈M
E (Tj(cj)) .

To show the converse, observe that for any c ∈ ∂R, there exists some ` ∈ M,

such that c` = c`, which implies that T`(c`) = T`(c`). Thus, for each c ∈ R, we may

write minj∈M {Tj(cj)} = T`(c`) ∧ minj 6=` {Tj(cj)}, for some ` ∈ M. Now, define for

each ` ∈ M, the sets U` := {c ∈ Rm : cj ≤ cj, ∀j 6= `}, and note that each U` ⊇ ∂R.

Then, we have

sup
c∈∂R

E

(
min
j∈M
{Tj(cj)}

)
≤ max

`∈M
sup
c∈U`

E

(
T`(c`) ∧min

j 6=`
{Tj(cj)}

)
[Since U` ⊇ ∂R for each `]

≤ max
`∈M

sup
c∈U`

E (T`(c`)) [Monotonicity of expectation]

= max
`∈M

E (T`(c`)) [E (T`(c`)) is constant in c]

thus establishing (A.3). �

A.1.8 Proof of Proposition 1.5.1

Proof. Our proof proceeds by first simplifying problem (1.12). First, we claim that

there is no loss of generality in restricting to the linear subspace where rj = cj/2 for

all j. To see this, apply a change-of-variable, rj =
cj
2

(1 + δj), and wj = yj(1 + δj). In
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terms of variables (δj, wj) problem (1.12) becomes

min
δ,w

max
j∈M

2wj
(1− δ2

j )cj

s.t.
∏
j∈M

(
1− exp

(
−cjwj

σ2
j

))
≥ 1− α,

w ≥ 0

−1 ≤ δj < 1 ∀j ∈M.

From the above, it is clear that any non-zero value of δj can only increase the objective.

Hence, under the restriction of rj = cj/2, problem (1.12) becomes

min
y

max
j∈M

[
2yj
cj

]
s.t.

∑
j∈M

log

(
1− exp

(
−cjyj
σ2
j

))
≥ log(1− α),

y ≥ 0.

We linearize the problem above by introducing an auxiliary variable s, and apply

the change-of-variables xj = yj/σ
2
j to transform it into a more amenable form for

optimization,

min
s,x

s

s.t.
2σ2

j

cj
xj ≤ s ∀j ∈M∑

j∈M

log (1− exp (−cjxj)) ≥ log(1− α),

x ≥ 0.

(A.4)

The KKT conditions are necessary for optimality of (A.4) due to Slater-type

constraint qualifications and for sufficiently large x, s. Moreover, (A.4) is a convex

program, and hence, the KKT conditions are also sufficient for optimality. We will

proceed to derive the KKT optimality conditions. We associate dual variables νj, j ∈
M with the first set of constraints and ξ with the second constraint. The KKT
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conditions read
s :

∑
j∈M

νj = 1

xj : −νj
2σ2

j

cj
+ ξ

cje
−cjxj

1− e−cjxj
= 0 ∀j

(A.5)

together with the complementary slackness conditions. Suppose for a contradiction

that ξ = 0. Then we must have that vj = 0 for all j ∈ M, which violates the first

condition. Hence, we must have ξ > 0, and by complementary slackness, the second

constraint of (A.4) must bind, i.e., we have
∑

j∈M log (1− exp (−cjxj)) = log(1−α).

Furthermore, this implies that vj > 0 for all j ∈ M, otherwise, the second set of

constraints of (A.5) will be violated. By complementary slackness of the first set of

constraints of (A.4), we require

2σ2
jxj

cj
= s =⇒ xj =

cj
2σ2

j

s ∀j ∈M,

where s solves the equation

∑
j∈M

log

(
1− exp

(
−
c2
js

2σ2
j

))
= log(1− α).

By the transformation yj = σ2
jxj we recover the solution to (1.12). �

A.1.9 Proof of Proposition 1.5.2

Proof. Consider the function f(σ) := log
(

1− exp
(
− c2js

2σ2

))
for any fixed c > 0

and s > 0. Direct computation shows that f ′(σ) ≤ 0. Hence, the function∑
j∈M log

(
1− exp

(
− c2js

2σ2
j

))
, which increases with s, decreases with each σj. Re-

call that s∗ denotes a solution of (1.13). Hence, for each j, ceteris paribus, as σj ↑,
we also have s∗ ↑.

Consider a fixed number of adverse events |M|, and fixed σj, j ∈M. Let s∗ solve
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(1.13) for these parameters. For a new pair (c, σ) > 0, consider(
1− exp

(
−c2s∗
2σ2

))∏
j∈M

(
1− exp

(
−c2js∗

2σ2
j

))
=

(
1− exp

(
−c2s∗

2σ2

))
(1− α)

< (1− α).

Hence, for s to solve (1.13) with |M|+ 1 adverse events, it must necessarily be larger

than s∗. �

A.1.10 Proof of Proposition 1.6.1

Proof. Equations (1.15) and (1.14) for
{
Tbase
j

}m+2

j=1
directly imply that {Tj}j∈Y satis-

fies the proportional hazards condition with constants αj as defined in the proposition

statement.

Fix t ≥ 0 and j ∈ Y . For each ` ∈ Y , define F `(t) := P (T` > t), and let f` be the

density of T`. We observe that by independence, P (τ > t) =
∏

`∈Y F `(t), and

P (τ = Tj, τ > t) = P

(
{Tj > t} ∩

⋂
`6=j

{T` > Tj}

)
=

∫ ∞
t

∏
`6=j

P (T` > s) fj(s)ds [Independence]

=

∫ ∞
t

∏
`6=j

F `(s)fj(s)ds [Definition of F `]

= αj

∫ ∞
t

∏
`∈Y

F `(s)g(s)ds [By (1.15) for {Tj}j∈Y ]

Sum across j on both sides. The LHS simplifies since τ must take the value of some

Tj, and the RHS simplifies directly. This yields

P (τ > t) =

(∫ ∞
t

∏
`∈Y

F `(s)g(s)ds

)(∑
j∈Y

αj

)
.

The result follows by direct substitution. �
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A.1.11 Proof of Proposition 1.6.2

Proof. Recall from (1.6), that ηB
j =

∑
v∈VB

j
πv. To show part 1, it suffices to note

that from the definition of V B
j from Proposition 1.4.1, for any node v ∈ V B

j , there

does not exist a k such that v(k) = 1. Consequently, for any node v ∈ V B
j , the routing

probability πv is constant with respect to φ1(j′) for any j′ ∈M.

To prove part 2, fix some j ∈M. Define for any node v ∈ V ,

P (v) := V A

j ∩ {u ∈ V : len (u) ≥ len (v) , u(k) = v(k), 1 ≤ k ≤ len (v)} .

In words, P (v) is the subset of nodes in V A
j that have v as a prefix. Also define

κ(v) :=


1

πv

∑
u∈P (v)

πu if πv > 0,

0 otherwise.

In words, κ(v) is the sum of routing probabilities over the set P (v), and normalized

by πv. Alternatively, κ(v) represents the sum of routing probabilities from node v to

its child nodes that have j after 1. We note that by construction, P (0) := V A
j and

κ(0) := ηA
j . Finally, define Z as the set of nodes that do not contain either 1 or j.

For the rest of the proof, to keep notation manageable, we use the following

two shorthands. First, for any node v ∈ V , we write the condition ∀j′ /∈ v as a

shorthand to mean that j′ is the subset of elements of {1, . . . ,m+ 1} such that v has

no component equal to j′. Second, for any node v ∈ V , we write the shorthand ∂jpv

to mean the partial derivative ∂pv/∂φ1(j).

The following three preliminaries hold by straightforward manipulations and their

proofs will only be sketched.

κ(v1j′) = κ(vj′1) ∀v ∈ Z,∀j′ /∈ v1j, (A.6)

∂jpv1j′ ≤ 0 ∀v ∈ Z,∀j′ /∈ v1j, (A.7)

∂jpv = 0 if 6 ∃k < len (v) such that v(k) = 1. (A.8)
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Firstly, (A.6) follows from fact that pvj = pσ(v)j for any permutation σ(·), which in

turn follows immediately from the definition of pv in (1.17) and the fact that products

commute. Secondly, both (A.7) and (A.8) follows immediately from the definition of

pv in (1.17).

Finally, to prove the proposition statement, we claim that

∂jκ(v) ≥ 0 and ∂jκ(v1) ≥ 0 (A.9)

for all nodes v ∈ V that do not contain 1 or j. Indeed, this implies the proposition

statement because ηA
j = κ(0). We shall prove our claim by backward induction on

the length of v.

First, consider any node v ∈ V , with length m− 1, that does not contain 1 or j.

The node v1 only has a single child, namely v1j, and hence, κ(v1) = pv1j. Further,

by (1.17), the routing probability to that child node is

pv1j =
φ1(j)

[∏
j′ 6=j φj′(j)αj

]
φ1(j)

[∏
j′ 6=j φj′(j)αj

]
+
[∏

j′ 6=j φj′(m+ 2)αm+2

] .
Note that pv1j 6= 1 in general because there is some probability of departing the

system. Nevertheless, we still have ∂jpv1j ≥ 0 from the expression above, since the

terms in square brackets are constants with respect to φ1(j). Similarly, the node v

only has two children, v1 and vj. However, since the node vj /∈ V A
j , hence vj /∈ P (n).

Therefore κ(v) = κ(v1), and hence ∂jκ(v) = ∂jκ(v1) ≥ 0.

To prove the result for nodes v of general length, suppose that (A.9) holds for all

nodes that do not contain 1 or j and have length strictly greater than some `. Let

v be a node of length `, that does not contain 1 or j. We note that the following

recursions hold.

κ(v) = pv1κ(v1) +
∑
j′ /∈vj

pvj′κ(vj′), (A.10)

and

κ(v1) = pv1j +
∑
j′ /∈v1j

pv1j′κ(v1j′). (A.11)
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Then, by the chain rule, we get

∂jκ(v1)

= ∂jpv1j +
∑
j′ /∈v1j

κ(v1j′)∂jpv1j′ +
∑
j′ /∈v1j

pv1j′∂jκ(vij′) [Chain rule]

= ∂jpvij +
∑
j′ /∈vij

κ(vij′)∂jpvij′ +
∑
j′ /∈vij

pvij′∂jκ(vj′1) [By (A.6)]

≥ ∂jpvij +
∑
j′ /∈vij

κ(vij′)∂jpvij′ [By inductive hypothesis]

=
∑
j′ /∈vij

(κ(vij′)− 1)∂jpvij′ [pvij = 1−
∑

j′ /∈vij pvij′ ]

≥ 0 [By (A.7) and κ ∈ [0, 1]].

Noting that by (A.8) that pv1 and pvj′ are constant with respect to φ1(j), we have

∂jκ(v) = pv1∂jκ(v1) +
∑
j′ /∈vj

pvj′∂jκ(vj′) ≥ 0,

by the inductive hypothesis and since we just showed that ∂jκ(v1) ≥ 0. �

A.1.12 Proof of Proposition 1.6.3

Proof. Throughout this proof, let C represent some generic constant free of µj. Fix

a patient k ∈ N. Clearly, k ≤ A0(t) to contribute anything to the log-likelihood

function (LLF) of µj.

First, consider k ∈ SB
j (t). The (additive) contribution of this patient to the LLF is

log µj −µj(tkj − tk0) +C. Second, consider k /∈ SB
j (t). The contribution of this patient

to the LLF is −µj(tk1∧ tkm+2∧ t− tk0)+C, since if either treatment or departure occurs,

there is no further contribution to the LLF of µj.

Thus, the LLF for µj is

LLFj(t) :=
∣∣SB

j (t)
∣∣ log µj − µj

A0(t)∑
k=1

(tk1 ∧ tkj ∧ tkm+2 ∧ t− tk0) + C,

and the expression for the MLE is obtained via straightforward differentiation. �
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A.1.13 Proof of Proposition 1.6.4

Proof. Fix a patient k ∈ N and suppose µj is known. Clearly patient k only

contributes to the LLR if tk1 < t. First, if k ∈ SA
j (t), the additive contribution to the

LLR is log ζj−µj(ζj−1)(tkj − tk1). For k /∈ SA
j (t) and tk1 < t, the additive contribution

to the LLR is −µj(ζj − 1)(tkm+2 ∧ t− tk1).

To summarize, the overall LLR is

LLRj(t) =
∣∣SA

j (t)
∣∣ log ζj − µj(ζj − 1)

A0(t)∑
k=1

(tk1 ∧ tkj ∧ tkm+2 ∧ t− tk1).

Finally, (1.22) is obtained by substituting the MLE (1.21) for µj. �

A.2 Technical Lemmas

In this section, we establish several technical results that are used as components of

the proofs of our main results. These results show how the position of nodes within

the arborescent queueing network affect the correlation of their arrival processes. We

begin with several definitions.

A.2.1 Definitions

For nodes u, v ∈ V , such that u is the (unique) parent of v, we define

parent (·) , child (·) as u := parent (v) and v ∈ child (u). Also, for any node v ∈ V ,

define tree (v) the set of nodes that are descendants of v, i.e.

tree (v) := {u ∈ V : len (u) ≥ len (v) , u(k) = v(k), 1 ≤ k ≤ len (v)} .

Similarly, for any finite collection of nodes A ⊆ V , define tree (A) :=
⋃
v∈A tree (v).

Moreover, for T = tree (v) for some v ∈ V , we define root (T ) := v.

Also, we define the tree intersection for two nodes u, v ∈ V as

∆(u, v) := tree (u) ∩ tree (v) .
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We apply the same notation to sets, i.e. for U, V ⊆ V , ∆(U, V ) := tree (U)∩ tree (V ).

For ∆(u, v) 6= ∅, define r(u, v) := root (∆(u, v)). Finally, note that if u ∈ tree (v),

then r(u, v) = u, and vice-versa.

A.2.2 Three Technical Results

Lemma A.2.1 Given two nodes u, v ⊆ V, let T := ∆(u, v) and define processes

X := {X(t), t ≥ 0}, Y := {Y (t), t ≥ 0}, with X(t) := Au(t), Y (t) := Av(t). Then,

1. If T = ∅, then X and Y are independent.

2. If T 6= ∅, then Cov (X(t), Y (t)) = Λr(u,v)(t) for all t ≥ 0.

Proof. First, consider the case that u and v have the same lengths. The arrivals to

u and v are then thinned processes from some common (and generically nonhomoge-

neous) Poisson process. Thus, Au and Av are independent, unless u = v, in which

case Au = Av and Cov (Au(t), Av(t)) = Var (Au(t)) = Λu(t) for all t ≥ 0.

Next, suppose u and v have different lengths. WLOG, let len (u) < len (v). By

going up the tree, we can find the ancestor v′ such that v ∈ tree (v′), and v′ is in

the same generation as u, i.e. len (v′) = len (u). First, suppose T = ∅. Then, it

is necessary that v′ 6= u. Otherwise, v ∈ tree (u). Thus, from above, the processes

Av′ and Au are independent by Poisson thinning. Since Av is derived from Av′ by a

sequence of repeated queueing and thinning, it is also independent of Au.

Second, suppose that T 6= ∅. Then, it is necessary that v ∈ tree (u), and thus

T = tree (v). Letting K := len (v) − len (u), define uK := v, and recursively uk−1 :=

parent
(
uk
)

for each k ∈ {1, . . . , K}. Then we have u0 = u, and uk are ancestors of v

for each k.

Fix some t ≥ 0. We claim that for each k ∈ {0, . . . , K}, we may write

Auk(t) = Buk(t) + Auk+1(t). (A.12)

where Buk(t) and Auk+1(t) are independent. Indeed, letting Quk := {Quk(t), t ≥ 0}
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represent the queue length process at node uk, and Duk := {Duk(t), t ≥ 0} the depar-

ture process from that node, we have

Auk(t) = Quk(t) +Duk(t) + Auk+1(t) +
∑

w∈child(uk)
w 6=uk+1

Aw(t).

By a Poisson thinning argument, Auk+1(t) is independent of Aw(t) for all w ∈
child

(
uk
)
\
{
uk+1

}
and also independent of Duk(t). Moreover, by Eick et al. (1993,

Theorem 1), Auk+1(t) is independent of Quk(t). Hence, if we define Buk(t) :=

Auk(t)−Auk+1(t), then Buk(t) and Auk+1(t) are independent. By recursively expanding

(A.12), we get

Au(t) =
K−1∑
k=0

Buk(t) + Av(t),

with Av(t) independent of
∑K−1

k=0 Buk(t). Thus, Cov (Au(t), Av(t)) = Var (Av(t)) =

Λv(t) = Λr(u,v)(t). �

This Lemma is extended by the following corollary.

Corollary A.2.1 Given two sets of nodes U, V ⊆ V, let T := ∆(U, V ) and define

processes X := {X(t), t ≥ 0}, Y := {Y (t), t ≥ 0}, with X(t) :=
∑

u∈U Au(t), Y (t) :=∑
v∈V Av(t). Then,

1. If T = ∅, then X and Y are independent.

2. If T 6= ∅, then Cov (X(t), Y (t)) =
∑

(u,v)∈T Λr(u,v)(t) for all t ≥ 0, where

T := {(u, v) ∈ U × V : ∆(u, v) 6= ∅} .

Proof. Note that U, V are finite sets, and admit the representation U =
⊎
u∈U {u}
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and V =
⊎
v∈V {v}. By definition,

T = tree (U) ∩ tree (V )

=

(⊎
u∈U

tree (u)

)
∩

(⊎
v∈V

tree (v)

)
=

⊎
u∈U

⊎
v∈V

(tree (u) ∩ tree (v))

=
⊎

(u,v)∈T

∆(u, v)

Hence, if T = ∅, we have tree (u)∩tree (v) = ∅ for all u ∈ U , v ∈ V . By Lemma A.2.1,

the vector processes (Au)u∈U and (Av)v∈V are independent. Since Borel functions

applied separately to independent vectors preserves their independence, and X and

Y are sums over the components of (Au)u∈U and (Av)v∈V respectively, X and Y are

also independent.

Conversely, if T 6= ∅, then T 6= ∅ either. Thus, for any t ≥ 0,

Cov (X(t), Y (t)) =
∑
u∈U

∑
v∈V

Cov (Au(t), Av(t)) [Bilinearity of Cov (·)]

=
∑

(u,v)∈T

Cov (Au(t), Av(t)) [Lemma A.2.1.1]

=
∑

(u,v)∈T

Λr(u,v)(t). [Lemma A.2.1.2]

�

A.3 Illustration with m = 2 Adverse Events

In this section, we consider a small example with m = 2 adverse events, labelled with

indices {2, 3}. Index 0 represents arrival to the system, index 1 represents treatment

with the drug, and index 4 represents departure from the system. The M/G/∞/M
queueing network for this small example is illustrated in Figure 1.3 of the main text.

Through this example, we demonstrate how to compute the means and covariances of

the the patient count processes
∣∣Sij(t)∣∣ in Proposition 1.4.3. This small and concrete
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example serves to illustrate the key ideas invoked in the derivations for the case of

general m.

A.3.1 Decomposition of Patient Counts into Cumulative Ar-

rivals

We begin by exhibiting the result of Proposition 1.4.1, by expressing the patient

count processes
∣∣Sij(t)∣∣ as sums of cumulative arrival processes Av (defined in Defini-

tion 1.4.1).

First, |SB
2 (t)|, the number of patients who experienced adverse event 2 before

treatment, can be obtained as the sum

|SB

2 (t)| = A2(t) + A32(t), (A.13)

Note that each of the arrival processes are all independent, because of Poisson thin-

ning. Similarly, |SA
2 (t)|, the number of patients who experienced side effect 2 after

treatment, can be obtained as the sum

|SA

2 (t)| = A12(t) + A132(t) + A312(t). (A.14)

Analogous expressions can be derived for adverse event 3.

∣∣S3
B(t)

∣∣ = A3(t) + A23(t), (A.15)

and ∣∣S3
A(t)

∣∣ = A13(t) + A123(t) + A213(t). (A.16)

A.3.2 Covariance Calculations

First, consider the covariance between |SB
2 (t)| and |SA

2 (t)| (Eqs. (A.13) and (A.14)).

The arcs used are depicted in Figure A.1. From the figure, it is clear that |SA
2 (t)| is

independent of |SB
2 (t)|, illustrating the result of Lemma 1.4.2. A completely analogous

argument shows that the same holds for adverse event 3: |SB
3 (t)| and |SA

3 (t)| are
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independent.
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Figure A.1: Blue: Arcs used in constructing |SB
2 (t)|. Red: Arcs used in constructing

|SA
2 (t)|. Departures not illustrated.

Second, consider the covariance between |SB
2 (t)| and |SB

3 (t)| (Eqs. (A.13) and

(A.15)). The relevant processes are depicted in Figure A.2. While there are no
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Figure A.2: Red: Arcs used in constructing |SB
2 (t)|. Blue: Arcs used in constructing

|SB
3 (t)|. Departures not illustrated

overlapping arcs used, there is still dependence. For example, the processes A2(t) and

A23(t) are generally not independent. Indeed

A2(t) = A23(t) + A21(t) + A24(t) +Q2(t).
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Note that A24(t) represents the “arrival” to node 24, which is the external depar-

ture process from Node 2. Node 2 behaves like a Mt/G/∞ queue. Eick et al.

(1993, Theorem 1) show that for such queues, the queue length process is indepen-

dent of the departure process from the queue. Thus, A23 and Q2 are independent.

Moreover, A21, A23, and A24 are mutually independent by Poisson thinning. Hence,

Cov(A2(t), A23(t)) = Var(A23(t)). A similar relationship holds for A3 and A32. Thus,

the covariance can be computed as

Cov(|SB

2 (t)| , |SB

3 (t)|)
= Cov(A2(t) + A23(t), A3(t) + A32(t)) [(A.13) and (A.15))]

= Cov(A23(t), A23(t)) + Cov(A32(t), A32(t)) [Independence]

= Var(A23(t)) + Var(A32(t))

= Λ23(t) + Λ32(t).

Third, consider the covariance between |SA
2 (t)| and |SA

3 (t)| (Eqs. (A.14) and

(A.16)). The relevant processes are depicted in Figure A.3. Again, the processes
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Figure A.3: Red: Arcs used in constructing |SA
2 (t)|. Blue: Arcs used in constructing

|SA
3 (t)|. Departures not illustrated

A12(t) and A123(t) are generally not independent. Indeed, we express

A12(t) = A123(t) + A124(t) +Q12(t),

and note that A123 and Q12 are independent by Eick et al. (1993, Theorem 1), while
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A123 and A124 are independent by Poisson thinning. Hence, Cov(A12(t), A123(t)) =

Var(A123(t)). A similar relationship holds for A13 and A132. Thus, the covariance can

be computed as

Cov(|SA

2 (t)| , |SA

3 (t)|)
= Cov(A12(t) + A132(t) + A312(t), A13(t) + A123(t) + A213(t)) [(A.14), (A.16))]

= Var(A123(t)) + Var(A132(t)) [Independence]

= Λ123(t) + Λ132(t).

Fourth, consider the correlation between SB
2 (t) and SA

3 (t) (Eqs. (A.13) and

(A.16)). The relevant processes are depicted in Figure A.4. From the Figure, it
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Figure A.4: Red: Arcs used in constructing |SB
2 (t)|. Blue: Arcs used in constructing

|SA
3 (t)|.

is clear that by the same argument, the only correlation that can arise comes from

the processes A2 and A213, and this gives us the covariance

Cov(|SB

2 (t)| , |SA

3 (t)|) = Var(A213(t))

= Λ213(t).

Finally, consider the covariance between |SA
2 (t)| and |SB

3 (t)| (Eqs. (A.14) and

(A.15)). The relevant processes are depicted in Figure A.5. Their covariance is

Cov(|SA

2 (t)| , |SB

3 (t)|) = Var(A312(t))

= Λ312(t).
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Figure A.5: Red: Arcs used in constructing |SA
2 (t)|. Blue: Arcs used in constructing

|SB
3 (t)|.

A.4 Hazard Rates and the Cox Proportional Haz-

ards Model

For a nonnegative random variable T that has a density fT and cumulative distri-

bution function FT , the hazard rate function of T is a non-negative valued function

hT : R+ → R+ that is defined as

hT (s) :=
fT (s)

1− F (s)
.

The Cox proportional hazards model is a model of the relationship between a

nonnegative random variable, T (which usually has the interpretation as the random

time to an event) and a vector of predictor variables, which we will denote as x :=

(x1, . . . , xN). The model assumes that these predictors have a multiplicative effect on

the hazard rate of T , hT . More precisely, it assumes that there is a baseline hazard

rate function, hTbase , such that hT is given by

hT (s) = hTbase(s)eβ
′x, (A.17)
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where the vector of coefficients β := (β1, . . . , βN), is estimated from data. The usual

method of estimating these coefficients is through maximizing a quantity known as the

partial likelihood. This model has several other attractive properties: It can handle

right-censored data, and the estimation procedure for β does not require specification

of the baseline hazard rate function hTbase . We refer interested readers to Cox (1972)

or Efron (1977) for details.

It is useful to compare the classical version of the proportional hazards model

in (A.17) from our dynamic version of the proportional hazards model (1.14). In

the classical version, predictor variables can be real-valued or binary-valued, and are

assumed to be known at time 0. In our model (1.14), the “predictor variables” are

binary-valued and dynamically updated as the stochastic system evolves.



Appendix B

Supplemental Materials for

Chapter 2

B.1 Proof of Theorem 2.4.1

Proof. We only prove the case of the upper bound. The lower bound follows by an

identical argument. Define Θw as

Θw := min
u

n∑
j=1

wjpj∑
x∈{0,1}m fj(x)u(x)

s.t. Liku = vik i, k ∈ {1, . . . ,m} ,∑
x∈{0,1}m u(x) = 1,

u(x) ≥ 0.

(B.1)

Clearly, Θw ≤ 〈w,p〉 −∆w, because the true distribution g is a feasible choice of the

decision variable u in problem (B.1), and their objectives coincide. Rearranging this

inequality yields ∆w ≤ 〈w,p〉 −Θw.

It remains to show that Γw ≤ Θw. We will now reformulate (B.1) in two steps.

First, we construct an auxiliary decision variable t := (tj)
n
j=1, t ≥ 0, where, for each

j ∈ {1, . . . , n},
tj =

1∑
x∈{0,1}m fj(x)u(x)

. (B.2)

142
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We may rearrange (B.2) and write it as
∑
x∈{0,1}m tjfj(x)u(x) = 1. Second, we

introduce auxiliary decision variables uj that are all equal to u. Without loss, we

may set u = u1.

Putting both these constructs together yields the optimization problem

Θw = min
uj ,t≥0

n∑
j=1

wjpjtj

s.t.
∑
x∈{0,1}m fj(x)tjuj(x) = 1 ∀j

Likuj = vik ∀i, j, k∑
x∈{0,1}m uj(x) = 1 ∀j

uj(x) ≥ 0 ∀j,x
uj(x) = uj′(x) ∀j, j′,x.

(B.3)

In (B.3), j, j′ take values in {1, . . . , n}, i, k take values in {1, . . . ,m}, and x takes

values in {0, 1}m.

From (B.3), we define a new decision variable qj, with qj = tjuj pointwise, and we

remove the final constraint that all the uj have to be equal. We note that the relaxed

problem is exactly the required LP (2.9) – (2.13). Hence, the LP (2.9) – (2.13) is

indeed a relaxation of (B.3), and consequently Γw ≤ Θw holds. �

B.2 Econometric Models for Meta-analysis

Our meta-analytic sample primarily contains studies that use logistic regression as

their statistical model, which we proceed to describe. Suppose we have a binary

adverse health outcome of interest, denoted by H, a binary exposure of interest,

denoted by X1, and p − 1 controls, denoted by X2, . . . , Xp. We collect studies that

use a logistic regression model, that is, it assumes that the conditional probability

P (H|X1, . . . , Xp) has a parametric structure given by

P (H|X1, . . . , Xp)

1−P (H|X1, . . . , Xp)
= exp (β0 + β1X1 + . . .+ βpXp) . (B.4)
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The odds ratio for the exposure-outcome pair is exp(β1), which is what we extract

from the study. The same structure applies for both cross-sectional and longitudinal

studies. However, for longitudinal studies, the predictor variables are assessed at a

time point called baseline, while the health outcome H is assessed at a later time

point called follow up.

Our meta-analytic sample also contains longitudinal studies that use the Cox pro-

portional hazards model, which we presently describe. Let τ be a random variable

that represents the random occurrence time of the adverse health outcome. We as-

sume that τ is positive with probability 1 and has a density, which is denoted by

f : R+ → R+. Let λ : R+ → R+ represent the hazard rate function for τ , which

is defined as λ(t) := f(t)
P(τ>t)

for all t ≥ 0, and is related to the survival function,

P (T > t), through the expression P (τ > T ) = exp
(
−
∫ T

0
λ(t)dt

)
. The Cox propor-

tional hazards model assumes that there exists a positive-valued function λ0(t), whose

structure is unspecified, such that

λ(t) = λ0(t) exp (β1X1 + . . .+ βpXp) . (B.5)

We now derive the connection between the Cox and logistic models. Given the

setup of the Cox model, further suppose that baseline defined as time 0, and that

follow-up is defined as a constant time point T . Then, we can define event H in terms

of τ by as H = {τ ≤ T}, and the odds ratio on the LHS of equation (B.4) can be

written in terms of the hazard function of τ as

P (τ ≤ T |X1, . . . , Xp)

1−P (τ ≤ T |X1, . . . , Xp)
= exp

(∫ T

0

λ(t)dt

)
− 1,

by (B.5). Next, by the first order approximation ex−1 ≈ x, we get exp
(∫ T

0
λ(t)dt

)
−

1 ≈
∫ T

0
λ(t)dt =

(∫ T
0
λ0(t)dt

)
exp (β1X1 + . . .+ βpXp) . Finally, by defining β0 =

log
(∫ T

0
λ0(t)dt

)
, we obtain

P (τ ≤ T |X1, . . . , Xp)

P (τ > T |X1, . . . , Xp)
≈ exp (β0 + β1X1 + . . .+ βpXp) .
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Therefore, the Cox proportional hazards model may be viewed (at least to the first

order) as an approximation to the logistic regression model.



Appendix C

Proofs of Results in Chapter 3

C.1 Proof of Proposition 3.3.1

Proof. Suppose that (3.4) is feasible (otherwise, f = +∞ by convention and the

inequality holds trivially) and let P be one such feasible solution. Let the probability

law induced by P be P and denote the expectation under P by E. From the second

constraint of (3.4), e/N is a stationary distribution for the chain and therefore all

states in V , including state 1, are positive recurrent states. Let V1 = V1(P ) ⊆ V be

the communicating class of the chain that contains state 1.

Consider the Markov chain that is restricted to V1, which has a stationary distri-

bution πV1 = e/ |V1| ∈ R|V1|. Let us generalize the definition of τ11. In particular,

for k = 1, . . . , let τ1k be a r.v. representing the kth return time to state 1. Because

the restricted Markov Chain on V1 is irreducible and positive recurrent, πV1 is the

unique stationary distribution, and the kth expected return time to state 1 is given

by E (τ1k) = k |V1|. Since rewards are only obtained in state 1, the expected infinite

146
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horizon discounted reward is

E

(
∞∑
k=0

ατ1k

)
=

∞∑
k=0

E (ατ1k) [ Monotone Convergence Theorem ]

≥
∞∑
k=0

αk|V1| [ Jensen’s inequality, x 7→ αx is convex ]

=
1

1− α|V1|
≥ 1

1− αN
, [ |V1| ≤ |V | = N ]

(C.1)

thus we have shown the lower bound on f .

In (C.1), for the first inequality to hold with equality, we note that x 7→ αx is in

fact strictly convex, and therefore we require P (τ11 = |V1|) = 1 to hold. In order for

the second inequality to hold with equality, we would require |V1| = N . Therefore, it is

necessary that τ11 = N , P-a.s.. Sufficiency follows immediately by direct substitution.

Optimality of P follows since it attains the lower bound. �

C.2 Proof of Proposition 3.3.2

Proof. If G contains a Hamiltonian cycle C ⊆ E, then, the binary matrix P ∗ such

that P ∗ij = 1(i,j)∈C is both feasible in (3.4) and attains the lower bound. Hence,

f = 1
1−αN .

Conversely, assume that f = 1
1−αN holds. From Proposition 3.3.1, there exists

some optimal P ∗ that induces a probability law P such that τ11 = N , P-a.s..

Pick any such optimal P ∗, and let P be the probability law induced by P ∗. Con-

sider the state of the Markov chain in period N − 1, XN−1, and let VN−1 ⊆ V \ {1}
represent the set of all possible states for XN−1, P-a.s.. Since XN = 1, P-a.s., it is

necessary that P ∗i1 = 1 for each i ∈ VN−1. However, from the second constraint of

(3.4), it is also necessary that
∑N

i=1 P
∗
i1 = 1. Since P ∗ is constrained to be nonnega-

tive, this implies that there is some unique vertex vN−1 ∈ V \{1} with (vN−1, 1) ∈ E,

such that VN−1 = {vN−1}. Moreover, the chain cannot have a positive probability

of being in vN−1 at any period before N − 1. Otherwise, P(τ11 < N) > 0, which
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contradicts the assumption that τ11 = N , P-a.s..

Next, consider the state of the chain at periodN−2, XN−2, and let VN−2\{1, vN−1}
be the set of all possible states for XN−2, P-a.s.. By an identical argument above, we

can show that it is necessary that there is some unique vN−2 ∈ V \ {1, vN−1} with

(vN−2, vN−1) ∈ E, such that VN−2 = {vN−2}.
By repeating this construction until termination, we will end up with a set of

unique states v1, . . . , vN−1 ∈ V \ {1} such that C = {(1, v1), (v1, v2), . . . , (vN−1, 1)} ⊆
E and therefore C is a Hamiltonian cycle of the graph G. �

C.3 Proof of Theorem 3.4.1

Proof. First, we prove the lower bound for general P . Consider any v that is feasible

in (3.9) and any P ∈ P . Then, since (I−αP )−1 is component-wise nonnegative, the

inequality

v ≤ (I − αP )−1r

holds component-wise for any P ∈ P .

Since π0 ≥ 0, the above implies that

π0
′v ≤ π0

′(I − αP )−1r ∀P ∈ P .

Hence, π0
′v ≤ infP∈P π0

′(I − αP )−1r = f . Maximizing over v on the LHS implies

the result.

To prove the reverse inequality, now assume that P satisfies Assumption 3.3.1.

Consider the constraints of (3.9) under this assumption. The ith constraint may be

expressed in the following equivalent forms

vi ≤ min
zk∈Zk,k=1,...,K

{
ri + α

K∑
k=1

(ei
′uk) (zk

′v)

}

⇐⇒ vi ≤ ri + α
K∑
k=1

[
(ei
′uk) min

zk∈Zk

{zk′v}
]
,

(C.2)

where the latter form is justified because the minimization is separable in k and



APPENDIX C. PROOFS OF RESULTS IN CHAPTER 3 149

because uk ≥ 0 by Assumption 3.3.1.

Let v∗ be an optimal solution of (3.9), and choose a collection of vectors

z∗k ∈ arg minzk∈Zk
zk
′v∗, k = 1, . . . , K. From (C.2), the following inequality holds

component-wise:

v∗ ≤ r + α

[
K∑
k=1

ukz
∗
k
′

]
v∗. (C.3)

Define P ∗ :=
∑K

k=1 ukz
∗
k
′. We claim that

f∗ = π0
′(I − αP ∗)−1r.

From (C.3) and since (I − αP ∗)−1 has non-negative components, we immediately

get f∗ ≤ π0
′(I − αP ∗)−1r. For the reverse, suppose for a contradiction that f∗ =

π0
′v∗ < π0

′(I − αP ∗)−1r. This contradicts the assumed optimality of v∗.

Finally, suppose for a contradiction that f∗ < f . This implies that

π0
′(I − αP ∗)−1r = f∗ < f := inf

P∈P
π0
′(I − αP )−1r,

which is a contradiction since P ∗ is feasible for the infimization on the RHS. �

C.4 Proof of Proposition 3.4.1

Proof. Throughout this proof, we will fix some k = 1, . . . , K and t, and therefore omit

explicitly writing the dependence on k and t for brevity. Without loss of generality,

assume that v is already sorted in ascending order. We also assume that z < z

component-wise (otherwise, we can just remove the degenerate indices, i.e., those i

where zi = zi and rescale).
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Each update for either (3.12) or (3.13) solves the optimization problem

min
z

v′z

s.t. z ≤ z ≤ z

e′z = 1,

(C.4)

where we recall e is the vector of all ones. By a change-of-variable yi =
zi−zi
zi−zi

, we

observe that (C.4) becomes the linear relaxation of the one-dimensional knapsack

problem, and is well-known to have an optimal solution with a “threshold” structure,

which, after transforming back to the original decision variables, yields (3.14). �
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