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Abstract—As engineers, we often find ourselves spending a
non-trivial amount of time converting sketched diagrams and
figures into digital format. A lot of research has been done
in conversion of hand-drawn sketches to computer drawings.
However, most of it is domain-specific with training templates
which must first demonstrate the shapes the user first intends
to recognize as suggested by Kara and Stahovich [1] as well as
Puzicha et al. [2]. Other algorithms are optimized for specific
domains (e.g. for military drawings [3]). Due to the variability in
drawing trends and variation in interpretation, a robust domain-
independent algorithm is lacking.

In this paper we describe a domain-independent algorithm
for basic shape detection. The shape detection algorithm works by
detecting corners using the Harris corner detector. The corners
are then removed which allows for line detection. The lines
are then combined into shapes. Since the images are captured
using a hand-held device, perspective distortion is taken into
account by applying homography. Slightly slanted lines are then
converted into perfect horizontal/vertical lines due to unavoidable
imperfections in human hand-drawn shapes.

I. INTRODUCTION

We aimed to convert hand-drawn shapes to slides. To sim-
plify the conversion process, we only attempt to characterize
polygons and ellipsoidal shapes. Once characterized, we do
some manipulation to account for perspective distortion and
human error before generating the slide. This process is shown
in Figure 1. We also created an Android application that would
capture the image and send it to the server. Upon receipt of
the captured image, the server will process the image and the
application will show a preview of the shape recognition. Upon
approval, the server will forward the slides with digitalized
shapes to the email address that the user provided. The process
is shown in Figure 3.

II. ALGORITHM

The algorithm is implemented in python using openCV and
NumPy. The algorithm can be broken down into discrete steps
which are explained as follows:

A. Image Acquisition (Figure 1a)

A set of images is fed into the algorithm. The images are
captured using a hand-held device. This means that the images
are generally from 2 MP - 10 MP range. The algorithm is set
up such that it assumes an input of high-resolution images. It
then rescales the image by 0.2-0.3x to account before further
processing to improve the turn-around time.
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Fig. 1. Algorithm Process Flow: (a) Image captured with a hand-held device
(b) Binarized image after closing operation (c) Image with corners removed (d)
Detected shapes shown with different colors. Slight color variation within the
same shape signify the detection of individual edges. (e) Display of detected
shapes after homography (f) Display of detected shapes are angle straightening

(a)

(b)

Fig. 2.
(a) Binarized image before closing (b) Binarized image after closing

B. Binarization and Closing (Figure 1b)

To begin with shape detection algorithm, we first binarize
the image to ease manipulation with the shapes. This process is
extremely important as all the other steps rely on high-quality
binarization to function properly. We found that adaptive
thresholding (using weighted sum with a Gaussian window)
gave the best results since it took into account changing
lighting conditions within the same image. Our algorithm
works well even for shapes drawn on a lined paper. This is
because we set the parameters of adaptive thresholding in a
way that minimizes the retention of background lines.

We also notice that even after optimizing the adaptive
thresholding process, some long edges had breaks in them.



To fix this, we performed a closing operation by first dilating
and then eroding the image. We found out that for our
purposes, using a 9x9 box structuring element gave the best
results. Figure 2 shows the comparison of binarization with
and without closing.

C. Corner Detection and Removal in Polygons (Figure 1c)

There are different ways to detect straight lines such as
Hough transform and line detection algorithms such as one
suggested by Lagunovsky and Ablameyko [4]. However, we
applied a different approach to detect lines (to account for
unintentional curves in human drawings). To detect polygons,
we first attempt to detect the corners using Harris corner
detector. We then attempt to separate the edges in the linear
shapes. To do so, we enlarge the detected corners and subtract
it from the binarized image. The enlargement of corners
ensures complete separation of all the edges in the shapes.
We use these isolated sides in the shape detection algorithm
as described in the Shape Detection section that follows.

D. Shape Detection (Figure 1d)

Several domain-independent algorithm already exist for
detecting different shapes [5].

We detect line segments in the image after corner removal
by calculating the eccentricity of the regions in our image. A
large eccentricity indicates that the image has a much larger
major axis than minor axis, and therefore is very elongated,
indicating a line segment. A very small eccentricity indicates
an ellipsoidal region, and is stored independently in a list of
ellipsoidal shapes.

We implement linear shape detection by iterating over all
pairs of sides detected in the image. For every vertex in the
pair of sides, we determine whether the corresponding sides
likely intersect by finding the intersection point and verifying
it’s near to two vertices in the pair of sides. We then combine
the pair of segments into a partial shape, and as we iterate
through all pairs of segments in the image, these partial shapes
are eventually completed.

At the end of this step, we then have a list of all the linear
and ellipsoidal shapes. The coordinates of these shapes still
correspond to the positions in the original captured image.

E. Homography (Figure 1e)

Since our initial image acquisition is by means of a hand-
held device, perspective distortion is inevitable. This is due
to the angle at which the image is captured. To account for
such distortion, we require our users to draw a bounding box
surrounding their shapes. The bounding box serves to provide
anchoring points in our perspective distortion algorithm. It
allows us to use it as a reference frame and rectify other shapes
according to it. To detect the bounding box we calculate the
area of all the quadrilaterals and assign the quadrilateral with
the highest area to be the bounding box.

We use the homography process as described by Tong and
Zhang [6]. To begin the homography process, we first rectify
the vertices of the bounding box to a rectangle of width of
10 pts and height of 8 pts. The algorithm defined by Tong
and Zhang takes as inputs the original and rectified vertices of

the bounding box, which we statically define, and provides an
equation for transforming the rest of the vertices accordingly
to move into the new 10x8 bounding box.

F. Angle Straightening (Figure 1f)

Due to the inherent imperfections in human drawings, we
implement an angle correction function. This function takes in
the coordinates of all the linear shapes and returns the rectified
coordinates. The rectification is done by calculating the angle
between two points with respect to x-axis. For this algorithm,
we have set the rectification angle to be 15◦. Thus, any edge
having an angle between 75◦ and 105◦ is corrected to 90◦ and
any edge having an angle between −15◦ and 15◦ is corrected
to 0◦. This process allows for the shapes that were intended
to be aligned to the axis to maintain their alignment.

III. ANDROID APPLICATION

The Android application was written both as a demonstra-
tion of the image processing algorithm and as an example of
the potential UI that could wrap the algorithm we developed.
We kept both of these goals in mind while designing the
application, which led to a user interface that was both as
simple as possible (to keep the focus on the image processing),
while also supporting the most common user flow (saving
several slides and emailing them to oneself).

A. User Interface Flow

The overall flow of the user interface is shown in Figure 3.
The flow was very much designed with a specific application
flow in mind, and helps the user easily follow its interface
patterns:

Fig. 3. Various stages of Android application flow.

Users go through the following flow to receive a complete
set of slides in their inbox:

1) Launch the Android application.
2) Take a focused photo (the application automatically

focuses when the camera is steady).
3) The application then uploads the captured photo and

then shows the user the recognized shapes overlaid
on their original photo, as seen in the third screen
capture. If the system recognized the shapes in the



image, as it should, then the user can tap “Save Slide”
to continue capturing more photos, or use Android’s
back button to return to the capture mode and capture
the slide again.

4) After capturing the last slide in the presentation, the
user can tap “Email Me.”

5) The application prompts the user for their email
address, and if they submit theirs, the system will
automatically send the collected slides in a PDF to
the user’s address.

There are two Activity instances in the application. The
first corresponds to the view where the user is capturing the
photo, and the second corresponds to the view where the user
accepts or rejects a preview of the shapes recognized by the
server.

B. Server Communication

The application communicates with the server in most steps
of the application flow, so that the server stays synchronized
with the application’s state.

For each image captured by the phone, the application
sends a POST request to /sample_image/ with the full
resolution image data included. The server directly responds
with the image of the matched shapes, which can cause a slow
delay for this request sometimes. The server remembers the
shapes recognized in this image, so if the user next requests
the server to save or email their PDF, it is available.

When the user taps “Save Slide,” a GET request is made
to /save/. The response of this request is not important, but
the action the server takes is: it moves the cached shape data
from the “last captured” data into the cache for that user’s PDF
to be generated later. That is, it saves the shapes from the last
captured photo into a list to generate the PDF.

Finally, when the user taps “Email Me,” a GET request is
made to /email/. When a request is received at this address,
the server takes the same action as for /save/ (i.e. saving
the last captured slide), but then also generates the PDF using
TikZ and sends it using Amazon’s SES (Send Email Service)
SMTP server.

IV. RESULTS

Our algorithm was able to detect the shapes that we had
planned for (which includes polygons and ellipsoidal shapes).
To demonstrate, the variety of images the algorithm is able to
process a set of six different images fed into the algorithm.
The inputs and outputs are shown in Figure 4.

In our implemention, we only consider closed shapes.
Therefore, for any shape for which all the edges are not
connected as drawn by the user, the algorithm rejects the shape.
Furthermore, if the user has drawn a closed shape but our
algorithm fails to detect one of the sides, then similarly the
shape is again rejected. This is the cause of the majority of
our failures. Also, sometimes the corner removal fails to isolate
the edges completely and therefore the eccentricity does not
indicate a line segment for that region.

Fig. 4. Output of 6 different images fed into the algorithm. We can see that
the algorithm is able to successfully digitilize and rectify the shapes.

V. CONCLUSION AND FURTHER WORK

We were able to implement the algorithm to detect poly-
gons and ellipsoidal shapes. However, our algorithm only
works when the shapes are not close together due to the way
we group the vertices together into shapes. Further work can
be done to allow for more shapes to be detected and perhaps
altering the shape detection approach to allow for intersecting
shapes. With greater confidence in our binarization and corner
removal, we could allow for a larger variety of shapes to be
detected. This is because our algorithm would reject fewer
shapes including line segments. Such algorithms would espe-
cially be useful in digitalization of flow-charts which often
have arrows connecting rectangles. Not rejecting intersecting
shapes would also allow for more complex shape diagrams
including digitalizition of hand-drawn circuit diagrams.

VI. APPENDIX: CONTRIBUTIONS

The contributions were made as follows:

• Binarization and closing optimization: Muneeb
Ahmed



• Corner detection and removal: Jeff Wheeler

• Shape detection: Jeff Wheeler

• Homography: Muneeb Ahmed

• Angle straightening: Muneeb Ahmed

• Android implementation: Jeff Wheeler
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