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Abstract—This paper presents a method to locate and identify 

characters within a comic strip.  As many comics use distinct 

color schemes to represent each character, the developed method 

uses color histograms to determine the presence and location of 

characters in a frame.  To provide a baseline for comparison, 

SIFT features were also used to identify the characters.  It was 

found that the SIFT algorithm is accurate but frequently is 

unable to detect the presence of a character while the color 

histogram method detects most characters but is inaccurate in its 

identification.   
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color histograms 

I. INTRODUCTION 

Comic strips have entertained readers for decades. 

Automatically recognizing characters and text within a comic 

strip could allow everyone to experience comics through text-

to-speech, regardless of their ability to physically see or read 

the comic strip. This paper describes the first steps to 

accomplish this goal by providing a method to segment frames 

and recognize characters in comic strips.  

 

Many approaches to this problem are possible. Eigenface 

and Fisherface decompositions are standard algorithms used to 

identify faces [1], however these are limited by the variability 

of cartoon facial expressions and profiles. A potential way to 

circumvent the necessity of a standardized face is to use Scale 

Invariant Feature Transform (SIFT) keypoints [2]. A training 

set with keypoints and descriptors for common faces, 

including side-profiles, is expected to identify cartoon faces 

with high accuracy. Cartoonists are known to repeat the facial 

expressions and profiles of their cartoons from strip to strip 

making the SIFT method a good candidate for this problem.  

 

However, such known methods primarily use grayscale 

color intensities. In comics, color is a valuable source of 

information. This motivated the development of our own 

algorithm for character recognition: Color Histogram Area 

Recognition (CHAR). This algorithm identifies characters by 

taking advantage of their unique colors. To provide a testing 

baseline, we compared CHAR performance to that of SIFT. 

 

In this paper we focus on the comic strip Garfield, as its 

characters are unique both in color and facial features. The 

input images to the SIFT and CHAR algorithms were captured 

by an Android smartphone and processed on a web server. 

II. METHODOLOGY 

Our final system implementation included an android phone, a 

MATLAB script running our image processing algorithms, 

and a PHP server communicating between the two. We used 

example code from the Android Tutorial from the EE 368 

class website for our framework [3]. Before implementing our 

algorithm, we manually cropped and labeled characters from 

Garfield comics to form a database. Because there is much 

variability in character design, printing process, and colors 

used since the Garfield’s first print in 1982, we chose training 

data spaced throughout the years to capture as much variation 

as possible. The database composition is shown in Table 1. 

 
TABLE I: NUMBER OF CHARACTERS IN DATABASE. 

 
Garfield Jon Odie Liz Arlene Nermal Pooky 

476 333 46 72 7 4 17 

 

Our image processing algorithms were coded in MATLAB 

with the OpenCV library and the VLFeat library [3] [4]. Our 

final system can be divided into three modules: frame 

rectification, CHAR, and SIFT. In the first module, we 

detected and corrected perspective distortion and noise in 

images captured by the camera of an android phone. Next, we 

segmented each individual frame of the comic strip. The 

frames were then passed onto either the CHAR or SIFT 

character detection algorithms. All three of these modules are 

described in depth in the following sections. 

 

1. Frame Rectification 

Image correction and frame extraction are necessary for 

algorithm robustness and repeatability [6]. First, the input 

 
 

Figure 1: The rectification process. An example of the original image, taken with a moderate rotation (left), inverted, thresholded, and eroded image (middle), 

and final image overlaid with bounding rectangles (right). 

 



 

Figure 2: Example of image clustered by color. Different gray levels 
represent a different cluster 

 

 

Figure 3: A color cluster and a corresponding filtered and labelled candidate 
character detection 

 

image was binarized using locally adaptive thresholding with 

a fixed neighborhood. This ensured that the presence of any 

lighting gradient is removed, and the black borders of the 

frames were accentuated. At that point, the image was 

inverted and eroded to ensure the frames were not touching 

one another. To fix any rotation of the cartoon strip, the 

Hough Transform of the image was computed and the largest 

peak in Hough Space was identified as the dominant 

orientation of the image. After correcting this rotation, 

individual frames needed to be identified. 

 

We identified frames by performing region labeling on the 

binarized image. Borders of the frames were labeled as one 

continuous region with a bounding box that then contained the 

frame of interest. Bounding boxes with areas either too large 

or too small relative to the size of the total image were 

removed. The remaining areas then correlated to the location 

of each frame in the cartoon strip. The original color image 

was then rotated, cropped, and passed on to the CHAR or 

SIFT methods with the locations of the frames. An example of 

the process is shown in Fig. 1.  

 

2. CHAR 

Generally, comic strips are a medium reliant on color. Unlike 

SIFT and other keypoint detectors, which rely on grayscale 

image intensities, we developed Color Histogram Area 

Recognition (CHAR) as an algorithm to detect and recognize 

characters from a color comic strip. We wanted to utilize this 

extra information to improve character detection and 

recognition. Additionally, the algorithm enjoys a much lower 

computational cost than SIFT, making it more suitable for a 

smart phone application. CHAR assumes its input is a single 

frame of a comic. 

 

    The first step is to convert the image into the LAB color 

space. This space is linear in color differences and avoids 

some of the wrap around issues in other color representations 

such as Hue Saturation Value (HSV) [7]. K-means clustering 

is then applied to these values, grouping the individual colors 

of the image [8]. This is illustrated in Fig. 2. Because we do 

not know the optimal number of clusters, we choose k to be 

higher than expected and allow for some clusters to be empty. 

This is computationally cheaper than reapplying k-means at 

different values of k.  

 

    The next step is to detect characters in the image. We 

separate and convert each of the color clusters found in the 

previous step to a binary image. For each of these images, we 

median filter to remove noise and use morphological filtering 

(open-close) to extract regions. Region labelling is applied to 

separate distinct images. Each of these regions (over all 

clusters) is a candidate character detection. An example 

character detection is shown in Fig. 3.  

For each candidate detection, we calculate the bounding box 

location of the region, crop out the bounding box of the 

original color image, and compute the color histogram of the 

candidate. We use the concatenation of the A and B 

histograms (in the LAB space) to represent our color 

histogram. The L dimension of the color space can be ignored 

as this contains lightness, not color spectrum information. This 

histogram is used as our descriptor to compare against our 

training set. We recorded the class of each candidate’s nearest 

neighbor as our prediction and L1 distance as a measure of 

confidence.  

 

    ∑|                                  | 

 

Next, poor matches are removed based on the following 

criteria: area compared to frame (too large or too small) 

height/width ratio of bounding box, percentage of area that is 

white, and nearest neighbor distance. Finally we assume that 

each character can only appear once per frame by keeping 

only the best match (measured in nearest neighbor distance) 

for each character. This is a major motivation for designing 

the algorithm to run on only one frame at a time. 

 

3. SIFT 

To provide a baseline for the evaluation of the CHAR 

algorithm, SIFT was chosen as an example of a commonly 

used feature detection algorithm.   

 

    All images were passed through a median filter prior to 

SIFT feature extraction in an attempt to remove the artistic 

dithering present in many of the comics. For each image in the 

training dataset, SIFT descriptors were then found using the 

VLFeat library SIFT algorithm [5]. A vocabulary tree was 

created from the SIFT descriptors and used to generate 

probability mass functions (pmf) for each image in the 

training dataset.    

 



     

    After a query image is loaded and divided into individual 

frames, SIFT descriptors for the frame are found and the 

vocabulary tree is used to generate a pmf for the query image.  

The L1 distance between the query pmf and the pmf of each 

database image is then computed.  As it is assumed that a 

character will only appear in a frame once, the lowest L1 

distance for each character is found.  

 

    If the L1 distance is lower than a global threshold (set to 0.5 

in this implementation of the algorithm), the corresponding 

database image is loaded and the SIFT features for both the 

query and database image are compared. We use a RANSAC-

like method to restrict our matches to a similarity transform 

[2]. If four or more features still match after the similarity 

transform, the character in the database image is assumed to 

be in the query frame.  The character label is then placed at the 

average location of the remaining SIFT features in the query 

image. 

 

III. EXPERIMENTAL RESULTS 

A test dataset of 100 three-frame comic strips (independent of 

the images used for training) was used to evaluate the frame 

segmentation algorithm as well as the CHAR and SIFT 

algorithms. After running the frame segmentation algorithm 

on the test dataset, it was found that 75.3% of the frames were 

isolated without missing and/or containing incorrect 

boundaries.   

 

     Each comic strip was divided into separate frames prior to 

evaluation.  The isolated frames were then processed by the 

two algorithms and the character identification results were 

displayed.  The number of times each character appears in the 

test set is shown in Table II. 

 
TABLE II: NUMBER OF CHARACTERS IN TEST SET.  

 
Garfield Jon Odie Liz Arlene Nermal Pooky 
273 165 20 13 3 0 0 

 

Hand adjudication was used to find the number of correct 

identifications, the number of incorrect identifications, and the 

number of missed detections for each algorithm.  Correct 

detection corresponds to the algorithm correctly labeling the 

character, incorrect detection corresponds to the algorithm 

placing a label on a region of the frame that does not contain 

the correct character (this label could be on a different 

character or the background), and missed detection 

corresponds to no label being placed on a character in the 

frame.  The results are shown in Table III. 

 
TABLE III:  DETECTION RESULTS FOR SIFT AND CHAR 

ALGORITHMS  

 

Algorithm Correct 
Detection 

Incorrect 
Detection 

Missed 
Detection 

SIFT 163 71 278 
CHAR 289 414 78 

 

Confusion matrices were built for each algorithm to 

demonstrate the likelihood of correct, incorrect, and missed 

detections. The confusion matrices are shown in Fig. 4.  

IV. RESULTS ANALYSIS 

As can be seen in Fig. 4, the SIFT algorithm implementation 

is conservative, having a low percentage of incorrect 

detections. However, a trade-off exists between the accuracy 

of the algorithm and its ability to detect characters.  A high 

percentage of the characters are completely missed by the 

SIFT method. We attribute this largely to the quality and 

details of the database. Older comics were printed on a 

different printing process and have not been preserved as well. 

Even digital copies are very low resolution and show artifacts 

of printer dithering and background noise. Despite the 

employment of filtering methods to remove this noise, 

erroneous keypoints are often detected.  These incorrect 

detections cause correct matches to fail, as the matches does 

not pass the similarity transform metric.  Conversely, the 

CHAR algorithm has a low percentage of missed detections. 

Because color is the only discriminator used by the CHAR 

algorithm, it shows a high percentage of incorrect detections. 

These incorrect detections can often be attributed to the result 

of similar colors being used for multiple characters (e.g. 

Figure 4: Confusion matrices for the two algorithms.  Each row shows the percentage of times the indicated character was located (correctly or 

incorrectly) or missed.  The x-axis shows the specific label that was placed on the frame. 



Odie’s ears and Jon’s hair are the same shade of brown).  

Additionally, although the android phone natively performs 

color balancing, some differences in color hue occur between 

a picture of a printing of a comic and the original digital 

image. CHAR’s heavy reliance on color information means 

even difference in color hue imperceptible to the human eye 

caused missed recognitions in our algorithm.  

 

V. CONCLUSION 

In this paper, we presented a method for detecting and 

recognizing characters in a comic strip. For testing purposes, 

we compared the results from the CHAR algorithm against an 

industry standard, SIFT. Our project used an android app 

linked to a MATLAB script running on a PHP server to locate 

and recognize characters from the comic strip Garfield. Our 

algorithms were written in MATLAB and OpenCV. We first 

corrected the image taken from an android smartphone and 

cropped out individual frames. These frames were passed onto 

CHAR and SIFT functions separately. CHAR used color 

clusters in the LAB space and computed color histograms of 

likely character areas. These histograms were compared with 

histograms of pre-labelled training data to predict characters. 

SIFT calculated keypoints and matched keypoints from a 

query image to those stored in a database.  

 

SIFT was conservative in its assessments. Although there 

were a high number of missed detections, the recognition 

accuracy was fairly high. CHAR was found to have the 

converse issue. Although characters were detected with high 

accuracy, recognition accuracy was low. We concluded that a 

likely cause is that similar colors are often reused over 

characters. For example, Garfield’s mustache is the same 

yellow as Odie’s body. 

VI. FUTURE WORK 

We investigated some other methods for frame segmentation 

and image correction that may provide for more robustness 

than our current implementation. Using known points (such as 

corners of the comic) to estimate a homography, a perspective 

(rather than just a rotation and scaling) correction may be 

applied to camera images. In addition, some gradient based 

methods for edge detection may prove faster and more reliable 

than our Hough Transform approach [9]. 

 

To refine our strategy to identify characters, it may be 

possible to combine the SIFT and CHAR methods. The result 

may be a middle ground between the two extremes of 

precision and recall, and a better overall algorithm for 

recognition. This could be implemented by appending a 

vocabulary tree with appropriately weighted additional 

dimensions for color or combining SIFT descriptor and color 

histogram information into keypoint descriptors. The 

combination of the two methods would also hedge against 

both of their weaknesses in recognizing real images (SIFT’s 

reliance on higher resolution and larger images and CHAR’s 

dependence on color balancing). In addition, a different 

similarity metric than L1 histogram difference may yield 

better performance in color images [10]. 

 

Another possible identification method could involve edge-

pixel (edgel) based character detection [11]. In this scheme, 

the contours of the characters would be identified from a 

database. The characters in Garfield have a unique dark 

outline, which would make this possible. 
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 APPENDIX A – WORK BREAKDOWN 

1. Major Poject Code Sections: 

A. CHAR code: Phil 

B. SIFT code: Jessica 

C. Rectification code: Joe 
 

2. Misc. Subsections: 

A. Poster:  Phil/Joe/Jessica 

B. Paper: Phil/Joe/Jessica  

C. Client/Server/Android: Phil/Joe 

D. SIFT/CHAR Experimental Results: Jessica 

E. Face-Cropping Code: Phil 

F. OpenCV: Joe 

G. Manual Face Cropping: Phil/Joe/Jessica 

H. Rectification Experimental Results: Joe 

I. Database Labeling: Phil/Joe/Jessica 

 


