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Preface
The work presented in this dissertation is the result of five years of study in computational linguistics at Stanford University. I embarked on this dissertation to explore a
type of communication that, relative to its wide-spread use, remains almost completely
unstudied. While short message communications are the most common form of remote
communication in much of the world, almost nothing is known about their linguistic
nature or even the set of languages being used.
The spread of technology has not been matched by a similar increase in the capacity
to process and understand this information. Ten years ago, to hear most low resource
languages meant days of travel. Today, they can be found on the other end of your
phone. Natural language processing is one way to leverage our limited resources across
large amounts of data and the work here shows that it is possible to build accurate systems for most languages, despite the ubiquitous written variation and lack of existing
resources. This should be encouraging for anyone looking to leverage digital technologies to support linguistically diverse populations, but it opens as many questions as it
solves. In a way, putting a phone in the hands of everybody on the planet is the easy
part. Understanding everybody is going to be more complicated.
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For the people we can hear but not yet help.
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Chapter 1
Introduction
The recent global proliferation of technology, cell phones in particular, means that
speakers of more than 5,000 languages now have access to digital communications.
Few resources exist for the majority of these languages, and any new language processing technologies are subject to the complications of substantial written variation. The
rigorous standardization of written English is, cross-linguistically, an exception, and for
languages that are newly adopting writing systems, which will be the majority of languages now entering the connected world, this standardization of spelling simply does
not exist. The variation is most prolific in interactions like short messaging, where the
conventionally informal nature of the medium means that the interlocutors do not always
expect rigorous adherence to spelling conventions.
The substantial variation in these communications presents a problem for many current approaches to natural language processing. Due to the availability of data and the
native language familiarity of many researchers, most research to date has focussed on
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written English and a few other widely-spoken languages, drawing from annotated corpora from more formal (and therefore standardized) registers like news articles. As the
research presented herein confirms, modeling variation wasn’t required. By contrast,
variation is omnipresent in most of the world’s languages. Even in widely spoken languages like Urdu, many speakers are not literate and those that are will have different
levels of familiarity with different scripts. Most languages are less-widely spoken, like
the two others in this dissertation: the Chichewa language of Malawi and the Haitian
Krèyol language of Haiti, which, like 99% of the world’s languages, have 20 million
or fewer speakers. For languages such as these, varying literacy and limited exposure
to writing traditions will result in substantial spelling variations. As the majority of
the world’s languages have richer and more productive morphological systems than English, more sophisticated techniques are also required to disambiguate the more frequent
affixes, stems and compounds.
To give an example, the natural variation in the world’s languages can be explained
in reference to this text message, sent following the 2010 earthquake in Haiti:
Lopital Sacre-Coeur ki nan vil Milot, 14 km nan sid vil Okap, pre pou li
resevwa moun malad e lap mande pou moun ki malad yo ale la.
(‘Sacre-Coeur Hospital which located in the of village Milot, 14 km south
of Okap is ready to receive those who are injured. Therefore, we are asking
those who are sick to report to that hospital’)
In the above message, the town, ‘Okap’, is slang in Haitian Krèyol for ‘Cap-Haı̈tien’. In
other messages sent at the same time, it is variously spelled ‘Cap-Haitien’, ‘Cap Haitien’, ‘Kap’, and ‘Kapayisyen’. For many natural language processing tasks, being able
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to generalize across all the different spellings, both observed and potential, will lead to
an increase in accuracy. The nature of the subword variation in the spellings of CapHaı̈tien is clear: ‘c’ is substituted with ‘k’, a common alternation cross-linguistically
for the phoneme /k/; the ‘Cap’ and ‘Haı̈tien’ components of the phrase are compounded
in the Krèyol ‘Kapayisyen’; the ‘-ayisyen’ component of ‘Kapayisyen’ is a more phonetically accurate spelling of ‘Haı̈tien’; the ‘ı̈’ is variously written with and without
the umlaut; the hyphen alternates with a space; and the short-forms ‘Okap’ and ‘Kap’
contain the leading substring of the full form.
Therefore, while the variation in this example is substantial, the linguistic underpinnings of the alternations mean that the variation follows a more or less predictable
pattern. This is found to be true for much of the spelling variation in the short message communications investigated here. As the variation follows predictable patterns,
this indicates that we should be able to use automated methods to identify and model
the patterns to successfully account for the variation, producing more accurate natural
language processing systems as a result.

1.1 Objectives
The objective of this dissertation is to explore the nature of the variation inherent to
short message communications cross-linguistically, and the extent to which modeling
this variation can improve natural language processing systems.
By generalizing across the spelling variations, we can, for example, implement classification systems that can more accurately distinguish emergency messages from those
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that are less time critical, even when incoming messages contain a large number of previously unknown spellings of words.
Looking across languages, the words that vary the least in translation are named
entities, meaning it is possible to leverage loose translations, like the one above, to
automatically identify the names of people, locations, and organizations. In this example, ‘Sacre-Coeur Hospital’, ‘Milot’, and ‘Okap’ differ the least in spelling between
the Haitian Krèyol words and their English translations, making them easily identifiable candidates as named entities, even in the absence of all other linguistic knowledge
or annotated corpora. This is especially important in this context, as the problem of
natural language processing for low-resource languages is often complicated by a lack
digital resources, like online dictionaries and large-scale, manually annotated corpora.
By leveraging loosely aligned translations, we are therefore able to take advantage of
one of the few resources that will be available for many languages.
For economic reasons, these kinds of digital resources may never be created for
most low-resource languages, for classification, information extraction or for any other
language technology task. This means that the natural language processing techniques
explored in this dissertation have a particular focus on performing robustly with as little
structured information as possible and with minimal human input.
However, while the intuition should be clear as to how we can leverage natural languages processing techniques to segment words into morphemes, normalize spelling
variations, and incorporate this knowledge into classification and Named Entity Recognition systems, there are still a large number of complicating factors. For example, will
the ‘c’/‘k’ alternation in the translation above be present in all contexts? Is it possible
to learn the ‘c’/‘k’ alternation rather than needing to hard-code this (and every other
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possible alternation) for a given language? Once we have models for segmentation and
normalization, how do we incorporate them into classification systems? Finally, for the
Named Entity Recognition problem, how can we bootstrap models from cross-linguistic
similarity that rule out false positives, like ‘14km’ in the example above, while still
retaining broad coverage? This dissertation aims to provide detailed answers to these
questions, investigating systems with the broadest possible application potential.
In terms of the application of the technology, speakers of low-resource languages
are disproportionately less likely to have access to healthcare, education, and security,
compared to speakers of high-resource languages. Speakers of low-resource languages
are also more likely to be vulnerable to natural disasters and conflicts. However, cell
phones have been a leapfrog technology among many of the same communities, text
messaging included. Languages that were predominantly only ever spoken are now
being written for the first time, in short bursts of one or two sentences. By understanding
the nature of the communications and researching methods to partially automate this
understanding, we should in turn be able to better aid the speaker communities. In many
ways, putting a cell phone in the hands of everybody on the planet is the easy part.
Understanding everybody is going to be more complicated.

1.2 Outline
The remainder of this chapter outlines the dissertation and presents a summary of the
main findings of the research presented herein.
Chapter 2 explores the linguistic nature of the variation in more detail. Three sources
of short messages are used: text messages sent between health workers in the Chichewa
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language of Malawi, text messages sent from the Haitian population in Haitian Krèyol
in the wake of the 2010 earthquake in Haiti, and text messages sent from the Pakistani
population in Urdu in the wake of the 2010 floods in Pakistan. For Haiti and Pakistan,
Twitter messages from the same period are also examined. In all cases, analysis shows
that there is substantial subword variation. For example, in 600 medical text messages
in the Chichewa language, the word odwala (‘patient’) has almost 50 different spellings,
with more than half occurring only once. It is also shown that while English also displays subword variation, it is not as productive. For example, the English translations of
odwala from the Chichewa messages contain just two spellings: the singular ‘patient’
and the plural ‘patients’. The chapter concludes that subword variation is a general
property of short message communications and typically derives from morphological,
phonological, and orthographic variation in the language itself.
Chapter 3 presents a review of related work. There is very little past research about
processing short message communications in low resource languages. Relative to the
amount of digital information being generated, this easily makes text messaging one of
computational linguistics’ least well-studied methods for digital communication. However, the work in this dissertation is able to build on advances in a number of areas,
especially computational morphology and segmentation, where there is a rich history of
modeling and analyzing subword variation.
Chapter 4 evaluates methods for modeling subword variation. The chapter first
looks at segmentation strategies, comparing language specific and language independent methods to distinguish stems from affixes, such as distinguishing ‘go’ and ‘-ing’ in
the English verb ‘going’. It then compares normalization strategies for spelling alternations that arise from phonological or orthographic variation, such as the ‘recognize’ and
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‘recognise’ variants in English or more-or-less phonetic spellings like the ‘z’ in ‘cats
and dogz.’ For morphological and normalization strategies alike, the language independent methods perform almost as accurately as the language specific methods, indicating
a broad deployment potential.
Chapter 5 applies the subword models to classification tasks, optimizing the models
according to predicted labels. Combining the subword models with nonlinguistic data,
like the time and location of a message, the chapter investigates the potential to use
streaming architectures that dynamically update their models according to the (potentially changing) incoming stream of messages. The results are encouraging, finding a
potential tenfold increase in accuracy when identifying actionable emergency information among the Haitian Krèyol text messages, over a baseline of systems built on words
alone. It is concluded that it is possible to create short message classification systems
that can be broadly deployed, performing accurately over data that is both high volume
and highly variable.
Chapter 6 investigates the variation (or lack thereof) cross-linguistically, building
models for information extraction, focused on the particular task of Named Entity Recognition. Again leveraging subword models, in this case using novel approaches to modeling edit distance, a system is developed that takes advantage of the fact that named
entities like ‘Okap’ are the least likely words to change spelling across languages.
Chapter 7 concludes the dissertation and summarizes the findings, suggesting areas
for more research and offering contexts for the potential application of the methods
explored within.
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1.3 Summary of findings
In the analysis of the data in Chapter 2, the main finding is that short message communications are indeed highly variable. This is expected, but the nature and full extent of
this variation, in the data here or in text messaging more generally, has not previously
been researched. As the example earlier in this chapter showed, there were almost 50
different spellings for the word odwala (‘patient’) in just 600 text messages written in
Chichewa. However, while the variation is large, most of the alternations are linguistically predictable as they are the result of morphology, compounding or morphemeinternal alternations like ‘l’ and ‘r’ that result in alternate forms like ndiodwala (‘my
patient’), ndiwodwala (‘my patient’: alt spelling) and odwara (‘patient’: alt spelling).
Another example in Chichewa is the verb ndimakafunabe (‘I am still wanting’), consisting of six morphemes, ndi-ma-ka-fun-a-be, expressing: first-person Subject; present
tense; noun-class (gender) agreement with the Object; ‘want’; verb part of speech; and
incompletive aspect. The morphemes ndi and fun (‘I’ and ‘want’) are good predictors
for several labels in the classification task, so it is clear that segmentation is important.
While Haitian Krèyol, a typical former Creole, does not have the same morphological
complexity as Chichewa, the text message language still produces many compounds and
reductions. For example, fanmi mwen (‘my family’) is spelled at least six ways: fanmi
mwen, fanmwen, fanmi m, fanmi’m, fanmim’, and fanmim, showing different abbreviation strategies. These also correspond to known linguistic properties for abbreviations,
with high frequency pronouns like mwen favored for reduction and compounding. In
the third set of messages, it is found that Urdu also displays similar variations, with zaroorat (‘need’) spelled six different ways: zaroorath, zaroorat, zarorat, zarurat, zaruri,
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and zaroor. It is concluded that subword variation is a general property of short message
communications in many languages, and that it needs to be modeled in order to ensure
accurate natural language processing.
Turning to the content of the messages, Chapter 2 extends the analysis to Twitter
messages in Haiti and Pakistan, where it is found that the messages were used by very
different people to those sending text messages, and different types of information were
expressed even when reporting about the same events. In both Haiti and Pakistan, it is
found that text messaging was primarily used by individuals on the ground to request
help or report the local conditions, while Twitter was primarily used by the international
community to forward news or (especially in Pakistan) request logistical help. As with
the variation in the messages themselves, this is somewhat expected. However, as with
the linguistic variation, the exact nature of how each type of short message communication was used has never been researched in great detail. There are direct implications
for natural language processing, in that vastly different uses could lead to domain dependence, meaning that automated systems trained on one type of message would not
perform well when applied to the other.
Having demonstrated that subword variation is a general property of short message
communications in the majority of the world’s languages, Chapter 4 evaluates methods
for modeling subword variation. The chapter compares language specific and language
independent methods for morphological segmentation and for normalization, arguing
that language independent methods are required for broad deployment potential. The
language specific segmentation methods are created from the published grammar of the
Chichewa language (Mchombo, 2004). The language independent methods for segmentation builds on existing research in word-segmentation (Goldwater et al., 2009),
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adapted to segmenting word-internal morpheme boundaries. The normalization methods use language specific methods created from a dictionary of Chichewa (Paas, 2005).
They are compared to normalization methods that are applicable to any language utilizing Roman script, and to language independent noise-reduction algorithms.
Overall, the results in Chapter 4 are promising, finding that unsupervised methods
often perform as well as language specific hand-crafted methods. When performance is
evaluated in terms of deployment within a supervised classification system to identify
medical labels like ‘patient-related’ and ‘malaria’ the average gain in accuracy when
introducing subword models was F = 0.206, with an error reduction of up to 63.8% for
specific labels. This indicates that while subword variation is a persistent problem in
natural language processing, especially with the prevalence of word-as-feature systems,
this variation can itself be modeled in a robust manner that can be deployed with few
or no prior resources for a given language. In conclusion, while subword variation is a
widespread feature of language, it is possible to model this variation in robust, language
independent ways.
Chapter 5 extends the work on broad-coverage subword modeling to classification.
Document classification is a very diverse field, but the literature review shows that past
research into the classification of short messages is relatively rare, despite the prevalence of text messaging as a global form of communication. Several aspects of the
classification process are investigated here, each shedding light on subword variation,
cross-linguistic applicability, or the potential to actually deploy a system.

CHAPTER 1. INTRODUCTION

11

Looking at architectures suited to actual deployment scenarios, Chapter 5 investigates streaming models and active learning. These are constrained but realistic approaches to learning, where a classifier updates its model(s) dynamically as new messages stream in, with a bounded capacity to manually assign new labels to the incoming messages. A new approach to combining linguistic and nonlinguistic data is proposed, using hierarchical streaming models applied to the particular task of identifying messages with an ‘actionable’ label among the Krèyol data. From a baseline of
F = 0.207, the inclusion of subword models and nonlinguistic features raises the accuracy to F = 0.855, a substantial gain. It is also found that accurate models can be built
when only a subset of the incoming data receives a manual label, by explicitly targeting
actionable-looking messages for inspection and manual classification, finding that when
as little as 5% of the incoming data receives a label it is still possible to classify incoming messages with F = 0.756 accuracy. It is concluded that accurate classification is
possible in a realistic deployment scenario, especially for prioritization tasks.
Domain dependence,1 a related deployment hurdle, is also investigated in Chapter 5,
comparing cross-domain accuracy when applying text message-trained data to Twitter
and vice-versa. Despite being short message systems about the same events, the crossdomain accuracy is poor, supporting the earlier analysis about the difference in the usage
of the platforms. However, it is also shown that some of the accuracy can be reclaimed
by modeling the prior probability of labels per message-source in certain contexts.
The cross-linguistic component of Chapter 5 investigates the accuracy of classification between the original messages in Chichewa, Krèyol or Urdu and their English
1

The term ‘domain dependence’ is broadly defined in natural language processing (Sekine, 1997),
and covers what would be called a difference in ‘genre’, ‘mode’, ‘medium’ or ‘register’ in the linguistic
literature.
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translations. The differences are substantial. For example, when applying subword
models to the Chichewa messages, there is a substantial F = 0.091 gain when compared
to a system trained only on words and phrases. By contrast, for the English translations
of the same messages there is only a F = 0.009 gain in accuracy, which is not significant.
Similar results are found for Krèyol and Urdu. This highlights why subword modeling
has not been a core component of the mostly English-centric research in classification
to date, while also emphasizing its importance here.
The final chapter of the body of the dissertation, Chapter 6, looks at information
extraction, with a particular focus on Named Entity Recognition. The research leverages
the observation that the names of people, locations and organizations are the least likely
to change form across translations, drawing on this observation to build systems that
can accurately identify instances of named entities in loosely aligned translations of
short message communications. This approach, novel for Named Entity Recognition,
has three steps.
First, candidate named entities are generated from the messages and their translations (the parallel texts). It is found that the best method to do this is to calculate the
local deviation in normalized edit distance. For all cross-language pairs of messages,
the word/phrase pairs across the languages that are the most similar according to editdistance are extracted, and the deviation is calculated relative to the average similarity of
all words/phrases across the translation. In other words, this step attempts to find highly
similar phrases across the languages in translations that are otherwise very different.
This method alone gives a little over 60% accuracy for both languages.
In the second step, the set of candidate named entity seeds are used to bootstrap
predictive models. The context, subword, word-shape and alignment features of the
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entity candidates are used in a model that is applied to all candidate pairs, predicting the
existence of named entities across all translated messages. This raises the accuracy to
F = 0.781 for Krèyol and F = 0.840 for English.
As there are candidate alignments between the languages, it is also possible to jointly
learn to identify named entities in the second step by leveraging the context and wordshape features in the parallel text, by extending the feature space into both languages
across the alignment predictions. In other words, the feature-space can be extended
across both languages for the aligned candidate entity. This raises the accuracy to F =
0.846 for Krèyol and F = 0.861 for English.
In the third and final step, a supervised model is trained on existing annotated data in
English, the high-resource language. This model is used to tag the English translations
of the messages, which in turn is leveraged across the candidate alignments of entities.
This raises the accuracy to F = 0.904 for both Krèyol and English. The figures for
Krèyol are approaching accuracies that would be competitive with purely supervised
approaches trained on tens of thousands of examples.
Chapter 6 concludes that this novel approach to Named Entity Recognition is a
promising new direction in information extraction for low-resource languages. Most
low-resource languages will never have large manually annotated training corpora for
Named Entity Recognition, but many will have a few thousand loosely aligned translated sentences, which might allow a system to perform comparably, if not better.
The dissertation concludes in Chapter 7 that while variation is often a hurdle for
accurate natural language processing, and that variation will be a general property of
most of the 1,000s of languages entering the digital world, it is possible to model this
variation and even take advantage of subword variation as one aspect of the inherent
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richness of communication, leading to more accurate models for both classification and
information extraction. It is hoped that this will lead to more accurate natural language
processing systems for low-resource languages and, in turn, lead to greater services for
their speakers.

Chapter 2
Evaluation data
This chapter introduces the data used in this dissertation and analyzes its linguistic properties. Section 2.1 gives the source of the short messages, from medical text messages
in Malawi, to crisis-reporting and response messages in Haiti and Pakistan, along with
the coding schemes used to classify the messages into meaningful labels for each of
the contexts. Section 2.2 then analyzes the linguistic properties of the messages, finding substantial subword variation in all sets, even those from less morphologically rich
languages.
While it is expected that short message communications in low-resource languages
will be ‘noisy’, the nature and full extent of this variation, in the data here or in short
message communications more generally, has not previously been researched. As one
example shows, there are almost 50 different spellings for the word odwala (‘patient’) in
just 600 text messages written in Chichewa. However, while the variation is large, most
of the alternations are linguistically predictable as they are the result of morphology,
alternate spellings, compounding or morpheme-internal alternations like ‘l’ and ‘r’ that
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result in alternate forms like ndiodwala (‘my patient’), ndiwodwala (‘my patient’: alt
spelling) and odwara (‘patient’: alt spelling). Another example in Chichewa is the verb
is ndimakafunabe (‘I am still wanting’), consisting of six morphemes, ndi-ma-ka-fun-abe, expressing: first-person Subject; present tense; noun-class (gender) agreement with
the Object; ‘want’; verb part of speech; and incompletive aspect. The morphemes ndi
and fun (‘I’ and ‘want’) are good predictors for several labels in the classification task
in this dissertation, so it is clear that segmentation is important.
Haitian Krèyol does not have the same morphological complexity as Chichewa. Like
most former Creoles it has a relatively small number of prefixes and suffixes, and few
grammatical constraints requiring obligatory Number or Case marking. However, the
text message language still produces many compounds and reductions. For example,
fanmi mwen (‘my family’), is spelled at least six ways: fanmi mwen, fanmwen, fanmi
m, fanmi’m, fanmim’, and fanmim, showing different abbreviation strategies. These also
correspond to known linguistic properties for abbreviations, with high frequency pronouns like mwen favored for reduction and compounding. Urdu also displays similar
variations, with zaroorat (‘need’) spelled six different ways: zaroorath, zaroorat, zarorat, zarurat, zaruri, and zaroor. In this case, the variation may be more influenced by
the medium itself, as the speakers would be more familiar with Arabic script but were
here restricted to Roman script due to the technological limitations of their phones, and
the expected potential limitations of their interlocutors phones. Again, the variation is
predictable. Vowels are more likely to alternate than consonants, as are nonphonemic
characters like ‘h’, which in cases like this indicates that the preceding ‘t’ is aspirated
rather than representing a separate phoneme.
Turning to the content of the messages, Section 2.2 extends the analysis to Twitter
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messages in Haiti and Pakistan, where the messages were used by very different people
to those sending text messages, and different types of information were expressed even
when reporting about the same events. In both Haiti and Pakistan, it is found that text
messaging was primarily used by individuals on the ground to request help or report the
local conditions, while Twitter was primarily used by the international community to
forward news or (especially in Pakistan) request logistical help. As with the variation
in the messages themselves, this is somewhat expected. However, as with the linguistic variation, the exact nature of how each type of short message communication was
used has never been researched in great detail. There are direct implications for natural language processing, in that vastly different uses could lead to domain dependence,
meaning that automated systems trained on one type of message would not perform well
when applied to the other.

2.1 Sources of short messages
Several sources of data are used within the dissertation:
1. Chichewa text messages: 600 text messages sent between health workers in Malawi
in Chichewa (Bantu), with the English translations of the messages.
2. Haitian Krèyol text messages: 40,000 text messages sent from the public within
Haiti following the 2010 earthquake there, predominantly in Haitian Krèyol with
the English translations of the messages.
3. Urdu text messages: 500 text messages sent from the public within Pakistan following the 2010 floods, predominantly in Urdu, with the English translations of
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the messages.
4. Twitter messages about Haiti: 60,000 tweets sent about Haiti during the same
period as the text messages from Haiti.
5. Twitter messages about Pakistan: 500 tweets sent about Pakistan during the same
period as the text messages from Pakistan.
The exact composition of each set is expanded upon in the subsections below. As a
general property, each of them are highly variable in terms of spelling, content and in
some cases language, making for a complicated but realistic set of evaluation data.
For machine-learning and natural language processing tasks, some of the sets are
relatively small. Natural language processing systems are typically evaluated over thousands, tens of thousands, or even hundreds of thousands of data points. However, natural language processing systems are also typically evaluated on high-resource languages
for which large volumes of annotated data already exist. In the context of low-resource
languages this will rarely be the case as low-resource languages will not have a large
volume of structured or semi-structured data already available. This is, of course, part
of the definition of what makes a ‘low-resource’ language. So while it would be ideal
to have a large volume of annotated data for more than just the Haitian Krèyol text messages, to evaluate the influence of data size if nothing else, it is nonetheless realistic to
evaluate on smaller data sets in the context of low-resource languages.
There is some practical value, therefore, in investigating the performance of the systems at low volumes of data, as this may represent a common deployment scenario. For
example, the Chichewa data consists of four months of messages sent between health
workers. If more than four months of manually labeling messages for training data were
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required it could limit the utility and user acceptance. This is somewhat of a Catch-22 in
natural language processing systems: user acceptance is based on performance but performance often relies on labeled training data which requires user interaction. Perhaps
the best strategy at low volumes is simply to cache messages and batch process the labeling at one time, holding off an actual deployment until enough data has been collected
for training. This is certainly an aspect of language processing systems that deserves
more research, but it is not the intent of this dissertation to address the user experience
aspects of information processing systems that employ natural language processing, instead focussing on the processing and evaluation aspects. To this end, Chapter 5 looks
at streaming classification methods that iteratively build models from very little initial
training data. In whatever manner an actual deployment scenario might be instantiated,
it is safe to predict that it will be desirable to begin producing accurate results with as
little data as possible.
Any potential artifacts from evaluating over small data sets, including data sparsity
and changes in accuracy that are not statistically significant, are explicitly flagged in
the dissertation. There are only a few cases where this may have produced ambiguous
results that would be clearer with more data, such as with the Urdu data in Chapter 5.2,
where the cross-trained messages evaluated for domain dependence did not produce
significantly different results, despite relatively large variation in the accuracy itself.
Such cases are left as potentially interesting future work when more data might shed
more light.
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2.1.1 Chichewa text messages
Chichewa is a Bantu language with about 13 million speakers in Southern Africa including 65% of Malawians. Chichewa is closely related to many neighboring languages, and
more than 100 million people could recognize ndifuna as ‘I want’.
This data set consists of 600 text messages sent between community health workers and a central clinic in rural Malawi. They are manually coded for 0-9 labels in 3
groupings (with counts):
Administrative: related to the clinic:
1. Patient-related (394)
2. Clinic-admin: meetings, supplies etc (169)
3. Technological: phone-credit, batteries etc (21)
Requests: from Community Health Workers:
4. Response: any action requested by CHW (124)
5. Request for doctor (62)
6. Medical advice: CHW asking for advice (23)
Illness: changes of interest to monitoring bodies:
7. TB: tuberculosis (44)
8. HIV: HIV, AIDS and/or treatments (45)
9. Death: reported death of a patient (30)
The groupings correspond to the three main stakeholders of the messages: the clinic
itself, interested in classifying messages according to internal work-practices; the community health workers and their patients, acting as the direct care-givers outside the
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clinic; and broader bodies like the World Health Organization who are interested in biosurveillance, monitoring diseases and the early identification of epidemics. The labels
are the three most frequent labels required by each of these user groups. In total, this
comes to approximately 1,500 labels consisting of 8,000 words and 30,000 morphemes.
The messages were sent between health workers using a system in partnership with
the organization Medic Mobile (at the time called FrontlineSMS:Medic), whose SMS
management systems serve a patient population of millions in less developed regions of
the world. The system allows remote community health workers (CHWs) to communicate directly with more qualified medical staff at centralized clinics, many for the first
time. All the messages were translated into English by a medical practitioner, allowing
us to make cross-linguistic comparisons of performance.
While the full messages are omitted from this dissertation for privacy reasons, the
distributional properties are discussed in Section 2.2, where cross-corpus trends for the
surface forms of words like odwala (‘patient’) are discussed, so the nature of the messages should be clear, even in the absence of actual examples.

2.1.2 Haitian Krèyol text messages
Haitian Krèyol is a former Creole, nominally French-based but with strong influences
from a number of other languages, especially West African languages and Taı́no, a language native to the island of Hispanola where the nations of Haiti and the Dominican
Republic are now situated. The word ‘Haiti’ is itself Taı́no, meaning ‘land of mountains’. Krèyol has about 12 million speakers, almost all by people within or from Haiti.
The set of text messages from Haiti were sent between January and May, 2010, as
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part of Mission 4636 (Munro, 2012). Most of them were about the January 12 earthquake and subsequent response efforts. There are 40,811 text-messages in total, which
were sent to a free number, ‘4636’, in Haiti, predominantly in Haitian Krèyol.
The 40,811 Mission 4636 messages were translated, geolocated and categorized by
a volunteer online crowdsourced workforce, predominantly from the Haitian diaspora,
and by paid workers within Haiti (Munro, 2010a). I coordinated the volunteers as part
of the Haiti response efforts, accounting for about two-thirds of all translation, mapping
and structuring. My personal experience with the initiative means that it is safe to say
that I know this data better than anyone and it certainly shapes my decisions about the
most important lines of research to pursue, but an analysis of the crowdsourcing process
itself is not intended to be part of this dissertation and will be published independently
(Munro, 2012).
The categories are a standard set of UN-defined aid-related categories with some
additions (48 in total). The definition of an ‘actionable’ message was defined by the
main responders to the messages, the US Coast Guard and the US Marines working
with Southern Command, and included any messages with an identifiable location that
contained a request for medical assistance, search-and-rescue, water-shortages, clusters
of requests for food in areas not known to aid workers, security, services available, and
reports of unaccompanied minors.

2.1.3 Urdu text messages
Urdu is an Indo-European language that is grammatically identical (or near-identical) to
Hindi, but prefers the Arabic script and has different patterns of borrowing. Predictably,
it borrows more heavily from other languages within Pakistan’s borders, but also from
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Haitian Krèyol
‘English’
Intel type

Coordinates

Location

Date received

Categories
Voye manje,medikaman,pou moun ki nan lopital gonaives yo.
‘Send food, medicine for people in the Gonaives hospitals.’
Actionable

-72.717, 19.459 Gonaives

1/23/2010 7:34

1f. Medical Emergency
Lopital Sacre-Coeur ki nan vil Milot, 14 km nan sid vil Okap, pre pou li
resevwa moun malad e l’ap mande pou moun ki malad yo ale la.
‘Sacre-Coeur Hospital which located in this village Milot 14 km south of Oakp
is ready to receive those who are injured. Therefore, we are asking those who ’
are sick to report to that hospital. ’
Actionable

-72.213, 19.609 Hopital Sacre-Coeur, Milot 2/13/2010 22:33
4a. Services de sante — Health services

Mwen se [NAME] depi jeremi mwen ta renmen jwenm travay.
‘My name is [NAME], I’m in Jeremi and I would like to find work.’
Not Actionable -74.118, 18.642 Jeremy

1/22/2010 18:29

5. Other
Mwen se [FIRST NAME] [LAST NAME] map koute radyo a la vallee
jacmel mwen ta renmen konnen kilè lekòl ap ouvri.
‘My name is [FIRST NAME] [LAST NAME], I am listening to the radio at
La Vallèe Jacmel. I would like to know when school will open.’
Not Actionable

-,-

Jacmel

3/22/2010 13:37

5. Other
Table 2.1: Example messages in Haitian Krèyol, with translation, actionable flag, latitude and longitude, location name and categories.
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Arabic itself.
The data set consists of 498 text messages sent in Pakistan following the floods in
2010. They were sent to an information collection initiative called Pakreport. I helped
run the initiative during this period, creating the software to connect the microtasking
platform with a public-facing map, but as with the Mission 4636 messages the crowdsourcing aspects of the initiative are not covered here and are expanded on elsewhere
(Chohan et al., 2012). Examples are given in Table 2.2.
The system was smaller in scale, as, unlike Haiti, most existing channels of emergency communications remained open, and the initiative was not being run as an emergency response operation. In order to avoid the data set being too small, every message
was retranslated into both English and Urdu by paid microtaskers. This was completed
for all the messages, not just the ones without a prior translation, in order to ensure that
it was a reasonably consistent data set in terms of translation. The volume of Sindhi
and Pashto messages were simply too low to effectively evaluate the potential for natural language processing systems. Both Sindhi and Pashto are fairly closely related to
Urdu in terms of typology, morphological complexity and speaker education, so it is
reasonable to assume that the performance would be similar.
The messages are in Roman script, which is often used in place of Arabic script for
text messaging in Pakistan due to technological constraints. It makes for an interesting
extra dimension to the variation studies here – while many of the senders were probably
very literate in Arabic script Urdu, they would not have been as familiar with Roman
script.
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Urdu
‘English’
sukkur mien thambu , dhavaieyan ki zaroorath hein.or dhood powder ka zakth
zaroorath hein.
‘In sukkur there is desperate need of tents, clothes and medicines, even a strong need of
powder milk’
kot addu mein dawaeeyonki zarurat khaane se bhi zyada zaruri hai.
‘In kot addu medicines are most crucial requirement than food.’
janab alla mein [NAME] U/C 12 city JACOBABAD men bhi aik selaab mutasreen
hoon mere fasal maal doob gaye hain mujhko abhi tak na rashan na koei imdad
na hi watan card mila pleese meri madat karain
‘Dear sir, I am [NAME] U/C 12 city JACOBABAD , I am also a flood affected person.
My crop and money have drowned. I have still not received any ration, help or watan
card. Please help me.’
Vetan card praapt nahi hua.
‘I have not received my nationality card.’
Sultan Kot mein khaane ki saqt zaroorat hai.
‘Sultan Kot needs food assistance ’
Kacha area mein paani 5 feet gahra hai.
‘Water is 5 feet in Kacha area ’

Table 2.2: Example Urdu messages, with translation.
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RT wyclef Haiti is in need of immediate AID please text Yele to 510 510 and donate $5
toward earthquake relief. Please Help!
Karachi: Project Madad: Need Volunteers for data entry for relief inventory
‘Karachi: Project Madad: rahat soochi keliye atha pravishti karne keliyae svayanasevak ka
zaroorat hai.’

Table 2.3: Examples of tweets sent about Haiti, top and Pakistan, bottom.

2.1.4 Twitter messages about Haiti
This set consists of 63,195 Haiti-related tweets sent during the same period as Mission
4636. They are in a mix of languages but with an English majority.
Most tweets were taken directly from the Twitter API. One part of Mission 4636 was
a mapping initiative called ‘Ushahidi @ Tufts’/‘Ushahidi Haiti’, who imported about
3,000 of the text messages and published them online. They also looked for relevant
information in social media, Twitter included, so these were also incorporated.
The sender-identities were stripped from the messages prior to use, as were any
tweets containing the Twitter-handles of other users. There is probably useful information in both, but as with the Chichewa messages this was to err on the side of caution
with potentially identifying information.

2.1.5 Twitter messages about Pakistan
The tweets about Pakistan were taken directly from the Twitter API and were imported
into PakReport at the time, although there were only 40 tweets that ultimately made it
into PakReport. While this number is small it was increased by similarly translating
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all the messages into Urdu (they were all English) thus allowing comparisons with the
SMS in both languages. They were augmented by a further 500 tweets that contained
the hashtag ‘#pkfloods’, giving a large enough set for evaluation.

2.2 Analysis of short messages
This section explores the linguistic nature of the messages, from the subword variation
to the actual content. It is found that all the non-English data sets contain significant
variation, even Haitian Krèyol which is at the least complex end of the morphology
spectrum.
The topics/classifications of each message are also investigated, specific to the contexts in which the original messages were sent. For Chichewa, the messages are medical
communications and are therefore analyzed and labeled for medical topics, like ‘patientrelated’ and specific diseases. The Krèyol messages are labeled for actionable content,
as they were used as part of an emergency response system. The Urdu messages are
labeled by source, indicating whether they were from within the crisis-affected region
and whether they were sent by individuals or on the behalf of organizations. Both sets
of Twitter messages are also labeled by source in order to investigate how many actually
reported potentially novel information about the (then) unfolding crises – something
that social media is often criticized for lacking. At the time, the Krèyol and Urdu text
messages were also labeled for a number of response-related categories, which are also
investigated.
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2.2.1 Subword variation
English has a very high level of spelling standardization, even when the spelling is historical/arbitrary (e.g., ‘tongue’), supported by extensive literacy education of most first
and second language speakers. In contrast, many other languages have incomplete or
inconsistent spelling standards, where even very fluent speakers will still have limited
literacy, and so spelling is often ad hoc and inconsistent, roughly reflecting the pronunciation of words (as indeed it was in English at the time of Chaucer, when written English
was first becoming common).
The overwhelming majority of languages also have more complex morphology than
English. Morphology refers to the fundamental components that make up words, most
often combined through prefixing, suffixing or compounding. In English, ‘unthinkingly’ would have four morphemes, ‘un’, ‘think’ (the stem), ‘ing’, and ‘ly’. Morphemes
that can occur alone, like ‘think’, are called free morphemes, while those that must be
attached to a free morpheme (like most suffixes and prefixes) are called bound morphemes. It is easy to see how, in natural language processing, word-based features
might fail to capture this variation. For example, should a search for ‘think’ also turn up
‘unthinkingly’? English has one of the world’s least complex morphological systems,
averaging close to just one morpheme per word. Two or three per word is more typical
and fully formed one-word sentences are common. Compounding is another frequent
method for combining morphemes, but in this case with two or more free morphemes,
like ‘notebook’.
Phonological/orthographic variation will often result from more or less phonetic
spellings of words. For example, the English plural has both the ‘z’ and ‘s’ sounds,
and so a more phonetically accurate transcription for ‘cats and dogs’ would be ‘cats
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and dogz’. Morphology and phonology will often interact, as phonemes made adjacent
through morphology can trigger insertions, deletions or alternations according to the
more general phonological properties of the language. The example here is one such
case, as the plural takes on the voicing of the preceding consonant, that is, the unvoiced
‘s’ follows the unvoiced ‘t’ in ‘cat’, while the voiced ‘z’ follows the voiced ‘g’ in ‘dog’.
An example of an insertion would be the ‘w’ that we pronounce but by convention don’t
write for the gerund form of ‘go’, ‘go(w)ing’, which results from a strong constraint in
English that disprefers adjacent vowels.
In some cases, a character that is not pronounced at all may be included or omitted.
For example, the ‘e’ in ‘bite’ is not pronounced – it simply indicates the vowel-quality
of the ‘i’. In Urdu, the same is true for the ‘h’ in ‘th’. It indicates that the ‘t’ is the aspirated variant of ‘t’ (much like it does in German) but not a separate dental fricative as it
often does in English. Similarly, a repeated vowel can either mean a different phoneme
or a lengthened vowel. This variation will most often occur when the writer has limited
literacy, they are writing in a language that does not have established spelling conventions (which is most languages), or they are writing in a script that is not typical for the
language, as with the Urdu speakers here favoring Roman script for text messages.
Alternate spellings also occur when there are multiple accepted spellings for a word,
often the result of geopolitical divisions, like with ‘realize’ and ‘realise’ in US and
British English. In these cases, they will also often reflect more or less phonetic spellings.
Most of the variations have one thing in common: they follow predictable patterns.
This means that they can be discovered and modeled through statistical analysis and
unsupervised machine-learning. The most common alternations, like ‘s’ and ‘z’, will
often reflect shared phonological properties, in this case standing in for fricatives with
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the same place of articulation and differing only by voicing. It is therefore not a random
alternation, and will follow patterns of usage that can be discovered by the injection of
a little linguistic knowledge. The same is true for other common alternations like ‘t’/‘d’
and ‘p’/‘b’. Similarly, the affixes like ‘un’, ‘ing’, and ‘ly’ will occur in the same wordinternal position across multiple words and should be identifiable as common subword
patterns.
Therefore, when an automated system that knows that zarootat means ‘need’ in
Urdu, it can normalize spelling variants and separate morphemes to make informed
predictions about the meaning ‘zarotath’, ‘sarootat’, and ‘zarootathai’. If an automated
system did not attempt to model unseen subword variations, then any novel forms of a
word would not be able to contribute to classification predictions.
The remainder of this section looks at the nature of the subword variation in Chichewa,
Krèyol and Urdu in turn.
2.2.1.1 Chichewa
The morphological complexity of Chichewa is average with about 2-3 morpheme boundaries per word. A typical verb is ndimakafunabe, ‘I am still wanting’, consisting of six
morphemes, ndi-ma-ka-fun-a-be, expressing: 1st person Subject; present tense; nounclass (gender) agreement with the Object; ‘want’; verb part-of-speech; and incompletive
aspect.
As the messages contain information about people’s medical details, actual examples
(even anonymized ones) are deliberately omitted from the dissertation for privacy reasons. However, to give an idea of the nature of the messages, the (constructed) example
below would be typical:
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Figure 2.1: Variation in forms of the word odwala (‘patient’) in medical text messages
in Chichewa, left, compared to the translation of those messages into English, right. The
variation for Chichewa is large, with more than 40 surface forms and more than 50%
occuring only once.
ndimafuna mankhwala
ndimafuna

mankhwala

ndi-ma-fun-a

man-khwala

1.SG-PRES-want-V

NC-medicine

‘I currently want/need medicine’
Figure 2.1 displays the variations in spelling for the word odwala (‘patient’) in the messages used here. The variation is large, with more than 40 surface forms and more than
50% that occur only once.
Most of the variation in Figure 2.1 comes from productive morphology, with the
prefixes and suffixes conforming to frequent patterns that should be segmentable by
automated methods. For the stem of the word, most variation comes from phonological and orthographic variation, such as the arbitrary (in Chichewa) ‘l’/‘r’ alternation1
or the change in vowel that results through prefixing as in kudwala. For the bound
1

Historically, the ‘l’/‘r’ alternation in Chichewa is certainly arbitrary in the written form with only
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morphemes, the variation results from morphology itself: ndi-odwala; ndiwodwala, and
compounding: ndatindidziwewodwala. The insertion of the glide is much like in English
as Chichewa similarly resists adjacent vowels, as in the example above with ‘go-ing’ in
English, where we also pronounce the glide ‘w’ between the vowels, even though we
don’t write it. Someone not familiar with English or with English writing practices
might similarly write the inflected form ‘gowing’.
There are also a handful of variations that are more directly related to literacy. In addition to compounding there are a few cases where the spaces between words are simply
omitted. It is possible that the speakers believe the adjacent forms to be compounds – in
some cases the groupings correspond to constituents like noun phrases – which would
mean there is some linguistic patterns in these cases, but for the most part they seem to
be arbitrary, perhaps the results of lack of familiarity with the phone itself. To the extent
that we can learn and model the correct words, these should be segmented as easily as
the compounds. Another type of variation is more clearly from limited literacy: characters replaced with their mirror. For example, someone might mistake ‘b’ for ‘d’ and
write obwala (although this particular alternation does not occur). This is a common
error among anyone first learning a language/script – mistaking a character for a similar
looking one. However, these kinds of errors exist in very small numbers in the data so
the work here does not attempt to model this variation. It is easy to imagine that if it
one pronunciation, closer to the English ‘l’, but recent research has found that more educated Malawians are often borrowing an English ‘r’ to employ an alternate pronunciation that is phonetically distinct
(Chikunkhuzeni, 1999). The suggestion is that the ‘r’ variant in this context is social variation that outwardly indexes the speaker’s English literacy, emphasizing the prestige of education and the associated
wealth and/or social status. It remains to be seen whether this will be adopted as a permanent alternation,
or whether it is just one (of no doubt very many) subtle, passing affectations used by speakers to negotiate
their social relationships via language.
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was a more frequent problem in the data, then a set of alternations that included mirrors could also be added, although this might overgeneralize as the ‘b’/‘d’ alternation is
meaningful in a number of minimal pairs, whereas a ‘l’/‘r’ alternation is not.
As with the variation for odwala, there are more than 20 forms for mankhwala
(‘medicine’). For fun (‘want’), there are more than 30 forms with more than 80% occurring only once. There are more than 200 forms containing ndi and no one form accounts
for more than 5% of the instances.
The co-occurrence of ndi and fun within a word is a strong non-redundant predictor
for several labels, but more than 75% of forms occur only once and more than 85%
of forms are non-contiguous, as in the most frequent form ndi-ma-funa ‘I currently
want’. It is interesting to note that this form, ndimafuna, is well-attested online, and
even the title of a music video currently available on YouTube. As stated above, there
are more than 100 million people who would recognize ndifun as ‘I want’ (the tense
marker and final vowel are very common in related Bantu languages but tend to be
a little more variable cross-linguistically). Yet despite it being a very common word
and the title of a music video, there is currently no online dictionary for Chichewa that
defines ‘ndimafuna’. It is therefore a good example of how quickly we have developed
new ways to access languages on the back of recent digital advances, but also how few
resources we have for those languages.
In contrast to the variation for Chichewa, the English translations of almost all forms
of ‘patient’, ‘medicine’ and ‘(I) want/need’ are frequent. Only one of the translations
occurs once, translated as ‘needing’ rather than ‘want’. This shows that English is not
completely immune to the same variation – ‘need-ing’ has multiple morphemes and
occurs just once – but that the variation is much rarer.
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Text-language abbreviations do not seem to occur in this data. This is consistent with
the reports on SMS practices in the related isiXhosa language (Deumert and Masinyana,
2008), where it was reported that even when the same person would switch between
English and isiXhosa when texting, they only abbreviated the English examples. However, it may also be because the data contains professional communications not personal
messages. The latter may be more likely the case, as typographic errors were almost
non-existent, indicating that the messages were carefully composed.
While the variation in Chichewa is large, it is clear that there are also strong patterns.
The form odwala is the most frequent form for ‘patient’, if not quite the majority. It
is easy to imagine this alone could be used to determine the canonical form for the
word for a task like semi-automated dictionary building (an important task for lowresource languages, although not one attempted in the work presented here). It is easy
to (manually) demonstrate that the variation can be successfully modeled, too, without
too much over-generalization. For example, the combination of the morphological and
phonological variation for odwala can be expressed by the relatively simple regular
expression:
/[ao]dw?a[lr]+[ai]/
Applying this pattern to the corpus produces little or no false positives, so it can be used
to normalize the data with some success.

2.2.1.2 Krèyol
Haitian Krèyol is full, rich language and still a ‘Creole’ in name only. This is typical
of former Creoles – they often become full languages in just a generation or two but
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retain the name ‘Creole’ in some form, as with the English-based former Creole, ‘Krio’
in Sierra Leone’s Freetown Peninsula (Hancock, 1971). However, Haitian Krèyol does
retain some of the grammatical simplicities of a former Creole, such as a very simple
morphology, which is also typical of a young language:
Voye manje,medikaman,pou moun ki nan lopital gonaives yo.
Voye

manje medikaman pou moun ki

send

food

medicine

for

nan lopital

those who in

gonaives

yo

hospital Gonaives 3.PL

‘Send food, medicine for people in the Gonaives hospitals.’
The example above shows the lack of morphology in Krèyol relative to a language like
English – there are no word-internal morpheme boundaries at all – and the underspecificity of the some terms. The word moun is flexible but broadly 3rd Person, referring
to an individual, multiple people, or ‘who’. The 3rd Person Plural determiner yo therefore disambiguates that this is for multiple people, but within the noun phrase ‘lopital
gonaives yo’ the literal translation is for multiple hospitals within Gonaives, and that
multiple people need food and medicine is understood from the context. Without the
final yo the sentence could also be interpreted to be talking about one person in one
hospital, although the multiword expression ‘moun ki’, roughly meaning ‘those who’,
is common and typically used to refer to multiple people.
Nonetheless, the text message-language still produces many compounds and reductions. For example, fanmi mwen ‘my family’, is spelled at least six ways: fanmi mwen,
fanmwen, fanmi m, fanmi’m, fanmim’, fanmim. Table 2.4 gives further examples and
common subword patterns.2
2

Several of the examples in Table 2.4 are thanks to Will Lewis who first identified them, from personal
communication and in Lewis (2010).
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Abbrev.

Full Form

Pattern

Meaning

s’on
avèn
relem
wap
map
zanmim
lavel

se yon
avèknou
rele mwen
ouap
mwen ap
zanmi mwen
lave li

sVn
VvVn
relem
uVp
map
zanmim
lavel

is a
with us
call me
you are
I will be
my friend
to wash (it)

Table 2.4: Abbreviations and full forms of words in Krèyol, showing substantial variation but common subword patterns and character alternations (V=any vowel).

Interestingly, many of the reductions follow patterns of pronoun reduction and incorporation that can be seen with the pronoun ndi in Chichewa. The word mwen is a general
first person singular pronoun in Krèyol that can function in the nominative, accusative
and genitive grammatical roles (‘I’, ‘me’, ‘my’). As with the example above, fanmim/
fanmi mwen (‘my family’) shows a compounded ‘m’ to be a common reduction: relem/
rele mwen (‘call me’), map/mwen ap (‘I will be’), zanmim/zanmi mwen (‘my friend’).
The same can be seen of the first person plural pronoun in avèn/avèknou (‘with us’) and
the second person pronoun wap/ouap (‘you are’).
Pronoun incorporation is one of the most common forms of complex morphology
cross-linguistically. It is widely accepted as the most common method by which inflectional affixes are formed over time: a free pronoun is incorporated into a verb; the free
forms falls out of use; the incorporated form becomes a permanent affix that still retains
much of the grammatical function of the previous pronoun, such as marking for gender
or grammatical function. In fact, Chichewa has one of the more well-known cases for

CHAPTER 2. EVALUATION DATA

37

this with its noun-class system, with some researchers arguing that some of the nounclasses are inflectional morphemes, while others are incorporations that are not yet fully
part of the verb (Bresnan and Mchombo, 1987).
It may be that pronoun incorporation is an innate property of language where pronouns are manifestations of cognitive functions, perhaps ones specific to the language
faculties, that make them predisposed to incorporation. On the other hand, pronoun incorporation may simply be a product of usage, with pronouns being more likely to be
incorporated because they are produced so frequently. It may be a combination of the
two – in the examples here, some of the reductions are not in combination with verbs,
as is most typical with incorporation, but with nouns. Whatever the grammatical or
cognitive status, it certainly seems like Krèyol is following the cross-linguistic trend of
reducing and compounding pronouns in its written form.
When pronouns are identified as incorporations in linguistics it is typically through
speech and not writing. The phonological status of the reductions in Krèyol is not clear.
While I have observed people pronounce a reduced ‘mwen’ in the genitive, without a
careful study this could be as easily attributed to the particular phonological context,
or just the general cross-linguistic trend of pronouns and other common words being
more likely to be pronounced quickly or as reduced forms. It is outside the scope of this
dissertation to investigate the (verbal) phonological properties of the languages, so the
phonological status of the Krèyol reductions are left as an understudied but potentially
interesting line of research. If there is a phonological reduction, then there is the possibility that some of the compounds are words in their own right, or will become new
words in time, as with ‘yall’/‘you all’ in English.
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Clearly, then, despite Krèyol having one of the simpler morphologies, the same segmentation techniques that are needed for Chichewa can also be applied here. We can
see this in Table 2.4, where relatively simple subword patterns can account for much of
the variation.
As with Chichewa, there is also substantial variation due to lack of spelling conventions, geographic variation and varying literacy. As with the English borrowing
‘pachenti’ in Chichewa, there is also variation with French cognates in Krèyol, but in
the case of Krèyol it seems to be much more productive, with an entire continuum of
more-or-less French spellings for a large variety of words. There is also more variation
in the use of accents – even ‘Kreyol’ is commonly spelled with or without an accent. In
some cases, this may be a result of the technology itself, with accented characters harder
to access or not available on some phones and keyboards.
An example of more-of-less French spellings and varying accenting can be seen in
mesi (‘thank you’) with the five spellings: mesi, mèsi, mèci meci, merci. As with the
pronouns, it is also often reduced to a single character, ‘m’, a practice that is common in
French text messages, too. This lends some weight to the argument that the reductions
are based on frequency. Note that this reduction is therefore homographic with the first
person pronoun ‘m’. It is rarely the case the one will be mistaken for the other by a
human in a given context, but a computer may struggle. In these messages, at least,
the ‘thank you’ ‘m’ is almost always message-final and therefore an easily learnable
context. There is a similar common reduction with sv/sivouplè (‘please’), which is one
of the most common words in the corpus.
Krèyol also has variation in place names, reductions, acronyms and slang in particular. Figure 2.2 gives the variation in the spellings of Port-au-Prince in Haitian Krèyol
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Figure 2.2: Variation in the spellings of ‘Port-au-Prince’ in Haitian Krèyol, left, and
English, right. Unlike the Chichewa messages, there is still great variation in both. For
Krèyol, the most popular forms are variations on the acronym ‘PaP’ and the most Krèyol
spelling ‘Potoprens’. For the English translations, the full ‘Port-au-Prince’ is preferred,
but in most cases this is probably due to the lifting of the 160 character limit and that
the translations were aimed for aid workers who might not be familiar with the region.
and English. Unlike the Chichewa example for odwala, there is still great variation in
both languages. For Krèyol, the most popular forms are variations on the acronym ‘PaP’
and the most Krèyol spelling ‘potoprens’. For the English translations, the full ‘Portau-Prince’ is preferred, but in most cases this is probably due to the lifting of the 160
character limit and that the translations were made for aid workers who might not be
familiar with the region, which meant that full information value took precedence over
conciseness. The form that has become favored by the development workers, PauP,
only occurs once in the messages, showing the disconnect between the aid community
and the language of the population.
While there is great variation, much of it comes from fairly trivial differences, like
whether a space or hyphen separates the words and capitalization. Normalizing for case,
punctuation and spacing accounts for about 90% of cases in both languages, reducing
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to one of three forms, Port-au-Prince, PaP or Potoprens. Among the remaining alternations, most are the result of more or less phonetic spellings, like Potopwens and
Potoprins.
Comparing the Krèyol to the English, it also shows the trend in named entities that
Chapter 6 takes advantage of – the lack of variation between Krèyol and English. Like
most named entities, ‘Port-au-Prince’ retains the name ‘Port-au-Prince’ when translated
across the languages. So while most other words change in translation, the named entities retain their form. Even when there are more literal spellings, like Potoprens, there
is still a reasonably small edit distance to Port-au-Prince with most of the consonants
retained. It is a fairly clean division, too, with a very simple regular expression covering
the forms:
/po[a-z]*t\W[auo]+ \Wp[rw][a-z]*n[cs]e?/i
This form captures almost all the variants of the full form of the name ‘Port-au-Prince’
in the both languages with not a single false positive. The example below, repeated
from Table 2.1, highlights the cross-linguistic trend, showing the named entities in both
a Krèyol message and its English translation:
Lopital Sacre-Coeur ki nan vil Milot, 14 km nan sid vil Okap,
pre pou li resevwa moun malad e lap mande pou moun ki malad yo ale la.
‘Sacre-Coeur Hospital which located in this village Milot 14 km south of
Oakp is ready to receive those who are injured. Therefore, we are asking
those who are sick to report to that hospital’
This shows that the trend exists for named entities in general, retaining their form in
translation while the words around them alter more considerably.
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Figure 2.3: Variation in the spellings of zaroorath (‘need’) in Urdu, left, and in the
English translations, right, showing greater variation in the Urdu, resulting from both
the morphology and variant spellings.
2.2.1.3 Urdu
Urdu is an Indo-Aryan language that is almost completely co-intelligible with Hindi.
The two are, grammatically, the same language, but traditionally use different scripts
and have different borrowing patterns from other languages. With the Urdu messages
analyzed here, it is easy to find examples of these kinds of variation. For example,
zaroorat (‘need’) is spelled in four different ways (zaroorath, zaroorat, zarorat, zarurat).
The composition of ‘zarootat’ is ‘zaroot-at’, with the verbal suffix. The same stem can
also be used in an adjectival form ‘zaruri’, to express an imperative or necessity. The
uninflected form, ‘zaroor’ is closer in meaning to ‘certainly’, reflecting the imperative
of ‘need’ more than the sense of requirement. The breakdown of all six forms from the
same stem is given in Figure 2.3.
To extend and clarify the analysis here, the sentences containing variants of ‘zoorar’
were given to five Urdu-speaking language consultants via microtasking platforms, where
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the consultants were asked for the meaning (in English) of ‘zaroor’ in the given context. Unlike Chichewa and Krèyol, I have relatively little experience speaking Urdu or
closely related languages, so it was necessary to defer to native-speaker intuitions on
a few points like this. Four consultants glossed the uninflected ‘zaroor’ as ‘certainly’,
showing that it retains some of the imperative and absolutive properties of ‘needing’,
but not the actual semantics of requiring some good or service. This highlights another
important difference in morphology cross-linguistically – stems do not always retain
their full semantic range when bound morphemes are added/removed. Some bound
morphemes will explicitly change the meaning, functioning as intensifiers or restricting
interpretations to the semantics of a given noun class. Other bound morphemes, such the
verbal and adjectival suffixes, might only select for a subspace of the potential semantic
interpretations of the root, like ‘zaroorath’ in this case.
The overall number of variations in Figure 2.3 is less than that for the Chichewa and
Krèyol examples, but this is not necessarily the result of less inherent variation in the
language. This is the smallest data set meaning that it is likely that there are further
variants in the language itself that were not observed.
Most of the variation here results from more or less phonetic spellings. The second vowel is variously written as ‘u’ or ‘oo’, and the final ‘t’ is written with or without
the ‘h’. The variation in vowels might be due, in part, to it being rare to write vowels in Urdu, as with other languages that use the Arabic script. Arabic script is an
‘abjad script’, meaning that only the consonants are written as full characters. Vowels
can be added as diacritics, but they are not commonly used outside of formal registers.
Therefore, even the very literate senders of the messages might be unaccustomed to the
consideration of vowel quality when writing Urdu. It would be interesting and fairly
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easy to test this – an experiment comparing Urdu and Hindi speakers typing in Roman
script might highlight this as the Hindi script does obligatorily encode the vowels.
The ‘t’ and ‘th’ variant is common across Indo-European languages that use Roman script. Here, the ‘th’ represents an aspirated ‘t’, [th ], not the dental fricative [θ]
as it would in many cases in English. Cross-linguistically, [θ] is fairly rare, and we
can see this alternation in closely related languages. For example, the ‘th’ in the word
‘Neanderthal’ is commonly pronounced with the [θ] in English but [th ] in the original
German. This is a case of the writing system influencing the phonetics and phonology
of pronunciation. In such cases, many people would call the German pronunciation of
‘Neanderthal’ the ‘correct’ one, but from a linguistic point of view, both are in such
common usage that they both should be considered alternate pronunciations of the same
word, even if the historical process that led to one alternation might have been a crosslinguistic mispronunciation. The cross-linguistic influence of writing on pronunciation
happens in the other direction, too, (from personal observation, I had to learn to pronounce the [th ] variants for ‘North’ and ‘South’ when navigating my way across India
by bicycle).
The remaining alternations in the Urdu forms in Figure 2.3 result from morphology,
with the uninflected zaroor and the adjective zaruri.
Turning to the English translations, we can see that the variation is just as prolific
but from slightly different causes. There is also some morphological variation present in
‘need’ and ‘needed’, and in a larger corpus it is expected that ‘needs’ would also appear.
Unlike the Urdu, though, there is no variation resulting from phonology/orthography.
As with the variants in Chichewa and Krèyol, the variants for ‘need’ in Urdu can be
captured with a relatively simple regular expression that produces no false positives:

CHAPTER 2. EVALUATION DATA

44

/zar[ou]*r[a-z]*/
The morphological variation in English correlates with the sender of the messages. All
the cases of ‘needed’ in Figure 2.3 are not sent from people in within the crises-affected
area. This can be seen in the examples below:
“shikarpur: Volunteers needed, food and medical help needed”
“Umer kot: Sindh: Shelter and Camp needed as people are stranded due to
flood”
It is clear why the ‘needed’ form is used by third parties – the events are reported in the
third person. Someone reporting about their own condition would be more likely to say
‘we need’ or ‘I need’. This is not a strict pattern – it is easy to create counter examples
– but it happens to be a strong one here. In many other languages, person-marking is
obligatory and unambiguous.
To determine the source of the messages, then, which is one focus of the classification tasks in this dissertation, there is some signal in retaining the morphological
properties of the words and not simply reducing each form to its stem.

2.2.2 Users of short message systems
By design, the users of the Chichewa messages were limited to community health workers. For the Krèyol and Urdu messages, both sets were from a publicly advertised shortcode that contained (predominantly) messages from the public. For Twitter, while the
user-base is very different (as this works explores in depth for the first time) it is also a
relatively unconstrained platform in terms of participation.
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Who, then, was actually using Twitter and SMS during the crises in Pakistan and
Haiti? Despite the many reports about both crises to date, no-one has yet tried to calculate the percentage of SMS and Twitter that were sent by individuals who were actually within the crisis-affected regions. An analysis was undertaken to label the data
by source: was it sent by an individual within the affected region (citizen reporting), or
was it sent by an aid organization or international person. This was completed for the
Pakistan data and a random subset of 1,000 SMS and 1,000 tweets from Haiti.
As with the translation of the Pakistan messages, paid microtaskers annotated the
messages as being citizen reporting from within Haiti/Pakistan or not (ie, being from an
aid organization or a person outside of Haiti). The task was given to multiple workers
to ensure reliability. It was a three-way choice between ‘from an individual within the
crisis-affected region’, ‘from an organization and/or someone outside the crisis-affect
region’, or ‘ambiguous’. A surprisingly low percentage of messages across all sets were
ambiguous. People from organizations typically identified themselves as such, despite
the character limits, and the content and choice of pronouns made it clear when it was
a person from with a region (“I/we need food”) a person outside the region (“they need
food”) or an organization (“we need volunteers to help with packing”). However, when
the tweets reported second-hand information it was often impossible to judge whether
the actual source was from on the ground or via the media. For this reason the messages
were not encoded for evidentiality. It would be interesting to know exactly how much
truly novel data was reported via Twitter – perhaps very little or none at all – but it is
impossible to calculate this without ground-truthing every message.
The results are in Figure 2.4. It is clear that there is a stark difference between
Twitter and SMS. The former was predominantly used by the international community
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Figure 2.4: The users of Twitter and SMS, showing that in both cases SMS was primarily used by people within the crisis-affected region while Twitter was used by the
international community.
and the latter by the crisis-affected community, with very little overlap. There is a real
danger that the crisis-affected community and international aid community, while both
utilizing short message systems, ultimately end up talking past each other.
Having established that the users of Twitter and SMS were largely separate groups,
it should be clearer why the topics of the messages are also quite different.

2.2.3 The topics of short message systems
As stated when the corpus was introduced, the Chichewa messages were labeled with
zero or more categories, nine in total, with three main groupings: Administrative (related
to the clinic), Requests (from Community Health Workers), and Illnesses (of interest to
monitoring bodies). The breakdown of topics here is fairly predictable – most messages
are directly related to health care and the most common afflictions are the most common
topics.
For the Krèyol and Urdu messages, a different set of labels are applied. At the time
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Figure 2.5: The topics of Twitter and SMS, showing that they were being used to disseminate very different kinds of information. This can be understood in terms of the
results in the previous section – very different groups of people were using the two technologies. The distribution of topics for short messages is actually more similar within
the type of message across crises than across the type of messages within each crisis.
Twitter in Pakistan has a relatively large number of messages requesting help for logistics (e.g., loading food onto trucks). This may reflect a new use for Twitter in this later
context or simply the context itself: the logistical operations in Pakistan were greater
than in Haiti but undertaken by a smaller number of people who therefore needed to
reach out more broadly for volunteer labor.
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the SMS and some Twitter messages were categorized according to a standard set of UNdefined labels (“request for food”, “request for water”, “response taken”, etc). The same
categories, with only a few changes, were used for both Mission 4636 and Pakreport, so
we can therefore run the same comparison across both. However, many of the categories
had few or no messages, so these were conflated into larger top-level categories. There
were also large volumes of messages for which there was no pre-defined category that
fit the description, like “request for volunteer laborers”. Given the findings about the
sources of messages there is also an important distinction between topics depending on
the sender. An aid organization requesting food for distribution is very different, from
an operational standpoint, from an individual requesting food within a crisis-affected
region, but in the coding schemes they are treated equally (perhaps because citizenreporting simply never made it into aid-reports in the past). Here, these categories are
separated in an attempt to capture broad trends in the actual topics, not their mapping to
information requirements of specific relief agencies in the given context. Each message
was given zero or more categories:
1. Ground report - a direct report about the conditions within the affected region.
2. Request for workers/volunteers - a request for help in some service (e.g.: loading
items into trucks).
3. Forwarding news - passing on information that was already second-hand (e.g.:
linking to a news article, retweeting, etc).
4. Request for food/aid - a request for aid (made from anywhere).
5. Complaint - a criticism of the relief efforts.
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The breakdown of relative frequency of topics in Haiti and Pakistan is given in Figure
2.5. As with the source data, it is clear that the topics of the messages differ greatly
between SMS and Twitter.
However, the distribution of topics across the crises is very similar. In both cases,
most of the SMS were a request for food/aid and/or a report about the conditions on the
ground. The biggest topic for Twitter was simply relaying messages – mostly sharing
links to online articles or retweets.
The biggest difference between Pakistan and Haiti can be traced back to the relative
lack of resources that went into the Pakistan relief efforts. Pakistan had a greater number of people displaced but received a much smaller response from the international aid
community, meaning that the Pakistan response required a larger logistical component
with fewer resources. This is reflected in the Twitter messages, where many aid organizations were requesting people to help with logistical tasks like loading containers with
food. It is also reflected in the SMS ‘complaint’ messages where people were complaining about not having received aid or the national id card that would enable them to
receive aid.

2.3 Chapter conclusions
This chapter has introduced the data used in this dissertation and analyzed the linguistic
properties, confirming that substantial written variation is a general property of short
message communications in the languages investigated here, and that it is most likely a
property of short message communications for the majority of languages now entering
the connected world.
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The investigation of this variation is itself a novel contribution. While it is expected
that short message communications in low-resource languages will possess variable
spelling, the nature and full extent of this variation has not previously been researched.
The example with almost 50 different spellings for the word odwala (‘patient’) in just
600 text messages in Chichewa showed that the variation is very prolific, and the analysis of Krèyol and Urdu confirmed that this was not an isolated example or language.
Even for Haitian Krèyol, which does not have the same morphological complexity as
Chichewa, the text message language still produces many compounds and reductions, as
with fanmi mwen (‘my family’), which is also spelled fanmwen, fanmi m, fanmi’m, fanmim’, and fanmim, showing different abbreviation and compounding strategies. These
correspond to known linguistic properties for abbreviations, with high frequency pronouns like mwen favored for reduction and compounding. The same variation is true of
Urdu, with zaroorat (‘need’), which is also spelled zaroorath, zarorat, zarurat, zaruri,
and zaroor.
The analysis in this chapter also confirmed why the objectives of this dissertation are
realistic and achievable, as many of the variations follow predictable patterns, resulting
from morphology, alternate spellings, compounding or morpheme-internal alternations
like ‘l’ and ‘r’ that result in alternate forms like ndiodwala (‘my patient’), ndiwodwala
(‘my patient’: alt spelling) and odwara (‘patient’: alt spelling). As the variation is
predictable, it will produce patterns that can be identified and modeled. As many of the
variations follow from the linguistic properties of the messages, there is also likely to be
a gain from injecting small amounts of linguistic knowledge into the same systems.
Turning to the actual use cases, the chapter found that text messaging and Twitter
were used very differently by different groups of people, even when reporting about
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the same events. While the nature of the subword variation might be consistent across
SMS and tweets in the same language, the differences in uses can introduce problems
in downstream natural language processing, where models trained on one type of short
message system might not perform as well when applied to the other; a problem known
as domain dependence. Domain dependence, and methods to overcome it, will therefore
be one particular focus of the chapters on classification and information extraction.
Although this chapter sheds enough light on the nature of short message communications to undertake the research presented herein, there is still much that remains
unknown. Currently, we do not even know the full extent of languages being used for
short message communications, let alone how the writing systems of each one patterns.
As the following chapter shows, the adoption and continued use of short message communications is growing at a greater rate than the research into its nature and use. Even
outside of natural language processing, it is a type of communication that deserves much
greater attention.

Chapter 3
Related work
6.1 trillion text messages were sent in 2010, a greater number than all social network
communications combined, up from 1 trillion in 2000 (ITU, 2011), particularly in areas
of great linguistic diversity (Maffi, 2005). This has led social development organizations to leverage mobile technologies to support health (Leach-Lemens, 2009), banking
(Peevers et al., 2008), access to market information (Jagun et al., 2008), literacy (Isbrandt, 2009) and emergency response (Munro, 2010b).
Relative to the amount of digital information being generated, this easily makes text
messaging one of computational linguistics’ least well-studied methods for digital communication. While this chapter contains what appears to be (at the time of writing) every
published paper on the linguistics of short message systems in low-resource languages,
from the sociolinguistics of short message systems to different approaches in computational linguistics, it is also a relatively short chapter for a literature review, as there
simply has not been much written about this topic.
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One reason for the lack of research is no doubt the obstacles associated with obtaining text message data for low-resource languages. By contrast, the open API of Twitter
has led to much recent research, primarily in sentiment analysis (O’Connor et al., 2010;
Pak and Paroubek, 2010; Sriram et al., 2010) and unsupervised event detection (Petrović
et al., 2010). The task of identifying sentiment is not attempted in the research presented
here. However, there are some similarities relating to problems of message brevity and
the ability to extend the feature-space. For example, Sriram et al. found that extended
features improved accuracy, especially the source of a given tweet, as in the research
here (Sriram et al., 2010). Eisenstein et al. show promising results in identifying an author’s geographic location from micro-text, but the locations are course-grained, and the
method relies on a larger history per source than in any of the messages here (Eisenstein
et al., 2010).

3.1 Subword models and normalization
Xue et al. looked at both Twitter and SMS data for normalization (Xue et al., 2011). As
in the research presented here, they found that the linguistic structures of Twitter and
SMS were independent enough that the optimal models for normalizing the respective
messages were significantly different. This supports some findings from the earliest
comparisons of Twitter and SMS, where Krishnamurthy et al. found that Twitter language was different from text message language (Krishnamurthy et al., 2008).
There has been some interesting work in normalizing abbreviations in text messages
(Choudhury et al., 2007; Kobus et al., 2008; Cook and Stevenson, 2009; Pennell and
Liu, 2010; Beaufort et al., 2010; Stenner et al., 2011; Liu et al., 2011). All but one
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were evaluated on English (the other on French), but some systems normalized without
prelabeled English data, meaning there is the potential to extend their methods to other
languages. However, the most common SMS data set used for evaluations was not
actual messages but a dictionary of 303 common pairs of abbreviations/actual words
(Choudhury et al., 2007; Cook and Stevenson, 2009; Liu et al., 2011), making it a very
different task from the ones investigated here.
Outside of English, Kobus et al. focused on SMS-specific abbreviations in French
(Kobus et al., 2008), and Deumert and Masinyana compared abbreviations in the isiXhosa language to that of English, as written by bilingual speakers (Deumert and Masinyana,
2008). Interestingly, Deumert and Masinyana found that many speakers that regularly
used abbreviations in English did not also use abbreviations in isiXhosa, indicating a
strong per-language bias in text-message linguistic practices, even from the same person when switching between languages.
Beaufort et al. and some of the early work looking at SMS-SPAM in English (Beaufort et al., 2010; Healy et al., 2005; Hidalgo et al., 2006; Cormack et al., 2007) used
a similar preprocessing method for normalizing text messages in French, combining
rule-based models with a finite-state framework. The accuracy was calculated relative
to BLEU scores for correct, full-form French, not as a classification/information extraction task. The language specific, rule-based methods used in this dissertation were
defined in terms of regular expressions, which means they are equivalent strategies.
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3.2 Computational Morphology
While the overall focus of this dissertation is classification and information extraction,
the components that give some of the greatest increases in accuracy, subword models,
draw on work in computational morphology.
Computational morphology and segmentation (Goldsmith, 2001; Creutz, 2006; Dyer,
2007; Kurimo et al., 2008; Goldwater et al., 2009; Johnson and Goldwater, 2009; Tachbelie et al., 2009) is most prominent in machine translation, especially where there
are substantial morphological differences between language pairs (Goldwater and McClosky, 2005; Dyer, 2007).
In the current state-of-the-art for computational morphology, when evaluated in
terms of the accuracy of segmentation, a combination of the ParaMor (Monson et al.,
2008) and Morfessor (Creutz, 2006) algorithms achieved the most accurate results in
the 2008 Morpho Challenge Workshop (Kurimo et al., 2008).
While ParaMor was the highest performing non-ensemble morphological segmenter
in the 2008 Morpho Challenge, it assumes a single suffix, and no prefixes, and is not easily adapted to more complex morphologies. For this reason, while it was suited to languages with relatively simple morphologies, like English, it will fall short on languages
in the mid-range of complexity like Chichewa.
The work in morphology that is most closely related to the work here is Goldwater
et al.’s Bayesian framework for word segmentation (Goldwater et al., 2009). They use a
Hierarchical Dirichlet Process (HDP) model that is applied to the task of word segmentation for speech data. Goldwater et al. have also used Pitman-Yor for morphological
modeling (Goldwater et al., 2006), which has shown to have segmentation accuracy
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comparable to the HDP model but with greater efficiency (Mochihashi et al., 2009).
No prior researchers have worked on morphological and phonological models for
text message categorization or information extraction, but the Chichewa analysis builds
on a number of exciting recent developments in computational morphology and natural
language processing for Bantu languages. Badenhorst et al. found substantial phonetic
variation in a speech recognition corpus for nine Southern Bantu languages, where accurate models could also be built with limited data (Badenhorst et al., 2009). Morphological segmentation improved Swahili-English machine translation in De Pauw et al.,
even in the absence of gold standard reference segmentations (Pauw et al., 2009), as is
the case here for classification. The complexity and necessity of modeling noncontiguous morphemes in Bantu languages is also discussed by Pretorius et al., emphasizing
the need for rich representations of the relationships between a word’s constituent morphemes (Pretorius et al., 2009).

3.3 Research in short message systems
It is interesting to apply some simple quantitative analysis to the literature itself. Given
that the majority of recent research has looked only at Twitter in English (see below),
it raises some questions about the appropriate directions for research and development,
while highlighting the importance of text-message focused research in other languages.
To show that there really is a bias in recent research, a review was conducted of all
peer-reviewed IEEE, ACM, and ACL publications between June 2010 and June 2011
that focused on automated or semi-automated processing of Twitter, email or SMS, and
compared them to the actual global usage of the technologies (Pingdom, 2011; ITU,
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Figure 3.1: The Twitter bias. Left, the relative amount of communications globally,
by number of messages sent, comparing SMS, Twitter and email. Right, the same
comparison, but comparing the relative amount of papers written between June 2010
and June 2011 that looked at automatic filtering or information extraction from each of
SMS, Twitter and email. While Twitter accounts for much less than 1% of the world’s
communications, it accounts for almost three-quarters of the research. The utility of
Twitter-based studies to broader communication therefore heavily depends on the extent to which Twitter-communications are similar to SMS or email.
2010; Garrett, 2010).
As Figure 3.1 shows, while Twitter makes up much less than 1% of the world’s communications, it accounts for almost 75% of recent research. Most of the papers stated
that Twitter was used as a stand-in for social media and/or SMS more generally.1 Therefore, the utility of Twitter-based studies to broader communication heavily depends on
the extent to which Twitter-communications are similar to SMS or email.
For all three, the percentages for use indicate the number of messages sent, not
the number read (excluding SPAM). Emails and SMS sent to multiple recipients and
tweets read by multiple followers are only counted once. Email and Twitter are the
most likely platforms to have multiple readers per message. On the other hand, tweets
1

Interestingly, not a single paper says that it uses Twitter as a stand-in for email, despite email still
being our most frequent form of remote communication.
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and (especially) emails may be ignored and not read at all, while this is much less
likely with SMS. All of these generalizations are very context dependent – Pakistan in
particular makes productive use of group SMS messaging – but the exact numbers could
vary greatly here, and the disparity would remain.
Despite the prevalence of Twitter and SMS in recent development discussions and
research, there is no prior study that compares the two in cases where both were used in
the same context (which is, of course, one of the main reasons for this work).2
At least in part, the bias is towards availability of data, and not simply because social media studies are a current trend. Twitter’s open API has made it much easier for
people to scrape data, relative to more typically closed communication channels like
SMS, email, and even the more private social media of Facebook. We can see evidence
of this by looking at a recent workshop focused on social media, ‘#SocialMedia: Computational Linguistics in a World of Social Media’, in which there are plenty of Twitter
papers but no Facebook ones.
However, the availability of data is not the whole story, as much of the data in this
dissertation has been freely available during this same time period. Several thousand
of the SMS in Haitian Krèyol and all but a handful of the SMS in Urdu were accessible on public websites. With the exception of the people who built the first MachineTranslation system for Krèyol (Lewis, 2010) and ran the translation/categorization platform (Munro, 2011), the Krèyol messages have not been studied, with the notable exception of 2011 Workshop on Machine-Translation, for which Krèyol-English translation
2
It also appears that no one has ever looked at automated processing of email in a social development
context, despite email being our single largest form of remote communication and having the longest
history in automated filtering, with a relatively large body of work on spam-detection and more recent
work looking at the ENRON corpus (Peterson et al., 2011). It is with regret that this dissertation is not
also attempting to address this imbalance.
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was one of the shared tasks and included some of the messages used here (CallisonBurch et al., 2011). The Urdu messages have not been studied at all.
Caragea et al. came close to studying the Krèyol messages, with a system that
scrapes Twitter and classifies tweets (Caragea et al., 2011). In order to evaluate their
system, they used some of the SMS from Haiti instead of tweets (an inversion of most
research that used Twitter as a stand-in for SMS). However, they only used the English translations of those messages. Therefore, they evaluated their Twitter classifier
on the English translations of Krèyol SMS messages, making both the language and
platform equivalent assumptions that are challenged here. They report (p.c.) that this
choice was made because of familiarity with English. Their proposed architecture relies
on machine translation, which might also be problematic as most languages do not have
machine translation services, and such systems take some time to build (Lewis, 2010;
Lewis et al., 2011).
Within the natural language processing community more broadly, there are probably
too few researchers with the interests/skills to tackle non-English materials. There are
only two published studies that look at cross-linguistic SMS in the natural language
processing literature (Munro and Manning, 2010; Munro and Manning, 2012b), both
of which are by the author of this dissertation and constitute part of the work presented
herein.
Vieweg, Hughes, Starbird and Palen looked at Twitter during two disasters in the
United States (Vieweg et al., 2010), and Starbird and Palen looked at Twitter in the context of the earthquake in Haiti (Starbird and Palen, 2011). Similar to the work here,
Starbird and Palen identified only four original users of Twitter from within Haiti. The
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analysis of the interaction on Twitter is an interesting dimension to processing information that is not covered in the work reported here. However, with only four people
sharing information from within Haiti, this dissertation does not share their conclusions
that this necessarily represents a new method for crisis information processing, especially in light of the evidence here that the nature of Twitter communications is very
different to other channels, even other short message systems.
Other current work on Twitter has been in sentiment analysis (O’Connor et al., 2010;
Pak and Paroubek, 2010; Sriram et al., 2010), unsupervised event detection (Petrović
et al., 2010), and controlled vocabularies of Twitter hashtags (Starbird and Stamberger,
2010; Starbird and Stamberger, 2010).

3.4 Named Entity Recognition
For most low-resource languages, there is no prior research in Named Entity Recognition. This is true for Chichewa, Haitian Krèyol, and related languages, with the exception of one paper looking at Swahili (Shah et al., 2010), but there has been substantial
research and development in Named Entity Recognition systems for English and many
other high resource languages.
Steinberger and Bruno Pouliquen have found cross-linguistic Named Entity Recognition to be possible by aligning texts at the granularity of news stories (Steinberger
and Pouliquen, 2007). As the messages used here are aligned at the granularity of sentences, there is the potential to adopt their techniques with greater accuracy. Lee at al.
have shown promising results in word alignment for Named Entity Recognition with
English-Chinese parallel corpora (Lee et al., 2006). Unlike English-Chinese, there is no
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additional complication of transliteration, which should also aid accuracy here.
It was a surprising find of this literature review that no researcher has previously
reported looking at leveraging cross-linguistic Named Entity Recognition in the manner
proposed here. Perhaps previous researchers had also found that edit distance alone
was not particularly useful in cross-linguistic Named Entity Recognition and therefore
had not pursued it. While the approach is novel, the general observation that named
entities change form less than other words cross-linguistically is one of the oldest in
language studies. Shakespeare’s ‘River Avon’ simply means ‘River River’, as ‘Avon’
is translated as ‘River’ in the pre-English Celtic language of the region, showing that
names persist not just across translation, but across time and even the existence of the
original languages from which the name is drawn.
In alignment work, the foundational work is Yarowsky et al.’s induction of projections across aligned corpora (Yarowsky et al., 2001), most successfully adapted to
cross-linguistic syntactic parsing (Hwa et al., 2005). As the authors point out, a combination of phrase structure and proper-nouns can be used to identify named entities
across the projections (Yarowsky et al., 2001). Syntactic parsing of morphologically
rich languages is a fairly nascent field in itself (Tsarfaty et al., 2010), and to date, at
least, has assumed that there is reasonably normalized input for the parsers. There is no
prior research in syntactic parsing for morphologically rich languages in noisy domains.
For this reason, the projection work of Yarowsky et al. was not included in the models here – it would have been too complicated to additionally take on a new, complex
parsing scenario in addition to the core task. However, the Named Entity Recognition
methods proposed here could be used to extend the syntactic component of Yarowsky et
al.’s work, either as a pre-tagging step, similar to their use of part-of-speech tags, or in a
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joint learning model, as proposed by Finkel and Manning (Finkel and Manning, 2010).
Many machine translation systems use Named Entity Recognition, with low-resource
languages a recent focus in the field (Callison-Burch et al., 2011; Lewis et al., 2011).
Machine translation itself is outside the scope of this dissertation, but it is also flagged
as a field that could benefit from the high-confidence alignments that are a by-product
of the cross-linguistic Named Entity Recognition systems.
In very recent work, Gelernter and Mushegian investigated Named Entity Recognition for locations only, looking at English tweets sent following the earthquake in
New Zealand (Gelernter and Mushegian, 2011). While they are working in a highresource language only, their results confirm some of the observations here about the
nature of short message communications with problems such as non-standard spellings,
local names, and lack of capitalization. They suggest that results can be improved by
adding local gazetteers or otherwise customizing the Named Entity Recognition system
to the target domain, but report that the development of systems to investigate this is
ongoing.
Past work that has exploited cross-linguistic resources have primarily drawn from
cross-linguistic gazetteers. For example, a gazetteer of location names in English might
be used to help with Named Entity Recognition in Dutch, German or Spanish (Sang,
2002; Sang and De Meulder, 2003). This is true of most Multilingual Named Entity
Recognition systems, where multilingual or cross-linguistic means training the same
supervised system on different languages. This was the focus of the 2002 and 2003
CoNLL shared tasks on Named Entity Recognition (Sang, 2002; Sang and De Meulder, 2003). While the goal of these systems was the same as the one here – broad
cross-linguistic coverage for Named Entity Recognition – this is not the same use of
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the term ‘cross-linguistic’. These systems assumed substantial labeled data in the target
language, i.e., they were supervised systems that took advantage of cross-linguistic resources. By comparison, the approach introduced here is unsupervised and assumes no
cross-linguistic resources.
One prominent exception to the use of annotated corpora is IBM Research’s rulebased Named Entity Recognizer (Chiticariu et al., 2010). Hand crafted rules are language specific and very time intensive. While it is at the far end of the spectrum in
terms of resources and language specificity, it is still worth noting that it is also unsupervised, taking advantage of some of the same distributional properties of named entities.
More closely related to the work presented here, Steinberger and Bruno Pouliquen
have found cross-linguistic Named Entity Recognition to be possible by aligning texts
at the granularity of news stories (Steinberger and Pouliquen, 2007). They also assume
that some resources exist and exploit the similarity between known named entities in
one language and those in a new language. Therefore, it also builds on a supervised
approach, and like the systems above it additionally exploits some of the same crosslinguistic properties that are used here for unsupervised cross-linguistic extensions to
supervised models. They relied on hand tuned heuristics for the unsupervised filtering,
using a subset of the methods employed here. It can be assumed that the optimized
models developed here could contribute further improvements to their approach. As the
messages used here are initially aligned at the granularity of sentences as opposed to
entire stories, and the system also learns unsupervised alignment models within those
sentences, there is also the potential to adapt their techniques with accuracy at a more
fine-grained level.
In other related work, the 2007 NIST REFLEX evaluation (Song and Strassel, 2008)
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tasked participants with using alignment models to map named entities between English,
Arabic, and Chinese data. They found that relying on alignment models alone led to
poor results even among these high-resource languages, but it was a relatively small
corpus (about 1,000 aligned entities). The approach presented here outperforms theirs
considerably, but the comparison is probably unfair: the focus of REFLEX evaluation
was more on transliteration than translation or recognition, and before they undertook
the study, it was reasonable to assume that alignment models would be a good basis for
cross-linguistic Named Entity Recognition. It was this task that first shed doubts on this
particular approach.
Most earlier work used a tagger in one language in combination with machine
translation-style alignments models. Among these, Huang et al. is the most closely
related to the work presented here, as they are translating rare named entities and are
therefore in a similar low-resource context (Huang et al., 2003a; Huang et al., 2003b;
Huang et al., 2004). They also used edit distance, but in a slightly different task. In order
to translate from English to Chinese, they used edit distance within a search function to
generate candidate translations, then selected the candidate with the most similar context to the problem-translation. While they were not addressing the problem of Named
Entity Recognition itself or learning models over the data, this was the first natural language processing research that exploited the cross-linguistic similarity of named entities
in low-resource contexts. As with the NIST project, most work building on Huang et
al. has been in transliteration. The shared task for the 2012 Workshop on Named Entity Recognition is on transliteration, and as a result, several groups of researchers are
currently working on this task. However, the results will be published shortly after this
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dissertation is complete, so it is not possible to draw on their findings in the research presented here. Partially for this reason and partially due to scope constraints, the problem
of transliteration is not studied in this dissertation.
Although it is not cross-linguistic, Piskorski et al.’s work on Named Entity Recognition for inflectional languages also relied on similarities in edit distance between the intra-language variation of names that results from complex morphology (Piskorski et al.,
2009). As the approach presented here learns subword variation, it can be assumed that
the optimization methods used here could also be applied to Named Entity Recognition
within highly inflected languages.
There is a cluster of (slightly older) work on unsupervised entity detection, also
within one language (Pedersen et al., 2006; Nadeau et al., 2006). These approaches
might be useful extensions when discriminating between types of entities, but they rely
on web-scale quantities of unlabeled data. In addition to large amounts of data, most
prior unsupervised work has also assumed that substantial resources exist for the target language, including part-of-speech taggers, parsers and gazetteers. This can aid
languages like Japanese, which is a high-resource language for many natural language
processing tasks but does not have a large NER-training corpus (Kazama and Torisawa,
2008). Again, there are no such resources for the data here or indeed for the majority of
the world’s languages.
In gazetteer-related work, Wang et al. (and others since) have looked at edit distance
within a language, modeling the distance between observed words and known lists of
entities (Wang et al., 2009). The work presented here assumes that there are no existing
gazetteer resources for the languages, and instead investigates how much can be gained
from the linguistic properties of the messages themselves. With more comprehensive
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lists of known entities in a given context, it is likely that improvements could be made
by using gazetteers or other resources. One of the drawbacks of using gazetteers to
seed supervised learners is that the names within gazetteers will not be independent
and identically distributed random variables with respect to the entities within a corpus.
High-frequency names are more likely to be in a gazetteer, but they are also more likely
to appear in a corpus in different contexts to low-frequency names. The result is that
gazetteer-seeded unsupervised or semi-supervised approaches will tend to overfit the
known names and the specific contexts in which they occur. The fully supervised model
that is evaluated here includes gazetteer-derived features – a semi-supervised method
would have underperformed it – so we can see this affect in the final results.
While the implementation itself is completely unrelated, it is also worth highlighting
Lin et al.’s very recent work on unsupervised language independent name translation
mining from Wikipedia ‘infoboxes’ (Lin et al., 2011), primarily because it also used
unsupervised methods in order to achieve the same goal. They exploit the Wikipedia infoboxes, which are a highly structured data composed of subject-attribute-value triples.
It is a novel approach, and as they point out, Wikipedia has more languages than there
are reliable machine-translation systems, but this approach is still limited to the 250 or
so languages of Wikipedia and to the structured data therein.
Named Entity Recognition systems often model the words themselves using what is
known as orthographic or word-shape features, in order to exploit word-internal trends
such as the likelihood of capitalization, hyphenated words, internal numbers and common locative suffixes like ‘-ia’ and ‘-abad’ (Cucerzan and Yarowsky, 1999; Collins,
2002). While this is standard practice, it is highlighted here as an interesting point of
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overlap between Named Entity Recognition and subword models, as the word-shape features can be thought of as a method for representing the subword properties of named
entities. The nature of the subword variation of named entities is discussed in more
detail in the chapters on subword models and Named Entity Recognition.

Chapter 4
Subword models
This chapter evaluates methods for modeling subword variation. Having demonstrated
that subword variation is a common property of short message communications in the
majority of the world’s languages, the research now compares methods that can model
this variation, specifically looking at the potential to develop unsupervised methods that
can be broadly deployed.
The research compares language specific and language independent methods for
morphological segmentation and for normalization, in both cases looking for systems
with the greatest possible cross-linguistic application potential. The language specific
segmentation methods are created from a published grammar of the Chichewa language
(Mchombo, 2004). The language independent methods for segmentation build on existing research in word-segmentation (Goldwater et al., 2009), adapted here to segment
word-internal morpheme boundaries. The language specific normalization methods use
procedures created from a dictionary of Chichewa (Paas, 2005). They are compared to
normalization methods that are applicable to any language utilizing Roman script, and
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to language independent noise-reduction algorithms.
Overall, the results are promising, finding that unsupervised methods often perform
as accurately as language specific hand-crafted methods. When performance is evaluated in terms of deployment within a supervised classification system to identify medical
labels like ‘patient-related’ and ‘malaria’ there was an error reduction of up to 63.8%
for some labels. This indicates that while subword variation is a persistent problem in
natural language processing, especially with the prevalence of word-as-feature systems,
this variation can itself be modeled in a robust manner that can be deployed with few
prior resources for a given language.
The chapter is divided into three sections. First, Section 4.1 explores segmentation
strategies for dividing words into their constituent morphemes. A language independent word segmenter is built that adapts segmentation algorithms originally designed
for word segmentation. For comparison, a language specific word segmenter is handcrafted, based on the structure of the grammar of Chichewa, the morphologically richest
of the languages investigated here. The section gives a detailed account of the structure
and development of both.
Following the work on segmentation, Section 4.2 explores normalization strategies
that attempt to account for phonological variation, orthographic variation, and the errors and alternations that arise from text written in a language or script by speakers of
varying literacy. A three-way division is explored here, comparing language independent methods, methods that are language independent but specific to Roman script, and
hand-crafted rules that are specific to the Chichewa language.

CHAPTER 4. SUBWORD MODELS

70

Finally, Section 4.3 then compares strategies for accuracy in segmentation and normalization, with a particular attention on the application to classification tasks, foreshadowing the main focus of the following chapter. It is found that while the language
specific approaches give a more accurate segmentation of the data, much of the difference in accuracy can be recaptured within the classification step, indicating that the
language independent methods are well-suited when utilized to support downstream
natural language processing tasks.

4.1 Segmentation strategies
As demonstrated in Chapter 2, it is necessary to segment a word into its constituent
morphemes in order to account for the variation in many of the world’s communications,
especially in low-resource languages. For example, it is easy to see that it would be
necessary to identify fun (‘need’) in ndimafuna, as well as ndi (‘I’) and the discontinuous
intersection of the two ndi-fun (‘I want’) in a task that sought to identify messages in
which the sender is making requests. The research presented in this section therefore
explores the extent to which we can use automated methods to segment expressions into
forms like ndi-ma-fun-a.
Because it is a time-consuming task to create a hand-crafted language specific segmentation algorithm, this part of the comparison is limited to Chichewa, the morphologically richest of the languages investigated here. However, the following chapter also
investigates Krèyol and Urdu subword models, looking at both SMS and Twitter messages, and compares all three low-resource languages to the English translations of the
same messages.
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With segmentation models, there are three broad strategies for the treatment of constituent morphemes. A segmented word is, as it sounds, simply broken into its constituent morphemes. A stemmed word consists of only the free morphemes (the stems
and incorporations), with the bound morphemes discarded. A third option, which is
called Morph-config in the context of this research, extends the segmented treatment of
the data by also combining every segment, including non-adjacent ones. Modeling noncontiguous segments allows us to capture meaningful combinations of morphemes that
are expressed discontinuously. For example, in Chichewa the paradigms for Person and
the Verb are separated by the paradigm for Tense, as with the example of ndi and fun,
above, separated by ma. Here, a subscript is used to indicate the lower and upper number
of morphemes modeled. For example, Morph-config3,4 indicates all sets of three or four
morphemes. Our example, ndimafuna, should therefore look something like something
like this under the different treatments:
Full Form: {ndimafuna}
Stemmed: {ndi, fun}
Segmented: {ndi, ma, fun, a}
Morph-config1,2: {ndi, ma, fun, a, ndi-ma, ndi-fun, ndi-a, ma-fun, ma-a, fun-a}
Morph-config3,4: {ndi-ma-fun, ndi-ma-a, ndi-fun-a, ma-fun-a, ndi-ma-fun-a}
Note that the Morph-config treatment maintains morpheme order. This was a deliberate
constraint to prevent the propagation of errors in segmentation. Unlike word-order,
morpheme-order is fixed for the overwhelming majority of paradigms in all languages
(or at least, all languages documented to date). There are certainly cases where the same
morpheme can occur in two different places within a word to express the same meaning
but, even when permitted, this type of alternation is rare. This is true of Chichewa,
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where Modals and Directives can stack in any order and repeat; and the Reciprocals,
Causatives, Applicatives and Statives can occur out of order, although they rarely do in
practice (Mchombo, 2004) (see Table 4.1 for examples).
Almost all morphological segmentation algorithms to date (hand-crafted or unsupervised) have therefore made the assumption of fixed morpheme order. The assumption of
fixed ordering has the advantage of making it easier to distinguish some subsequences in
different segment paradigms of words are, by chance, identical. This constraint is therefore made in the models here, too, combining morphemes only in the order in which
they occur.
Some segmentation algorithms extend basic morpheme identification to explicitly
learn the paradigms themselves, for example, learning that ‘-ing’ and ‘-ed’ and ‘-s’ are
verbal suffixes in the same Tense paradigm in English. In addition to being a richer
model of the language, this can increase the segmentation accuracy in some contexts.
For example, with knowledge of the English paradigms, the ‘-s’ in ‘cuttings’ can easily
be identified as the Number ‘-s’, not the Tense ‘-s’, as the ‘-ing’ already fills the sole
Tense/Nominalization paradigm in the given word.
The remainder of this section looks at the different approaches to segmentation, in
terms of how they are adapted to research herein.

4.1.1 Language specific morphological models
Creating a language specific parser is a time-intensive task, so of the languages studied
here this was only attempted for Chichewa.1
1

The Chichewa Morphological Parser that was created for this dissertation is, at the time of writing,
embedded on a webpage at: http://robertmunro.com/research/chichewa.php
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As the Chapter 2 outlined, Chichewa’s morphological complexity is about average
cross-linguistically. In the absence of parallel short message data from a more complex language it is necessary to be conservative about extrapolating the results to more
morphologically rich contexts. In the segmentation literature, it is clear that unsupervised methods tend to perform less accurately on more complex languages. For example, some prominent morphological parsers, such as Linguistica (Goldsmith, 2001)
and Morphessor (Creutz, 2006), deliberately limit the complexity of the analysis. Linguistica limits the analysis to just one prefix or suffix, and is therefore most accurate
on a morphologically simple language like English, while Morphessor may be used
for prefixes or suffixes but not both. This limits the utility of off-the-shelf solutions to
segmentation.
The complications for unsupervised segmentation in morphologically complicated
languages also holds for hand-crafted language specific models. As the morphological complexity increases, so does the difficulty in manually creating a generalized account of the morphological variation present in a given language. The complexity here
is somewhat specific to the given language or family, too. For Bantu languages like
Chichewa, many of the paradigms are well-known and attested across many languages
in the family. For example, the Bantu noun-class system is extremely well-studied and
there are few disagreements about the number of classes at the macro-level or the general
nature of these classes, such as the pairings of classes to represent Number distinctions.
Most disagreement in the literature comes from the syntactic interpretation of the noun
classes, as with the debate about whether some of the noun classes in Chichewa are
better analyzed as inflections or incorporations (Bresnan and Mchombo, 1987). Even
across the conflicting interpretations there is much common ground. While researchers
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may disagree about the syntactic properties of the noun classes in Chichewa, there is
little disagreement about where the morphemes will occur in the (linear) composition
of a word, or the phonetic/phonological properties of the morphemes themselves. The
general agreement among researchers about the linear order and phonetic/phonological
properties of the noun classes in Chichewa means that the segmentation algorithms can
be largely agnostic to the possible syntactic differences.
Language independent approaches that employ statistical methods can often be more
robust over noisy data. When encountering a previously unseen sequence, a model can
make informed guesses by combining other known information, including knowledge
of surrounding sequences, the frequency of constituent sub-sequences, and the prior
probability of encountering unknown sequences. It would be difficult to combine these
other forms of information in a purely hand-crafted approach – it is the kind of high
dimensional optimization task where a machine can easily outperform the intuitions of
a human.
However, a language specific segmentation algorithm can take advantage of the
knowledge that is encoded directly into the system, constraining the informed guesses
about morphemes or sequences that were not previously encountered in the data according to cross-linguistically attested alternation conditions.
For the language specific morphological models in Chichewa, a morphological parser
was implemented as a set of context-free grammars for all possible prefixes and suffixes in the language according to the formal definitions of Chichewa morphology in
Mchombo’s Syntax of Chichewa (Mchombo, 2004). These are presented in Tables 4.1
and 4.2, for verb and non-verb morphology respectively, decomposed into the morphemes that occur in each paradigm.
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Form

Verb Prefixes and pre-Clitics:
Negation
si
Subj Noun Classes
a, u, w, i, li, chi, zi, ka, ti, ku, pa, mu, ndi
Imperative
ta
Subjunctive modifiers kana, kada
Tenses/Aspect
ku, ma, pa, dza, a, ba, ka
Negation
sa
Modals
nga, zi, ba, ta
Conditional
ka
Directives
dza, ka, dzi
2nd Modal
ngo
Obj Noun Classes
mu, wa, u, i, li, chi, zi, ka, ti
Verb Suffixes and post-Clitics
Reciprocal
an
Causitive
its, ets
Applicative
il, el, i
Stative
ik, ek
Passive
idw, edw
Reversive
ul
Subjunctive
e
Final Vowel
a, i, o
Imperative
ni
Clitics
be, nso, tu, zi
Table 4.1: The morphological composition of Verbs in Chichewa (Mchombo, 2004).
The word-internal morpheme order corresponds to the order in which they are listed
above, with two exceptions: the Modals and Directives can stack in any order and
repeat; and the Reciprocals, Causatives, Applicatives and Statives can occur out of
order, although they rarely do in practice (Mchombo, 2004). The final vowel is required by Chichewa’s CV syllable structure and added when a word would otherwise
be consonant-final, and the ‘a’ alternates to ‘i’ or ‘o’ when nominalized for agentive
and non-actor nouns respectively. The alternate for negation, ‘sa’, is used in embedded
sentences and ‘si’ in the matrix clause. The Noun Classes have different grammatical categories, but are grouped here as they always appear in the same word-internal
position for verbs, but elsewhere pattern differently.
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Form

Nouns and Adjectives
Noun
Noun Class + Stem + Clitic
Noun Class + Verb-Stem + ‘oli’
Noun Class + Verb-Stem + ‘idwe’
Noun Class + Verb-Stem + ‘edwe’
Adjective
Noun Class + ‘a’ + Noun Class + stem
‘yo’ + Verb-Stem
Other grammatic forms
Demonstratives
iyo, ichi, awa, yo, chi, wa
Copula
ndi
Conditional
ngati
Relativizers
mene, omwe, emwe
Verb + Noun Class + ‘o’
Question
kodi
Possessives
athu, anu
Other grammatical structures
Compound
Noun Class + Verb + Unmodified-Object-Noun
Noun Class + Locative-Noun
Associative
Noun + ‘ya’ + Noun
Noun + ‘wa’ + Noun
Table 4.2: The morphological composition of Nouns, Adjectives, Compounds and other
non-verbal words in Chichewa (Mchombo, 2004). The Relativizer can be omitted for
tone in spoken Chichewa (an important phonological component of the language that is
not covered in this work looking at the written form only). The final vowel is replaced by
‘oli’ in the second Noun format. The Copula ‘ndi’ is a homograph of first-person ‘ndi’
but is otherwise unrelated. The number of true Adjectives in Chichewa is small, with
noun-phrase heads more commonly taking other nouns as modifiers, with the modifying
nouns taking the Noun Class marking of the head-noun. This is one of the sources of
morphological complexity, because it permits a very productive combination of nouns
and classes, often written as a single form without spaces.
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In order to separate stems from affixes, stems were identified by parsing potential
prefixes and suffixes, segmenting a word w into n morphemes wm,0 , . . . , wm,n−1 . The
remaining subsequences, after prefixes and suffixes have been identified, are assumed by
the system to be the stem ws , given the length len(ws ) and corpus frequency of f (ws ).
Where multiple parses could be applied, the system minimized len(ws ). In other
words, it makes the greedy assumption that anything that looked like an affix in a permitted paradigm was, in fact, an affix. While this can over-generate affixes, note that
the system does not permit null morphemes (see below) and because the morphemes are
separated into paradigms it will not repeat the same processes multiple times, avoiding
errors like the English equivalent of segmenting ‘singing’ into ‘s-ing-ing’. However, it
will over-generate on stems that happen to contain a leading/trailing string that is also
a permitted suffix, like the ‘er’ in ‘differ’. The analysis in Section 4.3.1 confirms that
this was a problem in Chichewa for this approach, and this type of over-generation is a
known issue with stemming algorithms. However, it is not always a problem in the context of generating normalized tokens provided that there are not multiple forms that are
erroneously stemmed (e.g.: ‘diffed’ or ‘diffing’). For systems that optimize over both
the segmented and non-segmented variants, like the final system used in this chapter, the
over-segmentation can be later recovered.
Where multiple interpretations of the same length were possible from the parser,
the parser maximized n, assuming the parse with more morphemes was the correct one.
This was negligibly rare, but reported here to give a complete account of the assumptions
made in the parser implementation.
There was one potential edge case where all subsequences could be accounted for
as prefixes or suffixes. This was addressed by requiring that len(ws ) > 0, that is, there
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cannot be a null stem. This was was also very rare.

4.1.2 Language independent morphological models
For the language independent morphological models the existing word-segmenter of
Goldwater, Griffiths and Johnson (Goldwater et al., 2009) was adapted to morphological
parsing. It was suited to this task because a) it is largely nonparametric, meaning that
it can be deployed as a black-box before language specific properties are known, b) it
favored recall over precision (a suitable quality discussed in the results of this chapter),
and c) using a segmentation algorithm, rather than explicitly modeling morphology, also
addresses compounds.
While Goldwater et al. focussed on word segmentation, the task is not wholly different from morpheme segmentation. From a statistical perspective, unsupervised word
segmentation is attempting to find an optimal linear segmentation of a sequences according to information-theoretic distributions. The same is true for morpheme segmentation,
but in this case we already have some information provided by the existing spaces between words. From a linguistic perspective, it is also similar in this particular case. One
application for Goldwater et al.’s algorithm has been an extension to word segmentation for Chinese (Mochihashi et al., 2009). This is a common segmentation task, as
Chinese words are typically written without spaces between them, with spaces or delimiting punctuation more likely to appear at phrasal, clausal or sentential boundaries.
Chinese is one of the least morphologically complex languages in the world – even less
than English. There are a few, optional verbal inflections for Aspect, but otherwise each
word consists of a single morpheme. Therefore, word segmentation and morpheme segmentation are essentially the same task in Chinese.
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This model uses a Hierarchical Dirichlet Process (HDP) (Teh et al., 2005). Every
morpheme in the corpus mi is drawn from a distribution G which consists of possible
morphemes (the affixes and stems) and probabilities associated with each morpheme. G
is generated from a Dirichlet Process (DP) distribution DP (α0 , P0 ), with morphemes
sampled from P0 and their probabilities determined by a concentration parameter α0 .
The context-sensitive model where Hm is the DP for a specific morpheme is:
mi |mi−1 = m, Hm ∼Hm
Hm |α1 , G
G|α0 , P

∀m

∼DP (α1 , G) ∀m
∼DP (α0 , P0 )

This part of the model is identical to the bigram HDP in Goldwater et al., tuned to
morphemes rather than words (Goldwater et al., 2009). Because word boundaries are
already marked in the majority of the messages, the model is constrained to treat all
existing word boundaries in the corpus as morpheme boundaries, thus constraining the
model to morpheme and compound segmentation. This can be thought of as a semisupervised extension to the model, with existing boundaries treated as training data. As
spaces are so common in written Roman script, whatever the language, it is probably
fair to still call this an ‘unsupervised’ approach. In this particular case, where it is clear
that some speakers have delimited word-internal morpheme boundaries, it is particularly
rich.
Unlike word-segmentation, not all tokens in the morpheme lexicon are equal. It is
often desirable to model stems independently from affixes and in some topic classification tasks the affixes are discarded entirely and only the stems are used, as these are
believed to contain the bulk of the semantic content, with the benefits of normalization through stemming outweighing any loss of information (Hull, 1996). For example,
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imagine that there are two phrases ‘treats the patients’ and ‘treating a patient’. The
word overlap is zero, but by stemming the words we will have matches in ‘treat’ and
‘patient’. This is clearly a useful generalization in a medical context. Even models that
segment but don’t discard affixes can take advantage of the greater semantic content of
the stems. For example, taking the pairwise compound of all nearby stems would give
‘treat-patient’, while taking the pairwise compound of all nearby affixes would give ‘s-s’
and ‘ing’. Clearly, there is more to be gained in modeling the intersection of the stems,
while modeling all combinations of affixes could even reduce the overall accuracy by
adding to the dimensionality and data sparsity. This has been a common practice in
English, but the assumption may not hold for languages like Chichewa where more of
the semantic content is derived from the combination of morphemes in a given word.
In either case, within the research presented here it is certainly interesting to compare
different methods for treatment of the data post-segmentation.
The approach presented here makes two two simple but robust assumptions in order
to distinguish the stems from the affixes:
1. The free morphemes (stems and through compounding) are the least frequent and
therefore have the lowest final probability , P (m), in the HDP model; and
2. Each word w must have at least one free morpheme, the stem ws (ws 6= ∅).
The token-optimal process for identifying stems is straightforward and efficient. The
words are sorted by the argmin probabilities of P (wm,0 ), . . . , P (wm,n−1). For each
word w, unless ws can be identified by a previously observed free morpheme, ws is
identified as argmin(P (wm,0), . . . , P (wm,n−1)) and ws is added to our lexicon of free
morphemes.
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Identifying stems is necessarily a separate step from segmentation – if we allowed
multiple free morphemes for each word to enter the lexicon without penalty in the HDP
model, then it would converge on a zero-penalty distribution where all morphemes were
free. In this case, the algorithm also iterates over the words with one extra pass to mark
all additional free morphemes in each word, making the assumption that there might be
compounds which were missed on the first pass. The cost, where M is the total number
of morphemes and W is the total number of words, is O(log(W ) + M).
This process has the potential to miss free morphemes that only happened to occur
in compounds with less-probable stems. This is an edge case that did not seem to occur
in any of the data sets used here, but is flagged here as a potential source of errors within
the approach in other contexts.

4.2 Normalization strategies
All languages have variant spellings for at least a few lexical items. For languages
without widely accepted writing conventions or with speakers of varying literacy, it
will often be necessary to account for very substantial variations in spelling. From
Chapter 2, recall some of the alternations for odwala (‘patient’) in Chichewa, including
odwara and odwela, and the different treatments of ndi-odwala, including ndiodwala
and ndiwodwala. Some alternations, like ‘l’ and ‘r’ are arbitrary, some others, like ‘e’
and ‘a’, are more or less phonetic, while others, like the insertion of glides between
vowels that are pronounced but, by convention, not typically written, result from the
intersection of morphology and phonology. As Chapter 2 showed, while the variation
is prolific it is also predictable, meaning that it can modeled by identifying patterns of
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alternation and then normalized accordingly. This section therefore looks at different
strategies for normalization.2
As with the segmentation strategies, the research looked at language specific and language independent methods, but in this case made a three-way distinction that acknowledges the difference between broad language independence and within-script language
independence:
1. Chichewa: Chichewa specific
2. Script: Roman script specific
3. Indep: Language independent
For many previous studies, within-script independence has been considered language
independent. For example, in the Morpho Challenge, the Arabic data was converted to
Roman script (Kurimo et al., 2008). In cases like these, it is still possible to take advantage of many of the phonological properties of a script, such as the relatively consistent
mappings between letters like ‘t’ and ‘b’ and their phonetic equivalents, or the fact that
‘p’ and ‘b’ will often represent phonemes from the same place of articulation that are
differentiated only by voicing. The ‘Roman script specific’ methods take advantage of
these correlations. For a segmentation task like the Morpho Challenge, which did not
explicitly take advantage of these phonological correlations, it was probably fair to still
treat transcribed text as ‘language independent’. For a normalization task where we
2

To keep the terminology succinct, the modeling of phonological variation, orthographic variation,
and the typographic errors and alternations that arise from fluent speakers with varying literacy, is simply
referred to as normalization. In other contexts ‘normalization’ could also be used to refer to standardization of the segmentation process, but that is not intended here where the two strategies are investigated
separately with ‘normalization’ limited to the standardization of spellings within each word.
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are explicitly taking advantage of the phonological and phonetic properties of the script
itself, the further division is more appropriate.
Despite the limitations of the ‘Roman script specific’ approach, it probably still covers 5,000 or 6,000 languages. Some 90% of the world’s languages are in a thin band
of the tropics, passing through the islands of Southern Asia, Northern Australia, central America and Amazonia, and tropical Africa, with the majority adopting the Roman
script. It is also likely that the script specific methods could be adapted with some
success to any alphabetic script.
For the English translations of the text messages there was no phonological or orthographic variation, so no normalization models were applied. In other contexts where
the original language for a message was in English, there may be greater variation
due to differences mentioned previously, including geopolitical alternations (‘realize’/
‘realise’), the lack of capitalization (‘Blantyre’/‘blantyre’) or variation resulting from
second-language speakers. This is explored in the following chapter, where some short
messages from/about Haiti and Pakistan were in English, and it is shown the same methods can be applied successfully in some cases.

4.2.1 Language specific normalization models
For the language specific normalization models, a set of heuristics were applied to the
data based on the variation given in a Chichewan dictionary (Paas, 2005) and personal
knowledge of how Bantu languages are expressed in Roman scripts. The heuristics were
used to normalize all alternates. For example, {iwo → i∅o} which would delete the glide
‘w’ when occurring between the vowels ‘i’ and ‘o’, and {r → l}, which would convert
every ‘r’ to an ‘l’. These rules would normalize a form like ndiwodwara to ndiodwala.
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The heuristics represented forms for phonemes with the same potential place of articulation (‘c/k’), forms with an adjacent place-of-articulation that are common phonological alternates (‘l/r’, ‘e/i’), voicing alternations (‘s/z’), or language-internal phonological
processes like the insertion of a glide between vowels that the morphology has made
adjacent (as with the ‘go(w)ing’ example in English). The heuristics are listed in Table
4.3.
Acronyms were a special case, and so hard-coded acronym-recovery methods were
also created for acronyms associated with the ‘Illness’ labels: ‘HIV’, ‘TB’, ‘AIDS’,
‘ARV’. They are listed in Table 4.4.

4.2.2 Script specific normalization models
The script specific techniques used the same sets of alternates as in Section 4.2.1/Table
4.3, but normalized the messages such that the heuristic H was applied to a word w in
the corpus C resulting in an alternate w ′ , iff w ′ ∈ C. That is, the normalization was
applied only if the resulting form was independently attested in the observed data. This
method limits the alternates to those whose existence is supported by the data, assuming
that the correct normalized form has been produced in spontaneous text at least once. It
is therefore more conservative than the Chichewa specific model.
For more general acronym identification, the method of Schwartz & Hearst was
adapted (Schwartz and Hearst, 2003). A set of candidate acronyms was (automatically)
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Form

Alternation

General alternations:
r([aeiouy])
([aeiou]\s*)[hwy]([aeiou])
([a-z])\1+
n([tdpbk])
([tk]h)
mn
sh
c([aeiouy])
c
t
g
p
y
e
u
a
o
s
Chichewa/task specific alternations:
panadol
phone
sukulu
asima
p[eaiou][tcsh]*[aeuio]+nt[aeiou]*
pesheti

l$1
$1$2
$1
$1
$1
n
ch
s$1
k
d
k
b
i
i
a
e
a
z
panado
foni
school
asthma
patient
patient

Table 4.3: The phonologically and orthographically motivated alternation candidates.
The ‘\n’ and ‘$n’ variables follow the regular expression convention for matching the
nth string in the parentheses of the source and target form respectively. The second form
with the ‘\s’ can also be considered a segmentation alternation, capturing the variability
of a glide or space between vowels made adjacent through morphology, such as the
‘ndi wodwala’ and ‘ndiwodwala’ forms for ‘my patient’. The general alternations from
‘sh’/‘ch’ and below are bidirectional for the corpus-motivated alternations in Section
4.2.2. The accented/non-accented alternation of vowels are similarly omitted for space.
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General acronym expressions:
([A-Z]+)[\.\,\-]+
\b([A-Z])
([A-Z])\b
([a-z])[\.\,\-]
Chichewa/task specific expressions:
T[ˆa-z]*B
A[ˆa-z]*I[ˆa-z]*D[ˆa-z]*S
H[ˆa-z]*I[ˆa-z]*V
A[ˆa-z]*R[ˆa-z]*V
t[ˆa-z]*b[ˆa-z]*
a[ˆa-z]*i[ˆa-z]*d[ˆa-z]*s[ˆa-z]*
h[ˆa-z]*i[ˆa-z]*v[ˆa-z]*
a[ˆa-z]*r[ˆa-z]*v[ˆa-z]*([\bs])
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Alternation
$1
$1
$1
$1
TB
AIDS
HIV
ARV
TB
AIDS
HIV
ARV$1

Table 4.4: The acronym identification sequences. The ‘\n’ and ‘$n’ variables follow
the regular expression convention for matching the nth string in the parentheses of the
source and target form respectively. The Chichewa specific expressions target common medical acronyms in the corpus. The general acronym expressions targeted any
sequence of period, comma, or hyphen delimited capitalized characters; sequences of
space delimited lone capitalized characters; and sequences of period, comma, or hyphen
delimited lone lower-case characters.

created by identifying capitalized sequences in non-capitalized contexts and perioddelimited single character sequences. All case-insensitive sequences that were segmented by consistent non-alphabetic characters were then identified as acronyms, provided that they ended in a non-alphabetic character. A similar acronym-start boundary could not be identified, as prefixes were often added to acronyms, even when the
acronyms themselves contained spaces, eg: ‘aT. B.’. The regular expressions are given
in Table 4.4.
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4.2.3 Language independent normalization models
For complete language independence, a noise-reduction algorithm was applied to the
character sequence in order to learn heuristics that represented potential alternates. The
algorithm identified all minimal pairs of characters sequences (sequences that alternated
by one character) including the absence of a character.
Given all sequences of characters, the algorithm identified all pairs of sequences
of length > l that differed by one character c1 , where c1 could be null. The pairs of
alternating sequences were ranked by descending length and a threshold, t, was applied,
selecting the t longest sequences and creating alternating patterns from all pairs. This
can be thought of as a specialized case of an edit distance function, that transforms one
sequence into another provided that every intermediate step is also attested in the data.
It is worth noting that regardless of the values of l or t, the resulting heuristics and
normalized forms did not resemble those produced by Section 4.2.1 or 4.2.2.
Acronym identification methods were not included here for obvious reasons: the
structure of acronyms are highly dependent on the given script in terms of abbreviation,
capitalization and punctuation conventions.

4.3 Comparing subword strategies
Having outlined the strategies for modeling subword variation, and the more or less
language specific approaches, this section now compares the different strategies. Two
broad methods for comparison are employed.
First, the segmentation and normalization results are analyzed qualitatively to determine how accurately the different strategies were able to arrive at the canonical forms
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for the given input messages. It is found that all the methods perform reasonably well,
with some over-generation and under-generation of segments and normalizations.
Second, the different strategies are analyzed in terms of the accuracy when applied
to a supervised classification task. It is found that the models that over-generalized the
segmentation were more accurate, primarily because the segments could be effectively
recombined at classification time as still-adjacent morphemes. For normalization, the
results are more mixed. Normalization gives the single largest boost in accuracy, but
only when the normalization is as accurate as possible, as both over-normalized and
under-normalized data underperform the optimal method.

4.3.1 Segmentation and normalization analysis
The morphological accuracy of the subword models is analyzed qualitatively in this
section, although the main evaluation method for subword models is their accuracy in
downstream natural language processing tasks, which is the focus of the following section.
For the hand-crafted Chichewa parser, the segmentation over-generated in some
cases and under-generated in others, in a fairly predictable manner. The hand-crafted
Chichewa parser primarily under-segmented compounds. Without knowledge of the lexicon, either in the form of a dictionary or learned as part of the segmentation processes,
it is difficult to imagine that these types of errors could be addressed by a purely handcrafted system. This is consistent with observations about morphological parsing and
compounding more broadly (Hahn et al., 2001; De Jong et al., 2002).
The hand-crafted Chichewa parser also over-segmented in a few places, in a manner
that has not been as widely observed in morphological parsers and stemmers to date.
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The most frequent errors in over-segmentation occurred with word-initial and word-final
non-morphemic sequences that happened to be identical to morphemes. For example,
mankhwala (‘medicine’) was segmented to become ma-nkhwal-a. The initial ma- was
treated as the present tense marker and should not have been segmented on this noun. As
Tables 4.1 and 4.2 show, there are more than fifty affixes in Chichewa that are one or two
characters long. This covers a fair amount of the potential initial or final characters for a
word in Chichewa. For example, there are more than 500 nouns in Chichewa beginning
with a (non-morphemic) ‘ma’ (Paas, 2005). By comparison, the English present tense
suffix, ‘-ing’, is a relative rare word-ending string, occurring most often on short words
like ‘sing’, ‘bring’ and ‘string’, that can easily be filtered out by length alone. Even for
longer words ending with ‘-ing’, like ‘drawstring’, when using a hand-crafted English
stemmer like the Porter Stemmer (Porter, 1980), the resulting form, ‘drawstr’, is still
unambiguous as no other words would be reduced to this form, and therefore tokens
are not erroneously conflated via stemming. The same will be true for some words in
Chichewa, and there is only one erroneous match for ‘nkhwal’ in mankhwala, sharing
the subsequence with mnkhwala (‘substance that makes you excel’). In general, there is
much greater scope for error. To address this problem, the stemmer would also need to
operate with a dictionary of known stems or with part-of-speech knowledge. For these
kinds of forms, then, the segmentation by the hand-crafted parser is further from the
reality of the actual morphemic breakdown than for its English counterparts. As the
following section shows, though, this does not necessarily reduce the accuracy, as the
erroneous segmentations can be recovered at classification time.
For the language independent segmentation algorithm, the analysis showed a very
simple pattern of morpheme boundary prediction. Almost every potential morpheme
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boundary was identified as such, with the recall greater than 95%, but with precision
closer to 50%. In other words, it segmented almost everything that remotely resembled
a morpheme. It also made an error with mankhwala, but in this case is also segmented
the ‘n’, but left ‘wala’ whole to give the segmentation: ma-n-th-wala. The identification
of ‘wala’ as morphemic is interesting here, as it also exists in odwala (‘patient’) and
mnkhwala (‘substance that makes you excel’). It may be that ‘wala’ represents some
quality related to health, an important concept in communications between health workers. However, ‘wala’ is not morphemic in these cases (there is a word ‘wala’, meaning
‘to shine’, but it is an unrelated homograph.) This non-morphemic form may have
been a prior morpheme in the history of the language that has become fossilized, borrowed from another language, or is simply an orthographic convention for health-related
terms. An example in English is the word-final ‘-ia’ for places names, like ‘Tanzania’
and ‘Australia’, which is a broadly observed convention borrowed from the Latin suffix to indicate a place name and is commonly used among languages even outside the
Indo-European family (‘Tanzania’ has its naming origins in Bantu, Arabic, and possibly
pre-Bantu languages, yet still follows the same convention).
While it is not the intent of this dissertation to analyze the data below the level
of the morpheme, an exception was made for ‘wala’ as it is clearly a strong correlate
with health-related terms, which is an important semantic property when attempting to
categorize messages according to health-related labels.
An analysis of Proto-Bantu is ultimately ambiguous as to the inherited/fossilized
hypothesis, with Greenberg identifying ‘-wala’, as ‘count’, with the only possibility being a derivation from ‘-ala’, meaning ‘be rotten’ (Greenberg, 1972). However, Botne
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provides stronger evidence from Proto-Southern Bantu, from which Chichewa is descended, with ‘ofwala’, meaning ‘be blind’ (Botne, 1992). It may well be, then, that this
is a semantically meaningful sequence in Chichewa that relates to health, even though it
does not happen to have the same morpho-syntactic status in the different uses. It is one
reason that using language independent methods to identify subsequences can lead to
more accurate downstream models in many cases. Accuracy in downstream models is
expanded upon in following section and is the focus of the remainder of this dissertation.

4.3.2 Classification accuracy
Classification accuracy in a supervised learning task is the main way in which the subword modeling strategies are evaluated in this section, and the classification strategies
themselves are the main focus of the following chapter.
In some ways, classification accuracy is more practical than looking at the segmentation directly. For example, imagine that a segmentation algorithm was able to perfectly
segment the plural ‘-s’ from ‘patients’. If there was a large enough corpus with both the
singular ‘patient’ and plural ‘patients’, then perhaps there is no gain in the segmentation,
and an under-segmented model would suffice. On the other hand, imagine that it was
over segmented to ‘pat-i-ent-s’. Assuming that the model had access to adjacent morphemes, it could effectively recreate the word ‘patient’ from the constituent parts. These
issues in over/under-segmentation are explored in greater depth later in this section.
In this chapter, classification is limited to a bag-of-features approach using the Stanford Maximum Entropy (MaxEnt) classifier (Klein and Manning, 2003). More sophisticated classification strategies are the focus of the following chapter, where a more
realistic streaming architecture is explored in combination with nonlinguistic features.
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Here, the analysis is deliberately limited to a controlled study of the accuracy of different subword modeling methods, and so the training and testing paradigms are similarly
constrained.
For a baseline, the results are compared to the system with the same MaxEnt classifier optimized over word sequences alone, that is, words and word-ngrams but no
explicit subword modeling. With a relatively small corpus, it is possible to evaluate the
model using leave-one-out cross-validation, where the model is learned on all but one
data point (in this case one text message), and accuracy is then calculated on that left
out message. The system is iteratively retrained across all messages, each time leaving a different message out, with the final accuracy calculated across all the evaluation
messages. Because the model is retrained from scratch once for every input message, a
leave-one-out cross-validation is the most computationally expensive method for evaluation and not practical for a large data set. Here, the trade-off in time costs allows us to
maximize the training set size, a crucial property for a relatively small data set.

4.3.2.1 Morphology
The results for the different segmentation methods are given in Table 4.5. With the exception of the unsupervised stemming, (Stemmed: Indep), all the morphological models
led to substantial gains in accuracy. As discussed in Section 4.3.1, the unsupervised
stemmer was over-productive, meaning that a large percentage of the sequences it identified as ‘stems’ were really subsequences of the actual stems. It is likely that there was
a loss of information as a result, so perhaps a more accurate unsupervised stemming algorithm would improve the results. The Chichewa specific stemmer certainly improved
the overall accuracy, which indicates that a language independent unsupervised stemmer
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Stemmed

Segmented

Morph-Config1,2

Chich Indep

Chich

Indep

Chich

Indep

Patient-related

0.830

0.842

0.735

0.857

0.832

0.851

0.867

Clinic-admin

0.358

0.490

0.295

0.612

0.561

0.577

0.580

0

0

0

0.320

0.174

0.320

0.091

Response

0.113

0.397

0.115

0.440

0.477

0.459

0.442

Request for doctor

0.121

0.312

0.090

0.505

0.395

0.477

0.375

0

0

0

0.083

0.160

0.083

0.083

HIV

0.379

0.597

0

0.554

0.357

0.484

0.351

TB

0.235

0.357

0

0.414

0.200

0.386

0.327

Death

0.235

0.333

0.229

0.500

0.667

0.462

0.723

Average

0.252

0.370

0.163

0.476

0.425

0.455

0.427

Technological

Medical advice

Table 4.5: Morphology results: F-values for leave-one-out cross-validation comparing
different morphological models.
Key:
- Indep: the language independent unsupervised segmentation model.
- Chich: the Chichewa specific morphological parser.
- Bold: the most accurate or not significantly less than the most accurate (ρ > 0.1, χ2 )
The results make it clear that for segmentation alone, the Chichewa specific model produces the most accurate classification predictions. The segmented Chichewa specific
model has the highest overall average accuracy at F = 0.467 and for six of the nine
labels it has either the highest accuracy, or a result that is not significantly lower than
the most accurate prediction for that label. However, the second and third most accurate
models are the two Morph-Config models where every combination of morphemes in a
word is modeled. For the ‘Patient-related’ and ‘Death’ labels, this can be traced in part
to the intersection of otherwise discontinuous pronouns and verbs. The one outlier is
that the most accurate result for ‘HIV’ is the stemmed model, although it is not significantly less accurate than the segmented model and is a low frequency label with only
45 items.
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that reached this level of accuracy can be expected to perform similarly.
The Chichewa specific segmentation model produced the most accurate classifications on average, and for six of the nine labels it has either the highest accuracy, or it is
not significantly lower than the most accurate prediction for that label. This is consistent
with other natural language processing tasks. Despite the increasing sophistication of
statistical methods, a hand-crafted language specific model is still able to take advantage
of the linguistic knowledge of the person who crafted it in a manner that cannot be fully
captured by machine-learning alone.
Given that the Morph-Config models contain a superset of the segmentation features,
it is a little surprising that the accuracy drops slightly for the Chichewa specific model,
which means that the training algorithm must be overfitting the data in this case. This
was consistent for different configurations of Morph-Config from two sets of contiguous
and non-contiguous morphemes up. Therefore, only the results from the simplest of
these, Morph-Config1,2 , are reported here. It can be concluded that the accuracy gained
by adding the intersection of all pairs of morphemes in the model is in turn lost by greatly
increasing the size of the feature vectors. However, the second and third most accurate
results are the two Morph-Config models, so there is still a gain over the baseline. For
the ‘Patient-related’ and ‘Death’ labels, this can be traced in part to the intersection of
otherwise discontinuous pronouns and verbs.
There may be a more systematic way to model the intersection of only certain morphemes and two brief experiments attempted to confirm this. The first only looked at
intersections with the stem, and the second restricted the system to model only the most
frequently co-occurring pairs of morphemes. The results were inconclusive, with neither
producing significantly improved results, and so the possibility to extend the models in
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this way remains an open question.
As the combined models below show, the loss in accuracy for the Morph-Config
models was relatively easy to recapture when the morphological and normalization
methods were combined. This lends some weight to the suggestion that data sparsity
was the problem here, as the intersection of normalized morphemes produces a much
smaller feature vector.
Comparing the Chichewa specific and unsupervised methods, it shows that the overproductive segmentation from the unsupervised methods can be recovered in the training
processes. The difference between the stemmed Chichewa specific model and the unsupervised language independent model is F = 0.207 for the Stemmed treatment of the
data. This difference is reduced to F = 0.051 and F = 0.028 for the Segmented and
Morph-Config treatment of the data respectively. This shows how the errors in oversegmentation can be recovered in the supervised model. The unsupervised language
independent model may have over-segmented the data, but the adjacent morphemes are
still candidate pairs for the supervised learning algorithm and the correct morpheme can
therefore be recovered at training time.
The recovery from over-segmented data can be thought of in terms of segmentation
precision and recall. The unsupervised method has excellent recall, identifying almost
every morpheme boundary, but poor precision because it (falsely) identifies far too many
boundaries. The precision can be recovered at training time, but any loss in segmentation
recall could not be recovered in the same way, as adjacent non-segmented morphemes
will remain one token. From this, it can be concluded that segmentation recall should
be weighted more highly than precision in unsupervised morphological models when
applied to downstream natural language processing tasks.

CHAPTER 4. SUBWORD MODELS

96

Baseline
Label

Subword Models
Chichewa

Script Indep

Patient-related

0.830

0.842

0.848

0.838

Clinic-admin

0.358

0.511

0.594

0.358

0

0.091

0.091

0

Response

0.113

0.420

0.473

0.207

Request for doctor

0.121

0.154

0.354

0

0

0.375

0.222

0.121

HIV

0.379

0.508

0.492

0.379

TB

0.235

0.327

0.492

0.235

Death

0.235

0.333

0.421

0.235

Average

0.252

0.396

0.443

0.264

Technological

Medical advice

Table 4.6: Normalized results: F-values for leave-one-out cross-validation comparing
different phonological/orthographic models.
Key:
- Chichewa: the broad application of heuristics specific to Chichewa.
- Script: the application of heuristics only when supported by the data.
- Indep: the language independent noise-reduction algorithm.
- Bold: the most accurate or not significantly less than the most accurate (ρ > 0.1, χ2 )
As with the morphological processes, the results here are clear. The Roman script specific model was the most accurate over all. The Chichewa specific heuristics gave a
consistent improvement over the baseline, but as the analysis in this section shows,
it clearly over-normalized the data in a number of places. The language independent
methods made very few improvements over the baseline. While the normalized data
was substantially different from the original messages, most of these changes did not
produce changes in accuracy. This makes it clear that while it is desirable to inject a
little linguistic knowledge in the normalization strategy, it is also desirable to let the
existing patterns in the data drive the normalization decisions. i
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4.3.2.2 Normalization
For the normalization models, the results in Table 4.6 show that the Roman script specific model was the most accurate with F = 0.443, a gain of F = 0.191 over the
baseline. It was also the most accurate model for eight of the nine labels.
The one outlier, ‘Medical advice’, has the most accurate result for the Chichewa specific heuristics, but this was the smallest class with only 23 items, so it is one area where
the analysis is curtailed by data set size. With this volume of data it is difficult to draw
any broad conclusions, especially as there were not obvious features that consistently
received high weights in the models for the label. If the significance did remain with
more data, then it is more likely that there would be meaningful trends to be found in
the analysis. For a set this size, it might be that the difference would disappear with a
higher volume of data.
The language independent model performed particularly poorly. Some of the most
frequent alternations were noun-class prefixes differing by a single character, which has
the potential to change the meaning. This is not a desirable generalization of the data
and it presumably negated any gains from the correct normalizations. Despite considerable changes to the data there is very little change in the accuracy, indicating that most
changes made were orthogonal to the task of identifying labels. Where there was a
change in accuracy, it was a positive increase for all but the ‘Request for doctor’ label,
which was a promising indication that some gains are possible.
Noise-reduction is a very rich and varied field in itself, expanding well beyond language processing (Ott, 1988). It is not possible to do justice to the entire field here, but it
is safe to predict that there are other approaches that would produce better results. Here,
the particular noise reduction approach is most useful as a comparison to the Roman
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script specific method, as it emphasizes how much can be gained with a small infusion
of linguistic knowledge. Both the ‘language independent’ noise reduction algorithm and
the Roman script specific heuristics used exactly the same method for normalizing the
data: they made per-character substitutions only when the result of that substitution was
supported by the data itself. The main difference was that the script specific method
was constrained to certain linguistically motivated pairings of characters, like ‘t’ and
‘d’, and specific patterns for acronyms, while the independent method was permitted
to learn to substitute any character for another. The gain for the independent method
was just F = 0.012, while the gain for the more constrained script specific method was
F = 0.191, an order of magnitude greater. It emphasizes what can be gained with just a
little structured knowledge encoded into an otherwise automated system.
While a completely language independent result would have been ideal for the broadest application potential, a system with script-specific assumptions is more realistic, and
still has very broad deployment potential. As previously stated, it is likely that text messages are regularly sent in thousands of languages but only tens of scripts, and it is also
likely that the methods used here could be adapted with some success to any alphabetic
script.
The labels that gained the most accuracy in Table 4.6 tend to correlate with those that
gained the most accuracy in the morphological models in Table 4.5. This is for a number
of interrelated reasons. The first is because much phonological/orthographic variation
is a direct result of morphology, as in ndiwodwala where the glide w is pronounced and
variably written between vowels made adjacent through morphology. The correlation
is also because more morphologically complex words are longer and simply have more
potential for phonological and orthographic variation. Related to this, the longer words
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are more difficult to spell and have more potential for typographic errors.
For acronym identification, as with the segmentation models, the biggest gains in accuracy are with the ‘HIV’ and ‘TB’ labels, with the models containing highly weighted
features for the words themselves and related acronyms like ‘AIDS’ and ‘ARV’. The
more sophisticated script dependent method produced the most accurate results for ‘TB’
and for ‘HIV’ produced results that were not significantly less accurate than the top results. However, it was for ‘TB’ alone that the results outperformed the segmentation
methods. It is difficult to determine whether this was due to the acronyms themselves,
or the cumulative probability of other features that were segmented or normalized. Overall, acronyms do not form a particularly large proportion of any of the corpora used here,
relative to other prevalent registers in natural language processing tasks, like biomedical
and technical journals, and so further investigations of acronym identification in short
message communications are needed.
4.3.2.3 Combining morphological and normalization strategies
The most accurate system will, of course, be one that combines morphological and
normalization subword models. In the final part of this chapter, the analysis turns to
the combination of the strategies to gauge how accurately broad-coverage systems can
perform relative to the language specific ones. The results are strong, with the broadcoverage systems making up most of the accuracy lost to the language specific systems.
For all the combinations in this section, the normalization was applied before the
morphological segmentation. This is the most intuitive approach as it will smooth any
aberrations to create more generalized data with clearer patterns for the segmentation
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Label

Baseline

100

Seg. Norm.

Pipeline

Optimized

Patient-related

0.830

0.867

0.848

0.847

0.858

Clinic-admin

0.358

0.580

0.594

0.624

0.629

0

0.091

0.091

0.174

0.190

0.113

0.442

0.473

0.476

0.511

0

0.375

0.354

0.160

0.517

Medical advice

0.121

0.083

0.222

0.500

0.500

HIV

0.379

0.351

0.492

0.357

0.562

TB

0.235

0.327

0.492

0.351

0.351

Death

0.235

0.723

0.421

0.638

0.723

Average

0.252

0.427

0.396

0.459

0.538

Technological
Response
Request for doctor

Table 4.7: The combined results for the accuracy of subwords models, showing the
gains from combining the normalization and segmentation models. The ‘Seg.’ and
‘Norm.’ columns repeat results from the ‘Morph-Config’ and ‘Script’ (specific) models, for segmentation and normalization – they are duplicate of the ‘Morph-Config’ and
‘Script’ results in Table 4.5 and Table 4.6, repeated here to aid the comparison. The
‘Pipeline’ results used the outputs of the normalization and segmentation models as inputs to the final combined model. The ‘Optimized’ models contain both the outputs and
original forms, allowing the weights between the two to be learned on a per-label basis. There is a significant increase over the baseline of words and word sequences alone
for all but two labels, and the average accuracy is significantly higher for the combined
model than for segmentation or normalization. However, there were also individual labels where the Segmentation or Normalization results were the highest, indicating that
there was not one process which guaranteed the best possible result. The model that was
allowed to optimize the weights applied to the normalization and segmentation outputs
was consistently equal to or more accurate than the model built on the outputs alone.
For this reason, the models in the following chapters contain both the processed and
pre-processed subword models, arriving at the optimal weight for the given label or
task.
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algorithms. In the context of relatively small volumes of data, this is vital. For the handcrafted morphological parser, which will simply halt on unknown forms, it should also
allow greater coverage. This was certainly the result here as both combinations were
tested but only the more accurate normalization-then-segmentation is presented. The
only context in which it would not be desirable to normalize first is if the normalization
was over-productive, conflating what would otherwise be meaningful distinctions. This
no doubt occurs to some extent in all normalization methods, and so the optimal method
is most likely one that takes both into account. For this reason, and for the fact that
there might still be other signals in the uncorrected text, the following chapter contains
features with both the normalized and unnormalized data, allowing the downstream task
to arrive at the optimal weights for the two in the given context.
Table 4.7 gives the combined results, comparing the intersection of the different
strategies for segmentation and normalization. It is clear that the increase in accuracy
was not cumulative – the combined system consistently outperforms both the standalone
morphological and normalizations systems, but the difference is never equal to the aggregate for which the individual systems outperform the baseline. Given the correlation
between segmentation and normalization patterns discussed above, this is unsurprising.
The system carried forward into the rest of this dissertation is the combination of
the unsupervised (language independent) morphological segmenter using the MorphConfig1,2 treatment of the data, along with the Romain script specific normalization.
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4.4 Chapter conclusions
This chapter has evaluated methods for modeling subword variation, with a focus on the
potential to develop unsupervised methods that can be broadly deployed. Looking at
Chichewa, the most morphologically complex of the languages in the evaluation data,
language specific and language independent methods were compared for morphological
segmentation and for normalization, arguing that language independent methods are
required for broad deployment potential.
The results are promising, finding that unsupervised methods often perform as accurately as language specific hand-crafted methods. While the hand-crafted morphological
parser for Chichewa was more accurate than the language independent methods, much
of the difference in accuracy was recovered when the segmentations were used in a
downstream classification task, which is the focus of the following chapter. For normalization, the language independent methods were more accurate than the Chichewa
specific heuristics. The methods drew on corpus knowledge to normalize alternations
according to observed forms, which is relatively simple compared to hard-coding all
alternations, so it can be argued that this is a task best suited to automated methods.
However, the most accurate performance was the system with some linguistic knowledge injected into the task, constraining the potential alternations according to linguistic
principles, such as characters that commonly represent phonemes at the same or nearby
place-of-articulation, or phonemes that are introduced through morphology, such as
glides between vowels. Therefore, while there is a broad application potential, some
linguistic expertise is still required to correctly calibrate the models and constrain alternation strategies.
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From these findings, it is relatively straightforward to argue that unsupervised subword approaches like those introduced in this chapter will often be the only viable option for low-resource languages. Recall from Figure 2.1 that there were more than 40
surface forms of the word odwala (‘patient’) in the corpus of just 600 medical text messages in the Chichewa language and that 50% of the forms for odwala occur only once.
By comparison, there are only two forms in the English translations of the same messages, ‘patient’ and the plural ‘patients’. While the analysis in Chapter 2 demonstrated
that it is possible to capture the variation with a relatively simple relative expression,
‘/[ao]dw?a[lr]+[ai]/’, it is a time-consuming task to identify and create regular expressions such as these. For a non-speaker, accurately identifying all variants of odwala in
a corpus requires a set of reliable translations combined with existing grammars (if they
exist). Creating accurate dictionaries and grammars of this kind can take years for an
accomplished linguist to complete. Even then, a language will continue to produce new,
unanticipated types of variants, especially in often-informal registers like short message
communications. Most languages will never receive resources of this magnitude, and
whatever resources do exist, it is clear that being able to leverage automated methods
will give a significant advantage for a broad range of language technology tasks.
The following two chapters expand on the language independent methods for subword models that were explored in this chapter, looking at their application to short
message classification and information extraction.

Chapter 5
Classification strategies
Having investigated the accuracy of broad-coverage approaches to subword modeling,
it is now possible to apply and evaluate these approaches on the complete set of corpora
used in this dissertation. Document classification is a very diverse field, but the literature review shows that past research into the classification of short messages is relatively
rare, despite the prevalence of text messaging as a global form of communication. Several aspects of the classification process are investigated here, each shedding light on
subword variation, cross-linguistic applicability, or the potential to actually deploy a
system.
Looking at architectures more suited to actual deployment scenarios, Section 5.1
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explores streaming models and active learning. These are constrained but realistic approaches to learning, where a classifier updates its model(s) dynamically as new messages stream in, with a bounded capacity to manually assign new labels to the incoming messages. A new approach to combining linguistic and nonlinguistic data is proposed, using hierarchical streaming models applied to the particular task of identifying messages with an ‘actionable’ label among the Krèyol data. From a baseline of
F = 0.207, the inclusion of subword models and nonlinguistic features raises the accuracy to F = 0.855, a substantial gain. It is concluded that accurate classification
is possible in a deployment scenario, especially for prioritization tasks. Extending the
model to active learning, where only a subset of items can receive a label, it is found
that results of up to F = 0.75 are still achievable when only 5% of the incoming data receives a label, but only when using a predictive confidence threshold to explicitly target
‘actionable’ messages for manual inspection and labeling.
A different kind of deployment hurdle is investigated in Section 5.2, where the domain dependence of short messaging is investigated, comparing the cross-domain accuracy when applying SMS-trained data to Twitter and vice-versa. Despite being short
messages systems about the same events, the cross-domain accuracy is poor, supporting
the earlier analysis about the difference in the usage of the platforms. However, it is also
shown that some of the accuracy can be reclaimed by modeling the prior probability of
labels-per-source for a number of the sources.
The cross-linguistic component of the data is investigated in Section 5.3, comparing
the accuracy of classification between the original messages in Chichewa, Krèyol or
Urdu to their English translations. The differences are substantial. For example, when
applying subword models to the Chichewa messages, there is an F = 0.091 gain when
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compared to a system trained only on words and phrases. By contrast, for the English
translations of the same messages there is only an F = 0.009 gain in accuracy, which
is not significant. Similar results are found for Krèyol and Urdu. This highlights why
subword modeling has not been a core component of the mostly English-centric research
in classification to date, while also emphasizing its importance here.

5.1 Streaming models and active learning
Subword models alone are not enough to create a deployable system. Unlike controlled
lab conditions, in sudden onset crises the models may need to be learned on-the-fly
and applied as quickly as possible. This is the case with the Krèyol data – for the actual
crowdsourced system, from conception to launch was just 48 hours, at which point emergency messages from the crisis-affected population started pouring in (Munro, 2012).
For most practical scenarios, even if a quick deployment is not required it might be desirable to dynamically update the system as more information arrives. This would be
the case with the Chichewa messages, where messages would arrive from community
health workers somewhat sporadically, with gradual changes in topics that the model
(ideally) should be able to adapt to.
In addition to the messages themselves, there will also be nonlinguistic features that
might be included in the models. It is easy to image that increased classification accuracy might be found by modeling the identity and location of the sender, past messages
from the same person/location, or the date and time of the message.
The concentration here is on the Krèyol messages. Of the 80,000 text messages that
were sent in Haitian Krèyol following the earthquake, 40,000 of which were manually
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translated, mapped and categorized, only 2% contained time-critical information that
could immediately be acted upon, known as an ‘actionable’ message and labeled as
such. This binary ‘actionable’/‘not actionable’ division is the main focus of the research
on streaming models.

5.1.1 Streaming models
Supervised streaming-models attempt to classify an incoming stream of unlabeled items
by immediately applying the predictive model to the incoming data, while building up
training data on past items as quickly as possible (Aggarwal, 2006; Hulten et al., 2001;
Babcock et al., 2002).
The streaming models may use an incremental learner that updates in real-time, or it
may update the model by retraining a non-incremental learner periodically. In the latter
case, while the model is being retrained (called a ‘training epoch’ here) the old model is
still available for classification, meaning that there is no interruption in the classification
process. For this reason – the consistent and often seamless availability of a classifier –
this strategy is often known as online learning.
For classification in streaming architectures, Zhang et al. propose a method for calculating per epoch weights as an alternative to a discounting function (Optimal Weights
Adjustment) with significant gains (Zhang et al., 2008). Wang et al. also looked at multiple parallel streams of text from different newspapers reporting the same events (Coordinated Text Streams) (Wang et al., 2007). Crowdsourced text message reports can be
seen as a massively parallel coordinated text stream, but it is not possible to create as
complete a model as Wang et al. as the past for each source was relatively sparse (there
were few instances in the data here of the same pairs of people independently reporting
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two distinct events). However, along with temporal concordance, we can also cluster
spatially, which is a large boost in the probability of messages reporting the same event.
The temporal nature of the data is often explicitly encoded into streaming architectures, with training data discounting older data or exclusively consisting of more recently
seem items, especially in the context of concept drift or bounded memory (Zhang et al.,
2008). The bounded memory problem was not an issue in the data used here as the most
memory-intensive training did not exceed 4 Gigabytes, which was used as the default
memory size for all the MaxEnt learners, and so potential memory issues were not explored in this dissertation. Concept drift was present in the data, where topics within the
messages change over time, so this is a core component of the research.
It is not realistic to immediately apply a manual label to every incoming item (there
would be no need for a classifier if so). Therefore, there is a penalty for manually
applying labels to each past item for training: either only a subset can be labeled or
there is a time-delay. When only a subset of incoming items can be labeled the scenario
is a specialized case of active learning (Cohn et al., 1996; Tong and Koller, 2002). When
there is a delay, not all past items are immediately available for labeling, meaning that
short-term concept drifts might not be adapted to. In both cases, accuracy is continually
evaluated over incoming items.
For active learning, where only a subset of items are labeled, there are different
strategies to determine which particular subset should be targeted for manual labeling.
In some cases, an architecture might deliberately target the edge cases – the items that
are hardest to classify – to explicitly model the boundary conditions. In other cases,
the strategy might simply label a random selection. For unbalanced data where certain
labels are rare, data sparsity will be a problem (especially in the initial stages) meaning
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that it will generally be desirable to target the low-frequency labels. Low-frequency
labels are typically targeted by manually investigating and applying labels to the items
that the classifier most confidently predicted as having that label.
A strategy commonly used in tandem with active learning is semi-supervised learning. The term ‘semi-supervised’ is used very broadly in the literature, often to encompass any combination of machine learning over labeled and non-labeled data. One of
the original (and still core) meanings is increasing the size of the training data by adding
confidently classified items, known as self-training (McClosky et al., 2006). For a classification task it would operate by classifying incoming (unlabeled) items and recording
the confidence of that prediction, then adding those items with a high prediction confidence (say, above 95%) to the training data, treating the predicted labels as if they
were manually labeled. This has the benefit of increasing the training data size without
additional manual work. It has the obvious disadvantage of introducing errors into the
training data. In some cases, the errors may propagate so that the model actually loses
overall accuracy. This was the case with the experiments reported here. No extensions
to semi-supervised learning were able to improve the results from active learning. Some
of the principles from semi-supervised learning were successful, especially (manually)
labeling above a confidence threshold, but the same gains did not occur when the predicted labels were treated as gold. Semi-supervised learning is a well-established and
broad field, and the experiments here were not exhaustive, so the possibility of extending
the work to semi-supervised strategies is left as an open question.
To increase training data, it may also be possible to proactively seek out alternate
data sources for low frequency labels. This is not exactly machine learning or natural language processing per se. In the context of low-resource languages and specific
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target labels like ‘actionable intelligence’, the existence of large volumes of web-based
examples is relatively unlikely. However, this is a strategy also explored in the later section looking at domain-dependence, where the cross-classification error resulting from
domain-dependence of text messages versus tweets can, in some cases, be offset by the
increase in data that the different sources provide.
As a technical aside, it is worth noting that streaming architectures are not restricted
to supervised learning. Other data-mining fields, like unsupervised learning, outlier
detection and association rule mining, may utilize streaming architectures. In these contexts, the problem of adding labels for training may not exist so a streaming model may
be easier to implement. Depending on the specific algorithm, it may still be necessary
to re-optimize, cluster, etc., at regular intervals. Only supervised learning is explored in
this dissertation.

5.1.2 Treatment of data for streaming analysis
The Krèyol messages were ordered by the date/time received and divided into 100 equal
sets. Each set belongs to one epoch i in the streaming architecture, R, such that Ri is
evaluated on R0 , . . . , Ri−1 (R1 is evaluated on a model trained on R0 ; R2 is evaluated
on a model trained on {R0 , R1 }; R3 is evaluated on a model trained on {R0 , R1 , R2 },
etc.). The accuracy is therefore calculated over R1 , . . . , R99 (all but the first set).
In a real-world environment the trigger for retraining can be any number of factors.
It may be a set data size, as it is here, or similarly set at regular time intervals. The data
here is from a 100 day period, so the epochs could similarly have been set at per-day intervals, perhaps retrained overnight at what were relatively low-volume hours. In more
statistically motivated environments a new training epoch may be triggered by the data
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itself. For example, a training epoch may be triggered if there is evidence of enough
concept drift that it is causing the model to become inaccurate. Alternatively, it may be
triggered by factors external to the learning task itself. For example, a single machine
might be constantly training and swapping out new classifiers, meaning that the retraining intervals are largely triggered by hardware constraints and algorithmic efficiency.
Even more practically, it may simply be triggered when a large enough volume of new
data has been labeled to justify retraining, which would be determined by the human
resources put into the system. A trigger may also be any combination of these factors.
It would be unfeasible to compare all of these different strategies in this dissertation in
addition to the dimensions of active and semi-supervised learning, and perhaps a little
out of the scope of work concentrating on subword variation. The use of 100 equally divided sets is therefore a deliberate decision to only use the most controlled and stratified
option for analysis, while flagging that many other retraining options are possible.
As with the other classification tasks, the results are using the Stanford MaxEnt
classifier, with Quasi-Newton optimization and a convergence tolerance of 10−4 .

5.1.3 Features (F ) for identifying actionable messages
The target label (or class) for this part of the evaluation is the ‘actionable’ flag, that is,
whether the content of the message described an event that the emergency responders
had a mandate to respond to. As detailed in Chapter 2, an actionable message was one
with an identifiable location that reported a life-threatening injury, a volatile security
situation, requests for water, reports of unaccompanied minors, and clusters of requests
for food in areas not yet known to relief agencies.
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This is a diverse and somewhat complex set of criteria for an automated classification system. In terms of nonlinguistic features, it is clear that time, location, and source
are important factors. As food requests were only actionable in clusters not yet known
to relief efforts, the actionability is determined by both location and time, potentially
across a number of messages at nearby locations. As the messages required an identifiable location to be considered actionable, there are messages that would be ‘actionable’
except for the lack of a location. At the time, a reply was sent to the person sending
these otherwise-actionable messages, requesting a follow-up message with their location. In these cases, then, it is also necessary to model the source of the messages, as
messages with follow-up locations were considered actionable. For these reasons, and
no doubt many more subtle interactions, it is necessary to model both the linguistic and
nonlinguistic features of the messages in order to produce the most accurate possible
models.
Because the messages were sent over an extended period of time, the ‘actionability’
of certain locations also changed. The city of Cap-Haı̈ten and nearby village of Milot
are one such case, used as examples throughout this dissertation. Situated in the north
of the country, they were far from the epicenter and compared to areas like Port-auPrince were relatively unaffected by the earthquake itself. However, both locations took
on internally displaced people and medical evacuees in large numbers in the following
weeks. Combined with the nation-wide disruption in supply-lines, this resulted in water,
food and medical supply shortages, especially in the less-accessible Milot. The village
of Milot is deliberately chosen as a repeat example in this dissertation for this very
reason. Its willingness to take in the displaced and injured meant that it was one of the
too-few places in Haiti following the earthquake where more lives were saved than were
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lost. Many of those I coordinated during Mission 4636 lost close family and friends,
and I am sensitive to the potential affect of repeating the more traumatic messages here.
The village of Milot represents one of the greater strengths of the nation in the wake of
the earthquake, where citizens, medical professionals, and relief workers collaborated
to improve the live of others, often to their own detriment. It is exactly these people that
the technology researched in this dissertation aims to help, so it is an apt example.
We can see the change in actionability over time by looking at the Milot-related messages. Shortly after the launch of Mission 4636, the first message from Milot arrived.
It was a request for information from an official, with an absence of urgency indicating
that there was not an emergency situation:
Bonswa mwen se [OFFICIAL TITLE] milot map koute radyoa grand-goave
SVP ESKE TOUT ATIS YO DIYO MOURI VRE MESI [NAME]
(‘Good Evening this is [OFFICIAL TITLE] of Milot, i’m listening to radio
grand goave, I just want to know if the artist [NAME] died. Let me know’)
(The anonymization of the title is because the individual could otherwise be identified,
erring on the side of caution even though this is a non-sensitive message).
From the example used previously, we know that hospitals in Milot were actively
seeking to help injured individuals:
Lopital Sacre-Coeur ki nan vil Milot, 14 km nan sid vil Okap, pre pou li
resevwa moun malad e l’ap mande pou moun ki malad yo ale la.
(‘Sacre-Coeur Hospital which located in this village Milot 14 km south of
Oakp is ready to receive those who are injured. Therefore, we are asking
those who are sick to report to that hospital.’)
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As a result of the evacuation of people to Milot, along with the disruption of the supply
lines, the relatively poor access to this mountain location and the influx of internally
displaced people more generally, there were shortages here, too, with another report
showing this (this time in French):
Vetements,nourriture,articles de toilette,eau.Hopital de Milot
(‘Clothing, food, toiletries, water, Hospital in Milot’)
And with another message in plain English:
We need help in milot we have no more food people starvin, to death.
This shows the need to model the data in complex, time-sensitive ways. Seven sets
of features are used in the classification task, reflecting the linguistic features like the
subword models which have been explored in depth in the dissertation up until this point,
and the nonlinguistic features like time, location and source:
G : Words and ngrams.
W : Subword patterns (as from the previous chapter).
P : Source of the message (phone number).
T : Time received.
C : Categories (c0,...,47 ).
L : Location (longitude and latitude).
L∃ : Has-location (there is an identifiable location within the message).
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The G, W , P and T features (words, ngrams, subword patterns, source of the message,
and time received) were calculated directly from the messages. C and L∃ were predicted
using independent streaming models and L was clustered through tiling (see below).
The categories add an additional dimension to the study. At the time, the messages
were labeled with approximately 50 categories (see Chapter/Section 2.1.2) such as ‘request for food’, and ‘asking to forward a message’. Many are correlated with whether
a message is actionable, so the system developed here models them in addition to main
‘actionable’/‘not actionable’ division, which is one of the focuses of the following subsection.

5.1.4 Hierarchical streaming models for has-location (L∃ ) and category (C)
As the SMS protocol does not encode locations or categories, the streaming model was
extended to a two-tier hierarchical architecture so that the (predicted) locations and categories could be added as features. A hierarchical model is, as it sounds, a multi-layered
architecture where the outputs of one layer of classification feed into another. In this
research, the model predicting the ‘actionable’/‘not actionable’ division is referred to as
the final model R with the constituent models that feed into it referred to as the base
models S.
The intuition for why multi-layered architectures can improve results is reasonably
straightforward. For this data, one of the criteria for a message to be ‘actionable’ is that
it has a location. The linguistic features that determine whether or not a message has a
location are complex, but for the most part correspond to whether or not a sequence that
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looks like an address appears in the message, for example, ‘this village Milot’. Let’s
take the feature representing the actual word for the location ‘Milot’. For the actionable/
not-actionable division, a weight will be assigned to the word ‘Milot’ that determines
whether or not the word is a good predictor for an actionable message, and this weight
will be calculated across all the training items that contain the word ‘Milot’. Assuming
that this is early in Mission in 4636, this will be weighted towards ‘not-actionable’,
as there were not early actionable reports from Milot. It is easy to imagine that even
over the course of all the messages, most from a given location were not actionable,
with only a few actionable ones scattered among them. As the messages needed to
contain a location to be actionable, and most messages did not contain a location (nonactionable ones in particular) the model will also be arriving at positive weights for
every feature that seemed to be a location, ‘Milot’ included. However, there is only
one weight applied to each feature in a MaxEnt model, which will mean that there
will be conflicting information for the feature ‘Milot’, some positively weighted, some
negatively weighted, which may cancel each other out or lead to erroneous predictions
when the actionable messages did start arriving. For example, the model might weight a
prediction towards ‘actionable’ based on the presence of a phrase like ‘supplies needed’,
only to have that weight countered by the negative weight assigned to the word ‘Milot’.
Hierarchical models give us a way around this potential confound. If we have one model
that simply predicts whether or not a message has a location, independent of whether
or not the message is actionable, then we have added information by generalizing over
all the location names. The prediction can then be used in the final model as a feature
L∃ that explicitly states whether or not a location is present in the message. The final
model can therefore weigh up the probability of a phrase like ‘supplies needed’ being
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presenting with the (non-conflicting) feature L∃ , assigning a more optimal final weight
to any message with a request for supplies in a message known to contain a location.
This example holds true for any base model that is able to make useful generalizations for the final model. It is the same principle behind many natural language
processing systems that employ pipeline architectures. For example, in order to create a
syntactic parse of some data, that data may first be tagged with a part-of-speech tagger.
Knowing the part-of-speech tag for each word therefore allows the syntactic parser to
generalize its knowledge over different parts-of-speech rather than relying on the words
alone.
As promising as the hierarchical model sounds in this context, there are still two
issues that may result in a less than optimal final model. For one, the word ‘Milot’ is
also still present in the final model. So while the presence of ‘supplies needed’ and L∃
will increase the likelihood of a correct ‘actionable’ prediction, some weight will still
be lost to the word ‘Milot’. Second, L∃ is a prediction, meaning that it will not always
be correct. In theory, if L∃ is completely random and introduced no information to the
final model, then it should simply receive no weight in that model. As a high-frequency
binary feature, it is not greatly increasing the vector space or subject to sparsity, which
means that it should successfully avoid over-fitting. In practice, it will certainly be
sparse at beginning of the streaming process, and changes in data over time could result
in weights that did not adequately reflect the current optimal probabilities that should be
learned (although the same is true for any time-changing feature). In order to determine
the extent to which the prediction of L∃ introduced errors, the evaluation here compares
both the prediction for L∃ and the oracle L∃ , O(L∃ ), which assumes perfect knowledge
of the feature.
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There were 48 categories in total, so a set S of 49 base streaming models predicted
the has-location L∃ feature and categories c0,...,47 . That is, unlike the main model R
which predicts the ‘actionable’/‘not actionable’ division, each model S predicts either
the existence of a location within the text or binary per-category membership. As with
the L∃ base model, the base models for categories c0,...,47 seek to generalize over the
different ways that a particular category may be expressed. For example, for the ‘water
needed’ category it is easy to imagine that there are several ways to say this, corresponding to phrases like ‘we need water’, ‘water is required’, ‘we are thirsty’, etc, with further
variation in the Krèyol cases due to the substantial subword variation. There is a clear
advantage, then, in having a blanket feature in the final model that attempts to represent
all ways of expressing the need for water.
The predictions for each message were added to the final model as feature confidence values per-label, bucketed to 10% intervals. This is richer than simply using the
best-guess labels for each model S and it was clear in early processing that confidence
features produced consistently more accurate final models than binary predicted labels.
However, this does increase the feature-vector dimensionality by a modest amount,
slightly increasing the chance of over-fitting (if this did occur, it wasn’t noticed here).
This produced one of the most interesting results here - using model confidence features
for L∃ , the predictive model actually outperformed an oracle binary has-location feature,
O(L∃ ) (results and full discussion below).
The same G, W , P and T features (words, ngrams, subword patterns, source of the
message, and time received) that were used in the final model were also used for the S
and R base models.
As the final model R requires the outputs from S for training, and S are themselves
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predictive models, the L∃ and C features are not included until the second training epoch
R1 . In the context of machine-learning for sudden onset humanitarian information processing, any delay could be significant. One simple solution is starting with smaller
epoch sizes. A slightly more complicated architecture could use cross-validated predictions for the S models to eliminate the one-epoch lag entirely. With 100 training epochs,
this only equates to 1% less than the full training data in each training epoch (or about
5% on average when we take into account that the relative size of 1% of the full training
data is much larger at early epochs) so these alternatives are relatively marginal, and are
noted but not implemented here.

5.1.5 Subword features
Subword models were applied using the methods defined in the previous chapter, generating a set of candidate segments and normalizations for all forms and adding these to
the feature space.

5.1.6 Oracle features
While the SMS protocol does not encode the geographical origin of the message, other
protocols/systems do, especially those used by smartphones. Social media-based short
message communications often offer a service that allows the sender to geolocate themselves in non-smartphone contexts, either explicitly or by associating a location with an
IP address. Similarly, cell-tower granularity of locations might be available and phone
numbers might be a priori associated with locations. People may also formalize their
location within the text using methods like ‘Tweak the Tweet’, using hashtags or other
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semi-structured means to encode location-data (Starbird and Stamberger, 2010). Therefore, it is reasonable to also simulate a scenario where the messages come pre-geocoded.
The results were compared to models also containing the oracle longitude and latitude
of the messages O(L) and (as detailed above) the oracle existence of a location O(L∃ ).
No attempt was made to predict L, the precise longitude and latitude, from the message content alone. This is a challenging but interesting task. There are many resources
that will map location strings to exact coordinates, so this is viable task. However, it
would not be realistic in this scenario – very few locations were mapped in Haiti at
the time of the earthquake, with just a handful of roads and even towns present on the
Open Street Map and Google Map of the country. Creating an automated system on
the geographic information that has been developed since then would not be a realistic
low-resource scenario.
It is much less likely that messages come pre-categorized, but oracle features for the
categories were also evaluated to compare the performance for models containing the
predictive categories to ones containing the actual categories, O(c0,...,47 ).

5.1.7 Spatial and temporal models
Having established the importance of combining linguistic and nonlinguistic data, this
section defines exactly how the two are combined. Spatial clustering used a multitile approach to create spatial clusters, creating multiple tile memberships per message
at different levels of granularity and allowing the model itself to arrive at the optimal
weights per tile. Temporal clustering similarly buckets the receipt time of the message
into multiple temporal periods, also encoding these as features to allow the model to
arrive at the optimal weight per time period, which may include discounting for older
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messages. The two methods are expanded upon here in turn.
The latitude and longitude were used to geographically cluster messages in order to
capture two phenomena:
1. Hot spots: some areas were in greater need of aid than others.
2. Clustered food requests: the definition of ‘actionable’ extended to clustered requests for food, but not requests from lone individuals.
The clustering method divided the messages by longitude and latitude into tiles approximating 100m2 , 1km2 and 10km2 . At each granularity, tiling was repeated with an offset
by half on each dimension to partially smooth the arbitrariness of tile boundaries. This
resulted in each geo-located message being a member of 12 tiles in total, which were
included as 12 features L.
Unsupervised spatial clustering is an extremely rich field, with a variety of methods that seek to find meaningful patterns within geographic data (Zhang et al., 2004;
Wagstaff et al., 2001). While many of the most obvious methods were tested here, it
proved difficult to find an unsupervised spatial clustering algorithm that improved the
results in downstream classification beyond the brute-force method of applying multiple
tiles at different granularities.
In streaming models, it is common to calculate a discounting function over training
epochs in streaming models that explicitly lowers the contribution of older items to the
final model (Aggarwal, 2006; Hulten et al., 2001; Babcock et al., 2002). A slight variant
on this method was used here, following Zhang et al. where the time-stamp feature T
performs the discounting function, arriving at the relative probability for a given time
period t in the final model R (Zhang et al., 2008). It has several advantages over a
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simple weighted discounting function. First, t is calculated incrementally, not per training epoch, meaning that the weight θ for t is calculated until the most recently seen
items. Second, it frees T to cluster according to temporal divisions other than the (arbitrary) divisions of training epochs. Finally, it allows unconstrained weights for different
temporal clusters, permitting the final distribution of weights over different ts to define
complex and possibly nonmonotonic discounting functions. Defining nonmonotonic
distributions can be useful in situations with cyclic data. For example, imagine that the
system was used to track endemic diseases with seasonal trends, like Malaria in much
of the world. If the treatment of dates allowed the model to arrive a seasonally specific
weights for the prediction of labels like ‘Malaria’, then this could be more accurate than
the system essentially re-learning the rise in Malaria with each successive season. For
the evaluation data here, the span of time (100 days) was too short for any seasonal
effects, and there is no clear evidence of any shorter term cyclical trends. However,
different categories did change at different rates. For example, the relative frequency of
requests for food increased over time as existing supplies ran out, and then decreased
as supply lines were reestablished and a greater amount of aid made it into the country.
More linearly, requests for work steadily increased. Conversely, the relative frequency
in search and rescue requests steadily decreased. A single discounting function over the
models representing all the different types of labels, might not, therefore, be the most
accurate way to adapt to the different ways that the frequency and nature of the labels
change over time.
Modeling time as a feature rather than a discounting function also made it simpler
to combine the temporal and spatial clustering. The feature T consists of multiple buckets of time-stamps per message and also composite features with the O(L) tiles when
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present. This allows the system to arrive at different weights for different regions in different periods of time. As the case of Milot showed, the relative number of ‘actionable’
messages increased over time in certain regions as displaced populations and medical
evacuees later flooded areas that were not as badly affected by the earthquake itself. In
other places, like the parts of Port-au-Prince that were accessible to international relief
efforts, the relative number of ‘actionable’ messages decreased. For this reason, and for
the innumerable more subtle changes in other local conditions over time, the interaction
of space and time is important to explicitly model in the streaming architecture.
However, modeling the interaction of space and time will also introduce biases into
the data. Recall from the example above that the word ‘Milot’ will, initially, be weighted
towards a not actionable prediction. The same is true for the features representing the
geographic region in which Milot is situated.1 When the first actionable message is
sent from Milot the actionability will be deweighted and the system might erroneously
predict that it is not actionable. The potential bias could produce false positives as well
as false negatives. Imagine that a region has only had actionable messages up until a
certain period of time, when a non-actionable message first arrives. By virtue of being
in that region, the message will receive a higher weight for being actionable and may be
a false positive as a result. As the model is permitted to arrive at different weights for
different time periods, this bias can already be addressed, to some extent, by the current
architecture. For example, once the first few actionable messages have arrived from the
region around Milot and have been labeled as such, the following messages will be in
more of the same time periods as these more recent actionable messages, which will be
weighted towards an actionable prediction. It is only for the first few messages, then,
1

With thanks to Hal Daumé who first made the observation about a potential geographic bias when
early work was presented at CoNLL in 2011 (Munro, 2011).
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that there is a potential bias. Nonetheless, it is the type of bias that could proliferate in
semi-supervised or active learning models. With active learning that specifically targets
predictions for one class for manual labeling, it might reduce the selection of incorrectly
classified items if the prediction confidence is so distorted that the misclassified items
do not fall within the threshold for manual inspection and labeling. Therefore, it is
necessary to mitigate any geographic bias as quickly as possible.
There are a number of different ways to address this potential short-term bias. The
simplest way is to maintain a separate model that does not include the geographic information. An ‘actionable’ message could be defined as one that is predicted as actionable
by either model. A slightly more complicated variation on the two-model approach
would be to only look at the model without geographic information when the more
comprehensive model may contain a bias. For example, if a message is predicted as
not actionable in a region with no recent history of actionable messages, then the model
without the geographic information is consulted, but if a message is predicted as not
actionable in a region which does have a recent history of actionable messages, then
the model without the geographic information is ignored. A similar approach might
be taken in operational components of the system, where someone using the system
may deliberately pay closer attention to potential false negatives in regions with a lower
history of actionable messages.
This strategy could be purely manual, or it could be aided by measures of statistical
variation where only the most deviant messages are manually evaluated. For example,
potential false negatives could be explored by looking at the deviation in actionable
confidence for a given region, rather than the raw prediction of actionability. This could
identify potential false negatives by looking at the messages that are a certain number of
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standard deviations more likely to be ‘actionable’ than neighboring messages, even if the
raw confidence for ‘actionable’ is relatively low. (Some measures of local deviation are
explored in Chapter 6 but are not explored in this chapter, as this bias is more of an edge
case here.) This potential approach to operationally identifying false negatives could
also be used in active learning to generate better candidate sets for manual labeling.

5.1.8 Results and Analysis: streaming model accuracy
The results in Table 5.1 show that a combination of streaming models with subword
models improves the accuracy of identifying actionable messages. All increases in accuracy are significant relative to the baseline, with a final accuracy of F = 0.855, a
substantial improvement of F = 0.648 over the baseline of words and ngrams only,
with just F = 0.207 accuracy.
This section looks at each of the features and hierarchical models in turn, to measure
the impact of each one on the accuracy of the final model. Overall, it is found that each
of the feature types make a significant improvement over the baseline, contributing to
the substantially more accurate final model.

5.1.8.1 Subword models
As the previous chapter showed, the subword models give a clear increase in accuracy
despite Krèyol being a morphologically simple language, showing that variation arising
from variable spelling conventions, more or less phonetic spellings, and different compounding techniques, can be effectively modeled to increase classification accuracy.
The results below (full results in Table 5.1), show that subword models give an
increase of F = 0.103 above the baseline when identifying actionable items, indicating
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Precision

Recall

F-value

F-Gain

Baseline: Words/Ngrams (G)

0.622

0.124

0.207

n/a

Subwords (G, W )

0.563

0.214

0.310

0.103

Temporal feature (G, T )

0.716

0.153

0.252

0.045

Subwords and Source (G, T, W, P )

0.548

0.233

0.326

0.119

Categories (predicted: G, T, C, P )

0.464

0.240

0.316

0.109

Location (predicted: G, T, L∃ , P )

0.572

0.212

0.310

0.103

Categories (oracle: G, T, O(C), P )

0.565

0.225

0.322

0.115

Location (oracle: G, T, O(L∃ ), P )

0.746

0.168

0.274

0.067

Spatial clusters (L)

0.896

0.653

0.756

0.549

All non-oracle and spatial clusters

0.872

0.840

0.855

0.648

Pre-filtered spatial clusters

0.613

0.328

0.428

0.221

Table 5.1: The final results for the different models. The first four and Location (oracle) contain only single streaming models. The others use a hierarchical streaming
model combining features with the outputs from the base streaming models S. The
model combining all features is the most accurate at F=0.855, 0.648 above the baseline model optimized over words and word sequences (ngrams). The Pre-filtered spatial
clusters contains the same architecture/features as the most accurate model, but with
those messages not containing an identifiable location (and therefore automatically nonactionable) stripped from the training and test data.
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that subword models were also important to a more accurate classification here:
Model

Precision Recall F-value

Baseline: Words/Ngrams (G)

0.622

0.124

0.207

Subwords (G, W )

0.563

0.214

0.310

For the following sections, where semi-supervised and active learning approaches are
explored, it is assumed that subword models still produce consistently more accurate
results in all cases and so the small differences that subword models might have in these
different training and deployment strategies are not explored.
5.1.8.2 Date received and source
When adding the directly extracted nonlinguistic features, the temporal divisions for
date received T and source of the messages P , there is a another clear gain in accuracy,
with the accuracy jumping from the baseline of F = 0.207 to F = 0.326:
Model

Precision Recall F-value

Baseline: Words/Ngrams (G)

0.622

0.124

0.207

Source: (G, P )

0.718

0.146

0.242

Temporal feature (G, T )

0.716

0.153

0.252

Subwords and Source (G, T, W, P )

0.548

0.233

0.326

For the model combining G, T , and P , the gain is in both precision and recall, although
when further combined with subword models the greatest gain is in recall alone, which
almost doubles, and is accompanied by a small loss in precision. The disparity between
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precision and recall, where the former is always larger, is fairly typical of classification
tasks over low frequency items. The low frequency of the ‘actionable’ label means that
the prior probability of a message being actionable is very low – only about 1.5% of all
the messages were actionable. As a result, the learner will be weighted towards a higher
frequency of false negatives than false positives. When the learner does find a message
with enough evidence to be labeled ‘actionable’, it will therefore only be for the highest
confidence items, which are therefore more likely to be correct.
The highest precision of any non-oracle system was achieved by the temporal feature T which alone gave an F = 0.045 increase in accuracy. This shows that there was
substantial concept drift and that an adaptive model is necessary for accurate classification.
5.1.8.3 Hierarchical models for categories
For the hierarchical streaming models, where the base models feed their predictions into
the final streaming model, it is possible to compare the hierarchical model to one where
the oracle values for categories and locations are added. First, for categories:
Model

Precision Recall F-value

Baseline: Words/Ngrams (G)

0.622

0.124

0.207

Subwords and Source (G, T, W, P )

0.548

0.233

0.326

Categories (predicted: G, T, C, P )

0.464

0.240

0.316

Categories (oracle: G, T, O(C), P )

0.565

0.225

0.322

While the recall is slightly higher for the predicted categories, the oracle outperforms the
predicted hierarchical models. At less than 1% difference (F = 0.006), the predicated
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models are not particularly less accurate. However, even the model with oracle knowledge of categories is outperformed by the subword models at F = 0.326, although this
difference is not significant.
In other words, if you took a system with words/ngrams, temporal divisions for the
time the message was received, and the sources of the message, then you could increase
the accuracy just as much by modeling the subword variation as applying the categories
used here. Presumably, the linguistic features that make up the patterns of predictions
for the given categories are just as easily exploited directly in the final model.
5.1.8.4 Hierarchical models for has-location
Unlike the categories, there is a significant increase when adding the output of the model
that predicts whether or not a location exists in the data. In this case, the predictive model
for locations outperforms the oracle model:
Model

Precision Recall F-value

Baseline: Words/Ngrams (G)

0.622

0.124

0.207

Location (predicted: G, T, L∃ , P )

0.572

0.212

0.310

Location (oracle: G, T, O(L∃ ), P )

0.746

0.168

0.274

The better performance of the predicted locations over the oracle locations is because
the predictions are probabilities, not binary indicators of the existence of a location.
Therefore, the richer real-valued feature space led to greater information for the final
model despite any predictive errors in the base model. Another reason can be clearly
seen in the precision, 0.746, for the O(L) model, one of the highest precision-to-recall
ratios in any of the models or combination of models evaluated here. The final model
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is clearly giving too much weight to the existence of a location as a predictor of an
actionable label. Smoothing O(L) would make little difference as it is a high-frequency
binary feature, but the greater range of probability values in L are necessarily more
sparse and in this case may also be more de-weighted by the smoothing.
Identifying locations is one area that could be expanded on greatly. Perhaps textmessage-specific Named Entity Recognition methods of the following chapter could
lead to even more accurate results for identifying locations? Constrained by time and
scope, it is not the intent of this dissertation to combine the research on classification
and Information Extraction, but there are no doubt many potential gains in this direction.
5.1.8.5 Spatial clustering
Adding spatial clusters gives the greatest leap in accuracy, from F = 0.756 to a substantial F = 0.549 over the baseline. Combined with the other non-oracle features evaluated
here, the final accuracy is F = 0.855.
Model

Precision Recall F-value

Baseline: Words/Ngrams (G)

0.622

0.124

0.207

Spatial clusters (L)

0.896

0.653

0.756

All non-oracle and spatial clusters

0.872

0.840

0.855

Combining the base streaming model outputs with all features leads to the most accurate
model. It is expected that this would produce the best results, but at F = 0.855 we have
a very significant gain over any of the models implementing only single-stream learning,
or without the full feature space.
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5.1.8.6 Pre-filtering – where human and machine processing diverges
Somewhat counterintuitively, pre-filtering messages without known locations (in both
training and test data) decreased the accuracy to F = 0.428:
Model

Precision Recall F-value

Baseline: Words/Ngrams (G)

0.622

0.124

0.207

All non-oracle and spatial clusters

0.872

0.840

0.855

Pre-filtered spatial clusters

0.613

0.328

0.428

Oracle filtering of only test items without an identifiable location will not change recall and can only increase precision, as this method is only stripping out true-negatives
(messages from a source that replied with a location later were not filtered).
Why, then, does the removal of true-negatives from the training data result in such
a loss in accuracy? Clearly there is ‘signal’ in the ‘noise’ here. Analysis of the messages shows that many non-actionable messages were not related to emergencies at all
(general questions, requests for work, etc), as were many messages without identifiable
locations. That is, people who tended to not send actionable information also tended
to not include locations. Because of this correlation, the content of messages without
locations becomes useful information for the model. A careful analysis of the training
models confirms this: the word and subword features for non-actionable messages with
no locations had non-zero weights. Pre-filtering them therefore resulted in an impoverished training set.
It is standard practice in the humanitarian sector to pre-filter messages that are easily
identified as non-actionable (for obvious reasons: it reduces the manual processing),
which is what occurred in Mission 4636 – only about 5% of messages were treated as
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‘actionable’ candidates. The results here indicate that if manual processing is extended
to automated or semi-automated processing, then this strategy needs to change, with all
potential training items available for the models.
As the following section on active learning shows, accurate results are still possible
with only a very small amount of labeled data. Perhaps it indicates that whenever data
is filtered for manual analysis and labeling, that strategy needs to be determined by
statistical means, not hand-tuned heuristics that might seem like common-sense but are
not empirically motivated.

5.1.9 Results: active learning and prioritization
In the context of steaming models, active learning will mean that only a subset of the
incoming items can be given a label. This is a realistic scenario in the context of high
volumes of information, or when pulling information from sources that are known to
only contain a relatively small percentage of relevant items.
The problem, then, is how to decide which messages receive a label. Two methods
are investigated here. In the first, a random subset of messages are given gold labels,
with different subset sizes investigated. In the second, the messages that are most confidently labeled as ‘actionable’ are given a label, with different confidence thresholds
investigated. The latter is a realistic evaluation for this particular task, as these were
emergency response messages and it can be assumed that anything that looked like it
might be actionable was investigated by a person, and therefore in a position to receive
a label by that individual, either confirming or rejecting that the message was in fact
actionable. For both, the accuracy is calculated as the cumulative F-value across the
entire data, not just those receiving a manual label, so that the different approaches are
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Precision Recall F-value

0% of items + confident predictions

0.870

0.664

0.753

1% of items

0.853

0.054

0.101

1% of items + confident predictions

0.872

0.653

0.747

5% of items

0.950

0.245

0.390

5% of items + confident predictions

0.901

0.585

0.709

12.5% of items

0.905

0.315

0.468

12.5% of items + confident predictions

0.905

0.579

0.706

25% of items

0.921

0.496

0.645

25% of items + confident predictions

0.913

0.579

0.709

50% of items

0.900

0.616

0.732

50% of items + confident predictions

0.899

0.644

0.751

Table 5.2: An analysis of the results from adding a random subset of labeled items
for active learning. The results show that there is little or no gain in adding a random
selection of items, and that the task can probably be treated as a one-class problem. All
results here are taken from the streaming model, varying the amount of the incoming
messages that receive a gold label. The first of each paired result shows the accuracy
for when a random subset of the messages receive a label. The second of each paired
result (‘confident predictions’) shows the results for the when same percentage receives
a label, but where any incoming item with 20% or more confidence of being ‘actionable’
is also given a gold label.
Labeling only messages with confidence greater than 20% gives F = 0.753, the first
result above. By additionally labeling a random selection of 50% of the incoming items,
the result is not significantly different at F = 0.751. While none of the results are as
high as the F = 0.855 when the full set receives a label, it is a promising result for any
system with limited resources.
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directly comparable.
A selection of results is given in Table 5.2, comparing the accuracy when between
1% and 50% of the incoming messages are given a label. The results are predictable,
with training data built on only 1% of the data performing with F = 0.101 accuracy,
training data built on 25% of the data performing with F = 0.645 accuracy, and data
built on 50% of the data performing with F = 0.754 accuracy (compared to the earlier
results where models with 100% of the data performed with F = 0.855 accuracy.) By
comparison, though, when each of these are supplemented with all incoming messages
that were predictable to be ‘actionable’ with 20% confidence or greater, the results for
1%, 25% and 50% rise to F = 0.747, F = 0.709 and F = 0.751 respectively. In
other words, it is enough to only investigate and label those messages that look most
like ‘actionable’ items, and ignore the rest.
This is confirmed by the results for ‘0%’, where there is no random subset and only
actionable candidates are labeled, performing with F = 0.753. For this result, only 5.1%
of items ultimately received a gold label by virtue of being classified as 20% or more
likely to be ‘actionable’. This is only 2,200 items in total. By comparison, labeling
only a random subset of 50% of the items, there was actually a lower accuracy with
F = 0.732, despite almost an order of magnitude more manual labels at 20,500. While
none of the results are as high as the F = 0.855 accuracy when the full set of messages
are given a label, it is a promising result for any system with limited resources that seeks
to prioritize messages in a one-class problem such as this.
To show that the 20% confidence threshold used for the results in Table 5.2 is not
producing aberrant results, different confidence thresholds were also tested. The results
in are in Table 5.3. The consistent accuracy between 20% and 0.1% of the data shows
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Precision Recall F-value

Messages labeled

75%+

0.496

0.448

0.471

1,747

50%*

0.752

0.352

0.480

1,793

20%

0.870

0.664

0.753

2,424

10%

0.885

0.640

0.743

2,339

5%

0.876

0.664

0.756

2,622

1%

0.886

0.675

0.766

3,277

0.1%

0.892

0.673

0.768

5,492

Table 5.3: Analysis of the active learning results applying different confidence thresholds. For example, the ‘5%’ results are from a system where every incoming message
that was predicted to be ‘actionable’ with 5% or more confidence was manually labeled
and given the correct label, and then made available as a training item for the next training epoch. The results for ‘20%’ are those used in Table 5.2 where different amounts
of randomly selected messages were also given gold labels and added to the training
items. The consistent accuracy between 20% and 0.1% of the data shows that this is a
fairly robust method for active learning in this scenario, with most thresholds producing
similar prediction accuracies. There is somewhat of an equalizing effect here, as a larger
threshold will result in smaller models through less training items. It turn, this will produce more ambiguous classifications, and therefore more message will ultimately end
up within that threshold. This is reflected in the ‘Messages labeled’ column, where the
number of messages labeled was similar despite a large variety of confidence thresholds.
+

For this scenario, it is difficult to image that a message is given an ‘actionable’ label,
but ignored simply because the confidence was less than 75%. This result is therefore
kept as a reference point for other scenarios where this might be a reasonable action,
and to demonstrate (by the reduced accuracy) that it did ultimately become detrimental
to the model to ignore potential actionable items at high confidence levels.
* 50% of the data is simply the division given by the binary ‘actionable’, ‘not-actionable’
predictions.

CHAPTER 5. CLASSIFICATION STRATEGIES

136

that this is a fairly robust method for active learning in this scenario, with most threshold producing similar prediction accuracies. There is somewhat of an equalizing effect
here, as a larger threshold will result in smaller models through less training items. It
turn, this will produce more ambiguous classifications, and therefore more message will
ultimately end up within that threshold.
Applying ROC analysis, the methods here could speed up the prioritization of actionable messages by a factor of 10 to 1 based on content alone. That is, on average an
actionable message falls within the 90th percentile for probability of being actionable.
By including spatial clustering this becomes the 98th percentile. There is great potential for improvements but the methods reported here could already be used to efficiently
prioritize the triage of the most important messages within a semi-automated system.
A more extensive ROC analysis is not intended to be part of the dissertation, but it is
flagged as another method for evaluation accuracy.
Figure 5.1 shows the change in accuracy over time for the streaming models when a
random selection of 5% and 50% of the incoming items are given labels, with accuracy
measured at 10% intervals (every 10 epochs). In both cases, the results are compared to
models that also label items that were predicted to be ‘actionable’ with 20% or greater
confidence.
When a randomly selected 50% of the incoming messages receive a gold label, there
is little gain in also assigning a label to all messages that were predicted to be ‘actionable’ above a certain confidence threshold. However, the bottom results show that when
only a randomly selected 5% of the incoming messages receive a gold label, there is a
very substantial and immediate gain in accuracy from also assigning a label to all messages that were predicted to be ‘actionable’ above a certain confidence threshold. This
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Figure 5.1: Comparing labeling strategies for active learning, showing the incremental
accuracy for the streaming algorithm. The x-axis is divided into 10% increments, with
the y-axis represented the accumulative accuracy of the model up until that point in time.
The results can be interpreted as a learning curve, similar to the one shown for the earlier
Chichewa predictions, but with the items ordered temporally rather than by random
selection, and with the further constraints of the streaming model that are outlined in
this section. The top results show that when a randomly selected 50% of the incoming
messages receive a gold label, there is little gain in also assigning a label to all messages
that were predicted to be ‘actionable’ above a certain confidence threshold. However, the
bottom results show that when only a randomly selected 5% of the incoming messages
receive a gold label, there is a very substantial and immediate gain in accuracy from also
assigning a label to all messages that were predicted to be ‘actionable’ above a certain
confidence threshold. This indicates that this approach to active learning is particularly
suited to contexts where only a relatively small amount of human resources are available
to manually labeled incoming data.
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indicates that this approach to active learning is particularly suited to contexts where
only a relatively small amount of human resources are available to manually label incoming data.
The remaining difference in accuracy between the models with only a subset of
messages labeled and the model with all messages labeled hovers consistently at around
F = 0.1, which is still a fairly big gap. Analysis shows that most of the accuracy is lost
on the first 50% of the data, which means that it is primarily due to the lack of training
data in early epochs.

5.2 Cross-domain adaptation
Domain dependence is a well-known problem in natural language processing, where
models trained on one domain, mode, register or genre will perform badly when applied
to another. For example, a system trained to identify spam in emails might not perform
as accurately when applied to spam-detection in social media.
On a slight variation of the ‘actionable’/‘not actionable’ division, the domain dependence is also tested on whether the given message was reported from within the crisisaffected region or not, with the former labeled a Ground report. This is less contextspecific than ‘actionable’, and perhaps more generally useful – it will almost always be
desirable to identify people who are able to report from within a crisis-affected region
and to separate them from those who are merely reporting events second- or third-hand.
This was undertaken for both the Haiti and Pakistan messages, comparing models
trained on SMS to those trained on Twitter. The results confirm that there is domain dependence across the message types, with models trained on SMS and applied to Twitter
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generally underperforming models trained only within the ‘source’, that is, modeling
whether short message was from a text message or via Twitter. It is found that some of
this error can be recovered by modeling the source, but that domain adaption remains
an open issue.

5.2.1 Domain dependence for ground-truth information
The target class here is identifying ‘Ground reports’, which includes all reports from
within a crisis-affected region that reports information about that region. Non-ground
reports include all reports that are derived from existing media sources or otherwise
reporting information heard elsewhere, or messages that do not report any information,
like questions. Ambiguous messages were removed for this part of the study. While
a more fine-grained analysis would be interesting, there simply wasn’t a high enough
volume of messages across both SMS and Twitter to allow this.
The analysis of Twitter and SMS in Chapter 2 showed that while both are short
message systems, even when reporting about the same events they are used in very
different ways, by very different people, to report different aspects of those events. It
is likely, therefore, that they are different enough that models trained on one system
do not perform well when applied to another. By looking at cross-domain accuracy
and the extent to which domain dependence limits classification accuracy, this gives
us another lens for investigating the difference between SMS and Twitter, this time
in the context of potential operational effectiveness. From a practical perspective, it
allows us to evaluate the magnitude of error that might be produced by the cross-domain
application of models, and potential strategies to mitigate the loss in accuracy.
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Five different strategies where explored that gauged the extent of the domain dependence and potential mitigating strategies. First, models were explored that were trained
only on each type of message, that is, models trained and tested only on SMS, and models trained and tested only on Twitter. These were used to establish baselines for each of
the languages/contexts. Second, cross-domain accuracy was calculated, measuring the
error in classification in Twitter using models trained only on SMS. These established
the extent to which domain dependence did, in fact, occur. Third, combined models
were evaluated, training and testing on both Twitter and SMS, treating both sources as
equal. These models give us the figures for a system which is ‘blind’ to the type of platform. Fourth and fifth, the individual and combined models are extended by explicitly
modeling the source (‘Twitter’ or ‘SMS’), allowing the model to independently derive
an optimal prior probability per source while using feature vectors across both.
For the Pakistan data, the training set size was reduced for cross-domain evaluation
in order to avoid an imbalance in model size. For all other models, a leave-one-out
cross-validation was used, where accuracy was calculated by leaving out one data item
(one message) as the evaluation, while training on all other items, and repeating over
all items. As stated in the earlier work in this dissertation on Chichewa, the leave-oneout cross-validation ensured that the model was trained on as much data as possible
(necessary with the relatively small data sets) but that accuracy was still calculated over
unseen messages.

5.2.2 Results: domain dependence
The results in Table 5.4 confirm that there is domain dependence across the message
types. The most striking figures are the low accuracies for Twitter in Haiti. This mostly
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Haiti
Precision Recall

Pakistan

F-value

Precision

Recall

F-value

SMS only

0.898

0.926

0.912

0.864

0.969

0.913

SMS trained on Twitter

0.899

0.116

0.206

0.893

0.878

0.885

SMS modeling source

0.930

0.979

0.954

0.667

0.842

0.744

Twitter only

0.398

0.243

0.301

0.690

0.851

0.762

Twitter trained on SMS

0.176

0.882

0.293

0.633

0.974

0.768

Twitter modeling source

0.331

0.249

0.284

0.900

0.983

0.940

Combined

0.882

0.895

0.888

0.864

0.967

0.913

+ Modeling source

0.846

0.820

0.833

0.866

0.964

0.912

Table 5.4: A comparison of accuracy for the four sets of data, comparing different
combinations of source data and training techniques. Note that all the results in this
table are restricted to English only in order to maximize the size of the data sets used
(there were too few tweets in Krèyol). The combined models include both Twitter and
SMS as training/test. The results show that cross-domain adaption is generally poor,
and that modeling the source of the message generally improves the accuracy, but that
there is no one architecture that will produce the most accurate results in all cases.
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reflects the fact that messages from the ground were extremely rare in Twitter, relative
to reports taken from the news, meaning that the baseline accuracy for Twitter is much
lower at about F = 0.1, as compared to about F = 0.9 for SMS in Haiti. The lower
accuracy is therefore expected in this context, but from an operational standpoint it is
still clear that identifying novel reports in Twitter would be much less accurate then
from the direct reports.
Another reason that Twitter was so hard to classify in Haiti is because of the very
high number of reports that are difficult to identify as news-based without external
knowledge. For example, there are more than twenty different Twitter messages from
Haiti about the Caribbean Market from after the search and rescue operations had ended,
with the number of retweets or quotes numbering in the 1000s. The tweets are written
in a manner that is close to indistinguishable from the ground reports, eg: “There are
people still alive in the Caribbean Market”, but at the time they were written they could
not have been from the ground, as unfortunately this was not true but a frequent rumor at the time. This is actually the most reported event in the tweets. By contrast, it
only occurs once in the SMS messages. It gives some empirical backing towards the
widespread concern of the reliability of social media during a crisis, and it certainly
rules out cross-validated verification through counting the number of independent reports about an event.
For Haiti in particular, the accuracy in the cross-domain model drops from F =
0.912 to F = 0.206. This is much less than the baseline, meaning that cross-domain
prediction is worse than a zero-information system that simply guessed every message
was a ground report. By training on both and explicitly modeling the source, though,
the accuracy is increased to F = 0.954, which is probably at the level of inter-annotator
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agreement. One of the biggest problems here is the prior probability. Because there
were relatively few ground reports in Twitter, the cross-domain model is biased towards
predicting fewer ground reports in the SMS. The precision/recall reflects this: while the
precision is still high at 0.899, meaning that the system was accurate when it did predict
that a message was a ground report, the low recall of 0.116 indicates that it made very
few predictions of this kind, missing almost nine out of ten. This is precisely why the
system was tested modeling the source of the message – it allows the one system to be
used across both sources, effectively assigning separate priors to each.
The Twitter messages for Haiti are more robust when classified on models trained
on SMS, falling from F = 0.301 to F = 0.293, but modeling the source actually hurts
the performance further, reducing the accuracy to F = 0.284.
One notable outlier is that the accuracy increased for the Twitter messages in Pakistan when trained on SMS, jumping from F = 0.762 to F = 0.768 with most of the
gain in recall, an increase that is trending but not quite significant (ρ < 0.1, χ2 with
Yates’ Correction). From investigating the models and results, it is difficult to work
out exactly why there was an increase here, and it might simply be an artifact of the
bias that was already identified in the data – the SMS had a greater number and more
varied ground reports than the tweets, and so it is possible that this increased richness
alone helps overcome the change of domain. As a single data point from a relatively
small amount of training data (less than 500 items) broad conclusions cannot be drawn,
especially as the small gain is overshadowed by the much more accurate model combining training data sources, giving F = 0.940. If a larger study did confirm this trend
to be significant, then there are some interesting implications for creating training data.
While this study has emphasized the importance of in-domain training data, it may be as
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important in some contexts to collect as broad a range of training examples as possible,
specifically targeting out-of-domain examples to make up gaps in knowledge.
Despite the fact that SMS and Twitter are both short message systems and the actual
messages are taken from the same time and events, the results here show that we cannot assume to use one as a stand-in for the other. The loss in accuracy resulting from
domain dependence can be mitigated by modeling the source, but this does not necessarily correct all the errors – note the overall Haiti accuracy drops from F = 0.888 to
F = 0.833. The solution to domain dependence therefore seems to be context specific.
Other solutions to domain adaptation might be more appropriate, and in some cases it
might be easier to just keep separate models per-source.

5.2.3 Cross-domain conclusions
Twitter is not a stand-in for SMS, or at least, the two have been used in very different
ways to date, meaning that models trained on one do not necessarily carry over to the
other.
The disparity between SMS and Twitter, while making it more difficult for classification, may be encouraging from an operational standpoint. If the two are used by
different actors in different ways, then they are likely to contain complementary information and about an emerging crisis. From the qualitative analysis in Chapter 2 this
seems to be true of the communications studied here – the most frequent use-case for
SMS in both Haiti and Pakistan were reports about conditions on the ground. The most
frequent use-case for Twitter in Haiti was to inform the international community how
they could help. The most frequent use-case for Twitter in Pakistan was to request help
from people within Pakistan.
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While the SMS were taken in whole or randomly sampled, the Twitter data was limited to that which response organizations considered important, so if anything it should
be biased in favor of ground-based reports. Nonetheless, actual ground-based reports
are very rare – at a best guess much less than 1 in 10,000 reports on Twitter were from
the ground. However, there is no single user-group for any platform, as there were
ground reports from both Twitter and SMS, organizational reports from both, and English, Krèyol and Urdu from both. So while the majority use of Twitter has not been by
citizens within a crisis, that use is still attested in the data.

5.3 English versus non-English subword models
Having established that subword models are necessary for accurate processing of communications, the dissertation also explores why they have not been more commonly used
in natural language processing to date. It is argued that because the subword variation
in English is so rare that, combined with relatively large volumes of data, the small
amounts of variation can be adequately modeled without needing to generalize over the
different forms.

5.3.1 Comparing SMS and tweets (Krèyol and Urdu)
To continue the analysis of Krèyol and Urdu from the previous section, predicting
whether or not a messages was a ground report, the models were rerun with and without subword models for all messages that contained a translation, comparing results for
Krèyol and Urdu to their English equivalents.
The results are given in Table 5.5. They show that subword models improve the
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Precision

Recall

F-value

Krèyol

0.882

0.957

0.918

Krèyol with Subword Models

0.925

0.997

0.960

English

0.921

0.998

0.958

English with Subword Models

0.921

0.998

0.958

Urdu

0.643

0.857

0.735

Urdu with Subword Models

0.692

0.900

0.783

English

0.654

0.895

0.756

English with Subword Models

0.663

0.982

0.791

Haiti

Pakistan

Table 5.5: A comparison of the effects of subword models on accuracy, showing significant increases in accuracy in both Krèyol and Urdu. While the results for English in
Haiti are identical in accuracy, the actual predictions differed slightly.
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accuracy for both Krèyol and Urdu. The English data does improve with significance
in the Pakreport data (ρ < 0.05, χ2 with Yates’ Correction) but by investigating the
features that received the greatest weight in the models it was clear that most of this was
simply removing the hashtag ‘#’ from the beginning of words like ‘#pakistan’ in tweets.
The same was true of some earlier results on a smaller set of Haiti Twitter data. While
this is certainly a valuable and useful segmentation, it would also be somewhat trivial to
hard-code a Twitter-filtering system. Even if people are using controlled vocabularies,
like ‘#need #food’, it is difficult to imagine that it will be easy to ensure that they are
widely adopted during the chaos of a crisis, or that they would be used consistently.
What is the relative weight that should be given, then, between the sequences ‘#need
#food’ and ‘need food’, or even the much simpler ‘#pakistan’ and ‘pakistan’? In this
case, it will be difficult to ensure that this could be hard-coded into any system with
human-tuned weights, and it may indeed be a task best suited to machine learning.

5.3.2 Chichewa
Returning to Chichewa, we can also investigate the need for subword models when compared to the English translations. Recall the large variation for the spellings of odwala
(‘patient’) in Chichewa in Figure 2.1 and that this was not the case for the English translations. If the Chichewa corpus was translated to standard written English would we
still need to model the same subword variation? Likely not - it will follow the same patterns as Krèyol and Urdu. To confirm this, subword models were applied to the English
translations of the Chichewa messages.
The differences between the two are the most stark for this corpus, which is expected
for the most morphologically complex of the languages investigated in this dissertation,
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Figure 5.2: The learning rate, comparing micro-F for the Chichewa and English systems on different training set sizes. A random stratified sample was used for subsets.
The graphs compare accuracy without subword models to accuracy with subword models. The results highlight the importance of subword modeling in Chichewa but not
English, emphasizing the need for modeling subword structures, but also highlighting
why morphology has been peripheral in text classification until now.

with F > 0.1 improvement when subword models are applied to Chichewa, but no
significant gain when applied to English. Because of the stark difference, the models
are also investigated at different training set sizes, to analyze the change in the disparity
as more items are seen.
The learning rates in Figure 5.2 make it clear that subword processing gives relatively little gain to the English translations with any among of data. The disparity
between the final model and the baseline actually widens as more items are seen for
Chichewa, indicating that the failure of the word-optimal baseline model is not just due
to lack of training items.
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5.4 Chapter conclusions
This chapter has explored the classification of short message communications from a
number of different perspectives.
For realistic deployment scenarios, streaming models and active learning were found
to be viable architectures for labeling a stream of incoming messages. These are constrained but realistic approaches to learning, where a classifier updates its model(s) dynamically as new messages stream in, with a bounded capacity to manually assign new
labels to the incoming messages. A new approach to combining linguistic and nonlinguistic data is proposed, using hierarchical streaming models applied to the particular
task of identifying messages with an ‘actionable’ label among the Krèyol data. From
a baseline of F = 0.207, the inclusion of subword models and nonlinguistic features
raises the accuracy to F = 0.855, a substantial gain. While the active learning results
fell short, there was a consistent accuracy of around F = 0.75 when as little as 5%
of the data was labeled for training. This is a very promising result for a deployment
where there are very little spare human resources, as will be the case of the response to
most sudden onset disasters, or where there is an inherently high volume of irrelevant
information, as will be the case with many types of reporting via social media.
While the domain dependence of some of the results was confirmed when comparing
SMS-trained data to Twitter and vice-versa, it was also shown that some of the accuracy
can be reclaimed by modeling the prior probability of labels per-source for a number of
the tasks. This indicates that domain is one factor that needs to be taken into account
when pulling in information from different sources, even when they are about the same
events.
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The cross-linguistic nature of the variation was investigated, confirming that modeling subword variation lead to much more substantial gains in accuracy in the Chichewa,
Krèyol and Urdu messages than in the English translations of the same messages, in
some cases by an order of magnitude. This highlights why subword modeling has not
been a core component of the mostly English-centric research in classification to date,
while also emphasizing its importance here.
These results are only a first step in identifying accurate and efficient learning paradigms for short message communications. Some additional methods for more accurate
learning, such as supervised LDA topic modeling (Ramage et al., 2009) and several
methods for spatio-temporal clustering (Zhang et al., 2004; Wagstaff et al., 2001), were
also investigated as part of this research. The gains were modest and did not contribute
to the overall narrative of this dissertation, so the results and extended discussion are
omitted here but can be found in some of the papers arising from this work (Munro and
Manning, 2010; Munro, 2011). No doubt, there are many more improvements that can
be made to increase both accuracy and efficiency in classification.
It is easy to imagine many humanitarian applications for classifying text messages
with spatiotemporal information. Social development organizations are already using
text messaging to support health (Leach-Lemens, 2009), banking (Peevers et al., 2008),
access to market information (Jagun et al., 2008), literacy (Isbrandt, 2009), and there is
the potential to aid many of them. Even more importantly, this work can contribute to
information processing strategies in future crises. Had a system like the one presented
here been in place for Haiti, then the identification of actionable messages could have
been expedited considerably and a greater volume processed.

Chapter 6
Cross-linguistic information extraction
The final line of research pursued in this dissertation focuses on information extraction
for low-resource languages, looking at the particular problem of Named Entity Recognition (NER). Information extraction is more targeted and typically more complicated
than classification. Rather than tagging at the message or document level, information
extraction aims to identify specific fields within the text, and to label those fields according to semantic criteria.
The task of Named Entity Recognition seeks to label names within text, which commonly includes people, places and organizations, (e.g.: ‘Robert Munro’, ‘San Francisco’, ‘Stanford’). In some cases, the definition of a ‘named entity’ might also extend
to other semantic classes, like dates, wars and quantities. In the context of the work
presented here, a ‘named entity’ is defined as any written occurrence of a person, location, or organization in the messages. This includes initials, acronyms and full street
addresses, but not pronouns, demonstratives or relative locations (e.g.: ‘he’, ‘there’,
‘around the corner’).
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Section 6.1 defines the task of Named Entity Recognition for low resource languages
in more detail, explaining the particular problems that are faced when there are no existing resources for the language.
Section 6.2 outlines the strategy that is used here for Named Entity Recognition
from loosely aligned text, leveraging the observation that named entities are the least
likely words to change form when translated between languages. This strategy is novel
within natural language processing, taking advantage of one of the few resources that is
commonly available for low-resource languages.
The three following sections expand on the three steps for Named Entity Recognition within this strategy. Section 6.3 defines an edit-distance based metric for generating
candidate named entities and alignments across the translations. Section 6.4 explores
strategies and features for building models from candidate named entity seeds for predictive Named Entity Recognition systems. Section 6.5 takes advantage of the existence
of English-language named entity corpora, tagging the English translations directly and
tagging the Krèyol messages via the candidate alignments.
Finally, Section 6.6 analyzes the results. The accuracy is strong, with the edit distance metrics giving 0.619 accuracy for identifying entities in Haitian Krèyol and 0.633
accuracy for the English translations of the same messages. The predictive models raise
the accuracy to F = 0.781 for Krèyol and F = 0.840 for English. The models leveraging the English-tagged corpora raise the accuracy to F = 0.904 for both Krèyol and
English. For Krèyol, this is approaching the accuracy that would be expected of a supervised system, indicating that it is a very promising new approach for information
extraction in a low-resource language. A feature analysis finds that all the feature types
made significant improvements over the baseline accuracy for Steps 2 and 3.
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Only two assumptions are made about the data: the loosely aligned texts are in the
same script and that word-segmentation exists. Transliteration between scripts would
add an extra dimension of complexity, and it is discussed but not researched in this dissertation. Word segmentation is fairly trivial here, with all non-alphanumeric characters
treated as potential word boundaries, and therefore potential named entity boundaries.
However, for scripts that do not typically include word boundaries, like Chinese, this
would also be an additional complication.
Overall, it is concluded that this is a robust new method for accurate Named Entity
Recognition for low-resource languages.

6.1 Named Entity Recognition for low-resource languages
Named Entity Recognition in short messaging and noisy domains is not widely researched. For parallel short message corpora it is completely unresearched. Loosely
aligned translations are probably the most widely available linguistic resource, and
among loosely aligned multilingual text it is easy to see why named entities stand out:
they are the least likely words/phrases to change form in translation. We can see this in
one of the example sentences that has been used throughout this dissertation:
Lopital Sacre-Coeur ki nan vil Milot, 14 km nan sid vil Okap, pre pou li
resevwa moun malad e lap mande pou moun ki malad yo ale la.
Sacre-Coeur Hospital which located in this village Milot 14 km south of
Oakp is ready to receive those who are injured. Therefore, we are asking
those who are sick to report to that hospital.
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The similarities in the named entities across the translation are clear, as should be the
intuition for how we can leverage these for Named Entity Recognition. It is possible to
take the phrases with the least edit distance between the two languages, such as ‘Lopital
Sacre-Coeur’, ‘Milot’, and ‘Okap’, as high-probability named entity candidates. As a
variant on the subword models used in the earlier chapters, this strategy is also trying
to find the same words through the least possible edit distance, but in this case by identifying the same word across two translations, rather than the same word in different
contexts in the same language. Using the words as seeds, it is then possible to bootstrap a model that can learn and exploit predictive features, such as word-shape (e.g.:
more frequent capitalization and use of hyphens) and contextual cues such as the ‘vil’
preceding the Milot and Okap above.
However, the problem of identifying entities in this way is non-trivial due to several complicating factors. For example, the inexact translation repeats the non-entity
‘hospital’ which makes machine translation-style alignments more complicated, as it
is a non-exact translation. The second non-entity use of ‘hospital’ has an equal editdistance with the entity ‘Lopital’, making it a potential false positive for the approach
proposed here. The entities ‘Hospital’ and ‘Lopital’ are not a precise string match and
are not perfectly aligned, changing position within the phrase, with ‘hospital’ coming
before ‘Sacre-Coeur’ in Krèyol and after ‘Sacre-Coeur’ in English, an alternation that no
doubts derives from English’s preference for head-final noun-phrases. The capitalization
of entities is not always so consistent (here and in short message communications more
generally). A typographic error in the translation writes ‘Okap’ as ‘Oakp’, which means
that it is not an exact match either. ‘Okap’ is itself slang for ‘Cap-Haı̈tien’ and other
messages translated this location across a range of different spellings (‘Cap-Haitien’,

CHAPTER 6. CROSS-LINGUISTIC INFORMATION EXTRACTION

155

‘Cap Haitien’, ‘Kap’, ‘Kapayisyen’, etc.), which increases the edit distance. Finally,
what was one sentence in the original message is split into two in the translation.
As Kay points out, most parallel texts shouldn’t be alignable, as different contexts
mean different translation strategies, most of which will not result in usable input for
machine translation (Kay, 2006). This is true of the corpus here – the translations were
made for quick understanding by aid workers, explaining much of the above: it was
clearer to break the translation into two sentences; it reduced ambiguity to repeat ‘hospital’ rather than leave it underspecified; the typo simply didn’t matter.
The ‘unalignability’ of this corpus was confirmed using the GIZA++ aligner in the
open source Moses toolkit for statistical machine translation (Och and Ney, 2000; Koehn
et al., 2007); and also by third parties, with Microsoft Research’s work on the same
data noting that they needed to carefully retranslate the messages in order to incorporate
them into their machine translation models (Lewis, 2010); and also by participants in the
2011 Workshop on Machine Translation, many of who reported the need for substantial
preprocessing and mixed results (Callison-Burch et al., 2011).
This does not rule out the alignability of the corpus altogether. The system presented
here could be used to create better alignment models for machine translation either as
a preprocessing step or by jointly learning named entities and alignment models. In
general, it is rare that translations can be used straight-out-of-the-box for machine translation, so any method that can still make use of loosely aligned translations is a positive
achievement. The alignability of the corpus is no doubt heterogeneous, with some pairs
of messages more easily aligned than others. It may be possible to leverage some more
sophisticated alignment techniques for certain messages, although this is not explored
in the research presented here. Even with perfect alignment, this still leaves the system
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short of identifying the named entities themselves. Assuming perfect alignment, the accuracy for Named Entity Recognition in Haitian Krèyol could only be as accurate as that
for the high-resource English translations, which in this case was just F = 0.336 with
a supervised English model, so alignment would only address a relatively small part of
the problem.
Despite the intuition that named entities are less likely to change form across translations, it is clearly only a weak trend. In fact, the least-edit distance phrase-pairs across
the parallel messages in the corpus were not named entities as often as they were named
entities. They were often spurious matches or correctly aligned non-entities, like ‘14
km’ in the example sentence (although in some coding schemes, distances are considered entities). The approach therefore needs to be extended beyond edit distance to
include a richer feature space.
In the research presented here, the focus is on the entity/non-entity division, sometimes known as Named Entity Identification, touching on Named Entity Discrimination
(distinguishing between types of entities, also known as Named Entity Classification)
briefly in Section 6.6.3. This is primarily because the Named Entity Identification component of the system presented here is more novel and therefore deserves greater attention. The results from Named Entity Discrimination look promising, but they follow a
more conventional supervised approach to identification.
In terms of scope, another important aspect of cross-linguistic Named Entity Recognition is deliberately omitted: transliteration. Roman script may be wide-spread, but
some of the most widely spoken languages include those that use Arabic, Bengali,
Cyrillic, Devanagari (Hindi) and Hanzi (Chinese) scripts. However, with a few notable exceptions like Tao et al. (Tao et al., 2006), transliteration is typically a supervised
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task. As with machine translation, then, it is likely that the methods used here could
aid transliteration, with low-edit distance transliterations providing evidence of a more
accurate transliteration for named entities. The most widely used non-Roman scripts are
Chinese and Arabic, which are most commonly used for high-resource languages and
therefore outside the scope of this dissertation, so this line of research will be pursued
elsewhere. On a more practical level, 2012’s shared task for the Named Entity Workshop
is on transliteration. With many researchers in the field currently tackling the transliteration problem, it is likely that any methods researched here would be outdated before
they are complete. It is left as potentially interesting future work.

6.2 Named Entity Recognition from loosely aligned text
The approach is three-step, outlined here and expanded upon in more detail in the subsequent sections of this chapter:
1. Generate seeds by calculating the edit likelihood deviation. For all cross-language
pairs of messages, extract the word/phrase pairs across the languages with the
highest edit likelihood, normalized for length. Calculate the intramessage deviation of this edit likelihood from the mean pair-wise likelihood from all candidate
pairs within the message. Across all messages, generate seeds by selecting the
word/phrase pairs with the highest and lowest intramessage edit likelihood deviation.
2. Learn context, word-shape and alignment models. Using the seeds from Step 1,
learn models over the context, word-shape and alignment properties (but not edit
distance). Apply the models to all candidate pairs. Because there are candidate
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alignments between the languages, we can also jointly learn to identify named
entities by leveraging the context and word-shape features in the parallel text, in
combination with the alignment predictions.
3. Extend the models with supervised predictions. Using the seeds from Step 1 and
predictions from Step 2, learn models over the broader features and supervised
predictions from a model in the high-resource language, applying the models to
all candidate pairs.
The results (in detail in Section 6.6) are very strong, with F > 0.85 for purely unsupervised Named Entity Recognition across languages. This is compared to just F = 0.336
for supervised approaches across domains within a language (MUC/CoNLL-trained
English applied to the English translations of the messages). The combined unsupervised/supervised methods increase the accuracy to F = 0.904. When the data was
initially structured, the locations in the text messages were manually identified, and in
some cases by multiple workers (Munro, 2012), which gives us a rough estimate for
inter-annotator agreement at around 0.95. At F = 0.904, this may be close to the best
possible result for this corpus.

6.3 STEP 1: Establish Edit Likelihood Deviation
There are several different edit distance functions that can be used, including the wellknown Levenshtein and Jaro-Winkler measures (Cohen et al., 2003). Both were evaluated here, as was an extension to the Levenshtein measure that reduced the edit penalty
for pairs of letters of phonetic relatedness, such as ‘c’ and ‘k’, following the same set
of alternations used in the earlier chapters and summarized in Figure 4.3. A slightly
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more sophisticated approach is to learn weights for edits by extracting edit probabilities
from the final model, again following the strategies of earlier chapters that optimized
the normalization and segmentation through supervised learning.
The more sophisticated edit distance functions gave more accurate predictions (which
is unsurprising), but the advantages were lost when calculating the deviation from the
norm, with all approaches producing more or less the same seeds. For the models optimized from the supervised learning task, this could have simply been the result of datasparseness over only 3,000 pairs of entities, so it is difficult to draw strong conclusions.
Rather than the String Similarity Estimate being the key factor, it can be concluded that
the novel treatment of edit distance (calculating the local deviation) is the critical factor
in generating seeds for the model. All else being equal, the main results reported here
are from the simplest approach to edit distance, utilizing Levenshtein’s measure.

6.3.1 Generating seeds from different edit-distance-derived metrics
Levenshtein’s measure (LEV ()) was normalized by length to a [0, 1] scale to ensure
comparable results between different length strings. Given a string S in message M,
MS , and its candidate pair M ′ S ′ , and a length function LEN(), this gives a String
Similarity Estimate:
SSE(MS , M ′ S ′ ) = 1 −

(2(LEV (MS , M ′ S ′ )) + 1
.
LEN(MS ) + LEN(M ′ S ′ ) + 1

The +1 smoothing is to avoid too much variation at smaller lengths, which is fairly
common practice in subword models looking at morphological variation (Tchoukalov
et al., 2010).
The String Similarity Estimate is a global measure that is not sensitive to the contexts
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of the given pairs. Suppose, for example, that a sentence wasn’t a translation, but simply
a repetition, or that much of the translation was a direct (non-translated) quote of the
original. Both occur in the corpus used here. It can be argued, then, that the best
candidate seeds for named entities are those that display the highest similarity relative
to the other candidate pairs within the same pairs of messages. In other words, the best
candidates are when there are two phrases with very little edit distance, but when there
is very high cross-language edit distance between the contexts of the phrases. This is
defined as Edit Likelihood Deviation (ELD()).
There are many ways to calculate deviation. Again, to keep the process as simple as
possible, the results reported here use the most well-known deviation metric, z-scores.
Given average and standard deviation functions AV () and SD(), the Edit Likelihood
Deviation is:
ELD(MS , M ′ S ′ ) =

(SSE(MS , M ′ S ′ )) − AV (SSE(M0−n , M ′ 0−m ))
SD(SSE(M0−n , M ′ 0−m ))

At this point, there are two measurements for similarity: the global string similarity
of each candidate entity pair across languages, SSE(), and the local string similarity
deviation of each candidate pair, ELD(). As Figure 6.3 shows, local deviation, ELD(),
is the better metric of the two, but after the 50% most confident items the SSE is slightly
more accurate. There is a trade-off, then, between the global edit likelihood and the
local edit likelihood deviation. The two are combined by using the global likelihood as
a weight on the local one. Linearly normalizing ELD() to a [0, 1] range (N()) allows a
meaningful product of the two, which gives the weighted deviation estimate:
W DE(MS , M ′ S ′ ) = (SSE(MS , M ′ S ′ )α .N(ELD(MS , M ′ S ′ )1−α ))2
Here, α (range [0, 1]) determines the weight applied to the local and global parts of the
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equation – a further parameter that could be optimized. It is set at 0.5, treating both
equally. There are clearly many more parameters and variants of equations that could
be explored. As an unsupervised approach, it is a deliberate choice to use only the most
well-known equations and to set tunable parameters at sensible defaults (like the equal
weights here). This is to keep the experiments as cleanly ‘unsupervised’ as possible, and
to demonstrate that the accurate results here are not simply a quirk of a particular equation, but a broadly applicable approach to generating seeds by local deviation estimates.
The later comparison of edit distance metrics in Section 6.6.4 shows only a modest improvement for W DE(). To keep the approach as simple as possible, it could probably
be dropped entirely in favor of ELD(), although W DE() is the least expensive equation
here with O(1) cost, so it is not a computationally expensive addition.

6.3.2 Results for edit-distance-derived approaches
The first accuracies can be calculated here by assuming that the best candidate in each
message pair was an entity. The evaluation was calculated over 1,000 messages that
were manually labeled for evaluation:
Accuracy
Krèyol:

0.619

English:

0.633

The results are reasonably strong for methods that made few assumptions about the data
and were not optimized, with errors in a little under half the predictions. The results
above simply divide the ordered pairs 50/50, assigning an ‘Entity’ label to the first half.
As the most-confidently matched pairs tended to be entities in about 50% of cases, this
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inflates the numbers slightly. The results in the remainder of this chapter are from the
predictions by the models learned, and are therefore more comparable with one another.
The first model trained only on words, presented later in Table 6.3, is a more comparable
baseline with F = 0.453.
While the different equations are monotonically distributed within each pair of messages, meaning that highest candidate by SSE() will also be the highest candidate by
W DE(), the values for SSE() and W DE() will be substantially different. This allows
us to rank the candidates by W DE() and sample the most likely and least likely. Here,
10% of the data items were used (the top and bottom 5% when ordered by W DE()).
The percent of data to use as seeds could be optimized in a number ways, especially
in combination with supervised learning that utilized labeled data in the target corpus.
The task of optimization is not attempted as part of this dissertation, but the effect of
seed-size on accuracy is explored in the analysis in Section 6.6.5. In brief, the pattern
of results at 10% of the data were consistent with a broad spectrum of seed sizes, so it
was a reasonable selection for this corpus and the subsequent results presented herein.

6.4 STEP 2: Learn joint alignment and word-shape models using the likelihood estimates as seeds.
Taking the seeds from Step 1, they can then be treated as training items in a model to
make predictions about entities across the entire aligned corpus.
The Stanford Maximum Entropy Classifier was used here, as in the rest of the dissertation. Model-choice is only important in that a discriminative learner is required.
The 5% ‘non-entity’ pairs were still the highest String Similarity for their particular
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message/translation, but simply did not deviate greatly from the average within that
message/translation. Therefore, the approach is explicitly targeting the border between
entities and non-entities in the high String Similarity part of the vector space. This
sampling strategy might not work for a generative learner.
For the same reason, though, the edit distance functions from Step 1 are not included
among the features. If they were, then the model will simply relearn them, as they were
the criteria for seeding the model. It would overfit this bias, giving all the weight to edit
distance.

6.4.1 Building a model from the candidate seeds
The model is built on features that include the words themselves, the subword models,
the context (the preceding and following words), word-shape features (capitalization,
punctuation, segmentation, and numerical patterns), and alignment (absolute and relative character offsets between the candidates in the messages and translation).
The features are defined in more detail in the analysis in Section 6.6.2, with examples, lists of the best predictors for each feature type, and the contribution of each feature
type to model accuracy.
The new type of feature introduced here are the ‘word-shape’ features (Collins,
2002), which are a form of subword modeling that is sensitive only to the differences
between alphabetic, numeric, punctuation and delimiting characters, and upper/lower
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Figure 6.1: Comparing the predictions for the String Similarity Estimate (x-axis), to
the jointly-learned model (y-axis) for the candidates entities. (Coding scheme: tp =
true-positive, etc.) The distribution shows that while String Similarity correlates with
named entities, it is not a clean division. Note especially the mass of true-negatives
in the bottom-right corner of the graph. These would be a relatively high volume of
false-positives for String Similarity alone, but the model that bootstraps knowledge of
context, word-shape and alignment has little trouble distinguishing them and correctly
assigning them zero-probably of being an entity.
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case distinctions.1 For word-shape features, the template converted all upper-case letters to ‘C’, all lower-case letters to ‘c’, all punctuation and spaces to ‘p’, and all numbers to ‘n’. A set of features was also created using a reduced form, where consecutive
characters of the same form were ignored. This reduced form allows the system to generalize over similar words/phrases. For example, ‘Port-au-Prince’, ‘Port au Prince’ and
‘Port.a.Prons’ would all get the same word-shape feature, ‘CcpcpCc’.
As a relatively small set of features, it is also possible to model the intersection of
each feature in the model. This allows the model to learn, for example, that words that
are perfectly aligned, but are both all lower-case, are weighted 0.06 more likely as a
non-entity. Despite the simplicity and low number of features, this is a fairly powerful
concept to model.

6.4.2 Results for the model built from the candidate seeds
As with all unsupervised methods that bootstrap predictions through seeded data, the
success relies on a representative feature space, which means that it avoids learning
only one part of the problem. The results are strong:
Precision Recall

F-value

Krèyol:

0.907

0.687

0.781

English:

0.932

0.766

0.840

There is a reasonably high precision-recall ratio which is typical of unsupervised learning that learns a model on seeded data, but the results are still strong for both Krèyol and
1

There is no one definition in the literature about exactly what a word-shape feature should be sensitive
to in the forms that it models, and the representations are typically tuned to a specific task. For example,
the acronym identification methods used in the classification chapter could be considered word-shape
features tuned to sequences of capitalized letters.
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English, indicating that the seeding method in Step 1 did, in fact, produce candidates that
occurred in a broad range of contexts, overcoming one of the limits of gazetteer-based
approaches.
The most obvious extension is to jointly learn the models on both languages, using
the candidate alignment models in combination with the contexts in both the original
text and the translation:
Precision Recall

F-value

Krèyol:

0.904

0.794

0.846

English:

0.915

0.813

0.861

This improves the results for both, especially the Krèyol which can now take advantage
of the more consistent capitalization and spelling in the candidate entities of the English
translations.
For many supervised learners, 0.846 would be a strong result. Here, we are able
to achieve this in Hatian Kreyòl using only unsupervised methods and a few thousand
loosely translated sentences.

6.5 STEP 3: Extending the models with supervised predictions
When one of the languages is a high-resource language, as is the case with English here,
the natural extension is to add supervised predictions to the model. From the perspective
of supervised NER, this can be thought of as leveraging unsupervised alignment models
for domain-adaptation.
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Taken alone, the unsupervised strategies clearly improve the results, but for someone coming from a supervised learning background in NER (which will be most NER
researchers) this should provide an intuition as to exactly how good. The Kreyòl cannot
be compared as there is no supervised NER corpus for Kreyòl, and the labeled evaluation data is too small to train on. However, we can compare the English results to near
state-of-the-art NER taggers.

6.5.1 Results for the model incorporating supervised predictions
The predictions from the Step 2 models are compared to those made by the Stanford
NER tagger trained on MUC and CoNLL data:

Precision Recall
English:

0.915

0.206

F-value
0.336

The low cross-domain result is expected, but F = 0.336 for supervised cross-domain
predictions within a language is much less than F = 0.861 for unsupervised predictions.
Part of this is due to capitalization, as the MUC and CoNLL corpora have consistent capitalization due to being trained on standardized written English, but the English entities
in the text messages are 81.80% capitalized, so this is only part of the problem. One of
the most frequent false negatives for the Stanford NER tagger were the locations ‘Carrefour’ and ‘Delmas’, even when capitalized, so the main error seems to derive from
out-of-vocabulary items.
This clearly shows that the methods and evaluation used here really do demonstrate
a new strategy for NER. It also shows that domain-specificity might be more important
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than language specificity when we can bootstrap our knowledge of context.2
Combining the two approaches gives the most accurate results. There is some gain
in adding the classifier predictions as features:

Precision Recall

F-value

Krèyol:

0.838

0.902

0.869

English:

0.846

0.916

0.880

However, most of the gain from the supervised predictions for English comes from
treating all the Entities as gold training items. As the precision is high for the Stanford Classifier at 0.913, we can confidently treat the predictions as if they were already
labeled training items, adding them to the training set from which the model is built:

Precision Recall

F-value

Krèyol:

0.920

0.889

0.904

English:

0.918

0.891

0.904

Even though English is a high-resource language, this is still a very good result for
cross-domain adaptation, with F > 0.5 improvement over the supervised model alone.
It is clear that this strategy could be used for domain adaptation more broadly. While the
prediction-as-feature method could be dropped entirely from this dissertation, these are
the figures given in (Munro and Manning, 2012a), so they are left here for completeness
with the publications arising from this research. The two approaches to supervised
learning are compared in more detail in Section 6.6.5.
2
For the edge cases and entity boundary errors, the benefit of the doubt was given to the Stanford NER
tagger.

CHAPTER 6. CROSS-LINGUISTIC INFORMATION EXTRACTION

169

6.6 Analysis of results for Named Entity Recognition
This final section analyzes the strategies and results for this chapter. Four aspects of
Named Entity Recognition are analyzed.
First, the accuracies of the different methods are collated and compared, with an
error analysis finding several patterns among the false positives and false negatives,
suggesting that the accuracy could be improved with more data, additional processing
strategies, or light supervision.
Second, a feature analysis looks at the distribution and contribution of the different
features used in the models, finding that all the feature types made significant improvements over the baseline accuracy.
Third, the methods presented here are extended to Named Entity Discrimination,
distinguishing Persons, Locations and Organizations. The results are promising, showing reliable discrimination between types with a relatively small amount of labeled data.
Finally, a more detailed analysis of seed-size is performed, comparing the Step 2 and
Step 3 approaches when different percentages of seeds are selected, finding that there is
a range of near-optimal seed-selection sizes, from about 10% to 50% of the candidates,
indicating that this is a fairly robust method from which to bootstrap a predictive model.
It also confirms that there is a consistent gain from supplementing the unsupervised
predictions with those from the supervised Stanford NER tagger.

6.6.1 Accuracy and error analysis
The results presented in this chapter are summarized in Table 6.1. Taken together, they
make it clear that this is a very promising new method for Named Entity Recognition in

CHAPTER 6. CROSS-LINGUISTIC INFORMATION EXTRACTION

170

Unsupervised approaches
Precision Recall
Language specific models

F-value

(Step 2)

Krèyol:

0.907

0.687

0.781

English:

0.932

0.766

0.840

Krèyol:

0.904

0.794

0.846

English:

0.915

0.813

0.861

Jointly-learned models

Combined

(Step 3)

Krèyol:

0.920

0.889

0.904

English:

0.918

0.891

0.904

0.915

0.206

0.336

Supervised
English:

Table 6.1: A summary of the results presented in this chapter, showing that unsupervised Named Entity Recognition across the candidate alignments achieves up to
F = 0.846 for Krèyol and F = 0.861 for English. This rises to F = 0.904 when
the models include predictions from the Stanford NER tagger, even for Krèyol, which
is a high accuracy approaching that which would be expected from an in-domain supervised learner. In this case, the only Krèyol resources were a few 1,000 loosely aligned
English sentences, for which there was only an out-of-domain NER tagger. It demonstrates that this is a robust new method for Named Entity Recognition for low-resource
languages.
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low-resources languages, and for domain-adaptation in high-resource languages.
Analysis of the consistent errors shows several clear patterns. Products like ‘aquatab’
were a common false positive, although a product could be a Named Entity in certain
coding schemas. Dates, figures and currency (‘250gd’) were also frequent false positives, but would be reasonably easy to filter as they follow predictable patterns.
Some cognates and borrowings also made it through as false-positives: ‘antibiotics’/‘antibiotik’, ‘drinking water’/‘drinking water’, ‘medicine’/‘medicament’, ‘vitamin c’/‘vitamine c’, ‘cyber’/‘cyber’, ‘radio’/‘radyo’, although ‘cyber cafe’ almost always referred to a specific location and ‘radio’ was often part of an organization name,
‘radio enspirasyon’, so they were not errors in all cases.
The false-negatives were almost all very low-frequency words or high-frequency
words that were more commonly used as non-entities. This is consistent with observations about Named Entity Recognition more broadly.

6.6.2 Analysis of the features used in the candidate seed model
Table 6.2 gives the most predictve Word, Word Shape, and Context features within the
seed-generated training model, and Figure 6.2 gives the full distribution for the Alignment features. Table 6.3 gives the gain in accuracy from each feature type over the
baseline.
Unlike the actual model, Table 6.2 uses the observed probability of being given
an ‘Entity’ label, E, in the seed step from a feature value V , P (E, V ), rather than
the weight that the Maximum Entropy model ultimately arrived at. This is because
P (E, V ) is slightly more intuitive than the model weights. For example, ‘Rue’ has an
observed probability of 1.0 (100%) in Table 6.2, as it only occurs in the Entity-labeled
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seeds. For a Maximum Entropy model trained only on words, ‘Rue’ receives a weight of
0.702, as some of the weight is lost to smoothing and other predictive words that are cooccurrent with ‘Rue’. On a model combining all the features, ‘Rue’ receives a weight of
only 0.048, as much of the weight is now lost to co-occurrent features, especially those
representing the subword patterns within ‘Rue’. While these weights will typically lead
to more accurate predictions, it is not as simple to read off the contribution directly, so
the observed probability is used here for analysis.
6.6.2.1 Word features
The Word features in Table 6.2 show a relatively clean collection of entities among the
phrases receiving an ‘Entity’ label from the seeds (Delmas, Rue, Jean, Horvil, Fontamara). There were no word feature values, V , with 100% ≥ P (E, V ) ≥ 80%, indicating the predictive words discovered this way were high-precision predictors.
The seeds for non-Entities contained almost all English words, indicating they were
from messages that were sent in English, or contained long sequences of English text
(‘NOTES:’, ‘need’, ‘in’, ‘are’, ‘we’), showing that using a deviation estimate was successful in eliminating erroneous matches between the original message and translation
(in this case, messages that were originally in English, or contained some English, and
therefore not translated).
6.6.2.2 Word Shape features
The Word Shape features show predictable patterns for named entities, especially for
capitalization and numbers. The first feature in Table 6.2 CcpCc, will map to any titlecaps sequence of two words, separated by a space or punctuation, such as Cap-Haı̈tian.
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Values, V P (E, V )
(Entity-predictors)

Values, V
P (E, V )
(non-Entity-predictors)

Delmas
Rue
Jean
Horvil
Fontamara

100%
100%
100%
100%
100%

NOTES:
need
in
are
we

Word Shapes
CcpCc
CcpCcpc
npC
cpcpn
Ccpn
CcpCcpCc
cpn
CpCpC

100%
100%
100%
100%
100%
100%
91.6%
88.2%

cp
c
Cc
Ccpcpc

0%
9.3%
14.8%
16.6%

Context - preceding word
rele
se
nan
,

100%
94.2%
96.0%
90.9%

mwen

14.2%

Feature
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Words
0%
0%
0%
0%
0%

Context - following word
.
93.3%
mwen
83.3%
nou
80.0%
Table 6.2: The distribution of Word, Word Shape, and Context features for the seedgenerated division of named entities. P (E, V ) indicates the observed probability of the
value being given the seed-label ‘Entity’ in Step 1. For example, the full word ‘Rue’
occurs only in those phrases labeled an ‘Entity’ in the candidates generated by the editdistance deviation metrics, and therefore has P (E, V ) = 100%. The table shows all the
features for Word, Word Shape and Context for which P (E, V ) ≥ 80% or ≤ 20%, with
frequency 5 or greater. An analysis of these features is given in Section 6.6.2 of this
chapter.
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Feature

Precision Recall F-Value
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Gain

Baseline
Words Only

0.944

0.298

0.453

Normalization
Words, Normalized
Words, Normalized and not

0.943
0.957

0.333
0.341

0.493 0.040
0.503 0.050

Word Shape
Condensed Shape
Full Shape
Condensed and Full Shape

0.870
0.927
0.919

0.525
0.641
0.629

0.655 0.202
0.758 0.305
0.747 0.294

Context
Prior Context
Following Context
Full Context

0.915
0.928
0.884

0.545
0.487
0.692

0.684 0.231
0.639 0.186
0.776 0.323

Alignment
Normalized for Length
Character Offset
Normalized and Character Offsets

0.817
0.935
0.803

0.631
0.366
0.639

0.712 0.259
0.526 0.073
0.712 0.259

Subwords
Sub-sequences
Sub-sequences, Normalized
Sub-sequences, Normalized and not

0.878
0.895
0.884

0.581
0.626
0.616

0.699 0.246
0.737 0.284
0.726 0.273

n/a

Table 6.3: The gain in accuracy for the Normalization, Word Shape, Context, Alignment
and Subword features over a model trained on Words alone. The results show that all the
feature types make a contribution to accuracy over the baseline. Within the feature types,
there are two that do not improve the accuracy. For Word Shape, the Condensed Shapes
actually reduce the accuracy when added to a model already containing Full Shapes. For
Alignment, the accuracy is unchanged when offsets by number of characters (Character
Offset) are added to a model containing Normalized for Length offsets.
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Similarly, any numeral following a title-case word, Ccpn, or preceding an upper-case
word, npC is a confident predictor.
The two outliers in the confident predictors appear to be sequences with numerals
and lower case words, cpn and cpcpn. As these features were generated from candidate
seeds, they represent lower case sequences with numbers that were near-identical in
translation, in sentences that were otherwise generally non-identical in translation. In
such contexts, matching sequences containing numerals are good candidates for named
entities, and analysis of the seed data shows most to be (correctly) matched addresses.
However, outside of the alignment context, this is one feature that might over-generate
its predictions.
The seeds for non-Entities contained only four Word Shape features with P (E, V ) ≥
20%. Three of the four are fairly obvious patterns: c and cp are lone, lower-case words.
Ccpcpc is a sequence of three words where only the first has title-case, as would be
common for a sentence-initial sequence that did not begin with a Named Entity. The
fourth form, Cc is a lone capitalized word. These occur frequently as entities, so this
might be an erroneous data point.

6.6.2.3 Context features
The features in Table 6.2 show a small but predictable collection of high frequency
words that would precede or follow a named entity (rele, se, nan, mwen, nou), and also
that punctuation is much more likely to precede or follow an entity.
The main surprise here is that there were few reliable predictors for non-entities, with
only mwen a frequent predictor at P (E, V ) = 14.2%. This imbalance primarily shows
that named entities occur in a somewhat restricted contextual space, while non-entities
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follow no specific contextual patterns.

6.6.2.4 Alignment features
The distribution of Alignment features is given in Figure 6.2. It shows that there is
a strong correlation between a candidate pair being the best match by the deviation
estimate, and those candidates being more or less aligned between the message and
translation.
The alignment features normalized for message length look more like the expected
bell-curve in Figure 6.2. This bell-curve distribution means that the model will learn a
preference for aligned candidates. The right-shifted ‘Character offset’ is because translations tended to be longer than the original messages, as they are not constrained to
160 characters and often also contain expositions about the translation itself. Note that
this distribution is purely unsupervised, generated from only the edit distance metrics
introduced here and calculated across the seeds. However, it is effectively the gold distribution for the seeds items, too, because of the high precision that can be seen in Figure
6.3. It supports the conclusion that this method might aid machine translation-style
alignments by generating a prior probability function of alignment offsets.
For the task of identifying named entities, the results in Table 6.3 show that the
length-normalized model increased the baseline accuracy by F = 0.259, while the unmodified character offset increased the accuracy by only F = 0.073. Using both sets
of features, the gain is the same F = 0.259 as for the normalized length. It is strong
evidence that normalized length is the most accurate. However, this particular alignment
strategy might be corpus or language-pair dependent. For purely unsupervised feature
selection for alignment models, perhaps the best model can be selected according to
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Figure 6.2: The distribution of Alignment features for the seed-generated division of
named entities, showing the correlation between a high Edit Likelihood Deviation and
alignment between the message and translation. The x-axis represents the (bucketed)
offset between a candidate pair in the message and translation, and the y-axis gives
the fraction of seeds given an ‘Entity’ label at that offset. The ‘Character offset’ values represent the number of characters between the candidate pair in the message and
translation, in 5-character increments. The ‘Normalized for length’ values represent
the percentage of the total message length, in 10% increments. For example, the ‘-4’
bucket represents candidates where the word/phrase was 30-40% earlier in the translation than in the original message (of which 0.46 were ‘Entity’ seeds) or candidates that
occurred 20-25 characters earlier in the translation (of which 0.33 were ‘Entity’ seeds).
The normalized graph looks more like the expected bell-curve. The right-shifted ‘Character offset’ is because translations tended to be longer than the original messages, not
constrained to 160 characters, and often with exposition about the translation itself. The
‘11’ bucket represents 50 or more characters rather than 50-55 (the greatest offset among
candidates was 85). As the Step 2 model is built on the features representing these offsets for the candidate, this distribution shows how the model will learn a preference for
aligned candidates.
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the total offsets between all candidate pairs: the lower the average offset between all
candidates, the better the alignment model.
6.6.2.5 Subword features
In terms of subword structures, The Word Shape features are more informative than the
subword sequences of characters, as most of the significant character sequences tended
to be subsequences of the predictive words. Beyond this, the patterns for subsequences
were consistent with the observation about named entities made in earlier chapters that
the most informative sequences are at word boundaries. In the case of the seeds, 11
of the 12 features with P (E, V ) ≥ 80.0% for subword sequences occurred at word
boundaries.
The only non-boundary subword sequence with P (E, V ) ≥ 80.0% was the normalized ‘and’, with a high P (E, V ) = 96.4%. Among the seeds, ‘and’ identifies all words
with the sequence /[ao]n[td]/, which turns out to be a very good predictor for a named
entity, selecting these forms:
Aleksand, Alexandra, Alexandre, and, antèn, Beaumont, belfontaine, Boirond,
Chantiyi, Edmond, Fleurant, Fonds, Fontamara, fontamara, Frantz, Guirand,
Handal, imp.Normand, jantine, jeanty, lamanten, Marchand, Martissant,
Mondesir, montay, Myrlande, Richemond, Roland, Santo, wants, wondales
With the exception of the two English words, ‘and’ and ‘want’, every one belongs to a
named entity. The etymology of the borrowed forms is somewhat mixed. The different
forms, while often once morphemic, derive from a number of languages. For example,
in Beaumont the ‘ont’ it is part of mont (‘hill’) from Latin, while in Normand the ‘and’ is
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part of man (‘man’) in proto-Germanic. It therefore seems to be a more or less fortuitous
similarity, borrowed from these languages into current names somewhat independently.
While there are frequent Krèyol words that match /[ao]n[td]/, like mande (‘request’), they are not frequent among the false positives. Words matching /[ao]n[td]/
occurred in 5.0% of words among false positives, which is almost twice the corpus frequency of /[ao]n[td]/ which is 2.6%. However, about half of these were partial matches
where /[ao]n[td]/ did in fact match an entity, like ‘electricity fontamara 27’. It seems to
be an example of a meaningful subword pattern that, while non-morphemic, is a strong
predictor for a named entity, and therefore another example of the advantages of automatically identifying subword structures.

6.6.3 Named Entity Discrimination
NER often distinguishes types of entities (eg: People, Locations, Organizations); a frequent subtask sometimes called Named Entity Discrimination or Named Entity Classification. This was investigated briefly.
By seeding the data with the Stanford NER predictions for ‘Person’, ‘Location’, and
‘Organization’ and learning a three-way distinction within the entities, it can be seen that
it wasn’t a difficult problem for this particular corpus. Almost all the Person names were
people introducing themselves (‘My name is Jean Michel’ / ‘mwen Jean Michel’), which
gives a fairly constrained and therefore highly learnable context. The main potential
point of complication was between organizations and locations (especially for radio
stations) but there were relatively few organizations in the data so the micro f-value
would change very little. No doubt, in other texts the location/organization division
would compose a bigger part of the problem. These observations about distinguishing
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NERs are consistent with the known problems in NER more broadly. The Stanford
NER tagger only made predictions for 114 of the entities that were confidently mapped
to their Krèyol counterparts in Step 1:
Precision Recall
English:

0.512

0.782

F-value
0.619

To exploit any signal here, let alone a respectable F = 0.619, is a good result, but clearly
more improvements are possible.

6.6.4 Comparison of edit distance metrics
The intuition for why measuring the deviation is better than raw or normalized edit
distance can be seen in Figure 6.3 which shows a clear ‘sweet-spot’ of entities with few
false-positives for higher ELD() values at about 20% of the data.
In all four strategies, there is an immediate sudden drop in accuracy for the most
confident seed candidates, which is the result of a number of near perfect matches that
were not entities, like the ‘14km’ phrase in the example sentence. Other than this immediate dip, all the methods perform reasonably well on the first 20% most confidently
labeled entities. The Weighted Deviation Estimate, which was ultimately used to generate seeds here, is the clear winner, with the greatest volume under the curve (the typical
evaluation method for the related ROC analysis method). Using edit distance alone,
Minimum Edit Distance is by far the least accurate. By normalizing the edit distance
for string length, the String Similarity Estimate greatly improves the accuracy, although
both Minimum Edit Distance and String Similarity are prone to false positives at high
levels of confidence, indicated by the long initial drops in accuracy in Figure 6.3.
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Figure 6.3: An analysis of the precision of the different edit distance strategies. The
x-axis orders the strategies by confidence, with the most highly confident ‘entity’ predictions first. The y-axis shows the precision in the predictions up until that particular
part of the x-axis. All four strategies map the same entity candidates between the translated texts, so all have 0.63 precision at 100% of the data. They differentiate themselves
in the confidence they assign to each entity candidate, which is why this analysis is appropriate for evaluation. As this first step seeds a model with a subset of high-confidence
candidates, the left portion of the graph is most crucial.
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The key factor seems to be the most novel one in this dissertation: the introduction
of a local deviation estimate, where the similarity is calculated relative to the average
similarity of all words/phrases in the given message and translation. As stated earlier,
the Weighted Deviation Estimate could probably be dropped entirely in favor of the Edit
Likelihood Deviation in a deployed system, although the additional cost is O(1) once the
String Similarity Estimates and Weighted Deviation Estimates are already calculated. It
is kept here for completeness, and also because the small improvements may be more
significant with other data or with different methods for weighting or combining the two
approaches.

6.6.5 Seed size
As Section 6.3.2 stated, 10% of the data was used for seeding the models in the results
presented here, taking the top and bottom 5% when ordered by the Weighted Deviation
Estimate, W DE().
In order to ensure that this was not an aberrant cutoff point for the selection of
data, either in the positive or negative, the models were regenerated and reevaluated
with a range of seed-sizes, from 1% of the data to 100%. There is a clear trade-off
in the number of seeds to use. Selecting a small percentage of seeds will produce a
small training set, but will ensure the fewest false positives and false negatives among
the training data. However, by selecting a larger number of seeds, there will be more
training data, encompassing a greater range of entities and feature contexts, but with
more errors within that training set. The intuition, which these results confirm, is that
there is an optimal range somewhere in the middle of the possible number of seeds to
select.
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Figure 6.4: The accuracy of the models with different percentages of seeds. The x-axis
represents the percent of candidate entities that were used as seeds in the model. The yaxis represents the accuracy of the models when trained on that percentage of seeds. The
results show a broad range of potential seed-selection sizes, optimal at 20% for the three
models but near-optimal from about 10% to 50% of the candidates. This indicates that
this is a fairly robust method from which to bootstrap a predictive model. It also confirms
that there is a consistent gain from supplementing the unsupervised predictions with
those from the supervised Stanford NER tagger, which is consistently more accurate
from 10% of the data onwards. The percentage that was chosen here while blind to the
gold labels, 10%, produced results that were about F = 0.03 to F = 0.05 lower than
the most accurate results. It is outside the scope of this dissertation to extend the model
with labeled data in the low resource language, but in a semi-supervised approach that
optimized seed size on labeled data, it is likely that the selection of seed size could be
automated and optimized for more accurate results.
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The results, graphed by seed-size, are in Figure 6.4. They show a broad range of
optimal seed-selection sizes, from about 10% to 50% of the candidates, indicating that
this is a fairly robust method from which to bootstrap a predictive model. It also confirms that there is a consistent gain from supplementing the unsupervised predictions
with those from the supervised Stanford NER tagger, which is even more pronounced
beyond the 10% of data used here. When generating seeds from 15% to 40% of the
data, the accuracy is F = 0.43 to F = 0.72 higher, which corresponds to an error reduction of 35% to 48%. This is a very strong and consistent gain, indicating that the
out-of-domain and out-of-language English model can still effectively augment the unsupervised method presented here, significantly improving the accuracy for the Haitian
Krèyol messages across the candidate alignments.

6.7 Chapter Conclusions
This chapter has presented a new strategy for Named Entity Recognition that leverages
loosely aligned parallel corpora, finding that unsupervised Named Entity Recognition
across languages was more accurate than in-language Named Entity Recognition across
domains. It is very rare for unsupervised systems to be competitive with supervised
approaches, as accuracy is usually lost for coverage, but in this case there is both, with
accuracy as high as F = 0.846 for purely unsupervised approaches and F = 0.904 with
the addition of labeled data in the high-resource language.
When generating candidate seeds from the aligned text, it was found that the most
accurate approach was the most novel one here: using the local deviation in edit distance
to select the most highly confident candidates. This alone produced a small but fairly
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accurate set of named entities, so for a scenario where only high precision was required
it would be a simple and efficient method on its own. The analysis found that the results
from different seed-sizes were fairly similar in accuracy from about 10% to 50% of the
candidates, indicating that this is a fairly robust method from which to bootstrap more
sophisticated models.
For the second step, where models were built from the candidate seeds, it was
found that features including alignment, word-shape, context and subword models all
increased the accuracy of the predictions. The most accurate results came from when
the models were able to make predictions using features from both languages, extending
the feature space across the candidate alignments. The accuracy here, F = 0.846 for
Krèyol and F = 0.861 for English, is approaching that which would be expected from
a supervised approach.
When the models are supplemented with supervised (English) predictions from the
Stanford NER tagger in Step 3, the accuracy increases further to F = 0.904 for both
languages. The predictions from the Stanford NER tagger alone were just F = 0.336,
but nonetheless these were enough to increase the overall accuracy, even in Krèyol,
resulting in a potential error reduction of 35% to 48% at different seed sizes. This is
a promising result for methods that seek to leverage existing systems or corpora from
high-resource languages like English.
There is the potential to apply this system to support a large number of natural language processing tasks and to extend the system in a number of directions. Hopefully,
one of these directions will be extracting rich information from a diverse range of lowresource languages.

Chapter 7
Conclusions
Every dissertation concludes that more research is needed. Here, there are statistics to
back this up. As Figure 7.1 shows, around 1 trillion text messages were sent in 2000,
the majority of them between people in a handful of wealthier nations. That had become
5 trillion text messages per year by the time I started this PhD in 2007, and by the end
of 2012 it will increase to 9 trillion, with three-quarters of cellphone subscribers now
in less-resourced parts of the world. Text messaging may not be as popular as email
by sheer volume, but cellphone coverage far exceeds internet coverage (ITU, 2010), so
the user-base is more varied. It is safe to say that text messaging is used by a more
linguistically diverse set of people than any prior digital communication technology.
Given the current rate of language loss (Harrison, 2007), there may never be the potential
for such linguistic diversity in communications ever again.
The work presented here has sought to better understand the nature of short message
communications globally, and develop tools that leverage natural language processing
to better manage and understand large volumes of data, especially for messages that
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Figure 7.1: Increase in cellphone and text message use from 2000 to 2012, with 2012 as
estimates projected from current figures (ITU, 2010). The size of the graphics indicate
the number of text messages sent, rising from 1 trillion in 2000 to almost 10 trillion per
year at the time of writing. The segments are the number of cellphone subscribers defined by the International Telecommunication Union (ITU) as being in the ‘developing’
or ‘developed’ world. It shows a paradigm shift in the use of digital communications,
with almost three-quarters of subscribers now from less-resourced parts of the world,
and therefore more likely to speak an under-resourced language.
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contain the spelling variation that is inherent to so many of the world’s languages.
The primary focus of the research presented here has been on social development,
looking at the potential to support communication processing in health and crisis response scenarios. The research has focused on two of the main hurdles for processing
short message communications: classification and named entity recognition.
For a large volume of messages, classification allows information managers to quickly
separate the time critical messages from those that are less urgent, and discard those
messages that are completely irrelevant. This is particularly important for very highvolume scenarios where it will not be possible to manually review every possible communication. When active-learning was combined with streaming models in the research
presented here, it was confirmed that accurate models can be built when only a small
number of the most urgent-looking messages received a gold label, so it can be concluded that this would be a successful strategy in a broad range of high-volume contexts.
Within each message, the most important fields to extract are named entities. With
the locations extracted, the messages can be more accurately geolocated for the events
mentioned within, and with the extraction of person names, a system could support
the identification of information about missing people. For the actual deployment of
Mission 4636, classification, geolocation, and the extraction of missing person data accounted for about 50% of the total manual work (Munro, 2012), so the techniques presented here could be used to prioritize the most urgent information, extract the most important fields, and to leverage the limited human resources across a much larger volume
of incoming data. This is important even in the less time-critical case of the Chichewa
health-related messages. According to those managing the clinic from where the messages were sent, the doctors now spend an average of one hour each day managing and
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replying to text messages. While the introduction of text messaging has also seen a net
gain in the time that medical practitioners spend with patients, it would clearly be a
benefit to streamline any information management tasks in order to maximize the time
spent on direct patient care.
Machine translation is another important aspect of language processing that was not
tackled here, although the Named Entity Recognition work could support it. Translation
accounted for the other 50% of the manual work that went into Mission 4636, so it is a
considerable task. With 5,000 languages in the connected world it is not hard to argue its
importance more broadly. At the time of Mission 4636, machine translation engineers
at Microsoft Research quickly deployed a Krèyol-English translation service (Lewis,
2010; Lewis et al., 2011) and have since then released an open API that allows anyone
to build a statistical machine translation service for the language pairs of their choice.
Fittingly, it was also first tested and deployed on a low-resource language, Hmong, and
Microsoft Research cite their experience in Haiti as the main motivating factor (Lewis,
p.c.). Taken together, then, it is encouraging to see a broad range of recent advances, as
the natural language processing community moves to meet the growing need for robust
information processing in a wide range of languages and communication contexts.
In addition to actual deployment contexts, there are also a number of further avenues
for research that arise from the work presented here. While the injection of linguistic
knowledge improved the accuracy of the natural language processing systems, the converse was also true, with the models shedding light on significant features and patterns
in the languages themselves. In a number of cases, these were features that had not previously been noted in the literature, such as the submorphemic ‘wala’ acting as a strong
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predictor for health-related terms in Chichewa, and ‘/[ao]n[td]/ ’ acting as a strong predictor for named entities in Krèyol. Both features improved their respective models and
led to new linguistic insights about the languages. This shows how this approach to language processing is not simply utilitarian, but can also support linguistic analysis about
the languages themselves.
The strategy for Named Entity Recognition was arguably the most novel research
presented in this dissertation, and there are many potential lines of investigation leading
from the results. One limitation is that the data is only evaluated across aligned text. It
would be interesting to see whether the approach could be further developed to tag any
data in the low-resource language. It would be relatively simple to apply the methods
introduced here, then take the most confidently tagged named entities as training items
for a broad-coverage tagger. As the precision was already high at > 0.9, which would
rise by only selecting the most confident items, this is a promising approach for a broad
coverage named entity tagger in a low-resource language.
Many other semantic parsing tasks could be built on this work. Named entities are
the cornerstone of many information extraction strategies, and so the research presented
here opens up the potential for a range of more sophisticated natural language processing
systems for low-resource languages. Suppose there was a relationship extraction system that parsed relationships between people or organizations in English (‘father-of’,
‘married-to’, ‘employed-by’, etc). Knowledge of patterns like ‘Entity married Entity’
in English could be automatically bootstrapped to learn patterns like ‘Entity marye ak
Entity’ in Krèyol and applied over a large volume of Krèyol data. There is an entire
universe of semantic relationships to parse and understand in each language, and the
methods proposed here might be one way to open up this universe a little more.
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The most important next step is to explore how the methods researched here can be
incorporated into deployable systems. In work that I have completed outside the actual research presented in this dissertation, the classification methods have been tested
in combination with humanitarian information processing systems and used as part of
disaster-simulation exercises, showing that they are an effective method for the prioritization of urgent messages. The classification methods have also been used to track
disease outbreaks globally to process billions of data points per day in hundreds of languages, showing that they are also an effective tool for scalable language processing in
a linguistically-diverse context. These first steps seem promising.
At a higher level, while the analysis of the data sheds enough light on the nature of
short message communications to undertake the research presented in this dissertation,
there is still much that remains unknown. Which languages are currently being used to
send text messages? We simply don’t know. There may be dozens or even hundreds of
languages that are being written for the first time, in short bursts of one or two sentences.
If text messaging really is the most linguistically diverse form of written communication
that has ever existed, then there is still much to learn.
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