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Abstract
New technologies are needed to improve engine efficiencies in road-freight applications,
without sacrificing power output. Heat transfer losses are one of the largest sources of
inefficiency in these internal-combustion engines. Mitigating these losses creates the
opportunity for substantial efficiency gains. Additionally, reduced heat transfer can
allow for high-temperature combustion, which enables the use of low-cetane fuels—
as well as non-petroleum-based alternative fuels—in direct-injected operation. Using
these fuels can simplify the exhaust aftertreatment system. This thesis utilizes engine
modeling and exergy analysis to investigate the possible gains resulting from reduced
heat transfer, and conducts experiments to explore how these gains can be achieved
in practice, specifically through the use of thermal barrier coatings and stoichiometric
ethanol direct injection.
First, modeling is used to explore possible strategies for reducing heat transfer.
After adding an insulation scheme to the model, the outcomes follow what has been
observed in practice: The heat transfer reduction creates a minor increase in efficiency,
but most of the energy is redirected to the exhaust. Adding mechanical regeneration
can utilize this increased exhaust exergy, and increase engine exergy efficiency beyond 50%. Integrating thermal regeneration can extract additional exergy from the
exhaust, increasing exergy efficiency to 60%.
Second, the experimental setup (for testing the configurations proposed in the
modeling) is discussed. A single-cylinder research engine—modified for studying thermal barrier coatings, direct injection, and turbomachinery regeneration—is described.
The post-experimental analysis, where modeling is used to interpret the results and
estimate performance of a similar configuration applied to a production engine, is
v

detailed.
Next, experiments are performed to determine the feasibility of using alcohol direct
injection to phase and control combustion in an insulated engine. Increasing intake
air temperature to 125◦ C creates acceptably-short ignition delays for both methanol
and ethanol fuel. Furthermore, even at stoichiometric operation, engine-out soot
emissions are below the 2010 EPA standard without aftertreatment, obviating the
need for a particulate filter. At the same time, combustion efficiency is measured to
be 96%—high enough to not significantly affect thermal efficiency. The stoichiometric
fuel loading permits using a three-way catalyst for emissions aftertreatment—instead
of a selective catalytic reduction system—and also increases power density by 30%
over lean-Diesel engines. In order to preserve stoichiometric operation at lower loads,
modeling is used to consider dilution via exhaust retention, which lowers engine load
while keeping TDC gas temperatures high enough for fuel ignition.
Finally, experiments are conducted to evaluate the performance of an insulated,
direct-injected, mechanically-regenerated engine. Turbocharging increases LHV efficiency to nearly 43%, and load to almost 30 bar IMEP. Turbo-compounding is
shown to make modest additional gains. In all cases, combustion efficiency remains
at or above 96%. Exhaust retention is used to reduce load by 50%—while remaining
stoichiometric—at little loss of efficiency. Then, a mixture of hot and cold exhaust
dilution is used to improve low-load efficiency (by reducing heat transfer losses),
while continuing to satisfy fuel-ignitability requirements, and while maintaining high
combustion efficiency. In all these experiments, soot emissions increase from their
preliminary values, although this is attributed to a change in injector geometry, and
not the change in operating conditions.
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Chapter 1
Introduction
As global energy demands increase, and traditional energy resources like petroleum
dwindle, it is clear that energy efficiency must significantly improve from where it
stands today. There are many different approaches to tackling this problem. For
stationary power generation, power plants are being pushed to efficiencies in excess
of 60% (on an LHV basis), and active research continues to make substantial gains
[1]. At the same time, distributed power generation is helping to mitigate grid losses
while still maintaining efficiencies above 50% (LHV) [2]. Meanwhile, renewable energy
resources are being developed to limit the energy sector’s dependence on oil. Within
the transportation realm, current efficiencies are significantly lower. Many engines
have peak efficiencies under 40% (LHV), and fuels are almost entirely petroleumbased. That said, there are current research projects to extend efficiency to 50%
(LHV) and beyond, while other projects seek to integrate non-petroleum fuels into
engine technologies [3, 4]. This work seeks to advance both of those goals. This thesis
will focus on improving the efficiency of transportation engines, while also reducing
emissions and enabling the use of alternative fuels. By doing so, it will attempt to
illuminate a pathway towards new, high-efficiency, internal-combustion engines that
continue to meet the demands of the transportation sector.
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1.1

Energy Use in Transportation

Before examining how efficiency improvements can be made, it is useful to appreciate
the scope of the problem. Figure 1.1 shows the flow of energy from resource to final
use (or waste). By focusing on the pathways to and from the “transportation” sector,
a few things become immediately apparent. First, nearly all of the petroleum consumption in the United States is within transportation, so as oil reserves are depleted
new, non-petroleum fuels must be developed to continue to meet demand. A closer
examination of the oil supply data (not shown) indicates that a large fraction (nearly
half) of the oil consumed within transportation is imported, which further motivates
finding non-oil-based fuels as a means of helping achieve energy independence. Even
though newly-discovered, domestic, trapped oil has increased reserves and decreased
U.S. dependence on foreign oil, non-petroleum fuels are still needed as a long-term
energy solution. Lastly, the plot shows that the vast majority of the energy inflow to
the transportation sector is wasted, which motivates efforts to increase the efficiency
of transportation engines to better utilize available fuel resources.
While the previous information provides a good illustration of the energy consumption by the transportation sector as a whole, it is also important to understand
the contribution of each transportation mode to this consumption, in order to clarify
which types of transportation engines are most critical to improve. Figure 1.2, which
shows the time evolution of energy consumption by mode, provides this information.
It is evident that most of the energy consumed within transportation is used to fuel
road freight and personal road transportation (light-duty vehicles, LDV’s). Traditionally, these vehicles have nearly all been powered by reciprocating, piston-cylinder
style, internal-combustion engines. That said, recently there has been movement
towards the electrification or hybridization of engines, both of which have the potential to realize significant efficiency gains. However, these strategies are usually only
sufficient for light-duty operation, due to characteristically low power density and
low on-board energy storage capacity. Thus, while they are promising for the future
of personal transportation, other solutions are required for heavy-duty applications.

Figure 1.1: Use of the primary fuel resource by sector for the United States in 2011, from Lawrence Livermore
National Lab [5].
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Figure 1.2: Projections for transportation sector energy consumption by mode, from
2007 [6].
Figure 1.2 also shows that road freight is, and will continue to be, a large contributor to energy consumption. That transportation mode is nearly entirely powered
by non-hybrid, Diesel-fueled engines. This means that to significantly increase efficiency and reduce oil consumption within the transportation sector, high-efficiency,
non-petroleum engines must be developed for heavy-duty applications.

1.2

Internal-Combustion Engine Efficiency

Since it seems that transportation will continue to consume a large fraction of both
domestic and global energy resources in the near future, it is important to make
sure that consumption is as efficient as possible. As mentioned, current engine technologies have peak efficiencies only in the high-30’s (%, LHV) for spark-ignited (SI)
engines, and in the low-40’s for compression-ignition (CI) engines. There have been
some improvements in recent years, but without fundamental changes in operational
strategy or architecture there is little additional room for improvement. Note that
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Figure 1.3: Energy breakdown from Anderson et al., which compares a throttled Otto
cycle to a Miller cycle [7].
the LHV of hydrocarbon fuels is very close to (usually within 5%) of the exergy of
the fuel. Since exergy is the measure of maximum work potential, there is no fundamental, thermodynamic reason that an internal-combustion engine cannot have an
efficiency that approaches 100%.1 In this light, efficiencies in the mid-30’s look especially bad—they are barely a third of what they could be. Realistic constraints on
size, materials, friction, speed, etc. will cause a reduction in efficiency, but that does
not explain the loss of two-thirds of the fuel’s work potential. The only conclusion is
that exergy is wasted in current engines, and exergy flows must be better managed
to improve efficiency.
Figure 1.3 shows the energy breakdown for a typical spark-ignited engine. For
this part-load operating point, the LHV efficiency barely exceeds 30%. The remaining wasted energy is split approximately evenly between heat transfer and exhaust
1

Note that in this context it is important to acknowledge that an internal-combustion engine is
a chemical engine, not a heat engine. The former converts energy from a chemical fuel resource
and thus has mass transfers to and from the environment—meaning it is not limited by the Carnot
efficiency, like the latter.
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Moderate Load

High Load

Figure 1.4: Energy breakdown from Taymaz, which compares a medium-duty Diesel
engine at both moderate and high load [8].
enthalpy—as is usually the case for such engines. It is important to note that intake throttling (to control load) is lowering the efficiency in the Otto cycle at lighter
loads. A throttling process always destroys exergy, and should be avoided in any
effort to improve efficiency. To demonstrate an alternative, the results for the Ottocycle engine are compared with a Miller-cycle engine at the same power output. The
Miller cycle—which uses late intake valve closing (LIVC) to effectively decrease the
compression ratio relative to the expansion ratio—can decrease load by reducing the
volume of fresh charge, instead of throttling.2 It also allows for increased expansion
of the combustion products, which increases work and decreases exhaust enthalpy.
As a result, the Miller-cycle engine is more efficient for the same operating condition.
While use of the Miller cycle is encouraging, that strategy only enables moderate
gains for reasonable engine geometries and power ratings, so additional solutions are
needed.
While the combustion strategy is fundamentally different for a CI engine, the end
result is mostly similar to that of a SI engine. Figure 1.4 shows the energy breakdown
for a medium-duty Diesel engine. Once again, efficiency decreases at lighter load. In
2
In the Miller cycle, supercharging is typically used when additional load is required, to compensate for the reduced charge volume.
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Figure 1.5: Engine map of load vs. speed, from Ronald Reese at Chrysler [9].
this case, it is not from engine throttling but from increased heat transfer losses.3
Although total heat transfer is actually somewhat reduced—due to the decreased
combustion temperatures at lower load—gas temperatures are high enough that heat
losses as a fraction of the (reduced) fuel energy input actually increase.4 Diesel
engines are more efficient than SI engines due to increased compression ratio—which
allows for increased work extraction from the combustion products—although the
peak efficiencies remains in the low-40’s (for heavy-duty engines), and once again
there are significant losses via both heat transfer and the exhaust.
It is important to further explore how efficiency changes with engine load. As
mentioned above, achieving load variation via throttling has high inherent losses and
3

There are no throttling losses in Diesel engines because load is varied by changing the equivalence
ratio of a lean, direct-injected mixture, and not by throttling a premixed, stoichiometric charge.
4
This effect occurs in SI engines as well.
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should be avoided. This effect can also be seen in the speed-load map shown in
Figure 1.5 for an SI engine. This is a map of brake specific fuel consumption (BSFC),
which is inversely related to efficiency. The plot shows that having high engine loads
and low engine speeds leads to the highest efficiencies, but unfortunately those are
uncommon operating points. At low loads, efficiency plummets due to throttling,
while at high speeds it decreases due to increased frictional losses.5,6 This is another
way in which CI engines outperform their SI counterparts—the former do not suffer
from throttling losses at low load. While the modeling in the next chapter will focus
on increasing peak efficiencies (i.e. the upper left corner of the engine map), large
gains in overall engine efficiency can also be made by improving efficiencies at offpeak points. Conversely, a new strategy that only improves peak engine efficiencies
will have little impact on the efficiency of the overall speed-load cycle. While that may
be acceptable for stationary power applications, which often have a single designed
operating point, it is not effective for transportation engines. Thus, it is important
to improve not only peak engine efficiencies, but also efficiencies for speed and load
points across the engine map.
At this point it is relevant to briefly discuss the effects of compression ratio (CR)
on efficiency. Basic analysis, such as the modeled fuel-air Otto cycle, shows that
efficiency increases with increasing compression ratio. As demonstrated by the Diesel
engine, this results from an increase in the ratio of work extracted by expanding hot
combustion products to work required for compressing the cold charge. It has also
been shown that increasing compression ratio increases the energy state of combustion, which in turn improves efficiency by reducing combustion irreversibility [10].
Due to both of these effects, it seems desirable to have as high a compression ratio as
possible—but there are limits. In SI engines, compression ratio is limited by knock,
which results from premature autoignition of the charge. Using higher-octane fuels
5

Both of these effects lead to decreases in mechanical efficiency, which is the ratio of brake work
to indicated work, and is sometimes defined to contain pumping losses as well.
6
There are other effects contributing to the change in efficiency across the map that are less
relevant, such as enrichment (for thermal management) and valve timings (optimized for certain
speeds).
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(e.g. natural gas or ethanol) can allow for higher compression ratios and higher efficiencies, but the limit is still lower than that of a Diesel engine—which does not
experience premature ignition since it compresses only air. That said, Diesel engines are still limited in compression ratio. Sometimes this is due to geometrical
constraints, but it also results from increased heat transfer losses associated with the
high surface-to-volume ratios at top-dead-center (TDC) for high-compression-ratio
engines.7 Thus, since compression ratio is limited, other pathways to high efficiency
must be explored.
The previous discussion has shown that current engines are inefficient, but it has
also indicated how a more efficient engine can be developed. The pathway to high
efficiency will be discussed in detail in Ch. 2, but as an introduction it will suffice
to note that any improvement in efficiency will require energy to be diverted either
from heat transfer or exhaust enthalpy to work. In this thesis, reducing heat transfer
losses—specifically through the use of thermal barrier coatings (TBC’s)—will be the
initial step towards improving efficiency, although ultimately it will also be essential
to utilize increased exhaust exergy extraction. The possibility of improving engine
efficiency by reducing heat transfer losses will be explored both through engine exergy
modeling and engine experiments. It should be noted that these results examine only
one possible method of reducing heat transfer (i.e. TBC’s), which is itself only one
possible means of improving engine efficiency. However, the results developed for
TBC insulation can be easily extrapolated to any insulation scheme, while the exergy
analysis methodology can be used to scrutinize other possible efficiency-improvement
strategies. There have already been several attempts at developing low-heat-rejection
(LHR) engines by using TBC’s. Some of the most relevant cases will be examined
in the next section, and the previous successes and failures of the strategy will be
discussed.
7

High compression ratios can also be achieved with more reasonable TDC volumes, but that requires very long engine strokes, and is thus impractical given packaging constraints for transportation
engines.
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1.3

Previous Low Heat Rejection Research Efforts

Starting in the 1980s, there have been a number of research efforts that demonstrated
increased efficiency through elevated surface temperatures in CI engines. Some efforts,
such as those by Thring or Moore, indicated that an uncooled cylinder liner was
critical to reduce heat transfer loses [11, 12]. However others, such as Wade and
Miyairi, were able to achieve significant efficiency gains with ceramic coatings on the
head, piston, and valves, but with a cooled cylinder liner [13, 14]. It seems reasonable
that liner temperature would only have a small effect on heat transfer (compared to
head and piston temperature) since the heat flux is highest near TDC, where relatively
little cylinder wall is exposed. At the point in the expansion stroke where the liner
walls form a significant portion of the surface area, the expanding gas will have cooled,
and the flow will have laminarized, reducing heat transfer losses. These engines, and
many other LHR research engines, demonstrated approximately a 50% reduction in
the in-cylinder heat rejection, with a corresponding increase in fuel economy of about
10%.
Even in successful LHR efforts, there were still several problems to be addressed.
In all cases, volumetric efficiency decreased as the intake charge was heated by hot
surfaces during induction. As a result, researchers, including Taymaz, argue that
boosting to increase load is necessary to allow LHR configurations to be viable alternatives to conventionally-cooled engines [8]. This also illustrates the need to maintain
a cool intake valve and port, even as the other surface temperatures increase. Parlak,
in addition to Taymaz, observed higher exhaust enthalpy in the LHR configuration
[15]. In both cases, a large fraction of the heat transfer reduction was redirected into
exhaust enthalpy rather than increased efficiency. This demonstrates that exhaust
enthalpy utilization is critical to making large efficiency gains in LHR engines.
This last point deserves amplification, so the results from Taymaz for a high-load
operating condition are given in Figure 1.6. These two plots show the same engine at
the same fuel loading, but compare the performance with and without TBC’s on the
internal surfaces. In this case, “Qcoolant” refers to heat transferred to the coolant,
while “Qmisc” includes the passive losses (and frictional losses, which can be assumed
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Figure 1.6: LHR engine results from Taymaz comparing performance with and without thermal barrier coatings [8].
to be similar between the two engines). The total heat transfer loss is the sum of
these two values. Introduction of TBC’s decreased the heat transfer by over onequarter (from 34% total to 25% total), but brake work output only increased by one
percentage point. Such a small increase may not be worth the challenges associated
with developing an LHR engine, so the need to make additional improvements by
extracting exhaust energy is clear.
LHR engine research also demonstrated the possibility for improved engine emissions. Thring and Assanis observed reduced hydrocarbon, carbon monoxide, and soot
emissions [16]. This was attributed to the increased gas temperature (resulting from
the TBC’s) aiding in the oxidation of incomplete combustion products. However, it
should be noted that NOx emissions increased in all the LHR engine configurations,
due to the positive correlation between combustion temperature and NOx formation.
Despite the promise shown by some LHR engine studies, other efforts saw no improvement in efficiency despite achieving lower heat transfer losses. In nearly all of
these cases this was the result of poor combustion. Cheng and Wong observed poor
performance at all engine loads, which they attributed to non-optimized combustion
timing [17]. Dickey observed degraded combustion due to less burning in the premixed phase [18]. Both of these cases show that the increased gas temperature of
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LHR engines has a significant effect on ignition delay that cannot be ignored. Kimuru
attributed poor combustion to “low flame angular velocity”—effectively a measure of
swirl [19]. This shows that high temperatures may also damp fluid motion (through
increased viscosity), making fuel-air mixing a greater challenge. In all of these cases
soot emissions increased. These efforts show that careful optimization of combustion
is necessary to achieve efficiency improvement in LHR engines, and also that traditional CI strategies and timings may by ineffective in LHR configurations. While
combustion optimization presents a design challenge, it is not a fundamental flaw in
the LHR engine strategy. In recent years improved fuel injection systems have allowed
for more precise control of CI combustion, and it seems likely that combustion can
be efficient and optimized even in a LHR engine.8
While the prospects for controlling CI combustion in a high-temperature environment have improved, there are other issues that remain unresolved. Perhaps foremost
among these is the challenge of lubricating the hot surfaces present in LHR engines.
Many conventional engine lubricants are not feasible for LHR engines; they would
decompose at the elevated surface temperatures. Jaichandar argues that even newer
synthetic lubricants would be unable to cope with the hot surfaces [20]. This problem is compounded by the fact that many high-temperature lubricants cannot be
pumped by conventional means at ambient temperatures, making lubrication during
startup an issue. Research in self-lubricating composites by Sutor, Gaydos, and others
demonstrate some promise in solid lubrication, but lubrication of hot surfaces remains
a significant issue [21, 22]. It is important to note that engines with conventionallycooled liners mostly avoid this problem, and can still use typical engine lubricants,
rings, etc.
These successes and failures provide some valuable lessons for future LHR engine
research. First, any LHR strategy must include exhaust regeneration, or else efficiency gains will be minimal and volumetric efficiency could decrease. Second, it is
important to account for the effect of increased charge temperatures on direct-injected
combustion. Ignition delay, and thus charge premixing, will be reduced—which can
8

This includes piezoelectric injectors capable of multiple injections, and better fuel-air mixing
and atomization due to higher injection pressures.
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have a significant effect on the rate and efficiency of combustion. As a result, fuel injection strategies must be re-optimized for higher engine temperatures. Third, engine
tribology must be carefully considered, and it may be necessary to limit insulation
in some regions to increase lubricant survival. Lastly, the effect of insulation on engine emissions must be monitored to ensure that efficiency gains are not offset by a
concurrent increase in emissions.

1.4

Other Efficiency Improvement Efforts

There are many other efforts to improve engine efficiency besides those that focus
on reducing heat transfer losses. Perhaps the most common is homogeneous charge
compression ignition (HCCI), which seeks to fuse SI and CI operation by performing
combustion as an autoignition of a premixed charge [23]. Exhaust dilution is used
to vary load and to provide the thermal energy needed for ignition. This strategy
improves engine efficiency by increasing compression ratio (with respect to SI engines),
decreasing heat transfer losses (due to dilution-suppressed combustion temperatures),
eliminating throttling losses, and allowing for faster combustion (i.e. “squaring of the
Otto cycle”). There are many other variants of this approach, such as premixed charge
compression ignition (PCCI) and reactivity controlled compression ignition (RCCI),
all of which involve controlled ignition of a mostly-premixed charge, and thus have
similar benefits [24, 25]. However, all of these strategies are inherently dilute, as they
require EGR to control load and combustion phasing.9 As such, they exhibit low
power density and often have to be boosted to achieve typical engine power output at
full load. A goal of this thesis will be to navigate a pathway to high engine efficiency
that does not rely on high levels of dilution, and can thus maintain a high power
density.
9

These approaches are generally referred to as “low temperature combustion” (LTC) strategies.
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1.5

Current Alternative-Fuel Technologies

As has been already stated, petroleum consumption is predominately driven by
the transportation sector, and thus there is substantial motivation for finding nonpetroleum-based fuels for transportation. Efforts have already been undertaken in
this area—some are only in the research stage, but others are already in the marketplace. One of the most prevalent strategies has been the use of natural gas, which is
currently both cheap and domestically abundant. Additionally, natural gas emits a
relatively low amount of carbon dioxide (for its energy content). The main drawback
of natural gas is its low power density. As a result, for vehicles to carry a sufficient density of fuel, the gas either needs to be stored at high pressures in thick-walled tanks,
or at low temperatures (in liquid form) in cryogenic tanks—neither of which is cheap
nor desirable. Even then, range is somewhat limited as compared with conventional
liquid fuels. The practical and economic constraints of this approach—specifically
the limited vehicle range and the high capital costs of the tanks involved—has relegated it mostly to high-use, low-range transportation modes such as public transit
and garbage trucks.
Natural gas has been used as both a port-injected and a direct-injected fuel. When
port-injected, the compression ratio of the engine must be limited to avoid early autoignition and knock.10 Ignition can either be initiated with traditional spark-ignition
(as in the Cummins ISX12 G engine) or with a pilot Diesel injection (as in a fumigated
engine) [26, 27]. Another drawback of this approach is that the low-density natural
gas in the intake port displaces fresh intake air, and that—along with the reduced
compression ratio—lowers load and derates the engine. An alternative approach is
to direct-inject natural gas, which does not displace intake air. Additionally, this
strategy is not premixed—and thus is not limited by knock—so it does not derate
the power output of the engine. However, this strategy must overcome the difficulty
of autoigniting natural gas. In some strategies, a Diesel injection is used just prior to
the natural gas injection to increase temperatures and facilitate combustion, although
this requires the vehicle to carry two different fuels [28].
10

Natural gas has a high octane number, so the resulting compression ratio is higher than a
traditional SI engine, but lower than a CI engine.
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Alcohols—predominantly ethanol, which is most commonly fermented from plant
sugars, but also methanol synthesized from natural gas—have also been used as transportation fuels. They are usually used in SI engines, where their high octane numbers
allow for increased compression ratios [29]. Alcohols have low lubricity, so often an
additive is included to facilitate pumping and injection. Additionally, they can be corrosive to fuel system components, so designs must also account for material compatibility. There is already an ethanol infrastructure in place in the U.S. Most domestic
gasoline contains up to 10% ethanol, while many pumps are capable of supplying E85
(85% ethanol with 15% gasoline included for practical considerations). Some production automobiles can accept E85 fuel (so-called “flex-fuel” vehicles). That said, E100
(“pure” ethanol) is very rarely used in the U.S. Ethanol use in direct-injected engines
remains an area of active research, due in part to the difficulty of autoigniting the fuel
and designing high-pressure injectors for alcohol fuels. However, ethanol (along with
other oxygenates) is being explored as a fuel additive for Diesel to improve emissions
[30]. Methanol, while promising as a fuel, is not currently domestically deployed.
As just mentioned, these alternative fuels are very rarely used as neat, directinjected fuels due to their low cetane numbers (i.e. low propensity for autoignition).
As an example, “ignition improver” (often a nitrate or a peroxide) must often be
added to ethanol to make it suitable for compression-ignition testing. While Dieselstyle combustion may be difficult for these fuels in conventional engines, the high gas
temperatures of the LHR engines previously described can mitigate this challenge by
providing a suitable combustion environment. That is to say, the very environment
that made control of Diesel combustion difficult (in LHR engines) could make the
combustion of low-cetane fuels easier. Additionally, some characteristics of alcohols
(such as ease of atomization and vaporization) make them attractive CI fuels (assuming ignition can be suitably accomplished). It should be noted that dimethyl-ether
(DME)—which has the same atomic formula as ethanol but a different structure and
much higher cetane number—could potentially be an oxygenated fuel that is highly
compatible with direct-injected operation [31]. Although DME may ultimately be
a better alternative to alcohols, the fact that ethanol and methanol are relatively
more plentiful now (and that high temperatures allow for their use) may make those
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fuels preferable in the near future. As a result, this thesis will explore using high
pre-injection air temperatures to allow for the use of neat, direct-injected ethanol,
although the results could be extended to operation on nearly any fuel—but preference should be given to fuels with low soot-forming tendencies, as will be explained
later. In addition to reducing oil consumption, these fuels could lead to emissions
improvements, as will be described in the next section.

1.6

Emissions Criteria

While it is important to improve the efficiency of internal-combustion engines, it is
also important that any new technology meet increasingly-stringent emissions standards. While climate change is a significant issue and greenhouse gas reduction is
important, CO2 is actually the desired combustion product for the carbon atoms in
fuels—exhausting incomplete combustion products is even more harmful to the environment and makes the engine less efficient. For any given fuel, the concentration of
CO2 in the exhaust will be constant (assuming equilibrated combustion) for a given
equivalence ratio.11 As such, this thesis will not focus on decreasing CO2 , but increasing efficiency.12 Other emissions, such as CO, unburnt hydrocarbons (UHC’s),
particulates, and NOx , present significant health and environment concerns even in
small concentrations, and so the simple and effective control of these emissions will be
another focus of this work. New emissions standards were set in 2010 for heavy-duty
Diesel engines, and the limits are given in Table 1.1.
For most passenger cars the fuel-air ratio is stoichiometric, which enables the use
of a three-way catalyst for emissions control. This catalyst reduces the NOx and
oxidizes the CO and UHC’s. Control of all three species is only possible because
there is the exact amount of oxygen required to fully oxidize the fuel carbon and
hydrogen atoms. If the exhaust mixture is too lean, the catalyst cannot fully reduce
the NOx . If it is too rich, it cannot fully oxidize the CO and UHC’s. For Diesel
11

There is an effect from combustion temperature on CO2 concentration, but this is small relative
to the results of the major-products assumption applied to the reactant atoms.
12
Note that increasing efficiency for a specific amount of fuel will naturally decrease work-specific
CO2 emissions.
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CO
15.5

UHC
0.14

NOx
0.20

PM
0.01

Table 1.1: 2010 Heavy-Duty Diesel Emissions Standards (in g/hp-hr) [32].
engines the situation is fundamentally different—particulates form in the rich regions
of the diffusion flame, and as a result the engines must operate exclusively lean
(globally) to avoid prohibitively-high levels of particulate emissions. Due to this lean
operation, besides soot, only NOx emissions are significant (fuel oxidation is very
nearly complete) but a three-way catalyst is no longer an option for emissions control
(because the mixture is not stoichiometric). Instead, Diesel engines most commonly
use selective catalytic reduction (SCR) systems. These use an injected reductant—
aided by a catalyst—to reduce the NOx , and are significantly more expensive than
three-way catalysts [33].
Particulate emissions are usually only significant in direct-injected operation, as
premixed combustion does not have the fuel-rich regions needed for pyrolysis. Diesel
produces a large amount of particulates, as the decomposition of the long carbon
chains lead to high local equivalence ratios. In contrast, oxygenated fuels—which
naturally contain O atoms in close proximity to C atoms, limiting local equivalence
ratio—have long been considered to be “soot free”. Although it has been shown that
alcohol fuels do make some soot, enough is oxidized in-cylinder to ensure that the
engine-out emissions are under the current regulation limit [34]. These details will be
discussed in Ch. 4. In short, the use of alcohol fuels in Diesel engines offers the possibility of significantly reducing—if not essentially eliminating—particulate emissions
from Diesel engines, if the challenges of fuel delivery and ignition can be overcome.13
This would remove the need for a particulate filter in the exhaust aftertreatment
system.
The opportunity for an alcohol-fueled Diesel engine will be explored in this thesis,
specifically how it is enabled by LHR operation. Engine-out emissions will be recorded
for stoichiometric operation, which would enable the use of a three-way catalyst.
13

Note that in this case “Diesel” is being used as a word for a compression-ignition engine, even
though it would no longer use no.2 Diesel fuel.
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That, along with the removal of the particulate filter, could significantly reduce the
cost of the emissions system.

1.7

Organization of this Dissertation

This chapter has described the significant role that transportation plays in energy consumption, and illustrated the importance of improving engine efficiency. Reduction
of heat transfer losses was proposed to improve efficiency, and previous efforts were
discussed. Alternative fuels were also discussed, along with the emissions controls
that any new engine technology would require.
Chapter 2 will use engine modeling and exergy analysis to explore the possibility of
improving engine efficiency by reducing heat transfer and extracting additional energy
from the exhaust. The requirements an engine would have to meet to accommodate
this strategy will be discussed.
Chapter 3 will describe the experimental setup used to explore the results of Ch. 2.
It will also describe the interaction between modeling and experiment, and how that
process allows results to be extended to a potential production engine architecture.
Chapter 4 will address some of the supporting experimental evidence for a stoichiometric, alcohol-fueled, direct-injected engine—including how it would enable the
results of Ch. 2 while also providing emissions reduction. A strategy for part-load
operation that maintains reasonable efficiency will also be proposed.
Chapter 5 will build on the results of Ch. 4 by exploring the use of turbocharging
and turbo-compounding strategies to increase efficiency gains.
Chapter 6 will examine strategies for part-load operation that remain stoichiometric by utilizing exhaust gas dilution. Both internal and (simulated) external EGR
will be tested.
Chapter 7 will conclude by summarizing the previous results, while also proposing
next steps to be taken in this research.

Chapter 2
Modeling the Pathway to High
Efficiency
This chapter will focus on reducing losses in piston-cylinder, internal-combustion engines. In order to quantify the potential opportunities, a zero-dimensional model
was developed to explore the effects of heat transfer reduction. The model parameters were chosen to agree with measured engine data wherever available. A refined
heat transfer model was implemented to account for convection from both mean and
turbulent flow in the cylinder, such that total heat transfer compared well with the
Hohenberg correlation, while the crank-angle-resolved values agreed well with measured heat flux data. Modeling will be used to find the largest losses in today’s
technologies, and to analyze possible architectural changes to improve efficiency. The
modeling will focus on improving efficiency through reduction of heat transfer losses,
although this is not the only means of achieving high efficiency. Also note that the
proposed architectures are not the only options for realizing these gains, but constitute one possible pathway. The details of the model, including the methodology, its
verification by comparison with measured data, and the results and parameters of
each case studied, are included in Appendix B.
It is important to consider one aspect of the methodology previous to discussing
the results: the choice of fuel and combustion model. The results were modeled
with isooctane fuel (a typical gasoline surrogate) premixed in the intake stream,
19
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and the combustion was described with a two-zone model using a Wiebe function—
typically reserved for modeling SI combustion. That said, the model only relies on
having the mass-fraction-burned profile as an input. The details of how combustion is
implemented in practice is irrelevant to the modeling—the analysis is only dependent
on the cylinder state, and not how that state is achieved. Similarly, the results
are relatively insensitive to the choice of fuel, as many fuels have similar heating
values and atom ratios. Lastly, the most important results of this chapter arise from
comparing one engine configuration to another. A different fuel may alter the results
of an individual case somewhat, but the relative difference between configurations
should be mostly independent of fuel. As a result of these considerations, it will be
assumed that combustion can be controlled and proceed to completion in the manner
described—the specific details will not be critical to the analysis. The end of the
chapter will discuss some of the concerns with this assumption, and the later chapters
will describe and demonstrate how such a combustion strategy can be implemented
in practice.
Also, before using the model to explore possible pathways to increased engine
efficiency, it is important to briefly discuss the accuracy of the model. The modeling
results in this chapter will be reported to three significant figures (i.e. to one decimal
place). This is not meant to convey that the model is intended to predict exergy flows
to such a degree. Instead, the model is used to interpret the results of changing engine
architectures, some of which may alter exergy flows by less than a percentage point.
As such, three significant figures are needed to resolve changes in exergy distributions.
Stated another way, the precise model results for a particular case are not the concern.
Instead, comparisons between cases are needed, which necessitates reporting results
to a tenth of a percent. As mentioned previously, more in-depth discussion about the
validation and accuracy of the model is provided in App. B.

2.1. ENERGY AND EXERGY ANALYSIS OF MODERN ENGINES

#1

#2

#3

23.9

21.1

21.0

21

Energy DistribuƟon (LHV, %)

100
Exhaust Loss

80
60

36.7

40

2.0

20

37.4

32.7

32.4

Heat Loss

2.3

2.4

Mechanical Loss

43.9

44.3

Work

0
NA Gasoline
NA Diesel
TC Diesel
10.8 bar BMEP 8.9 bar BMEP 10.8 bar BMEP

Figure 2.1: Energy breakdowns of three modern engine configurations: 10:1 CR
naturally-aspirated SI; 17:1 CR naturally-aspirated CI; and 17:1 CR turbocharged
and intercooled CI.

2.1

Energy and Exergy Analysis of Modern Engines

In order to get an initial picture of the losses in modern piston-cylinder engines,
energy analysis was used to determine where the fuel energy input ultimately flows.
Three engines were used for this initial analysis: a stoichiometric, naturally-aspirated,
SI engine (#1); a lean, naturally-aspirated CI engine (#2); and a lean, turbocharged
CI engine (#3). Although naturally-aspirated CI engines are uncommon in heavyduty transportation, the example is used to allow for comparison without including
the effects of turbocharging. Also, the turbocharged case has a relatively low level
of boost (compared to heavy-duty engines)—just enough to compensate for the lean
fuel loading and to match the work output of the SI engine. In this case, the piston,
head, and ports were modeled as aluminum, while the valves and liner were steel.
The compression ratio is 10:1 for the SI engine, and 17:1 for the CI engines.
Figure 2.1 shows the energy outflows for these three engine configurations. The
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first law of thermodynamics requires that the energy inflows (in this case, only the
fuel) to a system (the engine) are balanced by energy outflows. For these engines there
are three significant outflows: work; heat transfer; and exhaust enthalpy.1 To a first
approximation, the energy is distributed roughly equally between the three outflows,
leading to an efficiency that peaks in the mid-30’s. Note that these results, and all
the results that follow, are at wide-open throttle; any throttling will lead to a further
efficiency penalty. Strategies for high-efficiency, part-load operation will be discussed
later. As expected, the higher compression ratio and lean operation of the Diesel
engine leads to increased efficiency as energy is diverted from exhaust enthalpy to
work. Furthermore, the turbocharger—in addition to increasing the load—increases
efficiency by extracting additional energy from the exhaust and regenerating it within
the engine.
From this, the motivation for reducing heat transfer losses is clear. Heat transfer is
the largest energy loss in these engines—approximately 50% higher than the exhaust
loss—and thus represents the largest area for potential improvement. This analysis
is good as a first approximation, but it does not necessarily demonstrate the best
pathway forward. While first-law analysis is useful for examining energy flows in an
engine, incorporating the second law is essential for understanding efficiency limits.
Since energy is conserved, it can never show where work potential is lost, so instead
a non-conserved quantity must be used. This is accomplished by combining the first
and second laws of thermodynamics to perform exergy analysis.
Exergy is the work potential of a fuel resource relative to a given environment.
An ideal engine would convert all of its incoming exergy to work, and would thus
have a 100% exergy efficiency. In reality, there are sources of irreversibility that destroy exergy—which is equivalent to generating entropy—and thereby lower exergy
efficiency. This can include—but is not limited to—unrestrained chemical reaction
(i.e. combustion), friction, heat transfer across a finite temperature difference, throttling, and mixing of different fluid streams. Note that exergy can also be transferred,
and that does not necessarily constitute exergy destruction. For example, exergy is
1

The last outflow—mechanical loss—is frictional and technically also leaves the engine as heat,
although the “heat” bar here is reserved for heat transfer losses from the working fluid.
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Figure 2.2: Exergy breakdowns of three modern engine configurations: 10:1 naturally
aspirated SI; 17:1 naturally aspirated CI; and 17:1 turbocharged and intercooled CI.
transferred from the cylinder to the exhaust port during the exhaust process. Although valve throttling will destroy some of the outgoing exergy, much of it remains
available in the exhaust (i.e. the exergy has been transferred not destroyed ). However,
if the exergy is exhausted (transferred) to the environment, all of the transferred exergy will be destroyed as it irreversibly equilibrates with the surroundings. The goal
of exergy analysis is to identify where work potential is lost—either by irreversibility
within the system or exergy transfer out of the system, leading to irreversibility in
the environment—and to minimize this loss so work output can be maximized.
Figure 2.2 shows the exergy distribution of the same three engines as in Fig. 2.1.
One immediate conclusion can be drawn that was hidden in the energy analysis—
approximately 20% of the incoming exergy is lost due to the irreversibility of the
combustion reaction, which in turn limits the maximum efficiency to approximately
80%.2 It should be noted, as before, that the combustion loss could be reduced by
2

A small portion of the “combustion” column actually corresponds to the mixing of the fuel and
air streams, not chemical reaction. This mixing is essential for the combustion process, so it is
combined with the exergy destruction resulting from the combustion reaction.
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performing the combustion at a higher energy state [10]. This could be achieved by
using a significantly higher compression ratio, but as mentioned earlier that is not
practical in standard piston-cylinder architectures. Not only are such engines limited
by geometric constraints, but extremely-high compression ratios at normal engine
stroke lengths lead to very high TDC surface-to-volume ratios, which in turn lead to
high heat transfer losses that are more significant than the possible gains via decreased
combustion losses. Combustion irreversibility could also be reduced by performing
some of the chemical conversion in a coupled, electrochemical device. This thesis
will only focus on unrestrained combustion, although electrochemical coupling will
be discussed later. As such, there seems to be little other opportunity to decrease
this combustion loss, so it will be accepted as a necessary penalty for performing
chemical conversion in this architecture. Other means of improvement will need to
be explored, and aside from the combustion destruction, the results remain mostly
unchanged—heat transfer is still the largest destruction of work potential in these
engines, a factor of two higher than the exhaust loss. This presents a pathway to
higher efficiencies through heat transfer reduction.

2.2

Details of Heat Transfer Outflows

Before examining what can be achieved through heat transfer reduction, it is important to understand where the exergy is destroyed in the heat transfer process. As
mentioned above, when exergy is transferred as heat across a finite temperature difference, some is destroyed. That said, some exergy remains, and it is not completely
lost unless it is transferred to the environment (where it is destroyed by equilibration
with the surroundings). As a result, it is important to understand where exergy is
destroyed on the heat transfer pathway from the fluid to the environment.
Figure 2.3 provides some illumination. The heat transfer from the working fluid
to the environment can be grouped into three general categories: from the fluid to the
wall (via convection); through the wall to the coolant (via conduction); and finally
from the coolant to the environment (via radiator convection and passive loss).3 The
3

In direct-injected, CI engines radiation from soot can constitute up to 20% of this loss, but since
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Figure 2.3: Distribution of total heat transfer exergy destruction on the path from
fluid to environment in a conventionally-cooled SI engine.
loss in each region is proportional to the difference in inverse temperature between
the region’s boundaries. The results show that nearly half of the exergy is destroyed
crossing the thermal boundary layer between the working fluid and the wall. Even if
a perfect heat engine were located between the wall surface and the environment, it
could only recover approximately half of the exergy lost due to heat transfer. This
makes it clear that in order to reduce heat transfer exergy destruction, heat transfer
out of the fluid itself must be limited—attempting to recover the exergy later is a
limited proposition.
While these results illustrate that the heat flux out of the fluid must be decreased,
they do not suggest a means for achieving that objective. Since the heat transfer to
the walls is mostly—if not nearly entirely—convective, it is proportional to the temperature difference between the fluid and the wall, and the heat transfer coefficient
between the two (which depends on the motion and properties of the working fluid).
Although there are some engine strategies—such as the use of large mean motions
like swirl to augment flame speed—that can increase the heat transfer coefficient,
in practice it is difficult to decrease the coefficient, and as such the only means of
decreasing heat transfer losses is to decrease the temperature difference driving the
flux. That, in turn, offers two possibilities: the surface temperatures of the engine can
be increased; or the temperature of the working fluid can be decreased. While both
high levels of soot formation—and the associated heat transfer loss—are always undesirable, this
contribution is ignored for simplicity.
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of these strategies can be effective, reducing peak combustion temperatures usually
requires a dilute combustion strategy (such as the aforementioned HCCI strategy),
which decreases power density and increases combustion irreversibility. As a result, in
this thesis heat transfer reduction will be explored via increased surface temperatures.
This not only allows for non-dilute, high-power operation, but also creates high combustion temperatures that decrease reaction irreversibility and allow for autoignition
of a wide range of fuels—including those with low cetane numbers.
Ideally, all engine surfaces would be heavily insulated to decrease the heat flux.
In practice, elevated surface temperatures create numerous engineering challenges,
so careful design choices are necessary. One of the foremost concerns is engine lubrication, since even high-temperature engine lubricants break down at significantly
elevated surface temperatures. In order to refine the insulation strategy, the engine
model was used to estimate where the heat transfer (out of the working fluid) occurs
within an engine, and thus where insulation is most critical. Figure 2.4 shows the
results. There are two immediate conclusions that can be drawn. First, about half
of the heat transfer is lost to the ports and valves.4 This means that to significantly
reduce heat transfer losses, the surface temperatures must be increased not just incylinder, but also in the exhaust system—up to the point where the exergy could be
extracted downstream of the cylinder. Second, the heat transfer losses from the liner
are relatively insignificant compared to the whole, due to the fact that the liner surface area near TDC (where the gas temperatures are the highest) is minimal. By the
time a significant amount of liner area is exposed, the gases have cooled and turbulent motions have dampened, greatly reducing heat transfer losses. This realization is
critical, as it allows for the use of a conventionally-cooled liner, and thus conventional
lubricants, without incurring a heavy efficiency penalty from heat transfer losses.

4

This is nearly entirely from the exhaust valves and port. The heat transfer loss to the intake
valves and port is negligible, and in fact is often a transfer into the working fluid.
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Figure 2.4: Distribution of total heat transfer exergy destruction, by surface location,
in a conventionally-cooled SI engine.

2.3

LHR Engine Results

The previous sections demonstrate the need to insulate engines to elevate surface
temperatures, including in the exhaust system. Perhaps the most obvious and most
common approach is to add thermal insulation to the surfaces—i.e., using low thermal conductivity materials that require a higher-temperature gradient for the same
heat flux and thus result in increased surface temperatures—but even then there are
multiple options. Air gaps can be machined into parts to increase thermal resistance
via a more circuitous heat transfer path. High-temperature alloys can be used to
float surface temperatures above what is allowed by typical materials. And parts can
be made out of ceramics to decrease thermal conductivity. These have all been tried
with varying success, but this work will use the approach of sprayed thermal barrier
coatings on metal subsurfaces. This allows for additional thermal insulation while
maintaining many of the structural advantages of using metal components. It should
be noted again that this is only one of many potential strategies. However, the results
that follow are mostly insensitive to the choice of insulation strategy—any approach
that leads to a similar reduction in heat transfer will lead to similar efficiency results.
Surface temperatures were increased by integrating a 2.5 mm thick thermal barrier
coating with properties similar to 8YSZ into the wall-conduction model. Additionally,
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all underlying metal was changed to iron/steel to further decrease thermal conductivity.5 This is similar to the wall configuration used in Fujimoto’s LHR engine model,
and will be used in all of the LHR configurations in this thesis [35]. Although this
particular coating is somewhat thicker than examples seen in practice, it would not
lead to an unrealistic reduction in heat transfer—modeling indicates that the reduction would be less than 50%. This heat transfer reduction was observed in several
LHR research projects, and as such the coating model is not unreasonable for estimating the exergy flows of hypothetical LHR engines. Perhaps in practice, a somewhat
thinner—but more insulative—coating would have to be used to achieve the same
heat transfer reduction, but this distinction is irrelevant to the modeling and will not
alter the results.
At this point, it should be noted that there is a difference between an adiabatic
engine and an engine with no net heat transfer. An adiabatic engine would have no
heat transfer, which is impossible to achieve. An engine with no net heat transfer
would allow heat transfer both to and from the fluid, but these transfers would be
balanced. While this yields zero net heat flow in the energy balance, there is still
exergy destruction due to the heat transfer across a finite temperature difference both
in-to and out-of the combustion chamber. This heat transfer is detrimental because
the exergy flows out of the hot combustion products where it could have been utilized
as expansion work, and flows into the charge during the induction process, heating the
gas and lowering volumetric efficiency. These distinctions indicate that in modeling
LHR engines it is important to account for the heat transfer in both directions, as is
done here.
While the focus will be to determine the effects of heat transfer reduction, it
is also important to address the effects of compression ratio. All of the remaining
configurations in this chapter have a 17:1 geometric compression ratio. Although
this choice is somewhat arbitrary, it is similar to the compression ratio of many
boosted Diesel engines, which typically range from 16:1 to 18:1. The 17:1 compression
ratio was chosen to maximize efficiency, and it is likely that further increases in
5

The properties of steel and cast iron are alloy dependent, but are assumed to be identical to
each other in this work. In practice, the liner, head, and ports in an LHR engine would probably be
cast iron, while the valves, seats, and piston would be steel.
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Figure 2.5: Exergy breakdown comparison for 17:1 CR conventionally-cooled and
LHR engines, with the 10:1 CR, cast-iron engine for reference. All cases are naturallyaspirated.
compression ratio would require high TDC surface-to-volume ratios, increasing heat
transfer losses and decreasing efficiency. As a result, it seems that a 17:1 compression
ratio will provide a reasonable starting point; increased compression ratio can no
longer improve efficiency, so other improvements, such as heat transfer reduction,
must be implemented to realize efficiency gains.
The ceramic wall coating model was applied to a 17:1 CR cast-iron engine (#5)
to define a baseline LHR configuration (#6). Figure 2.5 shows that the conventional
17:1 CR engine is significantly more efficient than its 10:1 CR counterpart (#4). The
reduced heat transfer configuration further increases efficiency, but also increases exergy transfer out in the exhaust. This is in accordance with the second law, which
requires that a steady-state system reject the entropy it takes in and generates. Reducing entropy transferred out of the system as heat requires that this entropy be
rejected elsewhere. With no other modifications, conversion to an LHR architecture
requires that more entropy must be transferred out in the exhaust, typically leading
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to higher exhaust temperatures (and thus more exergy carried out in the exhaust).6
The increase in efficiency (coupled with the increase in exhaust enthalpy) calculated
in the model is comparable to the results of the LHR engine experiments previously
discussed. It is also notable that the combustion exergy destruction has decreased
somewhat—reduced heat transfer leads to combustion occurring at a higher internal
energy state—which demonstrates an additional advantage of an LHR configuration.
The model also shows the negative effects of LHR engines observed in practice.
There is little increase in load, due to decreased volumetric efficiency offsetting reduced heat transfer losses, as confirmed by LHR experiments. It is noteworthy that
the TBC insulation in the intake port, and the conventionally-cooled liner, are helping
to reduce the expected volumetric efficiency penalty by reducing heat transfer to the
incoming gas. It is significant that in this configuration peak surface temperatures
(located on the piston and exhaust valve) exceed 1100 K. This is a higher surface temperature than is observed in many LHR research engines, but is well within the range
of surface temperatures achieved in gas turbines [36]. Additionally, when using lower
thermal conductivity metals like cast iron, coatings may be necessary not only to provide additional insulation, but also to protect the underlying metal from experiencing
excessive temperatures. While the results presented thus far show some promise, both
the volumetric efficiency and exhaust enthalpy loss must still be addressed.

2.4

Mechanical Work Regeneration

The results from the LHR engine configuration demonstrate the same requirement
as previous LHR engine efforts—the increased exhaust exergy must be utilized or
minimized if truly significant efficiency gains are to be realized through reduced heat
transfer. This can be accomplished by implementing turbomachinery. The turbine in
a turbocharger can use the enthalpy in the exhaust to compress the incoming charge,
increasing the load and the efficiency (due to the higher effective compression ratio).7
6

This assumes the product composition is relatively unchanged, and thus higher temperatures
are required to reject additional entropy at ambient pressure.
7
As used here, effective compression ratio is the ratio of TDC density to ambient density, as
opposed to geometric compression ratio, which is the ratio of bottom-dead-center (BDC) volume to
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Figure 2.6: Model schematics for LHR engine configurations with turbomachinery:
turbocharged (top left); turbo-compounded (top right); and over-expanded/turbocompounded (bottom).
Three potential LHR engines were modeled with a compressor (C) before the
intake port, each with a different post-exhaust-port configuration. The first was
a turbocharged engine; the backpressure in the exhaust port was set such that the
turbine (T) extracted enough work from the exhaust to compress the incoming charge
(including losses). The second was a turbo-compounded engine; the backpressure
was held fixed while the exhaust was expanded in two turbines (T1 and T2) to
atmospheric pressure. Any excess work (beyond what was required by the compressor)
was compounded to the shaft output (with a mechanical efficiency penalty). In this
configuration, the exhaust port backpressure was set to maximize the total work. In
reality, high backpressure could require multiple turbine stages to prevent choking,
but as long as there are minimal exergy losses in between stages the analysis remains
the same as a single stage. The schematics of the engine configurations are shown in
Fig. 2.6.
TDC volume.
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Figure 2.7: Exergy breakdown for three LHR engine configurations with turbomachinery: turbocharged; turbo-compounded; and over-expanded/turbo-compounded.
The last configuration used an over-expansion cycle. Ideally, the combustion products would be expanded in-cylinder to atmospheric pressure (an Atkinson cycle), but
such a design is not feasible due to the large expansion ratio required—often three
times the compression ratio. As a result, some expansion has to be done outside of the
cylinder, as in the turbo-compounded configuration. However, while the in-cylinder
expansion is nearly reversible, turbine expansion generates significant entropy. Thus
it seems desirable to perform as much of the expansion as possible within the cylinder, while the remaining expansion is still accomplished in a turbine. It may even
be logical to do the last part of the expansion in a turbine, where the high specific
volume makes extracting work across a small pressure ratio preferable, in addition to
the fact that in-cylinder irreversibility due to friction and heat transfer increases at
very large expansion ratios. In the case analyzed, the expansion ratio was set to 1.4
times the compression ratio, the same as used in the Honda EXlink stationary power
engine [37]. Once again, the turbo-compounded backpressure was set to maximize
the total work.

2.5. POST-COMBUSTION ENTROPY REDUCTION
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Figure 2.7 shows the results from the turbomachinery LHR configurations. All
three engines show a reduction in exergy lost to the exhaust and a corresponding
increase in efficiency from the baseline LHR engine (#6). The boosting also provides
a significant increase in load. As expected, the turbo-compounded engine (#8) outperforms the turbocharged engine (#7) as more work is extracted from the exhaust
stream. There is also a decrease in exergy destruction due to exhaust throttling as
the cylinder blowdown is minimized by the high-pressure exhaust port. The overexpanded LHR engine (#9) outperforms both of the symmetric-stroke engines, as
exergy can be extracted more reversibly in-cylinder than in an exhaust turbine. Notably, in all cases the peak surface temperatures have increased to around 1300 K, an
issue that will be addressed in the following section.
Even though the over-expanded LHR engine has an exergy efficiency of nearly
50%—representing a significant improvement over conventional engines—more than
25% of the incoming exergy is still lost to the cooling system and exhaust. In addition,
there is no mechanical exergy remaining in the exhaust, so work regeneration is no
longer possible.8 That leaves two options for further efficiency improvement: either
utilize the thermal exergy remaining in the exhaust through heat regeneration; or
minimize it by beginning the expansion stroke at a lower entropy state—either by
transferring entropy out, or by generating less entropy before the expansion. First
the possibility of reducing the entropy of the post-combustion state will be addressed;
then the effect of utilizing thermal exhaust exergy will be explored.

2.5

Post-Combustion Entropy Reduction

Since much of the expansion is reversible, the entropy after combustion has a large
effect on the post-expansion state.9 Beginning the expansion at lower entropy would
bring the combustion products closer to the dead state (environmental temperature
and pressure), leaving less thermal exergy in the exhaust once completely expanded.
8

As used here, mechanical exergy is work potential from a pressure difference, while thermal
exergy and chemical exergy result from temperature and chemical potential differences respectively.
9
In fact, entropy nearly always decreases during expansion, due to heat transfer from the gas.
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Figure 2.8: Model schematics for an intercooled engine configuration (left), and an
intercooled engine with external, cooled EGR (right).
Lower entropy could be achieved by diluting the intake charge, either with excess air
or EGR. Although dilute mixtures generate more entropy during combustion per mass
of fuel, the total extensive entropy generation is lower. Note that charge dilution also
suppresses peak combustion temperature, which would decrease heat transfer losses
and could lower surface temperatures to a less challenging range. Although dilution
would decrease load, as explained before, it will still be examined as a means to
improve efficiency, especially since turbocharger compression can help maintain work
output.
Lower post-combustion entropy can also be achieved by intercooling (or aftercooling) the intake charge. Intercooling rejects entropy from the system, and as a result
the compression, combustion, and expansion processes occur at lower entropy states.
Intercooling also creates a denser intake charge to improve volumetric efficiency, which
is necessary in LHR configurations. Although this will have an adverse effect on the
ignitability of low-cetane fuels, pre-ignition temperatures should remain acceptable
for moderate levels of cooling, especially with high levels of boost and thermal insulation (this will be explored in Ch. 4). An engine with intercooled (to 20 K above
atmospheric temperature) undiluted charge was compared to intercooled engines with
50% extra ambient air and 50% cooled (once again to 20 K above atmospheric temperature) EGR. The EGR stream was assumed to be the same composition as the
exhaust, except with the water condensed and removed down to the saturation level.
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The system schematics are given in Fig. 2.8.
Figure 2.9 shows the results comparing the three different intercooled LHR configurations. Intercooling alone (#10) makes a small improvement from the previous
over-expanded configuration (#9). There is a reduction in exhaust enthalpy as the
expansion begins at a lower temperature, and an increase in work and efficiency as
the colder charge reduces heat transfer losses and compression work. Diluting with
EGR (#11) or excess air (#12) makes further reductions in exhaust enthalpy, but
the increased exergy destructions of combustion (dilute combustion reactions generate more fuel-specific entropy) and mixing (especially in the EGR case) essentially
negate these benefits. Diluting with excess air is more efficient than with EGR, as
EGR makes a more significant reduction in peak temperature (and thus pressure)
that reduces work, due to the higher specific heats of the triatomic species in exhaust
gas. It is worth noting that EGR dilution has the benefit of keeping the mixture
stoichiometric, so that configuration would allow the use of an inexpensive, three-way
catalyst—while the air-dilute configuration would require a more expensive SCR system. Notably, the peak surface temperature in the diluted cases has been reduced to
less than 1000 K—which could decrease thermal stresses in the coatings—although
the peak surface temperature in the undiluted case remains over 1250 K.
It is interesting to note that dilute operation does not significantly improve efficiency, in contrast to what is expected from typical engine operation. It is true that
symmetrically-expanded engines often become more efficient with increased dilution
(as long as combustion proceeds quickly enough), as can be seen in analysis of the
ideal fuel-air Otto cycle.10 However, an over-expanded engine utilizes much of the
exergy that a symmetrically-expanded engine rejects in the exhaust, minimizing the
benefit of dilute operation. As a result, over-expanded engine efficiency is relatively
independent of dilution for equivalence ratios less than unity. This is true even in the
ideal Atkinson cycle, i.e., with perfect compression and expansion. In real engines,
and even more so in turbomachinery, irreversibility during compression and expansion penalizes the use of diluent, further limiting the efficiency of dilute operation.
As stated in the previous paragraph, dilution does reduce exhaust exergy, but it does
10

In reality, efficiency begins to drop for very lean mixtures due to slow burn and misfire.
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Figure 2.9: Exergy breakdown for three LHR engine configurations with intercooled
compressors: undiluted; diluted with cooled EGR; and diluted with excess air.
so by increasing combustion exergy destruction, and not by increasing exhaust utilization to augment work output. Thus, although dilute operation can be helpful to
reduce peak temperatures (or load), it does little to improve efficiency.
Although it may be undesirable for maximizing efficiency or power, the effect that
dilute operation can have on emissions must not be ignored. Charge dilution lowers combustion temperatures, which can significantly affect engine emissions. Lower
temperatures lead to lower NOx concentrations, and if temperatures stay below approximately 1800 K there is essentially no NOx formed [38]. This allows strategies
like HCCI to be effectively NOx -free. Additionally, dilution can decrease the particulate concentration. In many heavy-duty Diesel engines EGR is used for both of these
effects [39]. Even then, in a typical Diesel engine, NOx and soot emissions are still
high enough that NOx reduction and particulate trapping are both required, although
EGR may decrease the burden on the aftertreatment system. In the proposed engine
configurations, combustion temperatures will still be sufficiently high that NOx and
soot aftertreatment would be required, even with high levels of EGR. This supports
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the argument for using the proposed stoichiometric alcohol strategy. Such a configuration could satisfy the particulate emission standard without aftertreatment, and
even though it would produce NOx , CO, and UHC’s, those emissions could be treated
with an inexpensive, three-way catalyst.
Despite the advantage of using EGR or excess air to reduce peak temperature—
thereby reducing the stress on thermal coatings and minimizing NOx formation—it is
desirable to use undiluted charge to keep peak work output high. Both diluted cases
produce about one-half the work of the undiluted configuration, as expected since
each only receives half the fuel loading of the undiluted case. It seems that charge
dilution cannot do enough to lower emissions to justify the corresponding loss of
efficiency and power. Maintaining high power density provides yet more support for
the stoichiometric alcohol strategy. However, the undiluted, intercooled engine (which
could tolerate LHR, stoichiometric, alcohol operation) still has significant exhaust
exergy, almost 20% of the incoming fuel exergy. As a result, further regeneration of
the exhaust stream is necessary to obtain higher efficiency at high load.

2.6

Thermal Regeneration

After passing through the turbines there is no mechanical exergy remaining in the
exhaust stream, and while further gas expansion is impossible, heat regeneration can
still be integrated into the engine. This could be accomplished by using the postturbine exhaust to heat an incoming stream in a heat exchanger. This would reduce
wasted exhaust exergy as more exergy would be regenerated within the engine. The
question then becomes how to best utilize the additional exergy available as heat. It
is not helpful to preheat the inlet air; the decrease in manifold density (via heating)
would lead to a decrease in volumetric efficiency and an increase in compression
work.11 Both results are undesirable, so other alternatives must be considered. This
section will discuss possible ways to utilize the excess exhaust thermal energy.
11

Note that this would raise pre-ignition temperatures, and thus aid in fuel ignitability. Such a
strategy could be considered for this reason, if necessary.
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Figure 2.10: Model schematics for LHR engine configurations with steam regeneration, either with in-cylinder steam injection (left), or a steam bottoming cycle (right).

2.6.1

Steam Regeneration

While preheating the inlet air would be detrimental, it might be constructive to
preheat and inject water. Pumping liquid water to high pressures requires little work
due to its low specific volume. Once the water is pumped to the necessary injection
pressure it can be heated by the exhaust and converted to high-enthalpy steam.
Injecting this steam into the cylinder provides a means to regenerate the thermal
exergy in the exhaust. This is the piston-cylinder analog of a steam-injected gas
turbine (STIG) cycle. Using steam injection in an engine may not be impractical
since water is a natural product of combustion. As such, some of the steam in the
exhaust can be recycled, eliminating the need for water to be added separately to the
system. The steam injection would require additional hardware, including a pump, an
exhaust heat exchanger, a steam injector, and an exhaust condenser. The condenser
would remove both the water that was formed as a combustion product and the water
that was injected, but excess water could be rejected to the environment.
It is important to note that using steam injection does not displace fresh charge
during induction because the injection is made in-cylinder after the intake valve closes.
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Figure 2.11: Exergy breakdowns for LHR engines with steam regeneration—either
steam-injected or with a bottoming cycle—with the undiluted, intercooled case (#10)
for reference.
As mentioned previously, this is significant since many modern engine strategies sacrifice work to achieve their efficiency metrics. Increasing efficiency without decreasing
work will be essential if new engine architectures are going to be competitive with current designs, and if work can be increased such architectures could be at a significant
advantage, even with minimal efficiency gains.
An alternative to steam injection would be to implement a thermal bottoming
cycle (e.g. water or organic Rankine). The heat input to the Rankine cycle would
be provided by the outgoing exhaust products. This approach is common in power
plants, i.e., in combined cycle plants, where packaging of components is less of an issue,
but in transportation engines the additional hardware may be prohibitive. In addition
to the pump, heat exchanger, and condenser used in the injection configuration, a
combined cycle would also require a steam turbine. However, Teng proposed such a
concept for heavy-duty engines, and a similar idea has been considered by Cummins,
and so an analysis will be included here [40, 41].
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To explore the effects of steam regeneration two configurations were studied: one
which incorporated steam injection during combustion; and another which used a
bottoming cycle. The schematics for the two models are shown in Fig 2.10. In
both cases the liquid water was pumped to 300 bar, with the pump work subtracted
from the net work output, and heated to steam in a Heat Recovery Steam Generator (HRSG)—essentially a heat exchanger to transfer heat from the hot exhaust
to a working fluid—with a minimum pinch-point temperature difference of 10 K.
The steam heating introduces additional exergy destruction due to the temperature
difference required to drive heat transfer in the HRSG. For the steam-injection configuration, the injection began at TDC with a duration of 15 crank-angle degrees.
For the steam bottoming cycle, the steam is expanded to a condenser pressure of 6.8
kPa (corresponding to 310 K saturation temperature), with the turbine exit quality
maintained above 90%. The water mass fraction—in both cases 0.19 (mass of water
divided by total mass of working fluid)—was chosen to maximize work within the
pinch (and quality) constraints.
The results for steam regeneration are shown in Fig. 2.11, along with the overexpanded and intercooled LHR engine (#10).

Exergy efficiency has improved

significantly—reaching 60% for the bottoming cycle configuration—as a result of
decreased loss to the exhaust (due to regeneration via steam). With steam injection
there is also decreased exergy loss to the coolant jacket (due to the peak temperature
suppression from steam injection). It is important to note that these efficiency gains
have been obtained without sacrificing work—and have actually increased it—as
opposed to the cases with intake charge dilution. Also, while surface temperatures
remain high in the bottoming cycle case (over 1300 K), the steam dilution limits
surface temperatures to under 1150 K.
It is necessary to consider the comparative advantages of each steam regeneration approach. Although the bottoming cycle (#14) outperforms the steam injected
(#13) configuration, it is unclear whether the improvement is enough to justify a
more complicated steam regeneration system. Expanding the steam to a vacuum
condenser and eliminating the mixing exergy destruction due to steam injection allows for an additional efficiency improvement. Keeping the steam separated from
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the combustion gases minimizes the formation of acids in the combustion products.
Using a bottoming cycle would also reduce transient operation issues, since in the
injection configuration the steam in one cycle is heated by the steam in the previous
cycle. However, packaging a steam turbine presents a significant design challenge.
Perhaps more importantly, without steam dilution, engine surface temperatures will
be higher by approximately 150 K, increasing the challenge of ceramic survivability.

2.6.2

Steam Regeneration Alternatives

It should be noted that there are several alternatives to the high-pressure steam bottoming cycle presented here. The first would be an organic Rankine bottoming cycle
(ORC). Such cycles are often used in low-temperature applications, due to the low
boiling point of the working fluid. An ORC is also desirable at low temperatures
because the working fluid generally does not condense during turbine expansion, removing the requirement of superheating the vapor.12 However, the high-temperature
exhaust available here makes an ORC unnecessary. Modeling indicates that an ORC
(n-heptane based) would be less efficient. This is supported by research, which has
shown that steam Rankine, when feasible, is more efficient [42]. In addition, although
ORC systems can operate at lower temperatures and pressures than steam systems,
an ORC requires careful management of the working fluid; organics are more likely to
decompose than water, and leakage from the system constitutes a significant pollutant
issue.
While an ORC may be unreasonable for the current application, a low-pressure
steam bottoming cycle could reduce the barrier to implementation. Although lower
steam pressure decreases the efficiency of the Rankine cycle, it could make the system
simpler to design and implement. Modeling indicates that lowering the steam pressure
to 100 bar (from 300 bar) would decrease the total engine efficiency by only one-half
a percentage point. This could significantly reduce the challenges associated with the
bottoming cycle—and remove the need to manage supercritical steam—at little cost
in efficiency.
12

This results from the shape of the fluid’s vapor-dome in T-s space.
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While heat exchange with a secondary working fluid is promising, there are other
options for thermally regenerating the exhaust stream. One alternative would be thermoelectrics in the exhaust system. These devices convert a temperature difference,
and the corresponding heat flux, into an electric current. Even though thermoelectrics
have the same theoretical efficiency limit as a bottoming cycle (the Carnot efficiency),
they are generally not very efficient. Even with a ZT (a “figure of merit”) of 3, and
operating between a 1000 K exhaust temperature (the post-turbine temperature for
the modeled bottoming cycle configuration) and the environment, a thermoelectric
device would only be 30% efficient. This is significantly worse than the 37% efficiency
of the bottoming cycle in the same configuration. Furthermore, there are currently
no thermoelectic devices with a ZT>3, with most being significantly worse [43]. This
means that thermoelectrics are probably not a desirable choice for maximal efficiency.
That said, they can often be well-packaged in confined geometries (like an exhaust
system), so they may be a more practical option in certain smaller engines if thermoelectric device efficiencies can be improved and costs reduced.
Yet another concept is the use of thermochemical recuperation. This relies on
using exhaust energy to reform the incoming fuel stream. Heat transfer from the
exhaust can help drive endothermic reactions that convert fuel/steam mixtures into
a more energetic resource. This approach has been shown to increase the efficiency
of engines by 5-10 percentage points [44]. Additionally, it presents the opportunity
to convert a more conventional fuel (like no.2 Diesel or gasoline) into a low-sooting
fuel (like syngas). This would allow vehicles to carry a high-energy-density fuel, but
reform it (before injection) into a fuel that produces significantly fewer emissions.
Such a configuration would require fuel-catalysis beds near or in the exhaust, and
although this may be challenging, it seems within the realm of possibility. Although
this approach was not modeled here, it is perhaps the most viable strategy for thermal
exhaust regeneration, and as such could be a promising next step for this research.
Although using thermal regeneration could allow for substantial efficiency gains,
and seems essential to increasing engine efficiency significantly past 50%, it will not
be explored further in this thesis. Thermal regeneration would require significant
additional hardware, and the results of this chapter still leave a great deal to be
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explored with regards to mechanical regeneration before thermal regeneration should
be considered. That said, the potential benefits of thermal regeneration demand
that it not be ignored, and the conclusion of this thesis will discuss possible research
pathways that could help enable possible gains.

2.7

Engine Requirements and Challenges

While the approach outlined in this chapter provides a pathway to significantly improved engine efficiency, it also requires numerous changes to traditional engine architectures. First and foremost, heat transfer losses must be significantly reduced
from their current levels, with a 50% reduction in heat transfer being a good goal. To
enable this through elevated surface temperatures, new materials must be used—as
was investigated here with ceramic thermal barrier coatings. These coatings present
many engineering challenges. They would have to sustain large temperature gradients
in order to keep the underlying metal surface under its working temperature limit.
Also, the thermal expansion coefficient of the coatings must be well matched to the
metal substrate to minimize thermal stresses. Similarly, it is important that coating
decay—such as erosion by combustion products or cracking from stress—be minimized or eliminated. As a result, underlying metal surfaces may need to be modified
to aid in coating stability and survival. The practical implications of using thermal
barrier coatings are explored later in this thesis, although there are other possible
alternatives, such as the high-temperature alloys or air-gaps mentioned previously.
While coatings could prove to be problematic, there are also challenges associated
with initiating and controlling combustion that must be overcome. As stated earlier,
combustion must be well-phased and proceed to completion for the modeled efficiency
gains to be realized. SI combustion would be difficult at these high effective compression ratios, at which any conventional premixed charge will autoignite before TDC.
Although there are some strategies—such as moderator injection—that can help to
phase autoignition of a premixed charge, it seems that direct-injecting fuel may be a
better approach [45]. As such, it will be utilized in this work. CI combustion may be
easier to phase, but the high gas temperatures damp in-cylinder fluid motion, making
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it difficult to quickly and completely mix direct-injected fuel into the compressed air.
This is especially true at stoichiometric air-fuel ratios, as will be considered here, since
all of the air must be utilized to enable nearly-complete combustion. In addition to
complete combustion, low levels of particulates are required to enable stoichiometric
combustion and meet emissions requirements. As stated in the introduction, using
oxygenated fuels holds promise for meeting the soot emissions standard, and once
again, although such fuels are traditionally incompatible with compression-ignition,
the high gas temperatures of the LHR approach should facilitate combustion. In this
thesis, ethanol will be used as a direct-injected fuel that will enable stoichiometric
operation with low particulate emissions, and in the following chapters some of the
associated implementation challenges will be explored and addressed.
While insulation and combustion are perhaps the two largest challenges in this
approach, there are numerous other areas where design requires careful consideration. Current turbocharger configurations may be inadequate to survive the high
exhaust temperatures seen in this study. As such, new blade materials may be required, or perhaps a thermal regeneration stage should be included upstream of the
turbomachinery to help lower exhaust temperatures before the turbine inlet.
The use of alcohol fuels like ethanol will require design changes to injectors and
pumps. Alcohols can be corrosive, and have low viscosity and surface tension. The
stark contrast between alcohols and Diesel fuel, especially in terms of viscosity, will
require specific choices to be made in component design—although alcohols should
be somewhat easier to atomize and vaporize. Additionally, the low stoichiometric
air-fuel ratio for alcohols will necessitate significantly higher fuel flow rates.
For thermal regeneration, any attempt to use supercritical steam must also accommodate its corrosive nature in injector and turbine design. For steam injection,
it is important to ensure that steam does not condense and accumulate in the system
during the expansion and exhaust strokes. This would require careful insulation of
the exhaust port to maintain high gas temperatures through the turbine, although
this insulation was already required to reduce heat transfer losses.
It should be noted that although this pathway to high efficiency presents difficult
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engineering barriers that must be overcome, there does not seem to be any fundamental barrier to the success of any of these concepts. Injector design has been consistently improving to account for higher pressures, different fuels, and more demanding
spray requirements. There is every reason to believe that if motivated—such as by
the promise of enabling high-efficiency, high-power, low-emission engines via stoichiometric ethanol direct injection—an injection system that is tolerant of alcohol fuels
could be developed. Similarly, the widespread use of thermal insulation in stationary
power and gas-turbine engines seems to indicate that the same technology could be
adapted for transportation engines. Once again, none of these concerns, nor any of
the others that have been raised, poses a fundamental barrier. The laws of thermodynamics have been properly applied, and careful consideration has been made for fuel
properties (like autoignition characteristics) and architecture (like device efficiencies
and material properties). Thus it seems that this concept has realistic promise if it
is aggressively pursued.

2.8

Further Steps

The pathway proposed in this chapter could enable the efficiency of internalcombustion, piston-cylinder engines to exceed 50% through reduced heat transfer
and mechanical regeneration. Meanwhile, effective power transmission and engine
load control would be necessary to enable reasonable dynamic range while remaining
at or near peak efficiency. These potential gains will be investigated experimentally
in the remainder of this thesis. Thermal regeneration—which will not be explored,
but is nonetheless promising—could improve efficiency to 60%. Despite the fact that
many of the challenges associated with the LHR configurations proposed here have
yet to be solved, and even though 60% exergy efficiency is a significant improvement
over current designs, it is important to note that there are still more opportunities
for efficiency gains. Improvements in ceramic coatings could allow for additional
insulation, potentially reducing heat transfer losses substantially below 10% of the
fuel exergy. Finally, note that for the highest efficiency cases, roughly 20% of the
incoming exergy is still destroyed in the combustion process, making that the largest
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destruction of exergy by nearly a factor of two and the best remaining opportunity
for efficiency gains. As such, the entropy generation from the combustion reaction
must be reduced to increase efficiency significantly past 60%. This could possibly
be achieved by performing combustion at even higher energy states, or implementing electro-chemical coupling to provide restraint on the fuel-conversion reaction.
Tackling the design challenges associated with the LHR configurations modeled here,
along with reducing fuel-conversion irreversibility, could provide a pathway to engine
efficiency approaching, and perhaps exceeding, 70%. While that is a promising goal
for the future, the remainder of this thesis will focus on exploring the first steps
on the pathway outlined in this chapter—particularly the design and analysis of a
mechanically-regenerated, stoichiometric, LHR engine.

Chapter 3
Experimental Setup
3.1

Introduction

The goal of the remainder of this thesis is to experimentally validate many of the
results from the previous chapter. This not only includes measuring the power and
efficiency gains of a stoichiometric, LHR engine, but also confirming that engine
emissions remain acceptable. The goals of these experiments are ambitious, and
require both durable hardware and a modular architecture. While it is possible
to build a new, highly-refined, production-level engine to test each of the various
operating conditions proposed in this thesis, it is not practical. Engine hardware is too
expensive, and operating conditions too variable, to make that a realistic goal. Still,
leaving the results of the previous chapter without experimental support is insufficient
to assess the proposed architectures. Complicated, highly-nonlinear processes like
combustion, engine emissions, and heat transfer can barely be appropriately modeled
by state-of-the-art methods applied to highly-simplified cases—applying these models
to a much more complex engine system would cast doubt on the veracity of the results.
Instead, a mixture of modeling and experimentation—in complementary roles—is
needed to evaluate proposed engine architectures.
A method has been developed to utilize the strengths of both modeling and experimentation. A research engine must be able to tolerate a wide range of hostile
operating conditions, including high temperatures, high pressures, and unusual fuels.
47
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This would enable it to experimentally measure the combustion and heat transfer
processes, regardless of their extreme nature. Other processes, like engine breathing
and turbocharging, can be interpreted with modeling, using well-accepted methods,
to compensate for the differences between research and production engines. By relying on modeling to understand and estimate these processes, the research engine can
be designed to tolerate extreme conditions—without concern for the effect the design
choices might have on the efficacy of engine breathing, feasibility of turbocharging,
and the losses from friction.
One objective of this thesis is to propose a new methodology for exploring potential engine concepts. The ultimate goal of any concept—if shown by research to
be viable—is implementation in a production engine. Once research determines the
actual operating conditions present in a strategy, a new engine can be designed with
these results in mind. Geometries, materials, turbomachinery, and other hardware
choices can be made based on the temperatures, pressures, and flow rates observed
in research. However, until the design requirements for a new engine are determined
by research, a more suitable means of exploration is required. This chapter will focus
on describing this methodology—i.e., the careful interaction between modeling and
experimentation to evaluate engine architectures—after a description of the research
engine, its peripherals, and some of the quantities to be measured.

3.2

Proteus and its Peripherals

The single-cylinder engine used for these experiments, named Proteus, is a Waukesha CFR engine crankcase with a custom piston, cylinder, and head. An internal
schematic of the head is given in Figure 3.1, while a surface schematic of the head
is given in Figure 3.2. The head had to tolerate both a high temperature and high
pressure in the combustion chamber. Extra solid material was included on the combustion chamber face to provide structural support and survive high pressure. The
face had two spark plug ports to allow for multiple sparks or pressure readings, and
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Figure 3.1: An internal engine drawing for the Proteus head.
three injector ports to allow for different injection strategies.1 In order to maximize
head material for structural support, and because engine breathing can be modeled
accurately, a single intake and exhaust valve were used. A large portion of the internal
geometry comprised of cooling passages, to provide high levels of cooling—even with
air as the coolant—to compensate for high combustion temperatures.2 Some engine
specifications are given in Table 3.1.
1

Note that the engine was designed to allow for testing of many different architectures, as described here, although in this work no spark plug was used, and all injection was accomplished
through the central injector port.
2
Note that in this thesis the head surface was well insulated, obviating the need for large cooling
rates, although once again the engine was not designed with this single architecture in mind.
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Figure 3.2: A surface engine drawing for the Proteus head.
The compression ratio is continuously variable from 5:1 to 20:1, but a fixed compression ratio of 17:1 was chosen for the experiments. This compression ratio is
common in heavy-duty Diesel engines because it allows for high efficiency via gas
expansion, but does not incur the prohibitively-high heat transfer losses associated
with the large surface-to-volume ratios at very high compression ratios.
There are currently no commercial injectors available for high-pressure, alcohol
direct injection, so tests were conducted to find a Diesel injector that would be tolerant
of alcohol fuels. Originally a Bosch CRIP 2 injector was used for Diesel testing,
although Bosch CRI3 piezo-injectors ultimately proved to be more consistent and
reliable for alcohol operation [46, 47]. The piston bowl was designed to match a
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Figure 3.3: A side drawing of the injector spray geometry. There are eight equallyspaced sprays around the piston bowl.
Volvo D5 engine, which had been manufactured to fit the spray pattern from the
CRIP 2 injector.3 The injector spray geometry is shown in Figure. 3.3. Although the
piezo-injector had a different spray angle—a 10◦ angle from horizontal, as opposed to
the 20◦ angle on the CRIP 2—switching injectors had minimal effect on performance.
The efficiency and power of the engine remained consistent between the injectors,
while soot emissions actually decreased for the piezo-injector in preliminary testing.4
The injections were repeatable on the time scale of the engine tests, so the injectors
were sufficient to provide consistent and reliable combustion data. MBT (minimum
advance for best torque) was used for the start-of-injection timing. The details of the
injection system are given in a later section. In order to improve cylinder sealing,
two top rings—with opposed ring gaps—were used on the piston, along with a single
second ring and an oil control ring. During operation, the piston gaps would often
align—increasing blowby—but the pressure drop from blowby could also be accounted
for by modeling.
The engine schematic (for the entire system) is shown in Figure 3.4. This research
3

This design choice was made before it was realized that the CRIP 2 injectors could not be made
compatible with alcohol fuels.
4
The preliminary soot emissions data will be given in Ch. 4.
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Compression Ratio
Bore
Stroke
Speed

17:1
97 mm
92 mm
1800 RPM

Table 3.1: Proteus Hardware Specifications
requires that turbocharging and turbo-compounding be studied for a LHR configuration, although using actual turbomachinery is not feasible for a single-cylinder engine
(due to the low flow rate and high exhaust pressure pulsations). However, using actual turbomachinery is not critical—the same effect can be studied by creating the
appropriate mass flow rate and residual conditions in the engine, as will be described
later. To control the mass flow rate, dry air was supplied to the intake port from a
250 psi line. The flow rate was measured through a choked-flow orifice plate, with the
discharge coefficient determined experimentally. The port pressure was not directly
controlled, but would assume whatever value was necessary to maintain the forced
flow rate. There was an intake heater downstream of the flow orifice to simulate
intake charge heating from turbomachinery. The temperature was controlled via a
feedback loop, and measured as close to the intake port as possible. The exhaust
system required an accumulator with sufficient length and volume to dampen out
pressure pulsations. This, along with a needle valve to control backpressure, was
used to simulate constant-pressure turbocharging, as will be described later. There
were static pressure transducers in the intake and exhaust manifolds, along with
K-type thermocouples in the intake and exhaust ports, exhaust accumulator, and
cooling passages.
Engine speed was controlled by a dynamometer and was fully variable up to 3600
RPM, but for uniformity, all testing was performed at 1800 RPM—chosen as a median
cruise speed for Diesel engines.5 The cylinder liner was cooled by a water and waterwetter (an alcohol-ether blend) mixture, and the coolant flow rate regulated to keep
the coolant temperature below 50◦ C. Significantly, cooling the cylinder liner allowed
5

The larger, heavy-duty Cummins ISX12 Diesel engine is designed to cruise at approximately
1450 RPM, while the smaller, passenger D5 engine is designed to cruise at around 2400 RPM.
[48, 49]
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Figure 3.4: An engine schematic for Proteus and its peripherals.
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for the use of conventional 15W-40 Diesel-engine lubricating oil. In contrast, the
head was air-cooled—to allow for the elevated temperatures needed to reduce heat
transfer—with the air-cooling rate (measured with a laminar flow element) maintained
at 18 SCFM.6 The engine timings were controlled by two dedicated CPU’s serving as
targets for a Visual C Simulink model compiled from a host computer. Simulink was
used to control the choked-flow supply pressure, valve timings, and injection timings,
and also to collect engine temperature and port pressure data. The model could
only update its values (e.g. whether or not the injector driver was being sent a “fire”
signal) after complete execution of its full control loop, which resulted in restricting
timings to only be varied in increments of 100 µs (approximately 1 crank-angle-degree
at 1800 RPM). In-cylinder pressure was measured by a dynamic, spark-mounted,
piezotransducer, and was processed through an AVL charge amplifier and collected
on a Gagescope card on a dedicated computer. In order to set a reference pressure
for the dynamic transducer, the BDC pressure after induction was specified based on
the results of previous breathing experiments conducted on the engine with a static
piezotransducer.7
Experiments were performed with the engine in a stationary state (i.e. with no
temporal variation in cycle-averaged values). Pressure data were collected for 128
engine cycles, with pressure traces being recorded for each cycle, so that both the
cycle-averaged values and the coefficients of variation (COV’s) could be computed.
The air-fuel ratio was measured with a broad-band lambda sensor. The fuel flow
rate was calculated from the known air mass flow rate and the equivalence ratio
measurement. Conformity with expected emissions and load trends as a function of
equivalence ratio was used to validate the calculation.8
6

Standard Cubic Feet per Minute, defined here at 1 atm and 70◦ F.
The BDC pressure could not be assumed to match the intake port pressure at any point during
induction (as is commonly done). The reason, and method of handling this issue, will be described
later.
8
For example, reaching a minimum for the combined CO and O2 exhaust concentrations helped
confirm the fuel loading was very near stoichiometric.
7
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3.3

Variable Valve System

The single intake and exhaust valves were controlled by an electro-hydraulic, fullyvariable, valve-actuation system (VVA). The valve lift, timing, and profile were set
and controlled by Simulink, and driven by a 2000 psi hydraulic system. The opening
and closing profiles were both half-sinusoidal, with opening and closing durations of
70 crank-angle-degrees (CAD). It was critical to have full control over valve timings.
Trying to build a new camshaft for every unique valving strategy would be both
cost- and time-prohibitive. Having fully-variable VVA allowed for experiments to be
performed as if there was a specially-designed camshaft, without requiring the same
hardware commitment. The valve profiles were repeatable across cycles, which meant
that the engine breathing could be well-modeled with constant valve timings.
Hydraulic Pressure
Opening Duration
Valve Lift
Valve Profile
Valve Timing
Intake Valve Diameter
Exhaust Valve Diameter

2000 psi
70 CAD
7.5 mm
Variable
Variable
28 mm
23 mm

Table 3.2: Variable Valve Actuation System Specifications
The VVA system was similar to that pioneered by Richmond and Reynolds in the
1980’s [50]. An actuator piston was used to contact and lift the valves. The actuator
was not attached to the valve, so the valve spring was used to close the valve. When
retracted there was approximately 1 mm of clearance between the piston and the
cold valves to account for thermal expansion. The actuator piston was directed with
hydraulic fluid flow controlled by a voice-coil-driven spool valve—which diverted the
high-pressure hydraulic fluid to move the piston in either direction. The valve position
was measured with a linear variable differential transformer (LVDT), and the signal
was given to the valve controller in Simulink—which also generated the desired valve
profile based on user inputs. The computer used a pulse-width-modulated signal,
with a separate signal to control direction, to drive the voice coil. The specifications
for the VVA system are given in Table 3.2.
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3.4

Engine Emissions and Combustion Efficiency
CO & CO2
NOx
O2
H2

Non-Dispersive Infrared
Chemiluminescence
Magnetopneumatic
Thermal Conductivity

Table 3.3: Gas Analyzer Operating Principles
Three exhaust sample lines were connected to the engine: a heated line for hydrocarbons; a second heated line for particulates; and a cold line for volatile, gas-phase
products. A heated flame ionization detector made by California Analytical Instruments was used to measure hydrocarbons—specifically the number of carbon atoms
still present as unburnt fuel and fuel fragments. The response factor of Diesel fuel was
assumed to be unity, while the response factors for ethanol and methanol were measured to be approximately 0.6 and 0.5 respectively. The particulates were measured
with an AVL smoke meter. A smoke number was measured internally based on filter
blackening, and was then converted to a concentration by using the meter’s built-in
correlation. It was assumed that particulates formed from alcohols had a similar size
distribution to particulates formed from Diesel fuel (for which the correlation was designed). Note that due to the nature of the smoke measurement, only average values
for smoke emissions could be calculated for the sample period—statistical analysis
was not available. The cold exhaust line passed through a chilled water bath before
entering the Horiba gas analyzer unit. This line was used to condense out the water
for the dry analyzers.9 The operating principles for all of the dry-gas analyzers, and
the species they measure, are given in Table 3.3. Once all of these species had been
measured, the engine-out water concentration could be found via an atom balance.
Since the gaseous emissions—including hydrocarbons—from multiple cycles mixed in
the sample lines, emissions for individual cycles could not be determined. However,
the range of analyzer outputs during the sample period were recorded to provide
uncertainty bounds on the data.
9

Technically, these analyzers were not completely dry. Instead, the water concentration was the
saturated concentration for the cooling water bath temperature.
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Given the exhaust emissions, it is possible to calculate combustion efficiency. Combustion efficiency is a measure of how far the combustion reaction proceeds towards
completion (i.e. all carbon atoms converted to CO2 and all hydrogen atoms converted
to H2 O). In this thesis it will be defined as
ηcombustion = 1 −

LHVproducts
LHVreactants

(3.1)

Note that even fully-equilibrated combustion would not have 100% combustion
efficiency, since no combustion reaction reaches complete combustion products as
assumed in the LHV calculation. To calculate combustion efficiency, an assumption
has to be made about the composition of the unburned hydrocarbons, since only
the number of carbon atoms was measured. In this thesis, it was assumed that
all measured unburned hydrocarbons were whole, unreacted fuel molecules. This
introduced some uncertainty into the combustion efficiency calculation, but since the
measured levels of hydrocarbons were low relative to the other products, the error is
negligible. As an example, for a 1000◦ C exhaust temperature and a typical exhaust
composition for stoichiometric ethanol combustion (as seen in the experiments), the
measured hydrocarbon concentration is under 1000 ppm. At that concentration,
even the difference in combustion efficiency between assuming a composition of pure
ethanol vs. pure methane—the latter having almost double the heating value—is
under 0.1%. Additionally, all particulates were assumed to be solid carbon. This
also introduced some uncertainty, but it is also negligible. The soot concentration
is an even smaller fraction of the products, at approximately 0.001% for the given
conditions.

3.5

Thermal Barrier Coatings

For the results of the previous chapter to hold, any insulation strategy that reduces
the heat transfer losses by approximately a factor of two would be sufficient.10 In
10
Stated another way, the pathway to high efficiency via reduced heat transfer is insensitive to
insulation strategy.
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Proteus, heat transfer reduction was achieved using a combination of 8% YttriaStabilized Zirconia (8YSZ) applied via plasma spray and a ceramic slurry coating.
The coatings were supplied by Adiabatics Inc.
Material
8YSZ
Slurry

ρ (g/cc)
4.590
7.424

k (W/m/K)
0.95
0.3

Cp (J/kg/K)
613
450

Table 3.4: Thermal Barrier Coating Properties
Spray coatings were applied to the piston, head, and valves, while the slurry
was used on the ports and exhaust accumulator. The piston bowl dimensions were
increased by 0.060” to accommodate the coating. Additionally, 0.060” was recessed
from the piston face with the exception of a 45◦ chamfer around the outer edge that
was used to keep the coating in compression, as shown in Figure 3.5. The spray
coating on the piston was approximately 0.060” thick, and essentially returned the
piston to its original geometry. The spray coating on the head was applied directly
to the unaltered head deck, creating a raised region approximately 0.040” thick. As
a result, the head deck was moved an extra 0.040” away from the piston to maintain
the same compression ratio. A similar 0.040” spray coating was placed on the valves,
including the face, backside radius, and stem (up to the valve guide). The valve seat
was left uncoated, to allow for valve cooling when closed. Note that this coating
geometry has a significant effect on engine breathing, as the valve has to lift 0.040”
before it clears the head coating and normal breathing can begin.11 The slurry coating
was applied to the ports and exhaust system, since internal geometries could not
be sprayed. A more detailed discussion of the coatings, including their reliability,
is given in Appendix A. The coating properties are given in Table 3.4. To aid in
thermal insulation, recall that although the cylinder liner was liquid-cooled to permit
the use of conventional oils, the head was air-cooled to allow for elevated surface
temperatures.

11

A combination of experiments and modeling was used to account for this.
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°
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Piston Bowl

Figure 3.5: A schematic for the piston crown, showing the bowl and the edge chamfer
for the coating.

3.6

Fuel Injection System

At this time, nearly all high-pressure, direct-injection fuel systems are designed for
Diesel fuel. Operation on other fuels, especially fuels with very different physical
properties like ethanol, can lead to failure of system components. This does not
mean that alcohol direct-injection is infeasible—simply that components have yet to
be designed with those fuels in mind. This engineering challenge will have to be
overcome before an alcohol-fueled, direct-injected production engine can be realized,
but it does not preclude the use of alcohol fuels in research engines. As long as fuel
injections remain repeatable over the course of an experiment at stationary-state, the
results are useful for understanding alcohol combustion at those operating points. As
such, components were chosen based on short-term reliability and repeatability. The
fuel was pressurized by a Bosch D5 Diesel pump, which seemed to accept the use
of alcohol fuels, albeit at slightly lower peak deliverable pressures. The rail pressure
on the pump apparatus was set by an externally-controlled, electromagnetic-spring
bypass. A second rail was placed as close to the injector as possible to help reduce
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transient pressure drops in the fuel line due to injection. As mentioned earlier, a Bosch
piezo-injector was used for the direct injection because the Bosch CRIP 2 injectors
proved unreliable in alcohol operation. It was unclear what caused the failure of the
CRIP 2 injectors, but their lifetime was too short to be useful. In contrast, the piezoinjector performance showed no degradation over time, and injections were repeatable
throughout the experiments. Using the piezo-injector had the additional benefit of
allowing for multiple injections per engine cycle. A custom injector driver and power
supply were built to provide the 150 V potential used to actuate the injector, based
on the command from the control CPU’s.
Rail Pressure
12000 psi
Hole Diameter
140 µm
Number of Holes
8
Spray Angle
10◦
Start of Injection
MBT
Injector Open/Close Time
100 µs
Table 3.5: Injection System Specifications
Due to the low stoichiometric air-fuel ratio for alcohols, significantly more fuel
had to be injected per cycle than the injectors were designed to deliver (in Diesel
operation). Furthermore, although the injectors were designed for a 30,000 psi rail
pressure for Diesel injections, when operating on ethanol the rail pressure had to
be limited to 15,000 psi to help ensure injector survivability. To account for the
higher required fuel flow rate while being limited to lower injection pressures—and
to avoid exceedingly long injection times—the diameter of the injector holes was
doubled. Although this would adversely affect the atomization of the fuel, it was
hoped that the high volatility and low surface tension of ethanol relative to Diesel
would allow the injection quality to remain acceptable. This change had no noticeable
effect on engine performance, besides what was attributed to the shorter combustion
duration resulting from the reduced injection time, although there was an effect on
soot emissions, which will be described in Chs. 5 and 6. Injection timings could
only be adjusted in approximately 1 CAD increments, as described previously, which
was insufficient to provide fine control of equivalence ratio. To compensate, small
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adjustments were made to the rail pressure from its nominal 12,000 psi value to make
precise adjustments to fuel loading at some injection durations.

3.7

Exhaust Enthalpy and the Energy Balance

In order to analyze the energy flows of an engine, an accurate measurement of exhaust
enthalpy is required. The enthalpy of the exhaust gas changes throughout the exhaust process, especially during the blowdown event.12 In multi-cylinder engines, the
exhaust gases from different cylinders interact and mix in the manifold—and arrive
at different times—so the manifold conditions remain relatively constant. However,
in Proteus the exhaust experiences large temperature and pressure fluctuations due
to the highly-cyclical nature of a single-cylinder engine, and thus a strategy must
be developed for measuring time-averaged exhaust conditions. To accomplish this,
an exhaust accumulator was designed with a discontinuous exhaust flow path, and a
volume significantly larger than (approximately six times) the swept volume of the engine.13 The accumulator served to dampen pulsations and create a relatively constant
backpressure on the engine—similar to what would result from a constant-pressure
turbocharger manifold—that can be easily measured. A drawing of the accumulator
is given in Figure 3.6. The backpressure was set by restricting the flow through a
large needle valve downstream of the accumulator.
The accumulator also dampened temporal temperature fluctuations in the exhaust
as the gas from multiple cycles mixed, and so the time-averaged exhaust temperature
could be measured with thermocouples that would have otherwise had too large of
a thermal time constant to resolve temperature transients (and would inaccurately
measure temperature due to changes in exhaust velocity). The accumulator was heavily insulated to minimize heat transfer losses and help reduce the spacial variations
across the multiple thermocouple readings.
12
The unrestrained expansion during blowdown greatly reduces the in-cylinder energy. During
the exhaust stroke, energy only changes due to heat transfer—along with a minor contribution from
pumping work—so conditions are more constant.
13
This volume was chosen based on recommendations for manifold volumes from Heywood [51].
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Figure 3.6: A drawing of the accumulator used to dampen pressure and temperature
fluctuations in the exhaust.
It is important to consider the effect that the exhaust accumulator has on the exhaust composition measurement. This is discussed in detail in Appendix C. In short,
the accumulator provided the time and high-temperature environment needed for additional combustion reactions to occur before measurement. This effect decreased
measured NOx , CO, and soot levels by up to a factor of two, and increased measured
combustion efficiency by approximately 0.5%. Stated another way, the engine-out
NOx , CO, and soot levels should be somewhat higher, and the combustion efficiency
somewhat lower, than the values measured via the exhaust accumulator. This must
be considered during the emissions discussions in Chs. 5 and 6.
The engine work output was calculated from the in-cylinder pressure transducer
(yielding the indicated work). Although brake work is ultimately what is required
from an engine, indicated work is useful as a measurement of the maximum possible
brake work. The process of converting indicated work to brake work is best left
for optimization in production engines, while research engines continue to focus on
strategies for improving indicated work. The exhaust temperature, along with the
mole fractions given by the emissions system, allows exhaust enthalpy to be calculated.
The fuel flow rate—which, as mentioned, was calculated and not measured—along
with the known LHV of the fuel, gives the rate of enthalpy inflow. Because the rates
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of enthalpy inflow, work outflow, and exhaust enthalpy outflow are measured, the
rate of heat outflow can be calculated from an energy balance as shown.14
ṁf uel ∗ LHVf uel = ṁexhaust ∗ hexhaust + Q̇out + Ẇout

(3.2)

Note that this heat transfer calculation includes not only in-cylinder heat transfer
losses, but also any heat transfer losses in the system before the temperature measurement point. This includes the port and valve losses, along with the extra accumulator
losses. This necessitates the aforementioned exhaust accumulator insulation to help
ensure that the calculated heat transfer is an accurate value for the heat transfer loss
from the valves, ports, and combustion chamber—and not artificially high due to the
excess heat transfer from the large surface area of the accumulator. This means there
were two separate functions of the exhaust insulation: first to reduce heat transfer
losses from the exhaust in order to preserve exergy for (simulated) turbine stages;
and second to ensure that the exhaust temperature can be measured in a way that
gives an accurate value for exhaust enthalpy, and by extension, for heat transfer.

3.8

Using Modeling to Plan and Interpret Experiments

As mentioned previously, the design choices differ greatly between production and research engines. A research engine must be robust and adaptable across a wide range
of conditions, but it should not be expected to be as efficient as a production engine
designed for a particular subset of operating points. In contrast, a production engine
is carefully designed with manifold-tuning, geometry-specific pistons, and many other
refinements, but it would not be able to tolerate new operating regimes as well as
a research engine. While these engine designs may be different, modeling creates a
bridge between the two. In this way, the work in this thesis requires significant interaction between engine modeling and experimentation. Research engines like Proteus
14

The hexhaust term here is actually the enthalpy difference between the exhaust (at the exhaust
temperature) and the complete combustion products (at ambient temperature).
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are durable and well-instrumented, allowing for measurement of extreme in-cylinder
conditions not possible in production engines. They are designed for versatility, while
any inefficiency in breathing can be compensated for with modest analytical effort.
Although non-optimized breathing obscures measurements of engine efficiency and
power, as work is lost to pumping and friction, modeling can be used to account for
these losses. In order to estimate the performance of a production engine that could
be designed with the chosen operating points in mind, modeling must be used to make
predictions for breathing in a production engine geometry with similar combustion
conditions as the research engine. This way, the relative strengths of both modeling
and experimentation complement each other, and can be used to propose new strategies for engine technologies. This approach is essential: without adaptable research
engines—and the modeling needed to account for their relative shortcomings—truly
transformative engine technologies could not be researched at reasonable cost and
in reasonable time. This section will describe this essential interaction, and how it
applies to the work in this thesis.

3.8.1

Determining Engine Coefficients

To allow for the interaction between modeling and experiment, the breathing in a
research engine must be well understood so modeling can account for its effect. As
such, before the model can be used to configure and analyze experiments, engine
breathing coefficients have to be determined empirically so they can be used as inputs
to the model for future experiments. Similarly, in order to set a reference pressure
for the dynamic in-cylinder pressure transducer, an absolute pressure value must be
specified once per cycle. In production engines, it is often acceptable to assume that
the BDC pressure after intake will be equal to the intake port pressure, since the
intake valve is fully open and the piston is stopped. However, extra surface area
in Proteus was devoted to structural stability, and thus valve area is limited. As
a result, the intake flow is restricted and the cylinder pressure is lower than the
port pressure, even at BDC. To account for this, the pressure drop across the valve
must be measured from breathing experiments and used to estimate the cylinder
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pressure relative to the port pressure in fired tests.15 Note that this pressure drop
does not hinder experiments—modeling can be used to ensure that the BDC pressure
corresponds to that of a production engine at a specified port pressure, as will be
described later.
To measure the valve pressure drop, a static exhaust pressure transducer was installed in the head to measure motored pressures. The frequency response of the
transducer was adequate (above 60 kHz), although it was limited in peak pressure to
20 bar. In order to remain under its pressure limit, and because only the breathing
loop was being studied, the compression ratio of the engine was lowered to 6:1 for
these tests. P-V loop data were taken for a variety of mass flow rates and valve
timings (including those with high exhaust retention). Next, the engine model was
configured with the Proteus geometry, including valve/port size, coating thickness,
and valve profiles. Then, the valve discharge coefficients, for both forward and reverse flow, were adjusted until the model-predicted P-V breathing loop matched the
experimental results.16 Having the discharge coefficients yielded two key benefits.
First, they allowed for modeling to give a reasonable estimate of BDC pressure to the
dynamic transducer as its reference value. Given the valve timings and mass flow rate
to be used in the experiment, the BDC pressure observed in the model of Proteus
can be used as the experimental BDC set point for the transducer. Second, having
the discharge coefficients for Proteus allowed for the extension of Proteus results to
production engines that are designed to have efficient breathing. In Proteus, the
discharge coefficients range between 0.2 and 0.3, while for a production engine they
are commonly between 0.5 and 0.6. Due to this, and since Proteus has small valves,
the pumping work is significantly higher than it would be for a production engine.
However, once again this does not obfuscate the results, as modeling can be used to
interpret the data collected from Proteus in the context of a production engine, as
will be described in the following sections.
15

The valve pressure drop also depends on temperature, which will vary between motored and
fired tests, although modeling can account for this effect as well.
16
The discharge coefficient is the ratio between the actual flow rate and the theoretical flow rate
[52].
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3.8.2

Configuring Experiments

Before data can be collected, the model must be used to configure Proteus for the experiments. Only certain parameters can be set in a single-cylinder engine experiment.
It is often necessary to translate more conventional operating conditions into parameters that are under experimental control. This process is accomplished through the
engine model, and turbocharging provides a good example.
Ideally, a turbocharger would be used to supply boost to Proteus. However, the
high pressure fluctuations in the exhaust of a single-cylinder engine make using a
traditional turbocharger impossible. Instead, “synthetic” turbocharging can be used
to create the same intake and exhaust conditions. This usually involves controlling
the research engine manifold pressures to match turbocharger manifold pressures,
but in Proteus synthetic turbocharging must also account for the pressure drop that
occurs across the valves. So in this case, control of the mass flow rate and temperature
of the incoming air must be used to model boosting. The model can calculate these
values, for a given turbocharger boost and efficiency, for a production head geometry.
By setting these values in Proteus, the post-induction conditions would be the same
for the research engine as they would for a turbocharged production engine, thus
allowing the former to be analyzed as if it had the breathing of the latter.
The model can also calculate the amount of work required to turbocharge to
this particular boost level. During the experiment, the exhaust enthalpy can be
measured, and the model can be used to estimate the production engine residual
pressure resulting from the backpressure needed to extract enough enthalpy from the
exhaust to meet the boost-work requirement (as a function of exhaust enthalpy).17
Then, the backpressure can be adjusted so that the required in-cylinder residual state
is achieved in the experiment. Adjusting the residual pressure will alter the exhaust
state, so iteration is necessary until the exhaust enthalpy converges. This approach
ensures that the experimental residual state is the same as that of a turbocharged
17

Note that although the required backpressure is calculated using the measured exhaust temperature, while the resulting residual pressure is calculated using the modeled exhaust temperature
(because modeled heat transfer losses during the exhaust process must be included in the calculation), the heat transfer in the model will be adjusted to match those two temperatures—so the error
is negligible.
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production engine, and because the post-induction state is also matched, it follows
that the compression, combustion, and expansion behavior of both engines should be
similar, given that the cylinder geometries are similar. This allows the combustion and
heat transfer processes—as they would occur in a production engine—to be measured
experimentally in a research setting.
To study turbo-compounding, the approach is the same, except that the backpressure is a free variable. For a particular experimental backpressure, the residual
pressure and exhaust enthalpy can be measured. The model can use this information
to estimate the backpressure associated with the measured residual pressure (for a
production engine), and to analyze how much work could be extracted from turbine
stages (as a function of the estimated backpressure, measured exhaust enthalpy, and
specified turbine efficiency).
While the previous approach can be used to prepare for a turbocharging or turbocompounding experiment, different parameters must be set when simulating partload, naturally-aspirated operation. In this thesis, load variation will be achieved by
adjusting valve timings to trap different masses of residual exhaust gas. Ideally, the
amount of trapped residual would not change the in-cylinder pressure at BDC after
intake, as this pressure would always match the intake port pressure. However, as
before, in Proteus the BDC intake pressure cannot be assumed to match the intake
port pressure, so maintaining a constant port pressure will not ensure a constant BDC
intake pressure. Instead, the engine model must be used to analyze the valve flows
in Proteus, and to find the relationship between mass flow rate and BDC pressure as
a function of residual mass.
To do this, Proteus is first modeled with full-load valve timings and 100% volumetric efficiency, and the BDC pressure is recorded as an output of the model.18 Note
that this predicted pressure has already been validated by the experiments to determine valve coefficients. Next, the valve timings are altered to give increasing amounts
of negative valve overlap (NVO), which in turn increases residual mass and lowers
load, and modeled BDC pressure is once again recorded. This pressure has also been
18

100% volumetric efficiency does not necessarily correspond to naturally-aspirated conditions,
because manifold tuning and charge heating affects the mass flow rate, but it was chosen as the
mass flow metric here.
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validated by the flow coefficient experiments, albeit without the high residual gas
temperatures resulting from fired—as opposed to motored—operation.19 For each of
these valve timings, the mass flow rate is adjusted until the predicted BDC pressure
matches that from the full-load case, which is what would occur if the BDC pressure
was matching a constant intake port pressure, as is expected in production engines.
Once these flow rates are obtained, the experiment can be performed. For each valve
timing used in the experiment, the mass flow rate is set to what the model required
to maintain a constant BDC pressure. This ensures that the experiment is closely
approximating load variation via exhaust retention in a well-breathing, production
engine with a fixed port pressure, i.e., where the breathing is sufficient to equilibrate
pressures between the intake port and cylinder at BDC.

3.8.3

Analyzing Engine Data

The previous sections described how the engine experiments were configured, and
how the experiments provided the energy flows and pressure-volume (P-V) traces for
those configurations, which allowed for determining the combustion and heat transfer.
Combustion and heat transfer in Proteus should be similar to that of a production
engine since the in-cylinder environments have been matched by ensuring that the
intake and residual states are matched. Measuring combustion and heat transfer
obviates the need to tackle the challenge of modeling these highly-complex processes.
However, the measured power and efficiency is penalized by the high (relative to a
production engine) pumping work. Once again, analysis can compensate for this
effect, as the model can be used to estimate what the pumping work would be in
a production engine with the same combustion and heat transfer as observed in the
experiment, and can thus extend the results to be a better representation of the
configuration as if implemented in a production engine.
In order to extend the results, the measured P-V loop and exhaust enthalpy must
be utilized. These values can be compared to the estimates provided by the engine
model for the current Proteus configuration. Given the valve timings and mass flow
19

Once again, the model is used to account for these temperature effects.
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Figure 3.7: The measured and modeled P-V loops for a typical engine test, after
the combustion and heat transfer have been adjusted in the model to match the
experiment.
rates from the experiment, the combustion (i.e. mass-fraction-burned) profile and
heat transfer coefficient in the model can be adjusted so that the predicted P-V loop
and exhaust temperature match what was measured. Note that the pumping loops
should nearly match without adjustment, since the model breathing parameters were
already set to accurately portray the motored gas exchange processes.20 The P-V
loops resulting from one such matching are shown in Figure 3.7.
At this point, the model can be altered to extend the results by including geometries and parameters more consistent with a heavy-duty production engine. The bore
and valve size can be increased, the blowby can be somewhat reduced, and the valve
discharge coefficients can be significantly improved. The parameters for the modeled
production engine are given in Table 3.6.21 Despite these changes, recall that if the
in-cylinder state after intake is identical between the modeled production engine and
the Proteus experiments—as was ensured by using the model to match induction
20

There will be a difference in heat transfer between the motored pumping loop and fired pumping
loop, which will cause a difference in temperature, but pressures should remain nearly the same.
21
Note that the bore, stroke, and valve sizes used here are smaller than those of heavy-duty Diesel
engines, but larger than those of typical passenger Diesel engines. The values were chosen as a
compromise between the two engines classes, so that the results could be reasonably interpreted in
the context of either class.
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Compression Ratio
17:1
Fuel
Ethanol
Bore
100 mm
Stroke
110 mm
Number of Valves
4
Speed
1800 RPM
Intake Valve Diameters
34 mm
Exhaust Valve Diameters
31 mm
Table 3.6: Modeled Production Engine Specifications
and residual states—it can be assumed that the combustion profile and heat transfer
would be similar for both engines, since the compression, injection, and expansion
processes would proceed in the same way.22 Thus, by using the modeled estimates
for breathing in a production engine, along with the measured combustion and heat
transfer that correspond to the same intake and residual conditions, the model can
make new estimates for work output and efficiency. This provides a more refined
assessment of the engine configuration, as if it were applied to a production engine.

22

Because the temperatures in the model may differ slightly from the temperatures in the
experiment—as a result of utilizing predicted vs. measured heat transfer—the boost level in the
model may need to be slightly adjusted (from the initial value used to configure the experiment)
to match the mass flow rate from the experiment, and similarly the backpressure may have to be
adjusted to match the residual state.

Chapter 4
Preliminary Results
Before performing experiments to explore the engine configurations proposed in Ch. 2,
some of the key assumptions of the modeling must be addressed. Recall that the
model required the combustion profile as an input. There is good reason for this—
attempting to model the highly-complex combustion reactions with phase change,
turbulent mixing, and chemical kinetics is extremely difficult. Instead, the combustion
process was prescribed using a two-zone combustion model, with the mass-fractionburned profile given by a Wiebe function. Although that methodology is normally
reserved for SI combustion, using it to describe Diesel-style combustion does not
undermine the results from Ch. 2. The in-cylinder state—and thus the findings as a
whole—only depends on the mass-fraction-burned profile, not the underlying process
it is trying to describe.1 Thus, as long as the combustion process can be properly
phased and proceed to completion in a similar manner (i.e. with a similar duration
and profile to what was modeled) the conclusions will not change. Furthermore, small
changes in profile shape and duration would only have a small effect on the results,
and would not invalidate the comparisons between engine configurations. In actual
practice, phasing and control of combustion is still one of the largest challenges that
must be overcome for the proposed LHR, stoichiometric, alcohol engine. This chapter
1
It is true that small differences in combustion modeling will lead to different product compositions, which in turn can slightly alter temperature and pressure. However, this effect is small
compared to the overall exothermicity profile of the reaction and the concentrations of the major
equilibrium products.
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will focus in part on confirming that combustion can be acceptably controlled, namely
through the use of direct injection.
There were other assumptions made about the combustion process besides its
phasing. It was also assumed that the engine configurations would be compatible
with a stoichiometric fuel-air mixture. While such fuel loadings are typical for premixed operation, they are rarely used in direct-injected, compression-ignition engines.
There are two primary reasons for this. First, typical CI fuels (like no.2 Diesel) form
particulates in the rich regions of the diffusion flame. If too much fuel is injected
(i.e. above a fuel-air equivalence ratio of about 0.7) the particulate production is
prohibitively high—combustion efficiency decreases, radiative heat transfer losses increase, particulate filters become overloaded, and other engine components clog with
soot. As a result, stoichiometric operation is essentially never used in Diesel engines.
Even if soot was not an issue, perhaps because a “soot-free” fuel was used, there
is a second significant challenge: the combustion reaction must proceed to completion.2 In attempting stoichiometric direct injection, it is required that all of the fuel
combust with all of the air, but unlike premixed operation, the mixing and the combustion have to both be accomplished before reaction quenching in order to maintain
low UHC emissions and high combustion efficiency.3 It is difficult to fully mix the
direct-injected fuel into the air before enough gas expansion has occurred to cool the
reactants and freeze the reaction kinetics. As a result, combustion efficiencies for
direct injection can fall precipitously as the mixture approaches stoichiometric. This
chapter will address these issues by measuring the combustion efficiency and soot
emissions of stoichiometric, direct-injected fuel loadings, and will confirm that both
remain acceptable for alcohol fuel operation.
Enabling stoichiometric direct injection by using alcohol fuels raises additional
concerns. Alcohols are notoriously difficult to autoignite, and thus are predominantly
used as SI fuels. This does not prohibit a direct-injected approach, but it does require
2

Note that there is no such thing as a perfectly “soot-free” or “sootless” fuel. The terms will be
used here to mean fuels that meet the soot emissions standard without aftertreatment.
3
In premixed engines, where the fuel-air mixture is prepared before combustion, unburnt fuel
results from the combustion flame front quenching before it can propagate into engine crevices—not
from insufficient mixing.
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that careful consideration be given to pre-ignition temperature requirements. Any
engine configuration that relies on direct-injected combustion of alcohol fuels must
ensure an adequate, pre-injection, in-cylinder environment.
Additionally, the emissions requirements given earlier (i.e. stoichiometric operation to enable a three-way catalyst) require a strategy to vary load that does not
change the fuel-air ratio. This chapter will also discuss a method to enable load variation without changing overall reaction stoichiometry, or violating the fuel-ignitability
requirements.

4.1

Ignition of Alcohol Fuels

Alcohol fuels are not commonly used in CI engines due to their low cetane numbers. However, at sufficiently high temperatures, even alcohols (or any other lowcetane fuel) will autoignite after direct-injection. Research has shown that alcohols
have sufficiently-short ignition delay times for high start-of-injection temperatures, as
shown by the data reproduced from Siebers and Edwards in Figure 4.1 [53].4 Ignition
delay is relatively constant, and acceptably short, for pre-injection air temperatures
above 1100 K. The results appear similar for both methanol and ethanol. This sets
a lower-limit on allowable pre-injection air temperatures for alcohol operation.
Given that pre-injection temperatures of at least 1100 K are required to autoignite alcohol fuels, a compatible engine configuration must be found. The results
from Ch. 2 suggest options. The high surface temperatures seen in the modeling
in that chapter are an indication of very high gas temperatures. Table 4.1 shows
modeled TDC air temperatures due to compression and heat transfer for some of
the different engine configurations used in Ch. 2. Note that these results show the
TDC air temperature for a motored cycle (to eliminate the effect of combustion on
temperature), but use the steady-state wall temperatures that would result from fired
operation for the given configuration.
4

“Sufficiently short” is defined here as under 2 ms, which is roughly the threshold needed to
control combustion phasing in a Diesel engine, since the reaction slows as the gas expands.
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Figure 4.1: Ignition delay measurements reproduced from Siebers and Edwards for
methanol (left) and ethanol (right).
From these results it is clear that traditional engines cannot autoignite alcohols—
air temperatures (1077 K) are not high enough. Even with turbocharging, peak temperatures (1131 K) exceed the minimum threshold by less than 50K. When accounting for the fact that combustion should be phased to begin before TDC, it is likely
that somewhat higher TDC temperatures would be required—perhaps 1150 K. Using
thermal insulation without turbocharging (resulting in 1146 K temperatures) would
probably also be ineffective. It seems that using LHR surfaces and turbocharging—
especially without aftercooling—enables (and is actually required ) for stoichiometric,
direct-injected, alcohol operation.5 This provides strong support for the proposed
engine concept. While the combustion assumption (that it could be accomplished
with alcohol direct-injection) used to model these engines initially seemed dubious,
after examination it appears reasonable for the configurations previously examined.

5

Removing aftercooling will slightly lower efficiency and decrease power density, but that may be
an acceptable trade-off for enabling stable and consistent alcohol combustion.
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Engine Model Configuration
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Peak Air Temperature (K)

Naturally aspirated, metal
surfaces

1077

Naturally aspirated, LHR
surfaces

1131

Intercooled turbocharger (2.5
bar intake manifold pressure),
metal surfaces

1146

Intercooled turbocharger (2.5
bar), LHR surfaces

1215

Non-intercooled turbocharger
(2.5 bar), LHR surfaces

1295

Table 4.1: TDC air temperatures for different engine configurations.

4.2

Soot Emissions for Alcohol Operation

One of the major advantages of using oxygenated fuels is the ability to remain sootfree. Traditional CI fuels like Diesel produce large quantities of soot, and thus require
a particulate filter to meet current emissions standards. Although it is now known
that alcohols are not truly sootless (i.e. there is a small quantity of solid-phase particulates formed in the fuel plume) it is likely that the engine-out emissions are still
below the regulation limit (most of the soot formed is later oxidized in-cylinder) [34].
This statement must be experimentally verified before alcohol fuels can be used in
direct-injected operation without a particulate filter.
To perform these tests, the mass flow rate in Proteus was set to achieve 100% volumetric efficiency. While this flow rate typically corresponds to a naturally-aspirated
engine, the intake air was heated to 125◦ C (as if boosted to approximately 2.5 bar) to
help facilitate combustion. Note that these experiments were conducted on Proteus
before the head and port TBC’s were installed, so extra intake thermal energy was
almost certainly needed to allow for alcohol combustion. While these intake conditions (heated, but not significantly boosted) may not correspond to a real-world,
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Figure 4.2: Engine-out soot emissions for three fuels: no.2 Diesel; methanol; and
ethanol.
production-engine configuration, the results are still useful for evaluating the sootforming tendencies of different fuels. In practice, charge heating could be implemented
if necessary, or ignition could be aided with a glow-plug.
In the tests, the fuel-air equivalence ratio was varied from 0.2 to near the traditional soot limit of Diesel fuel (0.7-0.8). The results are shown in Figure 4.2. Diesel
particulate levels are orders of magnitude above the emissions limit (0.01 g/hp-hr),
confirming that such engines require a (costly) particulate filter to meet emissions
standards. In contrast, soot emissions for ethanol and methanol are an order of
magnitude below the current standard, obviating the need for a particulate filter.
While the previous results confirm that alcohols produce very low amounts of soot
at typical Diesel-engine equivalence ratios, in order to use these fuels in the proposed
configuration the experiment must be extended all the way to a stoichiometric equivalence ratio. There is no longer any reason to use Diesel fuel in the experiments—it
was already confirmed that soot emissions would be orders of magnitude above the
emissions standard, and likely so high that engine combustion efficiency and thermal
efficiency would both begin to suffer. Figure 4.3 shows the results for the alcohol fuels,
extended to stoichometric operation. The soot emissions from methanol remain an
order of magnitude below the emissions standard throughout the entire range. Given
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Figure 4.3: Engine-out soot emissions for methanol and ethanol fuel up to stoichiometric equivalence ratio.
that methanol does form some soot in-plume, nearly all of it must be oxidized incylinder. While soot emissions for ethanol do rise as the equivalence ratio approaches
stoichiometric, levels remain a factor of two below the limit. Note that this experiment used a single fuel injection near TDC. It is possible that using multiple injections
could lower soot emissions even further (e.g. a fraction of the fuel could be injected
earlier to increase charge premixing). These data make it clear that although alcohol
fuels may not be truly sootless, particulate levels are low enough to meet current
emissions standards without aftertreatment, even at stoichiometric loading.
Since alcohol fuels can meet soot emissions requirements—even up to stoichiometric operation—it is now important to measure how far the combustion reaction
proceeds towards completion. As mentioned earlier, injecting a stoichiometric amount
of fuel does not ensure that all fuel will react with oxygen. Mixing must be completed
(or nearly completed) before gas expansion causes the temperature to drop far enough
to quench the combustion reaction. If not, the exhaust will contain unreacted oxygen
and partially-reacted combustion products—that is, there will be a decrease in combustion efficiency. While this will adversely affect thermal efficiency, it is important
to note that exhaust regeneration can help mitigate these losses, as will be explained
next.
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To examine the effect of decreasing combustion efficiency, the case of LHR, turbocompounded operation was considered.6 It was assumed that any partially-reacted
combustion products could be equilibrated in the exhaust port. This process could
be accomplished in an oxidation catalyst, and would not only release chemical energy
for work extraction, but also help to reduce the concentrations of CO and UHC’s. In
this way, any remaining chemical energy would be converted to sensible energy and
extracted (although not completely) in the regeneration stages. The resulting exergy
distributions (for three different combustion efficiencies) are given in Figure 4.4, along
with the exergy distributions for the same engine without any mechanical regeneration. Note that in this example all combustion inefficiency was modeled as unreacted
fuel. That is to say, 90% combustion efficiency was modeled as 90% fully-equilibrated
fuel with 10% completely-unreacted fuel. While this choice is unrealistic—partial
combustion products like CO and fuel fragments are much more likely products than
completely-unreacted fuel—it was chosen to ensure the correct amount of fuel chemical energy was released in the exhaust’s catalytic oxidation process. The results
show that exergy efficiency drops with decreasing combustion efficiency, as expected.
However, the loss in efficiency is more severe in the engine lacking regeneration. The
penalty for combustion inefficiency is partially mitigated by increased work extraction
in the turbine stages of the regenerated engine. As a result, when work regeneration
is utilized, exergy efficiency remains acceptable even as combustion efficiency falls
towards 90%.
These results could be further improved by adding thermal regeneration stages
(such as a bottoming cycle). Oxidation in the exhaust port will create a high gas
temperature at a relatively low pressure, so after mechanical extraction there will
be additional thermal exergy that could be utilized in such an arrangement. Thus,
thermal regeneration is needed to effectively extract the energy released in the exhaust
gas oxidation process, and to minimize the impact of combustion inefficiency. The
exergy breakdowns, as a function of combustion efficiency, for the same engine as
Fig. 4.4, but with an integrated steam bottoming cycle, are shown in Figure 4.5.
The results show that the bottoming cycle allows for nearly complete extraction of
6

This corresponds to case #8 from Ch. 2.
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Figure 4.4: Exergy breakdowns as a function of combustion efficiency for a LHR,
turbo-compounded engine (bottom) with catalytic exhaust oxidation. A nonregenerated LHR engine is shown for reference (top).
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Figure 4.5: Exergy breakdowns as a function of combustion efficiency for a LHR,
turbo-compounded engine with catalytic exhaust oxidation and a bottoming cycle.
the exhaust exergy, even with a significant fraction of the fuel oxidation occurring
in the exhaust system. This, in turn, maintains high exergy efficiencies, regardless
of combustion efficiency. Note that thermal regeneration will not be experimentally
explored in this thesis. Although that means the impact of incomplete combustion
will be more significant than necessary, mechanical regeneration should still allow for
increased tolerance of combustion inefficiency.
Now that the exergy efficiency implications of decreasing combustion efficiency are
understood, the combustion efficiency of the proposed stoichiometric, direct-injected
strategy can be measured and compared to the previous results. The results shown
in Figure 4.6 are for the same engine configuration that was used to measure soot.7
Somewhat surprisingly, combustion efficiency remains high—above 96% for stoichiometric operation. Note that this measurement was taken before installation of the
7

Only averaged emissions could be acquired during this experiment, and thus uncertainty bars
cannot be formed. However, it is reasonable to assume that the uncertainty would be similar to that
of later measurements (i.e. approximately half a percentage point.)
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Figure 4.6: Measured combustion efficiency as a function of equivalence ratio for
methanol and ethanol fuel.
exhaust accumulator, and thus is not artificially increased due to higher exhaust residence time. Since the results of the previous paragraphs were encouraging down
to a 90% combustion efficiency, achieving 96% efficiency is promising. After some
consideration, it seems likely that this is due to thermal insulation promoting high
gas temperatures. While it is still true that the combustion reaction quenches before
completion, high temperatures enable the reaction to continue far into the expansion
stroke, which in turn allows for nearly-complete mixing and oxidation. This same
effect decreased UHC and CO emissions in previous LHR efforts, as mentioned in
Ch. 1. This is a significant advantage of high-temperature combustion over LTC alternatives. It seems reasonable to assume that a stoichiometric LTC strategy would
have much earlier reaction quenching (due to significantly lower combustion temperatures), and thus much less time for mixing. This would lower combustion efficiency,
perhaps substantially. In that light, it seems that high-temperature combustion may
be required for stoichiometric, direct-injected operation—even without considering
the additional requirement for ignitability of the fuel.
There are more conclusions that can be drawn from the initial combustion efficiency experiments besides what can be seen in Fig. 4.6. The measured incomplete
combustion products are nearly entirely CO (approximately 1% of the total exhaust,
by volume)—UHC emissions are under 250 ppm. Stated another way, 4% of the initial
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fuel bond energy remains in CO, but the rest is effectively converted to sensible energy
in complete combustion products. This means that the temperatures are high enough
to nearly-completely break down all of the injected fuel—any combustion inefficiency
results from incomplete late-phase oxidation of CO. It was worth exploring the concern that the CO emissions were not the result of inadequate mixing, but caused by
a high equilibrium concentration of CO (due to the high combustion temperature)
which was kinetically frozen during the expansion process. To address this, kinetic
modeling was used to estimate the emissions resulting from equilibrated combustion
(i.e. without mixing constraints) followed by kinetically-constrained expansion. In
that case, the modeled CO emissions are under 0.2%, leading to a 99% combustion
efficiency. That seems to indicate that the other 3% of inefficiency does result from
inadequate mixing, and not constrained kinetics. Thus, even though the proposed
configuration has high combustion temperatures, the goal for combustion efficiency
should be 99%. Fortunately, there is still hope for improvement from the initial
measurement—increasing engine insulation (e.g. by adding coatings to the head and
ports) could further increase combustion temperatures and improve late-phase CO
oxidation.

4.3

Load and Efficiency at Stoichiometric Operation

The significance of alcohol direct injection, which allows for stoichiometric operation
while maintaining high combustion efficiency and meeting soot emissions standards,
cannot be overstated. Such a strategy could be practical for achieving the modeling
results of Ch. 2, including making substantial gains in load and efficiency. At the
same time, sootless, stoichiometric operation could significantly simplify the exhaust
aftertreatment system, obviating the need for a particulate filter and enabling the use
of a three-way catalyst to manage all other emissions. Despite these gains, it is also
important to consider the effect that increasing the equivalence ratio to unity has on
efficiency and power. This will be considered next.
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Figure 4.7: Engine load vs. equivalence ratio for three fuels: no.2 Diesel; ethanol; and
methanol.
To study the effect on efficiency and load, the data from the emissions analysis experiment (with 100% volumetric efficiency and 125◦ C intake air) were further
considered. The engine loads (bar IMEP), as a function of equivalence ratio, are
plotted for all three fuels (methanol, ethanol, and no.2 Diesel) in Figure 4.7.8 Most
significantly, engine load continues to increase as equivalence ratio increases. This
is somewhat expected, as the high fuel loading supplies more exergy—which can be
converted to more work—to the system. All three fuels essentially follow the same
load curve, but because Diesel operation is limited to an equivalence ratio of approximately 0.75 (due to soot formation), while alcohol operation is not (because
it does not produce excessive soot), the latter has approximately 30% higher peak
power. This means that in addition to simplifying the exhaust aftertreatment system,
stoichiometric alcohol operation can also substantially increase engine power density.
While stoichiometric alcohol operation seems to have a positive effect on engine
load, the effect on efficiency must also be considered. To do this, the LHV efficiencies
(from the same experiment as the load results) are calculated and shown in Figure 4.8
as a function of equivalence ratio. The same efficiency data, but plotted as a function of load, are shown in Figure 4.9. In this experiment, efficiency decreases with
8

Note that these results are raw engine data, not data interpreted in the context of a production
engine.
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Figure 4.8: Engine indicated LHV efficiency vs. equivalence ratio for three fuels: no.2
Diesel; ethanol; and methanol.
increasing equivalence ratio.9 Note that the typical reduction in efficiency at very
low loads—resulting from proportionally higher heat transfer losses—is not observed
in the data. This is due to the fact that engine insulation has reduced heat transfer
losses, reducing the penalty associated with low-load operation. However, it is likely
that a local maximum in efficiency could be found if the experiment were extended
to even lower equivalence ratios. As before, the trend is the same for all three fuels,
meaning that there is no extra efficiency penalty associated with alcohol operation.
It is also important to note that these data do not include any engine regeneration.
The results of Ch. 2 indicated that while efficiency decreases with increasing equivalence ratio in conventional engines, efficiency in highly-regenerated engines is mostly
independent of equivalence ratio. Thus, it is likely that in an engine with sufficient
regeneration, the efficiency vs. equivalence ratio curves for all three fuels would be
nearly flat. If so, the power density gains previously discussed could be realized with
little concurrent efficiency penalty.
Finally, it is important to consider the significance of the fact that the load and
efficiency curves for all three fuels are essentially the same. This means that engine
9

Once again, these results are raw engine data. As a consequence, the efficiencies appear significantly lower than they would if the results had been applied to a production engine, although the
overall trend should remain unchanged.
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Figure 4.9: Engine indicated LHV efficiency vs. load for three fuels: no.2 Diesel;
ethanol; and methanol.
performance (not including emissions) is mostly independent of fuel choice. There is
every reason to believe that this behavior would extend beyond the three fuels studied
here, and thus any fuel that is suitable for stoichiometric direct injection—including
low-soot options such as natural gas and dimethyl-ether—would enable similar gains
to those realized here. While more research is needed to determine which fuels may
be best suited for use in a stoichiometric, LHR, soot-free engine, it is encouraging to
know that this engine concept will likely be tolerant of any fuel that is practically
and economically reasonable.

4.4

Part-Load Operation

As mentioned previously, any effort to improve internal-combustion engine efficiency
cannot only focus on high-load points, but must also increase efficiency at the partload points that form the majority of the driving cycle. This requires a strategy
to reduce load substantially from the peak values seen thus far, without incurring a
significant efficiency penalty. This essentially eliminates using throttling—the most
common method for load variation in SI engines. It is also important that the exhaust
composition remains stoichiometric, as this enables the use of a significantly-lessexpensive, three-way catalyst. This prohibits using lean operation to lower load—as
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LHV
Efficiency

Peak Pre-Injection
Temperature (K)

27.7 bar (100 % load)

51 %

1339

16.0 bar (58 % load)

47.4 %

1509

8.9 bar (32 % load)

43.3 %

1628

Load (BMEP)

Table 4.2: TDC air temperatures and efficiencies for a LHR, turbo-compounded
engine with load variation accomplished by exhaust retention.
is done in conventional CI engines.
One possibility would be to retain or recirculate exhaust gas to dilute the incoming
air, which would lower fuel loading without changing the overall fuel-air ratio. Once
again, the implications such a strategy would have for using alcohol fuels must be
considered, and its effect on efficiency must be estimated. Recall that alcohols need
pre-injection temperatures in excess of 1150 K for consistent combustion. Fortunately,
dilution with hot exhaust gas—as opposed to cold EGR—could increase charge temperature, and thus increase pre-ignition temperatures to facilitate autoignition. To
examine this, modeling was used to consider three LHR, turbo-compounded cases.
Valve timings were adjusted at constant boost pressure to retain increasing amounts of
exhaust gas, diluting the fresh charge, and reducing the corresponding stoichiometric
fuel loading. The results are shown in Table 4.2.
The results make it clear that igniting alcohol fuels after exhaust retention should
not be problematic. In fact, pre-injection temperatures may be too high—a mixture of
hot and cold EGR may be needed to reduce temperatures and the corresponding heat
transfer losses. Increasing heat transfer is a likely cause of the decreasing efficiency
seen in the results. Given that combustion can be initiated, it seems that load can
be reduced to below one-third of its peak value, even without reducing boost levels.
Further load reduction could be achieved by decreasing boost or mode-switching to
a different combustion strategy. For example, boosted HCCI has demonstrated load
variation from 9 bar—the “low load” given here—down to idle (by using the exhaust
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recompression reaction) [54]. It should be noted that high levels of dilution would
certainly alter the combustion process, and the effect must be carefully monitored.
Dilution would create lower post-combustion temperatures—even given the increased
pre-ignition temperatures—which could lead to earlier combustion quenching. This
would decrease combustion (and thermal) efficiency. The sixth chapter of this thesis
will experimentally verify that this load variation strategy is feasible, and examine
the effect on combustion and emissions.

4.5

Implications

The results of this chapter have shown that the engine configurations explored in
Ch. 2 can be enabled by stoichiometric, direct-injection of alcohol fuels. Air temperatures would be sufficient to autoignite alcohol fuels, and temperatures should
remain high enough during expansion to facilitate late-phase mixing and oxidation
of CO, helping to increase combustion efficiency. Soot emissions should be below the
regulation limit without aftertreatment. Meanwhile, stoichiometric operation would
increase engine power density, potentially with minimal loss of efficiency. Additionally, modeling has demonstrated load variation without deviation from stoichiometric
operation, although more work is needed to reduce heat transfer losses and increase efficiency. These attributes, in combination, seem to enable high-efficiency, high-power,
alternative-fuel engines that have significantly simpler emissions aftertreatment requirements. That said, it is unclear how engine performance—especially emissions,
which can be very sensitive to operating conditions—will change with either highlyboosted, full-load operation or highly-dilute, part-load operation. Clearly, the proposed concept requires more experimental validation. The remainder of this thesis
will seek to provide this validation by exploring the effect of (synthetic) engine turbomachinery and EGR load variation in Chs. 5 and 6 respectively.

Chapter 5
Boosted Engine Experiments
The modeling in Ch. 2 laid out a pathway to high-efficiency, internal-combustion engines via a strategy that integrated reduced heat transfer losses and increased exhaust
regeneration to realize substantial gains. While the modeling was encouraging, the
findings needed experimental support. Chapter 3 discussed how engine experiments
can be designed to provide meaningful data at challenging operating conditions, while
Ch. 4 confirmed that some of the key challenges of the proposed strategy—namely
initiating and completing soot-free stoichiometric combustion of alcohol fuels—can
be overcome. While that alone demonstrated the potential of this concept, there are
still many engine operating conditions to explore. These operating conditions will be
divided into two categories: highly-boosted, full-load configurations; and dilute, partload points. This chapter will focus on the first category, examining how increasing
levels of boost and backpressure affect LHR engine operation.
In Ch. 2, the most efficient mechanically-regenerated configuration exceeded 50%
LHV efficiency. That configuration used both in-cylinder (elongated power stroke)
and external (turbomachinery) over-expansion. While an asymmetric stroke cycle will
not be considered here for mechanical simplicity, both turbocharging (with a workmatched turbine) and turbo-compounding (with excess backpressure for increased
turbine work extraction) will be tested. This chapter will first consider the effect of
increasing boost by analyzing turbocharged experiments, and will then explore the
effect of increasing backpressure by studying turbo-compounding.
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Turbocharged Operation

The first analysis will focus on turbocharged operation. To do this, the level of
boost is incrementally increased, along with the intake temperature. Meanwhile, the
exhaust backpressure is set to simulate a work-matched turbine backpressure. In
a production engine turbocharger, the work exchange is automatically matched by
virtue of the mechanical connection of the compressor and turbine. In Proteus, the
boost and backpressure have to be set independently, but can be chosen to match
the intake and exhaust states of a work-matched turbocharged engine (including
losses), as described in Ch. 3. While this procedure is somewhat more complicated,
the end result is identical from a thermodynamic perspective. Recall that there is
a significant amount of excess exergy in the exhaust of a LHR engine, and that
simple (i.e. non-turbo-compounded) turbocharging leaves the vast majority of that
exergy unextracted. As such, turbocharging is not expected to be the most efficient
operating condition, but nonetheless it remains useful for independently examining
the effect of increased loads and mass flow rates, without considering backpressure as
an additional independent variable.
Turbocharging should be an improvement over natural-aspiration in multiple
ways. First, it should increase engine load by significantly increasing the intake
charge density. Recall that this is especially necessary for a LHR engine, where high
rates of intake charge heating during induction lower volumetric efficiency. In this
case, non-intercooled turbocharging will be considered, since extra thermal energy is
needed to facilitate ignition of low-cetane fuels like ethanol. That should result in a
slightly lower load (and efficiency) than would be achieved with cooled turbocharging,
but will still be a significant improvement over non-boosted operation. Second, turbocharging will increase the effective compression ratio, which should help to reduce
combustion irreversibility and allow for increased expansion of the combustion gases.
Third, turbocharging will extract extra energy from the exhaust and regenerate it
within the engine, which should increase efficiency. This section will seek to quantify
these improvements with experiments, and will also discuss the effect on emissions.
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5.1.1

Operating Conditions

For these tests, volumetric efficiency was varied between 100% and 183%. To help
promote ignition, the intake heater was always set to at least 125◦ C, and higher
when the boost level dictated it. At such intake temperatures, the given volumetric
efficiencies correspond to boost levels ranging between 1.65 bar and 3.30 bar respectively (both absolute).1 The lower boost levels in the study would be insufficient to
provide 125◦ C intake conditions with just turbocharger compression, so additional
charge heating would be needed. These conditions could be thought of as using an
extended, hot intake port to allow for additional heat transfer into the incoming air.
While this strategy would be detrimental to load and efficiency, it would help to promote ignition. Alternatively, ignition could be aided with a glow-plug. Either way,
this distinction is not critical to the analysis. The most important results that follow
center on the change in load and efficiency with increasing boost—the exact details
of achieving ignition are a secondary concern, and are better left to the design of a
production engine.
As described in Ch. 3, the operating points were analyzed in advance to configure
the experiment. For a desired boost level, the intake charge temperature and volumetric efficiency—along with the work required to achieve the corresponding boost—were
calculated using modeling. These values were then used as inputs to the experiment
to mimic the boost conditions of a production engine. Ideally, during testing, the
residual pressure of a production engine with a work-matched turbine at the given
boost level would be calculated (as a function of exhaust temperature). Then the
backpressure could be adjusted in the experiment to yield the same residual pressure
in Proteus. However, experimental difficulties limited engine operating time, so the
required residual pressure was estimated in advance to avoid excessive calculation
time during the experiment. This meant that the residual pressure may have varied
somewhat from its work-matched value. While this is not ideal, any excess or insufficient work (as calculated from the backpressure and exhaust temperature in the
1

Note that the term “boost” in this thesis will be absolute manifold pressure, not the pressure
increase above ambient.
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ηvolumetric (%)
100%
113%
132%
148%
160%
183%

Boost (bar, absolute)
1.65
1.90
2.22
2.49
2.80
3.30

Intake Temp. (◦ C)
125
125
125
127
142
156

BP (bar, absolute)
1.23
1.33
1.48
1.70
2.05
2.20

Table 5.1: Experimental conditions for the operating points (for a production engine)
used in the turbocharging experiment.
corresponding production engine model) could be compensated for by adding or subtracting crankshaft work in the modeling analysis—essentially making the case mildly
supercharged or turbo-compounded. The volumetric efficiency (ηvolumetric ), boost, intake temperature, and backpressure (BP) for the operating points (for a production
engine) are given in Table 5.1.
During testing, engine emission readings from each analyzer were simultaneously
averaged over a 30-second interval at each operating point. Multiple readings were
taken to ensure repeatability and stationary-state operation.

5.1.2

Energy Distributions

The energy distributions for the turbocharged tests are given in Figure 5.1, while the
efficiency-load plot is given in Figure 5.2. The directly-measured results are given on
the top. The breakdown on the bottom gives the results for the conditions applied to a
modeled production engine. As described in Ch. 3, the intake and residual conditions
were kept the same for the two engines, but in the production engine model the
bore was increased and engine breathing improved from the Proteus configuration,
along with other changes.2 Recall that the predicted performance of a production
engine is the most relevant result for evaluating a given operating condition, as it
demonstrates the potential gains of the strategy if properly implemented. Thus, the
following discussion will focus on these results, as opposed to the raw engine data.
The data show an efficiency around the low-40’s (%, LHV), up to 42.8% for the
2

Exact details of the differences were given in Ch. 3.
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Figure 5.1: Energy distributions for the turbocharged engine configurations: raw data
on the top, data extended to a production engine on the bottom.
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Figure 5.2: Efficiency vs. load results for the turbocharged results extended to a
production engine.
highest boost level (3.3 bar absolute).3 This efficiency is somewhat lower than the
48% (LHV) efficiency predicted by the modeling of turbocharged, LHR engines in
Ch. 2. The shortfall is in part the result of heat transfer reduction not being as
significant as assumed in the model.4 The compression ratio is also slightly lower
in the experiment than in the modeling, as engine thermal expansion during operation lowered the compression ratio to approximately 16.2:1. Modeling analysis indicates that increasing compression ratio to 17:1, and insulation thickness to 2.5 mm,
would have raised efficiency by another two points.5 This makes the results somewhat encouraging—surpassing 40% efficiency is still an accomplishment, but future
iterations could potentially increase engine insulation and compression ratio further,
and thus realize additional gains. Note that while boosted, Diesel engines can also
reach the low-40’s in efficiency, they only do so at moderate load—in contrast to the
stoichiometric, high-power, full-load operation used here.
3

Note that the cycle-to-cycle variation (as seen in Fig. 5.2) increases at high loads. This was the
result of decreased combustion stability at high power density, possibly due to injector malfunction
at the high engine temperatures.
4
The modeling used a 2.5 mm coating, while the coating applied in the experiments was closer
to 1.0 mm on average.
5
The remaining efficiency decrease is due to increased combustion duration. Recall that the
modeling in Ch. 2 assumed combustion could be completed in 40 CAD. In contrast, the combustion
duration observed in these experiments was over 80 CAD.
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As expected, load and efficiency both increase with increasing boost, with IMEP
approaching 30 bar at the highest boost. It seems that high boost, and stoichiometric operation, have led to a work output that is significantly higher than that
of traditional, lean-Diesel, heavy-duty engines. Despite that improvement, exhaust
losses remain high. Note that this is an energy distribution, so the exhaust losses
(and heat transfer losses) shown do not represent energy that is entirely available
as work (i.e. exergy). Developing a complete exergy distribution cannot be done
when both the heat transfer and the combustion irreversibility are unknown—the
exergy balance cannot be solved.6 That said, the exhaust exergy could be calculated
(because temperature, pressure, and composition are known), but that information
would not be particularly useful in the absence of a complete exergy analysis. Even
without calculating the exact exergy value, the high exhaust temperature indicates
that a substantial amount of exergy is available in the exhaust for this experiment.
This motivates the use of turbo-compounding, and not just turbocharging, to make
substantial efficiency gains.
Heat transfer losses remain mostly constant throughout the tests, and are significantly higher than they were in the modeling in Ch. 2. Once again, this is likely
because the insulation applied to Proteus was thinner than what was used in the
modeling. It is probable that the insulation could be substantially augmented from
what was used in these tests. The increased insulation could reduce heat transfer
losses, which could then lead to additional efficiency improvements. Modeling shows
that increasing coating thickness to 2.5 mm would reduce heat transfer losses from
above 20% to under 15%—closer to the values observed in the initial modeling results.
As boost is increased, the ratio of expansion work to compression work improves,
which can increase efficiency and reduces exhaust losses, but only if the expansion
is carefully managed. In turbocharged operation, the exhaust port is at a relatively
low pressure, so there is a significant loss of exergy available for expansion work as
the cylinder gas blows down into the low-pressure port. This once again motivates
turbo-compounding, as a higher backpressure and additional expansion would take
6

Note that while the combustion irreversibility cannot be measured in this configuration, it could
be estimated using the engine model, although that will not be done here.
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Figure 5.3: Soot emissions (left) and combustion efficiencies (right) for the turbocharged engine configurations.
advantage of the increased compression by transferring energy from the exhaust to
work, further increasing efficiency.

5.1.3

Emissions

In order to understand the possible side-effects of increased boost and load, emissions
were measured for the same operating points. There were multiple emissions concerns.
First, while Ch. 4 showed that particulate emissions standards could be met without
aftertreatment for ethanol operation, additional tests were needed to ensure that
soot levels remained low as boost increased. Second, it was important to confirm
that combustion efficiency remained acceptable at high boost pressures. Chapter 4
demonstrated not only that a high combustion efficiency (>95%) can be obtained, but
also that the ultimate goal for combustion efficiency should be nearly 99%. Third, the
concentrations of the individual species needed to be measured at each point, both to
understand the underlying emissions trends, and to estimate what the impact would
be on a catalytic aftertreatment system.
The soot emissions and combustion efficiencies are given in Figure 5.3. Combustion efficiency remains nearly constant at 96%. This is essentially the same value as
seen in the preliminary combustion efficiency measurements in Ch. 4. Note that because the fuel loading was increased at these turbocharged points (due to the higher
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volumetric efficiency), the injection duration was longer. This means that a substantial fraction of the fuel was injected well into the expansion stroke. Despite that, the
combustion efficiency has not decreased. That means late-phase oxidation must have
improved to allow for nearly-complete combustion of the end-of-injection fuel, which
supports the argument that increased engine temperatures (as seen here due to the
high engine load) are enabling better oxidation of the partial combustion products.7
While these results have not progressed from the introductory studies, and remain
short of the goal of 99% combustion efficiency, they nonetheless represent a high level
of fuel oxidation.
Next, the particulate emissions were considered. The soot ranges from 0.05 to
0.08 g/hp-hr. This is higher than the preliminary soot results, and above the 0.01
g/hp-hr regulation limit. It is possible that this increase is due to rising combustion
temperatures, which could accelerate the soot formation kinetics or decrease ignition
delay (the latter of which would result in less time for fuel-air mixing before combustion).8 However, it seems more likely that it is the result of a difference in injector
geometry.
Recall that the injector hole diameter was increased to allow for the higher mass
flow rate required for stoichiometric alcohol injections. Increased hole diameter would
adversely affect atomization, and increase the injection mass flow rate, raising the
fuel-air ratio in each spray plume. This would lead to higher local equivalence ratios,
and as a result, increased soot formation. Additionally, larger droplets would have
a higher momentum and take longer to fully evaporate—increasing the likelihood of
surface wetting, and thus soot formation from surface combustion. More research
is needed to confirm whether this increase in soot was the result of the change in
injector geometry. If so, a new injection system could be designed to reduce soot
emissions. Note that a change in injection strategy could also improve emissions. For
example, utilizing multiple injections could allow for preliminary fuel-air mixing, while
increased injection pressure and improved injector geometry could result in better
atomization and air entrainment. Both of these changes should improve combustion
7

An alternative explanation to better oxidation is faster fuel-air mixing, but there seems to be
no reason for that to be the case.
8
Recall that this was the cause of increased smoke emissions in early LHR efforts.
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Figure 5.4: Gas-phase emissions for the turbocharged engine configurations.
efficiency by facilitating more complete combustion.
Soot emissions were relatively independent of boost. That is somewhat surprising, given the significant difference in exhaust temperature between the low- and
high-boost cases. Increased expansion and exhaust temperatures should aid in soot
oxidation. This effect must be canceled out by increased soot production at higher
combustion temperatures, which would result in the constant trend observed here.
The remaining gaseous emissions are given in Figure 5.4.9 As expected, CO2
concentration—which is mostly a function of stoichiometry—remains nearly constant
over the entire boost range. Similarly, the O2 concentration is low, although it does
increase slightly at higher boost, presumably due to a decrease in fuel utilization
as the fuel mass is increased. Decreased fuel utilization can also be seen in the increase in UHC emissions at high boost. It appears that as the fuel and air flow rates
into the engine increase, a slightly higher fraction of fuel is not combusted. Note
that this effect was both expected (as more fuel requires more mixing) and relatively
insignificant—it was not large enough to make a noticeable impact on combustion efficiency. So as long as the increase in UHC emissions does not overburden the exhaust
aftertreatment system, it is not a major concern. CO emissions, like combustion efficiency, are relatively constant, and represent nearly all of the remaining fuel chemical
9

These gaseous emissions, along with all other gaseous emissions in this thesis, are given on a
wet basis. That is, the water fraction is computed from an atom balance and the remaining mole
fractions are adjusted accordingly.
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energy. This continues to support the assumption that combustion inefficiency is
nearly completely the result of incomplete late-phase oxidation of CO.
While the CO results are somewhat expected, it is critical to note that NOx remains low—in this case, often below 100 ppm. This low level is surprising given
the high temperatures in the experiment. High combustion temperatures could be
keeping the NOx concentration in equilibrium, allowing it to kinetically freeze at the
temperature it would in a conventionally-cooled engine, once the temperature drops.
This is not likely to be the only explanation—in that case the NOx levels would be at
least an order of magnitude higher. Alternatively, it is possible that small errors in
control of stoichiometry resulted in a slightly-rich fuel mixture, which would suppress
NOx formation. This is considered in detail in App. C. Also, if the mixture is slightly
rich, the CO is likely the result of the rich combustion, and not combustion inefficiency. This would mean that fuel conversion was nearly complete, and combustion
efficiency significantly higher, when accounting for the initial rich composition. Rich
combustion would also partially explain the increase in soot emissions. Note that if
NOx is being suppressed by excess fuel loading, reducing equivalence ratio to unity
would increase NOx emissions. However, once stoichiometric, NOx emissions (along
with CO and UHC emissions) are not a great concern—an inexpensive, three-way
catalyst could be used to clean all of the exhaust emissions.

5.2

Turbo-Compounded Operation

In support of the modeling in Ch. 2, experiments confirmed that turbocharging can
provide significant efficiency and power gains for LHR engines, but a great deal of
energy is still lost in the exhaust. The exhaust loss can be reduced, and efficiency increased, by using additional exhaust extraction, specifically through the use of turbocompounding.

In a turbo-compounded engine, additional engine backpressure—

beyond what the turbocharger compressor requires—is used to increase turbine energy extraction. This excess work is compounded to the crankshaft. While this does
decrease in-cylinder work (due to increased exhaust pumping work and increased
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residual fraction) the additional turbine work creates a net work increase. This section will examine the use of turbo-compounding by increasing backpressure from a
work-matched level, while holding boost pressure constant.
Turbo-compounding is more efficient than turbocharging: The second exhaust
turbine allows for extra work (that would otherwise be lost) to be extracted from the
exhaust. However, the engineering challenge of compounding a second turbine to the
engine crankshaft is substantial. As a result, the relative benefits and drawbacks of
the approach have to be carefully considered, but the opportunity for significant gains
necessitates that it be studied here. The most desirable expansion strategy (i.e. incylinder over-expansion) could not be analyzed due to the fixed Proteus piston-crank
geometry, although it remains a promising possibility that should be explored in
future research.

5.2.1

Operating Conditions

For the turbo-compounding tests, the intake mass flow was set to achieve 100% volumetric efficiency and heated to 125◦ C—the same intake conditions as used in the first
turbocharged case. Once again, this corresponds to a mild level of boost with extra
intake air heating to ensure ethanol autoignition. It was unclear how much backpressure the exhaust accumulator would tolerate under the high thermal load from the
hot exhaust gas. As a result, while the previous turbocharging tests used much higher
levels of intake air boosting, boost was kept relatively low for the turbo-compounding
tests. This helped to avoid dangerously high pressures in the exhaust accumulator,
while also reducing the heat flux into the accumulator body.10
Turbo-compounding was explored by holding the intake conditions fixed while increasing the backpressure applied to the exhaust accumulator. Note that ultimately
the level of turbo-compounding was a function of the residual pressure—and not the
backpressure—since the former was matched to a production engine exhaust state
when the data were analyzed. Indirect control of the residual pressure was only
possible by adjusting backpressure. Four different backpressures were used, ranging
10

Exhaust temperatures were hot enough to make the exhaust accumulator glow red, and it did
not seem safe to increase the pressure inside the weakened accumulator body.
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ηvolumetric (%)
100%
100%
100%
100%

Boost (bar, absolute)
1.66
1.66
1.65
1.64

Intake Temp. (◦ C)
125
125
125
125

BP (bar, absolute)
1.57
1.88
2.09
2.37

Table 5.2: Experimental conditions for the operating points (for a production engine)
used in the turbo-compounding experiment.
from 1.29 to 1.84 (both bar absolute, applied to the research engine). The volumetric efficiency (ηvolumetric ), boost, intake temperature, and backpressure (BP) for the
operating points (for a production engine) are given in Table 5.2.
Unlike the turbocharging tests, there is no work-matching requirement between
the mass flow rate and the residual pressure—the latter is a free variable and can be
set to essentially any value.11 Very high levels of backpressure could require multiple
turbine stages for expansion in a production engine, but as mentioned before, as long
as pressure and energy losses between the stages are relatively small, the analysis is
identical to that of a single stage.

5.2.2

Energy Distributions

First, the energy distributions for the turbo-compounded cases were considered. Once
again, it is critical that the discussion focus on the results for the configuration as
applied to a production engine. This is especially true for a turbo-compounding
experiment: Without modeling to estimate the gains from increasing backpressure
(i.e. from increasing turbine work extraction), the experiment—which lacks actual
turbine stages—has no way to evaluate the effect of turbo-compounding. Fortunately,
the modeling of turbine stages is well understood, so the results remain well-grounded
in reality. The energy distributions for the four turbo-compounded cases are given in
Figure 5.5, while the efficiency-load plot is given in Figure 5.6.
As expected, the efficiency modestly improves as the backpressure is increased and
more energy is extracted from the exhaust. The raw data show that the in-cylinder
11

If the backpressure were lower than the work-matched value, it would correspond to engine
supercharging, although that was not considered here.
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Figure 5.5: Energy distributions for the turbo-compounded engine configurations:
raw data on the top, data extended to a production engine on the bottom.
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Figure 5.6: Efficiency vs. load results for the turbo-compounded results extended to
a production engine.
work is decreasing, which confirms that the added benefit is from the external expansion. At a constant boost level, heat transfer increases and load decreases (slightly)
with increased backpressure. Both of these effects are due to higher backpressure
resulting in increased residual mass—hot residual increases charge temperature during induction, which not only reduces charge density (and thus the load), but also
drives a higher heat transfer rate during compression. The work output at all points
is relatively close to 14.8 bar IMEP—a high value resulting from stoichiometric operation. This means that although increasing backpressure changes the ratio of incylinder work to external work, it does not substantially alter the total work output.
This seems reasonable, as increasing backpressure to increase turbine work must also
increase the in-cylinder exhaust pumping work (and reduce in-cylinder work as a result). Additionally, fresh charge is displaced by the increased backpressure needed
for external work extraction, and the resulting reduction in load partially offsets the
additional work extracted by the turbine. Note that these results are for a relatively
low boost pressure. As seen in the turbocharging tests, it is expected that higher
boost levels would not only increase load, but also increase efficiency due to higher
effective compression ratio and more potential for exhaust over-expansion.
Since increasing backpressure decreases the in-cylinder work (due to increased
pumping work) while increasing the turbine work (due to increased expansion), the
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Figure 5.7: Percentage of total work extracted in the turbine for the turbocompounded configurations.
percentage of the total work extracted by the turbine increases with backpressure.
The turbine work percentages from the turbo-compounding tests are given in Figure 5.7. The external work percentage increases from 3.6% to 11.4% with increasing
backpressure. While 11.4% is a substantial fraction of the total work, it is still significantly less than the turbine work fraction from the modeling in Ch. 2, where it was
20% for the turbo-compounded case (#8, in that chapter). Such a high turbine work
requires a very high backpressure—4.75 bar absolute in the Ch. 2 example. Such pressures are difficult to safely achieve in Proteus, and are over four times higher than the
peak backpressure used in the experiments. Furthermore, at the relatively low boost
pressure used in these tests, extremely high backpressures are less desirable—there is
less additional energy in the exhaust to be extracted. High boosts and backpressures
are more reasonable for a production engine, where the pressures used in the modeling
could potentially be implemented. If so, additional work and efficiency gains could
be made from what has been shown so far.
As a point of comparison, a single, boosted, turbo-compounded measurement
was taken. It used a 203% volumetric efficiency, a 125◦ C intake temperature, and a
2.32 bar backpressure.12 The measured energy distribution is shown in Figure 5.8,
12

This corresponds to a production engine with a 3.65 bar boost pressure and a 2.61 bar backpressure.
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Figure 5.8: Energy distribution for the single, boosted, turbo-compounded engine
configuration: raw data on the left, data extended to a production engine on the
right.
along with the corresponding modeled results for a production engine. Work output
more than doubled from the previous tests, as a result of the increased air mass flow
rate and increased turbine work. Efficiency has also improved due to the increased
effective compression ratio and increased exhaust over-expansion. However, because
backpressure is still somewhat limited by research engine constraints, exhaust losses
remain high, and the turbine work is only 5% of the total work. Although the
backpressure (and thus turbine work) increased, so did the in-cylinder work output,
so the relative fraction extracted by the turbines remained small. This means that
significantly more exhaust work extraction is possible with a higher backpressure (in
a suitable engine), which, together with improved thermal insulation, could increase
both work and efficiency—perhaps bringing the latter substantially closer to the 50%
(LHV) value seen in the modeling in Ch. 2.

5.2.3

Emissions

The effect of turbo-compounding on gas-phase emissions was considered. Even though
the intake conditions were held fixed, there could still be substantial variations in
exhaust composition. Increased residual mass can have a significant effect on both
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pre-ignition temperature (which is raised by the increased thermal energy) and postcombustion temperature (which is lowered due to charge dilution), both of which
affect engine emissions. The soot meter malfunctioned during testing, so particulate
emission analysis is not available. The effect of increased residual fraction on soot
formation will be considered in Ch. 6, and it is likely that the conclusions of that
chapter could be applied to turbo-compounded operation as well.13
These tests were motivated by a desire to understand the emissions implications
of a particular efficiency-improvement strategy. That is to say, the backpressure was
increased to improve efficiency, and then the emissions were measured to confirm there
was not a significant penalty in that regard. It is important to note that the opposite
approach could have been taken. Exhaust residual fraction could be changed—such
as by increased backpressure—to improve engine emissions, and then the effect on
efficiency could be studied. This is most commonly seen in the use of external EGR to
control pollutant formation (most specifically NOx ) in conventional SI and CI engines.
While it is possible to attempt to improve engines by trying to limit emissions first,
the approach here will continue to try to maximize efficiency—within the constraints
imposed by meeting emissions regulations.
The combustion efficiency is given in Figure 5.9. For these experiments, the combustion efficiency is high—over 98%. This is an encouraging result. While in the
turbocharged cases the increased fuel loading seemed to offset the increased oxidation from higher engine temperatures, in the turbo-compounded cases the lower mass
flow rate seems to allow for a net benefit from better oxidation. Alternatively, this
increased combustion efficiency could be the result of stoichiometric combustion, as
opposed to rich combustion as was possibly the case in the turbocharging tests. Either
way, the combustion efficiency has increased significantly from the 96% value measured in the preliminary studies. In fact, combustion efficiency is nearly reaching the
value that would be expected from kinetically-frozen expansion of equilibrium combustion products. That is to say, the combustion efficiency is nearly as good as it can
be expected to be. These results continue to indicate that adding thermal insulation
13

In Ch. 6, increased residual will be caused by exhaust retention. In this chapter, increased
residual is the result of increased backpressure. Either way, the effect on residual composition and
state should be similar.
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Figure 5.9: Combustion efficiency for the turbo-compounded engine configurations.
Soot data is unavailable for this test.
to an engine, and thus further raising the combustion and expansion temperatures
to increase oxidation rates, could potentially be used to allow for nearly-complete
combustion of alcohol fuels—even at stoichiometric loadings.14
As mentioned, the soot concentration results are not available for these tests.
While it is possible to gain some experimental understanding of the effect of residual
on soot emissions from chapter 6, the effect can also be hypothesized here. The lowest backpressure case from the turbo-compounding experiments is a similar operating
point to the lowest boost case from the turbocharging experiments, so the soot emissions should be similar for both. Recall that higher expansion temperatures aid in
soot oxidation. The increasing residual fraction at higher backpressure should lower
expansion temperatures, which could reduce soot oxidation and increase emissions.
This effect would make soot increase with increasing turbo-compounding. However,
the high combustion efficiency measured for this configuration is an indication of
high oxidation rates, which could reduce soot levels from what was seen previously.
Clearly, experimental data are needed for clarity. While Ch. 6 will provide some support, future turbo-compounding tests are needed to evaluate the effect on particulate
emissions.
14

Note that increased expansion temperatures also allow for oxidation to continue longer into the
expansion stroke, further increasing combustion efficiency.
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Figure 5.10: Gas-phase emissions for the turbo-compounded engine configurations.
The remaining gaseous emissions are given in Figure 5.10. The two species that
are most indicative of combustion efficiency (i.e. UHC’s and CO), are both low—
which results in the high combustion efficiency just discussed. UHC’s do increase at
higher backpressures (i.e. at larger residual fractions), although not enough to affect
combustion efficiency. That is likely the result of reduced oxidation at the reduced
combustion temperatures caused by the increased residual.15 O2 levels are very low,
helping to further confirm nearly-complete fuel utilization. Finally, NOx levels are
elevated from the turbocharging tests. The lower CO emissions seem to indicate
that the fuel loadings in the turbo-compounding tests were closer to stoichiometric,
which would help to explain the increased NOx levels. However, note that the NOx
remains reasonably low at all backpressures. It is likely that this is partially a result of increasing residual reducing combustion temperatures, and by extension, NOx
formation.
To complete the results, the combustion efficiency and emissions for the boosted,
turbo-compounded case (shown in Fig. 5.8) are given in Table 5.3. It seems that
combustion efficiency has reached its maximum value—over 99%. The very high
temperatures caused by the high air flow rate and stoichiometric combustion have
allowed for nearly complete oxidation of the fuel. There is essentially no unused CO
15

Note that this also supports the hypothesis that soot emissions will increase with increasing
backpressure.
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Combustion Efficiency (%)
CO2 (%)
O2 (%)
CO (%)
UHC (ppm)
NOx (ppm)

99.5
10.8
0.01
0.047
202
1030

Table 5.3: Combustion efficiency and emissions for the single, boosted, turbocompounded operating point.
or O2 in the exhaust. While there are still some UHC emissions, they are low enough
to not have a significant impact on combustion efficiency. Lastly, the NOx emissions
have increased substantially—to over 1000 ppm—as is somewhat expected given the
very high engine temperatures. This increase continues to support the assumption
that the previous results were slightly rich, while this test was nearly stoichiometric.
Even though the NOx is elevated from the previous results, the concentration is not an
unreasonable value for untreated engine exhaust, and should not pose a problem for
catalytic aftertreatment systems. Lastly, once again the soot results are unavailable,
but the high rates of oxidation that led to very high combustion efficiency would
hopefully also lower soot emissions—if the initial production of soot is not excessively
high. As before, more research is needed in this area.

5.3

Discussion

This chapter has focused on the use of engine boost and external work regeneration to
increase the efficiency of LHR engines. For the most part, the results were promising.
Turbocharging was shown to present the opportunity for significant gains in both
efficiency and power. Although the efficiency results were slightly lower than the
model results of Ch. 2, they remained above 40%. That would be similar to many
conventional, turbocharged, heavy-duty Diesel engines, but at a higher power output
due to the stoichiometric fuel loading. Turbo-compounding has been shown to make
further increases in efficiency, without a negative impact on combustion efficiency and
emissions. Even if this LHR engine approach does not improve efficiency over current
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technologies, it would still provide multiple other advantages.
First, engine load is much higher in these results due to the stoichiometric fuel
loading. While Diesel-fuel engines are forced to operate lean to avoid excessive soot
formation, the alcohol fuels used here have removed that limit. Because more fuel
can be added to the same amount of intake air, the engine load has increased by
approximately 30%. This not only allows for a more powerful engine to be used for
transportation, but also presents the alternative of a down-sized engine that produces
the same power output—potentially allowing for reduced manufacturing and material
costs.
Second, because the fuel loading is stoichiometric, a three-way catalyst can be used
for emissions aftertreatment. This option is unavailable for lean-Diesel engines, which
have to use SCR systems to reduce NOx emissions. The switch to three-way catalysis
would create a significant cost savings in the aftertreatment system of the engine,
as three-way catalysts are significantly less expensive than SCR systems [33]. The
gas-phase emissions measured here were all reasonably low, and mostly well within
the range expected from current engine technologies. Thus, it seems reasonable to assume that conventional three-way catalysis would be compatible with these proposed
LHR engines. Even if pre-treatment emissions increase, they could still possibly be
managed by increasing the catalyst bed size and residence time. Note that additional
experiments are needed to confirm the assumption that the turbocharging emissions
shown in this chapter are the result of rich—and not stoichiometric—combustion,
and to provide new data under stoichiometric conditions. However, a small error in
equivalence ratio is unlikely to change the major conclusions stated here.
While these benefits are significant, challenges remain that must be overcome if
this stoichiometric, LHR, alcohol concept is to become viable. Perhaps foremost is
the issue of particulate emissions. Although particulate emissions were under the
regulatory standard for a simple, stoichiometric, single-pulse injection in the preliminary results, they were approximately an order of magnitude higher in these boosted
tests, and above the emissions limit. If this was the result of the increased boost level
and temperature, then the injection strategy may have to be altered significantly. As
an example, using multiple injections could allow for the fuel to mix and combust
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without building up the large, unburnt fuel pockets needed to form soot. However,
at this point it seems more likely that increased soot was partially the result of rich
operation, and even more a consequence of the change in injector geometry. Recall
that the injector hole diameter was increased to allow for the increased mass flow rate
needed at high boost levels. It is possible that this change increased droplet size (due
to poor atomization)—and by extension the local equivalence ratio—which created
excess soot formation. Perhaps using more holes, instead of larger holes, would have
allowed for the same flow rate increase without altering the spray geometry, and thus
the soot formation. Even though soot emissions were higher for the boosted operating
conditions, it still seems likely that minor changes to the injection system—including
ensuring stoichiometric operation and changing injector geometry—could reduce soot
levels back below the emission standard, as they were in the preliminary studies.
More experiments are needed to confirm this.
There are other challenges to be overcome in the injection system. While the
Bosch piezo-injectors performed well throughout the tests, they were limited in their
operation for ethanol fuel. As just mentioned, hole diameter had to be increased to
allow for a higher fuel mass flow rate. The same result could have been achieved
with higher fuel injection pressure, except the injectors would not tolerate an ethanol
pressure above 15,000 psi. If a new injection system were designed for ethanol fuel, it
is reasonable to assume that it could tolerate the 30,000 psi pressures that are common
in Diesel systems. If that were the case, the operating conditions (and flow rates)
studied here could have been achieved without changing injector geometry. Note that
a higher injection pressure would also help with fuel atomization and mixing, which
could further reduce soot emissions and potentially increase combustion efficiency.
There are also significant challenges using the high-pressure Diesel injectors for
ethanol injections with a hot head. It was observed that if fuel injection was stopped
during engine testing, the injector could not begin to fire again. It is believed that this
was the result of ethanol vaporizing inside the injector body.16 While addressing this
issue does present a challenge, it is not a fundamental barrier to the implementation
16

It has already been determined that attempting to operate the injectors on gaseous fuels (like
methane) causes immediate injector failure.
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of this concept. It is likely that the problem could be avoided by engineering a new
injector—one designed for ethanol fuel operation. Perhaps a higher backpressure on
the bypass return line would keep the ethanol inside the injector at a higher pressure,
and thus prevent it from vaporizing. Alternatively, the injector design could be altered
to tolerate gaseous fuels.17
Note that if the increased soot emissions were indeed mostly the result of the larger
injector holes, then all of these challenges could likely be solved by redesigning the
injection system. Redesign would probably be necessary regardless, to ensure that
materials are compatible with alcohol fuels, allowing for long-term survivability of
components. In addition to the challenges posed by the injection system, development
of a production engine would also require careful engineering of engine insulation
and high-pressure compressor/turbine stages. Improved insulation is already under
research, while highly-boosted turbocharged engines (and even turbo-compounded
engines) are now being produced commercially [55, 56]. Thus it seems that integration
of these components into the current engine concept could be possible in the near
future.
In this work, ethanol has already demonstrated the potential to meet the soot
emission standards without aftertreatment, while the mechanically-regenerated LHR
engine design has been shown to enable high combustion efficiency, even with stoichiometric fuel loadings. If the only barriers to successful implementation—and to
achieving the benefits discussed earlier in this section—are engineering challenges, it
is reasonable to assume they can be overcome.
This chapter has demonstrated the use of turbocharging and turbo-compounding
to make significant gains in LHR engine technology, but as mentioned before, that
only comprises part of the necessary exploration. Part-load engine operation must
also be investigated to confirm that the proposed LHR strategies can be applied to
a wide area of the engine operating map. Just as this chapter provided experimental
validation for the feasibility of high-load operating points, the following chapter will
attempt to do the same at decreasing engine loads.
17

The original Bosch CRIP 2 injectors—which have a different operating mechanism than the
piezo-injectors—were tolerant of gaseous fuels, but not alcohols.

Chapter 6
Part-Load Operation Experiments
Chapter 5 built on the results of Ch. 2 by providing experimental verification of the
potential for obtaining high power and high efficiency by utilizing mechanical exhaust
regeneration in a LHR engine. While the results of that chapter were encouraging,
they only form part of a complete engine concept. Now that full-load operation has
been explored across a range of boost and backpressure levels, it is important to gain
an understanding of part-load engine operation.
The engine map mostly comprises part-load operating points. While it is important to increase engine efficiency at full load—by using some of the strategies studied
in the previous chapter—that will have little impact on the complete driving cycle if
part-load efficiencies are not also improved. The challenges associated with part-load
operation are significantly different than those of full-load operation. As an example,
at full load it is potentially difficult to control combustion if pre-ignition temperatures are too high. In contrast, part-load gas temperatures can be too low to allow for
acceptable combustion. As such, the combustion strategy, energy distribution, and
emissions implications need to be studied separately for part-load operation.
As mentioned in Ch. 4, neither throttling nor changing equivalence ratio is a desirable strategy for achieving load variation. The former incurs a significant efficiency
penalty, while the latter would not permit the use of a three-way catalyst, and instead
would require a more expensive emissions aftertreatment system. This prohibits using the two most commonly-used load variation techniques (for SI and CI engines
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respectively). Instead, utilizing exhaust gas dilution (either retained or recirculated)
was proposed as a means of varying load.
Varying load with EGR may be a promising concept, and the modeling in Chs. 2
and 4 demonstrates its potential, but it requires experimental support. First, it must
be ensured that low-cetane fuels can still be ignited during dilute operation. Second,
emissions must be measured to quantify the effect that dilution has on combustion
efficiency, or on any important emissions criteria. Lastly, the relationship between
load and thermal efficiency must be measured for this concept, so that it can be
compared to other load reduction strategies. This chapter will seek to address these
concerns with engine experimentation.

6.1

Operating Conditions

Since this chapter will focus on part-load operation, intake boosting and exhaust regeneration will not be important variables. For these tests, Proteus was configured to
have 100% volumetric efficiency, and an intake temperature of 125◦ C. Note that this
does not correspond exactly to naturally-aspirated conditions; the increased intake
temperature would reduce the mass flow rate at ambient pressure, dropping volumetric efficiency (perhaps significantly) below 100%. At the same time, the volumetric
efficiency (specifically the post-induction pressure) is too low to correspond to the
(uncooled) boost pressure that would raise temperatures to 125◦ C.1
As opposed to simulating a specific engine configuration, these intake conditions
were chosen to give a relatively low mass flow rate with sufficient thermal energy
to achieve ignition. The fact that the chosen intake state does not correspond to
either of the described configurations does not present a significant concern. It could
be accomplished in an engine if necessary (e.g. by intake charge heating), but even
understanding its practicality for implementation is not critical. What is important
is that the simulated intake port state is fixed, and that the experiments demonstrate
a method for varying load from that point. As a result, the information gained from
the experiment can be used to configure engine operation at other low-load points
1

This would require approximately 2.5 bar absolute boost.
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with different intake port states. In some cases, the intake port state would have
enough thermal energy to allow for ethanol autoignition. In other cases, ignition may
need to be facilitated with a glow-plug. Either way, the results of this chapter can
be used to understand the characteristics of load-variation with exhaust dilution in
a stoichiometric, direct-injected, neat-alcohol-fueled, LHR engine, regardless of the
exact details of charge preparation or combustion initiation.

6.2

Load Variation with Exhaust Retention

First, load variation via exhaust retention was explored. For this experiment, constant
intake manifold conditions were simulated. To implement this load variation strategy
in a production engine, valve timings would be varied to achieve increasing amounts
of symmetric negative valve overlap (NVO), which in turn would increase exhaust
retention and reduce the intake flow rate of fresh charge. As the retention increased,
fuel injection would be decreased to maintain a stoichiometric equivalence ratio.
Configuring Proteus for load variation via exhaust retention is slightly more complicated. As described in Ch. 3, modeling was used to determine how to set the
operating points. For a given valve timing, the mass flow rate was adjusted to match
the volumetric efficiency of a production engine with the same valve timings and
constant intake port conditions. Note that for Proteus, manifold conditions must be
varied to simulate constant manifold conditions in a production engine. The mass
flow rate at each load point was calculated as a function of valve timing and the fullload flow rate. During operation, the intake port pressure assumed whatever value
was needed to provide the desired flow rate. The timings and volumetric efficiencies
for the experiment are given in Table 6.1.
Although there was no intention to study intake boosting or exhaust regeneration
in these tests, both still needed to be considered in the analysis. 100% volumetric
efficiency with 125◦ C charge temperature would require some boost in a production
engine, and so an appropriate boost level was used in the modeling to interpret the
results. Additionally, the limited exhaust valve area in Proteus causes a significantlyabove-ambient residual pressure in the engine, even when there is no backpressure
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ηvol
100%
96%
82%
73%
62%

Table 6.1: Valve timings and volumetric efficiencies for the first part-load experiment.
applied in the exhaust accumulator. To account for this, the residual state was
interpreted as resulting from a pre-turbine backpressure in a production engine. Once
these adjustments were made, the simulated port conditions remained fixed and the
relationship between valve timing and mass flow rate remained consistent. Thus, the
following results can be used to understand the efficiency and emissions effects of load
variation via exhaust retention with constant port conditions.

6.2.1

Energy Distribution

The energy distribution plots for the load variation tests are given in Figure 6.1.
Once again, the measured results are on the top, while the distributions for the
experimental conditions applied to a production engine are on the bottom. The
case on far left of each plot represents full-load operation at these particular port
conditions. Note that the full-load case used here is essentially the same as the “low
boost” case from the turbocharging results in Ch. 5. As expected, the results are
similar. From there, NVO and residual increase, while load decreases, as the results
move to the right. Peak efficiencies are somewhat lower than the results of Ch. 5, due
to the lower effective compression ratio and minimal mechanical work regeneration.
Recall that the turbocharging results proceeded to examine increasing levels of boost
and regeneration starting from 100% volumetric efficiency, and saw a corresponding
increase in thermal efficiency and work. In contrast, the results of this chapter are
for a fixed level of boost, so there will be no additional gains in that regard.
In fact, efficiency decreases as load decreases. This is expected, and is the result
of increased heat transfer losses. The exhaust dilution, which is used to reduce engine
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load, also decreases peak combustion temperatures. While that actually lowers the
total heat transfer losses, the gas temperatures remain reasonably elevated, and heat
transfer is high enough that the losses as a fraction of the input fuel energy are
increased. There is also a decrease in exhaust losses, but that is the result of decreased
combustion temperatures, rather than improved work extraction—and thus provides
no efficiency benefit.
The last point is similar to the effect of charge dilution discussed in Ch. 2. Recall
that the EGR dilution in that chapter reduced load by a factor of two (from 32.2 bar
IMEP to 16.4 bar IMEP), but also decreased exergy efficiency (from 50.3% to 49.0%).
The exergy analysis in that chapter showed that the efficiency reduction was due in
large part to an increase in combustion irreversibility. That is likely also the case
here. Although efficiency does decrease, it is not a drastic reduction. As such, this
load variation method appears to be a significant improvement over throttling (used
in SI engines), and seems comparable to using equivalence ratio variation (as in CI
engines)—with the added benefit of not requiring a SCR system for NOx reduction,
because the mixture remains stoichiometric. It is possible that further improvements
can be made by decreasing heat transfer losses, perhaps by using a mixture of both
hot-internal and cold-external EGR. This will be explored later in this chapter.

6.2.2

Emissions

Next, the effect of load variation on emissions was considered. As was the case
with the turbo-compounding results of the previous chapter, the increased residual
in part-load operation could have a significant effect on emissions.2 The residual
would increase pre-combustion temperatures, altering ignition delay, and decrease
post-combustion temperatures, affecting the oxidation rates and equilibrium composition of the combustion products. Additionally, the increased concentration of H2 O
and CO2 in exhaust gas could participate chemically in the combustion reactions and
affect the kinetic formation and evolution of products.
The particulate emissions and combustion efficiencies for these part-load tests are
2

Recall that in Ch. 5 increased residual was due to increased exhaust backpressure, although the
resulting intake state should be similar.
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Figure 6.1: Energy distributions for load variation using retained EGR. Raw data is
on the top; production engine data is on the bottom.

118

CHAPTER 6. PART-LOAD OPERATION EXPERIMENTS

given in Figure 6.2. The particulate emissions are even higher than they were in the
turbocharging experiments, ranging from 0.1 to 0.4 g/hp-hr, which is once again a
substantial increase from the preliminary tests, and significantly above the soot limit.
The fact that a similar increase was observed in both experiments—even though they
were significantly different operating conditions—seems to support the hypothesis
that the increased soot formation is the result of the different injector geometry
(i.e. larger nozzle holes) and marginally-rich combustion, and not from a change in
engine configuration. Unlike the constant trend seen in the turbocharged results,
here the soot emissions increase with decreasing engine load (i.e. with increasing
dilution). This increase is likely strongly related to the reduced oxidation of soot late
in combustion, due to decreased combustion temperatures. The increase could also
be the result of increased soot formation at the depressed combustion temperatures,
although that is probably a smaller effect.
This soot trend can be used to make estimates for the missing soot data from the
turbo-compounding results of the previous chapter. In these part-load tests, there
were increasing soot levels with the increasing dilution used to vary load. It seems
reasonable to assume that there would also be increasing soot levels with increasing
backpressure, since that would also lead to increased dilution. While these data provide reasonable support for this hypothesis, more experiments are needed to confirm
that this same trend occurs in turbo-compounded operation.
The part-load combustion efficiency is relatively constant at approximately 95%.
This is nearly the same result as achieved in the preliminary studies, and is somewhat
encouraging. Decreased combustion temperatures could have resulted in a decrease
in late-phase oxidation of the partially-oxidized products. If that were the case here,
combustion efficiency would have decreased from the non-dilute cases previously studied. However, the combustion efficiency remains high. This likely results from the
increased engine insulation maintaining high gas temperatures during the expansion
stroke, which in turn keep the reaction kinetic rates relatively fast. As a result, although the combustion efficiency did not increase, as in turbo-compounding tests, it
remains nearly complete—allowing for stable and efficient engine operation.
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Figure 6.2: Soot emissions (left) and combustion efficiency (right) for the loadvariation cases.
The gas-phase emissions for the part-load tests are given in Figure 6.3. As demonstrated by the combustion efficiency results, the reaction oxidation remains nearly
constant. Because combustion efficiency is high, and stoichiometry fixed, the CO2
and O2 concentrations are relatively unchanged throughout the tests. The UHC emissions increase towards full-load operation, but the overall concentration is so low that
the change has a negligible effect on combustion efficiency. Nevertheless, that trend is
somewhat unexpected, as the soot emissions indicated increased oxidation at higher
load. Either way, the change is small enough to not be a significant concern. NOx
emissions remain low, and reach a minimum in the middle of the load range. The
low NOx levels, and high CO levels, may once again be evidence of marginally-rich
operation. As before, slightly-rich combustion would be a partial explanation of the
increased soot emissions, and would also indicate that combustion efficiency is higher
than initially calculated. As was stated in Ch. 5, this is considered further in App. C.
Note that although these untreated gaseous emissions would be too high to satisfy
imposed regulations, a reasonably simple and effective aftertreatment system could be
implemented. Because the mixture is stoichiometric—or, if rich, could be easily made
stoichiometric—even at reduced load, a three-way catalyst could be used to control
CO, UHC, and NOx levels. It is also true that particulate levels are too high to meet
the regulated standard, but it seems that there are multiple opportunities to reduce
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Figure 6.3: Gas-phase emissions for the load-variation cases.
these levels to an acceptable range. This includes using multiple injections, ensuring
stoichiometric operation, or improving injector spray geometry and pressure. Given
that, and the fact that sub-regulation levels of soot were observed in the preliminary
studies, it seems that a particulate filter will likely not be needed for this engine
technology to meet current EPA standards.

6.3

Load Variation with Both Internal and External EGR

So far, the results of this chapter have been encouraging. It appears that it is possible
to vary engine load by varying exhaust gas dilution while still maintaining a stoichiometric composition. Furthermore, this can be done with little loss of efficiency and
minimal emissions repercussions. Despite this success, there remains opportunity for
improvement. Although insulation has been increased, heat transfer still represents
the largest energy loss in the engine, and increases with decreasing load. While some
increase in percentage heat transfer losses are expected as load decreases, there is
reason to believe the losses can be mitigated. While it would be possible to increase
engine insulation, it is more reasonable to try to control gas temperatures, especially
during compression. This possibility will be discussed next.
The modeling in Ch. 4 indicated that using exhaust retention may actually lead to
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pre-ignition temperatures that are too high. Temperatures of approximately 1150 K
are needed for ignition; anything higher is unnecessary and could lead to excessivelyhigh heat transfer. As a result, some fraction of cold EGR could be substituted in
place of retained exhaust, and thus be used to provide dilution without providing
excess thermal energy. This would still satisfy the stoichiometric requirement by
using exhaust gas for dilution, but could help to limit pre-ignition temperatures to
only what is needed. The results of the previous section seemed to indicate that preinjection temperatures were well within the range needed for successful fuel ignition,
so this section will explore colder charge mixtures by using both internal and external
EGR.
Proteus has no external EGR system, but the same effect can be created. Recall
that as long as the post-induction state is unaltered, differences in the manner of
charge preparation do not matter. Thus, a mixture of hot and cold EGR diluting
125◦ C intake air would have the same thermodynamic state as a mixture of only hot
EGR with colder intake air, if the new intake temperature is properly chosen. That
is to say, the intake charge temperature can be set to simulate a given mixture of hot
EGR, cold EGR, and 125◦ C intake air. In these tests, the intake heater temperature
was reduced to 100◦ C for the same volumetric efficiencies as previously used. Note
that this is equivalent to using a fixed ratio of cold EGR to intake air, as the same ratio
of EGR to air is needed to cool the air by 25◦ C, regardless of flow rate.3 This means
that as load decreases (i.e. as intake mass flow decreases and retained exhaust mass
increases), the cold EGR represents a smaller fraction of the total exhaust dilution.
During the testing, the decrease in intake temperature had no noticeable effect on
the control of combustion phasing, meaning that this level of cold dilution did not
violate ignitability requirements for the ethanol fuel used here.

6.3.1

Efficiency vs. Load Results

To take a first look at the effect of using both hot and cold EGR, as opposed to only
hot EGR, the efficiency vs. load curves were compared. The results are shown in
3

This assumes that the intake and EGR states are fixed, which is a reasonable assumption for a
fixed boost level and EGR cooler temperature.
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Figure 6.4: Comparison of efficiency-load curves for internal EGR and mixed EGR.
Raw data is on the top; production engine data is on the bottom.
Figure 6.4. In each case, the two pair of points (one red, one blue) in close proximity
are for operation at the same volumetric efficiency. The data show that using some
cold EGR increases thermal efficiency. This is likely due to decreases in heat transfer
losses and compression work. Note that this efficiency increase is small, and barely
outside of the cycle-to-cycle variation observed the experiments, but it could likely
be further increased with higher levels of cold EGR, as will be explored later. While
incorporating this amount of cold EGR improves efficiency, the variation of efficiency
with load maintains the same trend—it decreases with decreasing load, likely due to
the proportionally higher heat transfer losses at low load, as before.
The previous results show the benefit of mixing hot and cold EGR. Additional
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Figure 6.5: Comparison of post-induction temperature (top) and pre-ignition temperature (bottom) for internal EGR and mixed EGR.
cold EGR could provide even more benefit, but it is important to ensure that ethanol
autoignition can still be achieved within an acceptable ignition delay time. Recall
that the modeling used in Ch. 4 showed that when using only hot, retained exhaust
gas for dilution, the pre-ignition temperature continues to rise as dilution is increased
and load is decreased—despite the fact that combustion temperatures are decreasing.
Mixing in cold EGR should help to limit this temperature rise. To examine this
experimentally, Figure 6.5 shows the post-induction temperatures and pre-ignition
temperatures (both as estimated by modeling the measured P-V data) for the two
EGR load-variation tests.
As expected, both the post-induction and pre-ignition temperatures increase with
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increasing dilution. Note that the pre-ignition temperature for the full-load case is
approximately 1160 K—a reasonable, but not excessive, value for ensuring stable
combustion, based on the ignition delay data in Ch. 4. That stability was confirmed
by the experiment. However, increasing dilution raises this temperature to over 1300
K. Diluted air mixtures may require slightly higher temperatures for fuel autoignition,
but it seems likely that 1300 K temperatures are well in excess of what is needed for
combustion, and help to drive needlessly-high heat transfer losses. Including some
cold EGR does lower temperatures somewhat, but because the cold EGR fraction is
small, the effect is minimal. Based on these results, it seems that significantly more
cold EGR could be used to furhter reduce heat transfer losses and improve efficiency
without compromising combustion stability. As such, high levels of cold EGR should
be explored in future research.
While the past two comparisons have been useful for understanding the effect
of mixing hot and cold EGR instead of using only exhaust retention, more detailed
analysis is still required. It is likely that the increase in efficiency is due to a decrease
in heat transfer losses, but the energy distributions need to be computed before this
can be stated definitively. In addition to quantifying the reduction in heat transfer,
the energy analysis will show how much energy is lost in the exhaust, instead of being
converted to work. This analysis will be conducted next.

6.3.2

Energy Distribution

The energy distribution plots for load variation using a mixture of hot and cold
EGR are given in Figure 6.6. Note that these results do not include the full-load
data (because there is no need for cold—or any—EGR in that case), although that
data can be referenced in Fig. 6.1, if necessary. The energy distributions show how
the previously-discussed efficiency increase is achieved. By comparing these four
results to the latter four results in Fig. 6.1, it is clear that higher efficiency is enabled
in large part by reduced heat transfer losses. This not only includes reduced heat
transfer losses during the compression stroke (the charge temperature is lower), but
also reduced losses during the recompression of the retained exhaust (less mass is
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retained, as some is recirculated). The heat transfer reduction is not completely
converted to work, and there is a concurrent increase in exhaust losses. This is
the same result as seen when the LHR engine configuration was first introduced in
Sec. 2.3.
Note that this is one example where a cooled cylinder liner may be detrimental.
Normally, gas temperatures are low enough during compression—where significant
liner area is exposed—that the heat flux to the cold liner wall is relatively small.
However, when there is significant retained exhaust this may no longer be the case,
as gas temperatures during compression are elevated. While an insulated liner could
help lessen this resulting increase in heat flux, it still may not provide a net benefit. An insulated cylinder liner would reach much higher temperatures, due to heat
transfer, during the expansion stroke. This, in turn, could lead to significant charge
heating during induction and the early stages of compression, which would further
reduce charge density and increase compression work—reducing efficiency. Even if
liner insulation created a net efficiency benefit, it may not be enough to warrant the
additional challenge of lubricating the hot liner. In either case, these effects should be
further studied with modeling, in order to understand the effect of liner temperature
during part-load operation.
Recall that this experiment simulated a fixed ratio of cold, recirculated EGR to
fresh intake air, and thus the fraction of cold EGR to total mass decreased with decreasing load. If the ratio of cold EGR was increased, the charge temperature—and,
as a result, the temperature throughout compression—could be reduced. That could
help mitigate heat transfer losses as load is decreased. If the cold EGR fraction at
each load point was increased until the resulting pre-ignition temperature matched
that of the full-load case, the temperatures (and heat transfer) during compression at
each load point would be similar.4 That could help to keep heat transfer losses near
their full-load value throughout the load range. Given that compression temperatures
would be similar at all loads, and that post-combustion and expansion temperatures
decrease with increasing dilution, it is possible that heat transfer losses could decrease
4

Gas composition has an effect on the temperature increase during compression. This effect must
also be accounted for, although its impact is small relative to the change in thermal energy with
decreasing EGR temperature.
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Figure 6.6: Energy distributions for mixed-EGR operation. Raw data is on the top;
production engine data is on the bottom.
with decreasing load, if the proper ratio of cold EGR was utilized. As a result, if combustion can be maintained and the fraction of hot and cold EGR carefully controlled,
efficiency could remain constant—or actually increase—with load reduction.
To explore this possibility, modeling was used to consider a low-load operating
point that utilized a high fraction of cold EGR dilution. In this case, the EGR

6.3. LOAD VARIATION WITH BOTH INTERNAL AND EXTERNAL EGR 127

Energy DistribuƟon (%, LHV)

100%
90%
80%
70%
60%
50%
40%
30%
20%
10%
0%
EGR Type
IMEP

29.3

32.1

33.6

34.7

33.8

30.6

27.2

25.2

Exhaust
Heat
Work

36.9

37.3

39.1

40.1

Hot EGR Mixed EGR Cold EGR Full Load
8.30 bar 8.35 bar 8.31 bar 15.21 bar
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fraction and valve timings were set to match the load and pre-ignition temperature
of the lowest-load point in Fig. 6.6. The resulting modeled energy distribution is
shown in Figure 6.7. Compared to the lowest-load result from Fig. 6.6, high levels
of cold EGR (second from right) reduce heat transfer losses and increase efficiency.
In fact, efficiency is only one percentage point lower than the full-load case (reproduced from Fig. 6.1). It seems that using high levels of cold EGR can decrease charge
temperatures—reducing compression work and heat transfer—and thus improve efficiency. While these results are promising, note that they do not yet have experimental
validation. Thus, experiments are needed to demonstrate that these benefits can be
achieved in practice. If so, this would be a significant gain over current engine technologies.

6.3.3

Emissions

Once again, the effect of this engine configuration on emissions must be addressed.
Decreased BDC temperatures (the result of colder exhaust dilution) would lead to
decreased TDC temperatures, which could have a significant effect on pollutant
formation—perhaps by increasing ignition delay, and thus premixing. There would
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also be a decrease in post-combustion temperatures, which could inhibit late-phase
oxidation of incomplete products. However, at the same time, the reactant composition is mostly unchanged, so minimal change to product composition could also be
possible. Due to this uncertainty, experimentation was once again used to provide
some clarity.
The combustion efficiency and particulate emissions data for mixed-EGR, partload operation are given in Figure 6.8. The particulate emissions follow a similar
trend as the hot-EGR results, increasing with decreasing load. It is also noteworthy
that the values are essentially the same as in the hot-EGR results, once again ranging
from 0.1 to 0.4 g/hp-hr. This seems to indicate that soot emissions are a stronger
function of reactant composition than pre-ignition temperature—the former is similar
between the two tests, while the latter is somewhat different. This also confirms that
soot emissions can increase significantly—by a factor of at least four—at low load.
Since the soot emissions were only a factor of two below the limit (at stoichiometric
operation) in the preliminary tests, and much higher here, it seems that a more refined
injection and combustion strategy may be needed to satisfy particulate emissions
constraints at the lower loads of the engine map.
As was the case with particulate emissions, the combustion efficiency is mostly
unchanged from the hot-EGR experiment—it remains relatively constant at approximately 95%. This is somewhat expected. The results thus far have shown that
combustion efficiency is mostly dependent on post-combustion temperatures, with
the high temperatures resulting from engine insulation allowing for nearly-complete
oxidation. The relative change in post-combustion temperature between using only
hot EGR, and using a hot/cold EGR combination, is small, which means the oxidation rates late in the reaction should be similar.5 Also, the fact that soot emissions
were unchanged is further evidence of a similar post-combustion oxidation environment, which would also lead to similar combustion efficiency. Overall, these results
continue to confirm that insulation helps create post-combustion states that are sufficiently hot to allow for nearly-complete fuel oxidation, even when the engine operates
5

Once again, the difference in post-combustion temperature is small because the cold EGR fraction is small.
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Figure 6.8: Soot emissions (left) and combustion efficiency (right) for mixed EGR
operation.
on dilute mixtures at low load.
The remaining gas-phase emissions for these operating points are given in Figure 6.9. Once again, the trends are similar to the previous hot-EGR results. The
concentrations of CO, CO2 , and O2 are all relatively constant, as is expected from
the constant combustion efficiency and equivalence ratio. Once again, NOx levels are
low. It is possible that the NOx concentration reaches a high peak (relative to that of
a normally-cooled engine), but remains in equilibrium as the gas expands, lowering
the NOx concentration as the gas cools towards more typical engine temperatures.
This would lead to the NOx kinetics freezing in much the same way as normally observed in conventional engines. However, that should still result in significantly higher
NOx emissions than seen here, so there must be some additional cause, and the most
likely continues to be slightly-rich combustion. As before, if the combustion was rich,
moving to stoichiometric operation would decrease CO and soot—and increase combustion efficiency—while also increasing NOx . Once again, this potential increase in
NOx under stoichiometric conditions does not present a barrier to implementation,
as all gas-phase emissions could be controlled at low-cost with a three-way catalyst.
Recall that in this experiment, the cold-EGR fraction was much lower than it
needed to be while still allowing for fuel ignition. If significantly more cold EGR was
utilized (to increase efficiency), there could be a significant impact on emissions. Cold
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Figure 6.9: Gas-phase emissions for mixed-EGR operation.
EGR would reduce pre-ignition temperatures, increasing ignition delay and fuel-air
premixing. This could help reduce soot formation. Also, reduced combustion temperatures could lower peak NOx levels. However, it is also possible that reduced combustion temperatures would decrease the late-phase oxidation of partial-combustion
products. That could decrease combustion efficiency, and allow for less particulate
oxidation, increasing soot emissions. Determining the impact of cold EGR on emissions is critical—if emissions are considerably worse, high levels of cold-EGR dilution
may not be worth the potential efficiency gains. Clearly, more cold-EGR experiments
are needed to understand these trade-offs.

6.4

Discussion

This chapter has focused on varying engine load by using exhaust to dilute the incoming air. This strategy is an important part of the complete engine concept. As load
varies, it is essential to use exhaust dilution to maintain a stoichiometric mixture, to
continue allowing for the use of a three-way catalyst. Exhaust is also used to provide
the extra thermal energy needed to facilitate ignition of alcohol fuels. It is critical to
ensure that this approach would allow for nearly-complete combustion, with minimal
loss of efficiency, and without significant emissions consequences. Overall, the results
of this chapter are promising, and will be discussed next.
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The first experiment examined the use of retained exhaust gas for dilution. That
is, all dilution was achieved by adjusting valve timings to trap exhaust gas in-cylinder,
displacing incoming air. This proved suitable for varying load without loss of ignitability. Efficiency decreased with decreasing load, as a result of proportionally higher heat
transfer losses. However, losses were not extreme, or substantially different from other
load variation schemes—such as lean operation. Even then, it seemed that heat transfer losses were higher than necessary, due to needlessly-high gas temperatures during
compression.
To help combat this loss, dilution with a mixture of hot and cold EGR was
considered next. Adding cold EGR helped to improve efficiency by reducing heat
transfer losses and compression work. However, the ratio of cold EGR to hot EGR
used here was probably much lower than it needed to be. The results seemed to imply
that for any part-load point, using the highest possible ratio of cold EGR to hot
EGR would lead to the highest efficiency. Instead of allowing charge temperatures to
increase with increasing dilution, as seen here, the cold EGR fraction could be chosen
to keep the pre-ignition temperature fixed.6 When modeling was used to explore
this possibility, it seemed that keeping pre-ignition temperature constant improved
low-load efficiency, making low-load operation nearly as efficient as the full-load case.
Future research should address the possibility of using large amounts of cold EGR,
and explore the chance that heat transfer losses can be reduced enough that efficiency
does not decrease—and perhaps even increases—with decreasing load.
While verifying the feasibility of this part-load approach was an important accomplishment, it was also significant that these results were achieved without a prohibitive
emissions penalty. First, combustion efficiency was maintained above 95%, meaning
that the post-combustion environment remained hot enough to almost-completely
oxidize the fuel. There was some concern that dilution would lower temperatures too
far for this to occur, but it seems that engine insulation adequately compensated for
the decrease in combustion temperature. Dilution also lowered NOx levels at lowload points, which would help decrease the burden on the aftertreatment system. As
6

Or nearly fixed, depending on what is required to achieve fuel autoignition for different levels of
dilution.
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was the case in Ch. 5, more experiments are needed to verify the stoichiometry of
the combustion, and to collect more data at an equivalence ratio at unity. However,
as before, the conclusions of this chapter are mostly insensitive to small errors in
equivalence ratio.
Despite the fact that exhaust emissions remained acceptable, soot formation was
higher than desired—as was the case with boosted operation. Slightly-rich operation
could be a partial explanation of this increase. Also, the fact that soot emissions were
elevated for both highly-boosted and low-load operating points—which have two very
different combustion environments—seemed to indicate that the increase was the also
result of the injector geometry (i.e. larger nozzle holes) and not just of the combustion
itself. Combustion efficiency remained high, so it seems likely that oxidation of soot
during expansion should have proceeded at a similar rate. To provide clarification,
future tests at the same conditions, but with stoichiometric operation and the original
injector geometry, are needed. While that might be difficult for boosted operation,
where a high fuel flow rate is required, for part-load operation using smaller injector
holes should be acceptable. If using smaller injector holes reduces soot formation
for these part-load tests, it seems likely that it would also reduce emissions for the
boosted tests—if an injection system can be designed to provide the necessary fuel
flow rate without increasing injector hole diameter.
This load variation strategy shows promise, but will require additional development before it can be applied to a production engine. One of the largest challenges
will be designing a control system to supply the necessary ratios of both hot and cold
EGR. Such a system would need to use the measured exhaust temperature to determine the correct amounts of hot (retained) EGR, cold (recirculated) EGR, and fresh
charge—all as a function of the desired engine load (as demanded by the driver). It
would be required to control large variations in both valve timings and external EGR
flow rates. However, if designed, such a system could provide substantial benefits—
including enabling the use of exhaust dilution to adjust load over a significant range
of engine operating points, while maintaining stoichiometric operation.
While this load-variation method has demonstrated significant work reduction
from the maximum values, it may not be feasible for load extension all the way
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down to idle. Reasonable combustion temperatures are needed to ensure that enough
thermal energy remains in the exhaust to enable ethanol autoignition in the next
engine cycle. Even if ignition is achieved, the temperature must also be high enough
to allow for nearly-complete oxidation of the fuel. If that is not realistic at very low
engine loads, it is possible that mode-switching may be necessary. As an example,
boosted HCCI has already demonstrated load variation from 8-9 bar (well within the
load range achieved here) down to idle. Alternatively, a SI Miller cycle (as shown in
Ch. 1) could allow load reduction towards idle. More research is needed to determine
how to best navigate the entire engine map with this concept, but this chapter has
already demonstrated that significant load variation can be achieved in a way that
satisfies both efficiency and emissions requirements. That, along with the boost and
backpressure tests of Ch. 5, shows that stoichiometric direct injection of ethanol
enables high efficiency, ranging from high power densities down to lower loads, all
while satisfying tough emissions constraints at minimal cost.

Chapter 7
Summary and Conclusions
This thesis has focused on two parallel goals for improving internal-combustion engines for transportation: increasing efficiency; and reducing emissions. This was
motivated by a need to better utilize energy resources in a way that minimizes environmental impact, while remaining viable for transportation from both a performance
and economic perspective. While there are multiple means of improving engine efficiency and emissions, this work focused on reducing heat transfer losses in order
to increase efficiency and enable the use of ethanol fuel—which in turn allows for
simplification of the emissions aftertreatment system. To explore the potential of this
concept, a combination of modeling and experimentation was required.
Modeling was used to consider possible pathways towards achieving higher efficiency. Preliminary analysis showed that heat transfer losses are a significant source of
inefficiency, but also indicated that losses could be mitigated with insulation. First,
the effect of heat transfer reduction on load and efficiency was considered. Next
mechanical regeneration was integrated into the analysis. After a brief discussion
of charge dilution, the modeling concluded by combining mechanical and thermal
regeneration to maximize efficiency.
Experiments were needed to provide data for validating the modeling analysis.
First, the effect of turbocharging—specifically increasing volumetric efficiency—was
studied. Next, the boost level was fixed while the engine backpressure was increased,
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simulating turbo-compounding. After these full-load engine tests, part-load experiments were performed. Exhaust dilution was used to lower engine load without
changing the overall stoichiometry. Initially, dilution was implemented using retained
exhaust, but later a mixture of internal and (simulated) external EGR was used.
Overall, the results of this research were positive. The modeling indicated that
significant gains in efficiency and power were possible by using an engine with a
stoichiometric fuel loading and an insulated combustion chamber. The experiments
helped to validate that these gains could be achieved in practice by using ceramic
TBC’s and ethanol direct-injection. Experiments also confirmed that this engine
configuration could enable a relatively-inexpensive emissions aftertreatment system,
by allowing for the use of a three-way catalyst (by maintaining stoichiometric fuel
loadings) and obviating the need for a particulate filter (by using a “soot-free” fuel).
This chapter will summarize the most significant findings of both the modeling
and experiments in this thesis, and will propose future areas of research to further
explore the possibilities for this technology.

7.1

Modeling Results

The modeling initially considered conventional engine performance, and showed that
reducing heat transfer losses represented the largest potential area of improvement
for engine efficiency. It was determined that both the combustion chamber and the
exhaust system needed to be insulated, although the liner did not, allowing for the
use of conventional engine lubricants. This analysis motivated an insulation scheme
that used ceramic (both plasma-sprayed 8YSZ and slurry) TBC’s on the head, piston,
valves, ports, and exhaust.
Once the insulation strategy was proposed, the effect on efficiency was analyzed.
As expected based on previous research, reduced heat transfer losses had little effect
on load or efficiency, as most of the energy flow was redirected to increased exhaust enthalpy. As a result, mechanical exhaust regeneration was needed to enable significant
efficiency and load gains from heat transfer reduction. Modeled mechanical regeneration was considered in three sequential steps: turbocharging; turbo-compounding; and
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a combination of turbo-compounding and in-cylinder over-expansion. Each of these
configurations further improved load and efficiency, ultimately resulting in an exergy
efficiency of approximately 50% and load near 29 bar IMEP. While that represented
a significant efficiency improvement over current engines, there was still substantial
exergy lost in the exhaust. Thus, reduction in this exhaust loss was needed to increase
efficiency much beyond 50%.
Initially, exhaust losses were lowered by reducing the entropy of the postcombustion state. First, this was accomplished by intercooling the turbocharger
compressor, which made a modest improvement in efficiency and load. Second,
charge dilution—either with excess air or EGR—was considered. Somewhat surprisingly, dilution did not improve efficiency, in contrast to what basic analysis of the
Otto cycle showed. After closer examination of the modeling results, it became clear
that while dilution did reduce exhaust exergy, it was due to increased combustion
irreversibility, and not increased work output. Thus, it seemed that dilution was
useful for lowering engine load, but not effective at improving efficiency.
Next, since lowering combustion entropy had little impact, thermal exhaust regeneration was analyzed. Excess exhaust enthalpy was used to superheat steam, which
was then either injected into the cylinder or expanded in a steam-turbine bottoming cycle. Both significantly improved engine performance, with the latter resulting
in a 60% exergy efficiency and an IMEP of near 39 bar. Other thermal regeneration
techniques—such as an organic Rankine bottoming cycle or exhaust thermoelectrics—
did have some merits, but were ultimately less efficient options. After implementing
mechanical and thermal regeneration, the only significant remaining loss of exergy
was due to unrestrained combustion, indicating that any additional gain in efficiency
would require reduction of this irreversibility.
The modeling demonstrated several possible engine configurations that were significantly more efficient than modern technologies. Furthermore, these configurations
simultaneously increased power density by using a stoichiometric fuel loading. While
the proposed changes required significant modifications to engine architecture, the
possibility of substantial gains motivated the use of experimentation to provide further validation for the concept.

7.2. EXPERIMENTAL RESULTS

7.2
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Experimental Results

The modeling results were encouraging, so engine experiments were planned to test
the findings. First, the combustion behavior assumed in the model had to be demonstrated in practice. This required a stoichiometric fuel loading, and that combustion
be properly-phased and proceed to completion. It was shown that with thermal insulation and 125◦ C intake air (which could be achieved with 2.5 bar boost) combustion
could be initiated using alcohol direct injection. In addition, the measured combustion
efficiency was 96% at stoichiometric operation—high enough to have minimal impact
on thermal efficiency.1 It seemed that the use of thermal insulation maintained high
temperatures during expansion, allowing for increased late-phase oxidation. Combustion inefficiency was nearly completely manifested in increased CO emissions.
Next, emissions had to be considered. The stoichiometric mixture facilitated
gaseous emissions control by allowing for the use of a three-way catalyst. Meanwhile,
regulations required that particulate emissions remained below the mandated limit.
While both methanol and ethanol were known to produce some soot, preliminary
results showed that the soot emissions for both fuels were sufficiently low to eliminate
the need for a particulate filter. Methanol soot levels were essentially in the noise
floor of the analyzer, while ethanol soot levels remained a factor of two below the limit
at stoichiometric operation. While the use of multiple injections was not explored, it
is possible that such a strategy could further reduce soot emissions.

7.2.1

Full-Load Operation

After the feasibility of the combustion strategy was confirmed by the preliminary
results, the model findings were tested using boosted engine experiments (operating
on ethanol). First, the case of turbocharging was considered. Engine boost was increased, and the backpressure was adjusted to the corresponding work-matched value.
As expected, efficiency and load increased with increasing boost. The LHV efficiency
was 42.8%, with 28.4 bar IMEP, at 3.3 bar boost. As predicted by the modeling,
1

Recall that this result was obtained prior to installation of the exhaust accumulator, and thus
was not artificially high due to increased exhaust residence time.
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there was significantly more exergy available in the exhaust than was extracted by
the work-matched turbine, so additional engine over-expansion was needed to make
further gains in efficiency and power.
Exhaust emissions were measured for the turbocharged engine configuration.
Combustion efficiency remained high throughout the tests—above 95%. While that
was nearly the same value as measured in the preliminary research, the results were
encouraging. Turbocharging used a significantly larger fuel injection than previous
tests, yet fuel oxidation remained nearly complete. Once again, CO emissions were
elevated, but in this case NOx levels were low, which seemed to be an indication of
rich combustion. If the experiments were slightly rich, it is likely that combustion
efficiency would have been even higher under stoichiometric conditions. Ethanol
soot emissions were nearly an order of magnitude higher than previously measured.
This was likely due to rich operation and the change in injector geometry (i.e. larger
injector holes to accommodate the higher mass flow rate), and not from the change
in operating condition.
To examine engine over-expansion, turbo-compounding tests were conducted by
fixing boost pressure and increasing engine backpressure. By increasing engine backpressure (from 1.29 bar, absolute to 1.84 bar, absolute) at fixed boost, engine efficiency
increased by nearly a full percentage point, although load remained relatively constant as decreasing in-cylinder work was replaced by increasing turbine work. Based
on the previous modeling results, it is likely that performing the turbo-compounding
experiments at a significantly higher boost and backpressure could have made further
improvements in efficiency, perhaps closer to the 50% exergy efficiency seen in Ch. 2.
The emissions implications of increasing backpressure were also considered. In
the turbo-compounding tests, combustion efficiency nearly reached 99% for stoichiometric ethanol operation—essentially the maximum value it could achieve based on
the kinetic freezing of CO during expansion. CO emissions were significantly decreased, although there was increase in NOx emissions. This seemed to indicate that
the turbo-compounding tests were performed under stoichiometric conditions, while
the turbocharging experiments were marginally rich. UHC emissions increased with
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increasing backpressure, likely due to lower combustion temperatures leading to decreased late-phase oxidation. While soot emissions were unavailable for these tests, it
seemed likely that soot levels would also have increased with increasing backpressure,
i.e., with decreasing combustion temperatures and oxidation.

7.2.2

Part-Load Operation

While the results of the full-load tests were encouraging, stoichiometric, part-load
experiments (with ethanol fuel) were needed to evaluate the complete engine concept.
Initially, NVO was used to trap residual gas and increase exhaust dilution, while
the simulated intake port conditions were held fixed. Despite dilution, combustion
remained stable throughout the experiments. This method enabled load to be reduced
by approximately a factor of two, from 15.2 bar to 8.3 bar. There was a concurrent
decrease in efficiency—from 40.1 % LHV to 36.9% LHV—resulting from increased
heat transfer losses.
The dependence of emissions on load was also studied. Despite combustion temperatures decreasing with load, combustion efficiency remained above 95%. This was
once again promising—combustion remained nearly complete, even at lower engine
loads. Furthermore, there was once again evidence of rich combustion, in which case
the combustion efficiency would actually be higher than initially stated. As was the
case with turbocharged operation, ethanol soot emissions were higher than in the
preliminary tests, likely as a result of rich operation and the change in injector geometry. Soot emissions increased with decreasing load, probably due to decreasing soot
oxidation at decreased combustion temperatures. This seemed to indicate that soot
emissions would have increased with increasing turbo-compounding as well.
In an attempt to decrease heat transfer losses at lower loads, a mixture of both
cold (recirculated) EGR and hot (retained) EGR was studied. Using mixed EGR
led to a decrease in post-induction temperature and pre-ignition temperature. The
mass of cold EGR used was relatively small, so intake and compression temperatures
still increased significantly as dilution increased. There was a slight improvement in
efficiency (at fixed load) when including cold EGR in the exhaust dilution.
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Energy analysis of the mixed-EGR experiments confirmed that efficiency improved
as a result of decreasing heat transfer losses, although because the fraction of cold
EGR was small, the resulting efficiency improvement was small. Modeling indicated
that efficiency could increase with a larger fraction of cold EGR—in this case enough
to keep the pre-ignition temperature constant at all loads.
In general, emissions were effectively unchanged from the hot-EGR experiment.
Combustion efficiency remained above 95%—while soot increased at low load—and
as before, it seemed that the combustion was slightly rich, indicating that combustion
efficiency was even higher than initially computed. It seemed possible that significantly larger fractions of cold EGR could have affected emissions, possibly decreasing
combustion efficiency and increasing soot, due to additional decreases in combustion
temperature further reducing late-phase oxidation.

7.2.3

Complete Engine Operating Map

The engine experiments helped to validate the modeling efforts of Ch. 2 by providing
data across a wide range of the engine operating map for ethanol fuel. Full-load operation confirmed that significant efficiency and power gains were possible by utilizing
mechanical regeneration. Part-load operation demonstrated that load variation could
be achieved while remaining stoichiometric, enabling the use of three-way catalysis
at all engine loads. In all tests, combustion efficiency remained sufficiently high to
avoid a significant negative impact on overall thermal efficiency. While the outcomes
were promising, there are additional experiments that could explore further gains.

7.3

Future Work

The results in this thesis have provided significant modeling and experimental support
for the development of high-efficiency, high-power, low-emissions, internal-combustion
engines which utilize thermal insulation and stoichiometric direct injection. But
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there is more work that can be done. This thesis explored the use of mechanical regeneration—namely turbocharging and turbo-compounding—to increase efficiency. However, modeling indicated that thermal regeneration could be integrated
to make additional gains in efficiency. Possibilities include a steam bottoming cycle, or thermo-chemical recuperation (reforming the fuel into a more energetic resource). After thermal regeneration, the only other means of significantly improving
efficiency is reducing combustion irreversibility. This could be done by coupling a
restrained, electro-chemical reaction device (such as a fuel cell) to the engine to decrease entropy generation during fuel oxidation. While both thermal regeneration
and electro-chemical coupling require extra hardware and present additional challenges, the possible efficiency gains provide adequate motivation to further explore
both concepts with additional research.
Additional turbo-compounding data are needed to explore the possible benefits of
engine over-expansion. This would require significantly higher boost and backpressure
levels than were used here, perhaps up to 3 bar and 4.5 bar respectively. It would also
be informative to experimentally validate the gains from in-cylinder over-expansion,
although that would require the development of new crankshaft geometries. For
part-load operation, using significantly higher fractions of cold EGR could increase
efficiencies at low-load. More research is also needed to determine how to best enable
very low engine loads, down to idle. This could possibly be accomplished by modeswitching from direct-injection, CI operation—perhaps by using HCCI, or SI with
LIVC.
Exhaust emissions could possibly be decreased from what was demonstrated here.
All of the experiments in this thesis used a single, bulk fuel injection near TDC.
Using multiple fuel injections could allow for significant fuel-air premixing, which
could increase combustion efficiency and reduce soot formation. Also, soot emissions
were higher than expected in many results, likely due in large part to larger injector
holes.2 In general, redesigning injection systems for ethanol operation could lead
to significant improvements. Higher fuel pressures could allow for shorter injection
2

As mentioned previously, larger injector holes increase mass flow rate and reduce atomization,
which could lead to higher local equivalence ratios and soot formation.
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durations, and improve mixing and atomization. This could improve work output (by
shortening combustion duration) and reduce emissions (by allowing for more fuel-air
mixing and oxidation).
With regard to emissions, additional tests are needed with increased control of stoichiometry. Many of the results in this thesis seemed indicative of rich combustion.
Further tests could be used to confirm that this was the case, and to collect new data
under stoichiometric conditions. Also, more tests should be performed to determine
the effect of the exhaust accumulator. By sampling the exhaust composition inside
the accumulator, the gas had additional residence time in a high-temperature environment, allowing it to proceed further towards equilibrium. Future research should
take care to sample the exhaust gas much closer to the exhaust port, in order to
ensure that the measurement more closely approximates engine-out conditions.
Finally, although this research has primarily utilized ethanol fuel, there are many
other fuel options that should be explored. Any fuel that enables “sootless” operation
would likely be acceptable in this engine configuration, as high engine temperatures
enable fuel autoignition regardless of cetane number. Methanol should be considered
as an alcohol alternative to ethanol, and would almost certainly meet the soot emissions standards with any injection scheme. Dimethyl-ether should be explored, both
for its low propensity for soot formation and ease of autoignition. Natural gas could
be used, and while it would require a new injection system designed for gaseous fuel,
its relative abundance and low-cost could make it an attractive alternative. Finally,
the thermo-chemical recuperation strategy mentioned earlier could allow for the use
of syngas—reformed from traditional transportation fuels, like gasoline and Diesel—
enabling this technology without requiring a change from typical fuels. A full range
of fuels should be explored, both to determine relative advantages, and to allow this
fuel-agnostic technology to be adapted to whatever fuel is most economically and
practically available at a given time.

Appendix A
Thermal Barrier Coatings
The work in this thesis relied on improving engine insulation in order to reduce
heat transfer losses, enabling gains in both efficiency and power. While there are
multiple insulation strategies, thermal barrier coatings (TBC’s) were utilized here.
A brief overview of the TBC’s used in the experiments was given in Ch. 3, but a
more detailed discussion will be provided in this appendix. The two iterations of 8%
Yttria-Stabilized Zirconia (8YSZ) spray coatings will be examined first, after which
the performance of the slurry coating will be discussed. This appendix will conclude
with a brief summary of what was learned, and will make recommendations for future
LHR work using TBC’s.

A.1

Initial 8YSZ Coatings

For the initial coated operation, the 8SYZ coating was sprayed onto the head, piston,
and valves. The head coating is shown in Figure A.1, while the piston coating is
shown in Figure A.2. The coating on the valves—where the ceramic was applied to
the face, stem, and backside radius—is not shown. As mentioned in Ch. 3, the coating
on the head and piston was approximately 0.060” thick, while the valve coating was
approximately 0.040” thick. The coatings appeared mostly uniform, although there
were “witness marks” on the head coating near the valves (seen on the left of each
valve seat in Fig. A.1) which were somewhat concerning. Proteus was reassembled,
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Figure A.1: Initial 8YSZ TBC applied to the head.
and underwent preliminary testing (for approximately two hours at 6 bar IMEP and
1800 RPM) to check its subsystems and seat the new piston rings, after which the
head was removed and the coatings were examined.
Even after this initial, light-load use, there was degradation of the coatings on
the head and valves. This can be seen in Figure A.3. The coating on the exhaust
valve face (left) was completely missing, while the coating on the intake valve face
(right) was beginning to chip. On the head, the coating around the witness marks had
also begun to deteriorate, and as a result, sections of coating were already missing
(as can be seen to the left of the intake valve). This seemed to indicate that minor
imperfections (e.g. witness marks) in the coatings were the primary origin of stress
and fracturing.
While the head and valves had suffered coating loss after minimal use, the piston
coating seemed more durable. This is shown in Figure A.4.1 While the coating stayed
intact, hairline cracks were observed originating at the edge of the bowl and moving
1

Note that the dark discoloration observed on the piston was caused by soot deposited during
no.2 Diesel operation.
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Figure A.2: Initial 8YSZ TBC applied to the piston.

Figure A.3: Head and valve coatings after preliminary testing.
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Figure A.4: Piston coating after preliminary testing.
radially outward. This was somewhat concerning, but remained a more positive result
than coating loss.
After preliminary testing and inspection, new coated valves were installed, and
Proteus was reassembled. Next, a more rigorous set of tests was performed, approximating the experimental operating conditions. Afterward, the engine was disassembled to examine the coatings a second time, and to estimate if they would be reliable
enough to survive the entire test matrix needed for this thesis. The conditions of
the head and exhaust valve coatings, after this more extensive testing, are shown in
Figures A.5 and A.6 respectively.
Clearly, there was substantial destruction of the coatings during heavy-duty operation. Although the intake valve face remained intact, the exhaust valve face was
significantly chipped. Additionally, the exhaust valve stem and backside radius suffered considerable coating loss. On the head, chipping from the preliminary tests
had spread, and a large fraction of the coating was missing. Despite these losses, the
piston coating (not shown) did not deteriorate. The hairline cracks were still visible
around the edge of the bowl, but had not spread or led to chipping.
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Figure A.5: Head coating after more extensive testing.

Figure A.6: Exhaust valve coating after more extensive testing.
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Although the piston coating was reasonably durable, it seemed unlikely that the
initial head and valve coatings would survive long enough to collect consistent data
sets across the engine experiments. As a result, another iteration was performed on
the head and valve coatings (but not the piston coating) to improve reliability. The
results will be discussed next.

A.2

Second 8YSZ Coating Iteration

To combat the chipping observed in the first generation of coatings, the head and
valves were re-coated and covered in a sealant. The new coatings appeared similar
to the originals, but were thinner—about 0.030” on both the head and the valves.
Importantly, there were no longer witness marks on the head coating. The new
coating (on the intake valve) is shown in Figure A.7.
As before, the coatings were examined after preliminary testing (once again, for
two hours at 6 bar IMEP and 1800 RPM). The head coating is shown in Figure A.8,
while the piston coating is shown in Figure A.9. This time, the results were more
encouraging. The original piston coating continued to resist degradation. Meanwhile,
the new coatings on the valve faces (seen in Fig. A.8) and stems (not shown) remained
intact. The only noticeable deterioration was the loss of head coating near the exhaust
valve (on the right of Fig. A.8). It appeared that this loss originated on the sloped
surface of the valve seat.2 Despite that, it was encouraging to see that the coating
loss had not spread significantly beyond the sloped region.
Although some coating had been lost from the head, this seemed unlikely to lead to
additional cracking—at least not to the degree observed in the first coating iteration.
This, along with the fact that the piston and valve coatings seemed stable, allowed
for the experiments to proceed. Some additional coating loss was expected during
testing, but it was hoped it would have a negligible effect on the results. The final
status of the coatings (after completion of the research) will be addressed at the end
of this appendix, but first the performance of the slurry coating will be considered.
2

The slope was cut into the exhaust seat to aid in gas exchange during the exhaust process. The
intake seat, in contrast, was cut flat.
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Figure A.7: The second-iteration spray coating, shown on the intake valve.

Figure A.8: The second-iteration head coating, after preliminary testing.

149

150

APPENDIX A. THERMAL BARRIER COATINGS

Figure A.9: The original piston coating, after testing the first and second coating
iterations under both light- and heavy-duty conditions. No adjustments were made
to the piston between iterations.

A.3

Slurry Coating

The thin (approximately 0.010”) slurry coating was applied to the ports and exhaust
accumulator. It was used on the enclosed geometries, as these locations could not
be sprayed, because of spacial constraints. An example of the coating, seen in the
exhaust port, is shown in Figure A.10. The coatings on the ports could be evaluated
between experiments, but the coating on the inside of the exhaust accumulator could
not, due to lack of visual access. It seemed reasonable to assume that the coating in
the exhaust port would behave similarly to the coating in the exhaust accumulator.
If anything, the exhaust port environment was more harsh, and would be more likely
to damage the coating. Thus, the accumulator coating was assumed to be intact if
the exhaust port coating was intact. The slurry coatings proved to be very reliable.
There was no noticeable degradation of the coatings throughout the testing.
While the slurry coatings used in this research are thin, they have a low thermal
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Figure A.10: The slurry coating, shown here on the exhaust port.
conductivity—even compared to the ceramic 8YSZ. This allows for significant insulation, without requiring thick coatings. It is likely that the thicker 8YSZ provides
better insulation, although at the cost of reduced durability. In order to utilize the
strengths of both coatings, it seems probable that a combination of slurry coatings
and 8YSZ coatings—as was applied here—remains the best TBC insulation strategy.
Some changes that are needed to make such a strategy feasible will be discussed next.

A.4

Discussion

Ultimately, the combination of the slurry coatings and the second-generation, 8YSZ
spray coatings provided adequate engine insulation, with satisfactory reliability over
the time-span of this research. While the coatings reduced heat transfer by less than
50% (the goal for the insulation), the reduction was sufficient to improve efficiency and
enable stoichiometric alcohol direct injection.3 During the final experiments, there
3

The coatings used here reduced heat transfer losses by about 30%.
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was additional loss of coating on the head, but the loss was localized near the exhaust
valve, and was not substantial enough to jeopardize the repeatability or validity of
the tests.
Although the coatings were satisfactory for this research, there remain many improvements that could be made to the coating strategy employed here, and the lessons
learned in this research could be helpful in designing future LHR engines that achieve
a 50% reduction in heat transfer, as attempted here. This section will discuss some
of these findings.
First, it was observed that small changes in coating application could make a significant difference in durability. For example, the 0.060” head coating (first-generation)
failed nearly immediately, while the 0.040” head coating (second-generation) was
considerably more resilient. Additionally, consistency in coating thickness greatly
improved survivability. The second head coating had a relatively uniform thickness,
likely due to the head’s large surface area facilitating application of an even coating.
In contrast, the valves were probably too small for the spray process—resulting in
uneven coating and increased chipping. It seems likely that larger valves would have
been easier to spray, and could have resulted in more uniform and robust coatings.
Second, the curvature of the substrate surface seemed to have a significant effect on the strength of coating adherence. In general, coatings applied to concave
geometries were more resilient than coatings on flat surfaces, while coatings applied
to convex geometries were less stable than either. The piston and the head provide
a good example of this contrasting behavior; the piston face is concave (due to the
chamfered edge), while the head is convex near the exhaust valve (due to the slope
on the seat). The former proved to be very durable, while the latter was one of
the more problematic regions. Clearly, it seems that concave surfaces—which keep
the coating in compression—should be used, and convex surfaces avoided, wherever
coatings (especially spray coatings) are to be applied.
The benefit of concave surfaces leads to another conclusion, namely that coating
durability could be greatly augmented by designing an engine for TBC application,
instead of coating an engine that was constructed for uncoated operation. As before,
this was demonstrated by the resiliency of the piston coatings. Recall that the piston
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was coated at the same time as the initial head coatings (which failed relatively
quickly). The piston did exhibit hairline cracking, but the cracks did not spread or
lead to chipping, as they did on the head. Thus, it seems that machining the piston
substrate was critical for coating survival. By extension, it could have been beneficial
to machine the head in a similar way, so that the applied coating could remain in
compression in a recessed region, instead of being raised above the flat head deck.
Based on these results, it appears likely that such a strategy could have improved the
head coating durability.
In summary, it is important to consider the application of TBC’s before the substrates are designed and manufactured. In certain geometries, the coatings appear
to be reasonably durable. Using these geometries in the combustion chamber could
accommodate the highly-insulative 8YSZ coating where insulation is critical (on the
head and piston). At the same time, the slurry coating appears to be resilient in
nearly any geometry, and still provides adequate insulation. Thus, it seems that by
combining careful engineering of substrates (to bolster spray coatings), with intelligent use of slurry coatings (where spray coatings may be impractical or unstable),
insulation can be applied to an engine in a way that enables many of the power and
efficiency gains observed in this thesis. While this approach could greatly increase
coating survivability, it is not clear whether it would enable coatings that are durable
enough for use in production engines. That question will need to be answered by
additional research and development of spray coatings, and with experiments to test
their durability over a long time span.

Appendix B
The Engine Model
This appendix will give the details of the engine model used to perform the analysis
needed in this thesis. Recall that the model not only allowed for the exploration of
means to improve engine efficiency, but also enabled the interpretation of experimental
results—thus providing an understanding of the possibilities for gains in productionengine architectures. Descriptions of the engine configurations modeled in Ch. 2 will
be given first, along with the model outputs for each of the cases studied. Afterward,
the details of the model will be explained and validated.

B.1

Model Configuration and Results

Three tables provide the modeling inputs and results. The first gives some defining
qualities for each of the engine configurations explored in Ch. 2, along with the
corresponding case number. The second gives the model input parameters that were
consistent across all of the engine cases. The third gives selected model output values
for the cases studied.
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Engine #
1
2
3
4
5
6
7
8
9
10
11
12
13
14

Table B.1: Brief descriptions of the model configurations studied in Ch. 2.

Model Configuration Details
10:1 CR typical natural-aspirated aluminum gasoline
17:1 CR typical natural-aspirated aluminum Diesel
17:1 CR typical turbocharged aluminum Diesel with intercooling
10:1 CR conventionally-cooled naturally-aspirated gasoline
17:1 CR conventionally-cooled gasoline
17:1 CR LHR gasoline
17:1 CR LHR gasoline with turbocharging
17:1 CR LHR gasoline with turbo-compounding
17:1 CR overexpanded LHR gasoline with turbo-compounding
17:1 CR overexpanded LHR gasoline with intercooled turbo-compounding
17:1 CR overexpanded LHR gasoline with intercooled turbo-compounding with 50% EGR
17:1 CR overexpanded LHR gasoline with intercooled turbo-compounding with 50% air dilution
17:1 CR overexpanded LHR gasoline with intercooled turbo-compounding and steam injection
17:1 CR overexpanded LHR gasoline with intercooled turbo-compounding and bottoming cycle
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Equivalence Ratio
Fuel
Bore (mm)
Stroke (mm)
Crank to Con Rod Ratio
Intake Valve Diameter (mm)
Intake Valve Lift (mm)
Exhaust Valve Diameter (mm)
Exhaust Valve Lift (mm)
IVO (CA)
IVC (CA)

1.0 (0.7 for Diesel)
Isooctane (Heptane for Diesel)
100
100
0.25
50
12
46
12
10 BTDC
40 ABDC

EVO (CA)
EVC (CA)
Ignition Angle (CA)
Combustion Duration (CA)
Compressor Polytropic Efficiency
Gas Turbine Polytropic Efficiency
Pump Polytropic Efficiency
Steam Turbine Polytropic Efficiency
Turbo Mechanical Efficiency
Engine Mechanical Efficiency

Table B.2: Selected model input parameters used in every case in Ch. 2.

30 BBDC
10 ATDC
10 BTDC
40
0.80
0.75
0.80
0.75
0.95
0.95

37.4
35.2
2558
53
494
428
486
357
463
507
799
1.00
1.00

Brake LHV Eff (%)

Brake Exergy Eff (%)

Max Gas T (K)

Max Gas P (bar)

Max Liner T (K)

Max Head T (K)

Max Piston T (K)

Max In Port T (K)

Max Ex Port T (K)

Max In Valve T (K)

Max Ex Valve T (K)

Intake P (atm)

Exhaust P (atm)

27.3
15.7
0.0
20.0
0.0

Heat Loss (%)

Exhaust Loss (%)

Turbo Loss (%)

Comb. Loss (%)

Steam Loss (%)

0.0

21.4

0.0

11.8

23.2

2.2

41.4

1.00

1.00

643

479

442

356

479

421

457

69

2127

41.4

43.9

8.9

2

0.0

21.1

0.4

11.8

22.8

2.3

41.7

1.17

1.23

667

495

449

356

484

428

470

84

2147

41.7

44.3

10.8

3

0.0

19.4

0.0

21.0

22.1

1.9

35.7

1.00

1.00

996

598

785

334

942

573

500

52

2619

35.8

38.0

10.6

4

0.0

18.2

0.0

18.7

20.1

2.2

40.9

1.00

1.00

944

617

743

334

957

592

495

80

2597

40.9

43.5

12.0

5

0.0

17.9

0.0

24.1

14.0

2.2

41.8

1.00

1.00

1161

912

1024

314

1113

1008

461

81

2645

41.8

44.5

12.2

6

0.0

16.7

1.0

25.5

10.9

2.5

43.4

1.52

2.50

1228

1085

1132

371

1235

1195

522

177

2760

43.4

46.2

26.8

7

0.0

17.2

1.9

19.1

11.0

2.7

48.1

4.75

2.50

1369

1090

1271

380

1240

1204

525

171

2737

48.1

51.2

27.8

8

0.0

17.1

1.7

17.7

11.3

2.8

49.4

3.50

2.50

1271

1100

1173

377

1249

1214

532

175

2751

49.4

52.5

28.7

9

0.0

17.7

1.8

16.8

10.7

2.8

50.2

4.00

2.50

1265

1104

1173

342

1249

1208

534

190

2724

50.2

53.4

32.2

10

0.0

26.3

3.1

8.5

10.1

3.0

48.9

3.00

2.50

806

810

748

336

905

874

462

143

1823

48.9

52.1

16.4

11

Table B.3: Selected output values for the modeling results in Ch. 2.

1.9

35.2

Mech. Loss (%)

Work (%)

Overall Exergy Distribution

10.8

1

BMEP (bar)

Configuration #

0.0

22.6

3.0

10.7

10.4

3.0

50.3

3.00

2.50

822

839

758

336

941

907

466
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1943

50.3

53.5

17.4

12

1.5

22.4

1.4

8.7

8.2

3.1

54.7

1.90

2.50

975

1024

893

333

1141

1101

522

226

2230

54.7

58.2

37.4

13

4.2

17.4

1.5

3.8

10.3

2.8

60.1

2.75

2.50

1250

1201

1115

341

1203

1248

538

190

2735

60.1

63.9

38.7

14
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B.2

General Model Details

This analysis is performed with a zero-dimensional, crank-angle-resolved, thermodynamic model implemented in Matlab. Cantera v1.8 is used both to provide thermodynamic property information (for ideal gases and for single-component, real fluids)
and to perform the chemical equilibrium and chemical kinetic calculations necessary
during combustion and the expansion stroke. A detailed model for isooctane, which
is used as a surrogate for gasoline, has been added to Cantera for the current study
[57].
At each crank angle the code updates the thermodynamic state of the cylinder
gas. The change in cylinder volume is calculated with a slider-crank profile, except
when modeling asymmetric compression-expansion cycles (where an Atkinson linkage
profile is used). The expansion and compression of the gas is assumed to be reversible,
but not adiabatic.1 A quasi-steady, compressible-flow model is used during the gas
exchange processes, with discharge coefficients taken from literature and experiments.
Heat transfer to the ports and valves is modeled using the correlations from Annand,
as found in Stone [58]. The in-cylinder heat transfer model will be described later.
Steam injection, when used, is modeled as a constant flow, perfectly mixed into the
working fluid, and is phased for peak efficiency. These changes, along with the work
output, are used to update the thermodynamic state of the gas object using explicit
Euler integration.
While the model allows for straightforward calculation of indicated work, some
additional information is needed to estimate brake work. The model assumes a mechanical efficiency (excluding pumping work) of 95%. This is a high, but not unreasonable, mechanical efficiency for a modern engine and has been demonstrated both
by Chrysler and Cummins in SI and CI engines respectively [9, 59]. The brake work
is calculated by applying the five-percent penalty to the gross indicated work for the
cycle, and then subtracting the pumping work.
1

This reversibility refers to the fluid motion, i.e., the speed of sound in the gas is much higher than
the piston velocity. There are also irreversibilities due to heat transfer (across a finite temperature
difference) and mechanical friction, which are calculated separately.
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B.3

Combustion Modeling

The combustion process is modeled with a two-zone Weibe function—an s-curve which
gives the fuel mass-fraction-burned (mf b) as a function of crank angle (θ, from the
start of combustion) and combustion duration (θduration ). The form of the function
used in this thesis is shown in Equation B.1.2


mf b = 1 − e

−a

θ
θduration

m+1


(B.1)

It is assumed that the two zones are uniform, i.e., the most-recently-burned products mix instantly and completely with the older products. It is important to note
that Wiebe functions are generally used for modeling premixed, SI engines, where the
function is a reasonable approximation for the combustion process. However, many
of the engine configurations examined in Ch. 2 would be incompatible with premixed
combustion; high gas and surface temperatures would lead to autoignition before the
desired timing. Nevertheless, it is assumed that the combustion can be phased and
controlled. It should also be noted that while a Wiebe function is not as state-ofthe-art as more recent CFD-based kinetic models, it can still be used to describe an
exothermicity profile which reasonably approximates that of experimentally-measured
combustion. Since the engine model only requires a mass-fraction-burned profile to
perform the analysis needed in this thesis, a Wiebe function is sufficient to describe
the combustion process. As stated in Ch. 2, exploring possible strategies to enable
combustion phasing in these engine configurations—specifically using stoichiometric,
alcohol direct-injection—was left to the later chapters of the thesis.
The two-zone combustion model also has heat transfer implications. The surface
area for each zone is assigned in the same proportions as the volume fraction. However, in a direct-injection configuration, the hot combustion gases could be centrally
located in the combustion chamber, insulated from the surfaces by the remainder of
the air. Furthermore, direct-injected engines often experience soot formation, and
as a result have radiative heat transfer losses in addition to the modeled convective
2

The coefficients in this equation are taken from Heywood, with a = 5 and m = 2. [51].
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losses. In contrast, the stoichiometric, alcohol combustion strategy proposed in this
thesis requires all of the air to participate in the combustion reaction (minimizing
the insulating air layer) and remains relatively sootless (minimizing radiative losses).
For these reasons, and because the effect on heat transfer (and by extension on the
engine energy flows) is small, these distinctions are neglected here.
In the modeling in Ch. 2, the given combustion duration is 40 crank-angle-degrees.
Although this is reasonably fast for SI combustion, an engine with properly-phased
autoignition could actually have shorter combustion duration. On the other hand,
many methods associated with combustion phasing (such as PCCI) could result in
slow or incomplete burning, in which case complete combustion in 40 CAD would
be unreasonable. Due to these factors, the actual combustion duration could be
somewhat higher or lower than the value used in Ch. 2. This was explored in the
later chapters of the thesis. However, once again, such changes only have a minor
effect on engine efficiency, if the combustion phasing is optimized.

B.4

Validation

In order to test the model, the results were compared with two previously-published
data sets, starting with the LHR engine experimental data from Taymaz [8]. The data,
and the corresponding model results, are shown in Figure B.1. For the “standard
engine”, the free parameters (such as equivalence ratio and combustion duration)
were adjusted to match the model results to the measured engine data. Note that the
“Qmisc” term from the study is somewhat ambiguous (it may include both energy
rejection that originated as in-cylinder heat transfer, along with some that resulted
from friction), so the parameters were adjusted such that the sum of the “Qmisc”
and “Coolant” terms from the “standard” experiment data matched the “Heat” result
from the model (which, in this case, also includes the mechanical efficiency penalty).
To test the model’s ability to estimate the results from an LHR configuration, the
input parameters were held constant, while the wall conduction model was altered to
reflect the addition of thermal barrier coatings. The results show that the LHR model
correctly predicts the reduced heat transfer, along with the small rise in efficiency and
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Figure B.1: Energy breakdown, on an LHV basis, for the engine model results (top)
and measured engine data from Taymaz (bottom).
large rise in exhaust enthalpy.
Next, the modeled energy and exergy distributions for a typical SI engine were
compared to a similar study by Caton [60]. All of the inputs (valve timings, spark
duration, etc.) were provided. The results from the two models are similar, as shown
in Figure B.4. It is important to note that Caton’s model uses a mixed-fuel-air input,
while the model in this thesis uses separate fuel and air streams. As a result, the
modeling in this work should have higher combustion exergy destruction as it also
accounts for fuel-air mixing. It is also significant that Caton neglects diffusive exergy
in his model, which should create a difference of 2-3 percentage points in the results.
Although the model used in this thesis has been shown to agree with both measured engine data and other modeling results, accurate heat transfer modeling will be
particularly important to assess the opportunities available in LHR engines. Thus,
further elaboration on the heat transfer model used in this thesis, and confirmation
of its validity, is warranted.
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Energy Breakdown (%, LHV)
Work (Brake)
Mechanical Loss
Heat Loss
Exhaust Loss

Caton
25.34
5.36
28.60
40.02

This Work
25.12
5.15
28.40
41.33

Caton
30.00
22.14
23.06
24.13

This Work
28.35
23.51
22.84
25.31

Exergy (%, Fuel Exergy)
Work (Indicated)
Combustion Loss
Heat Loss
Exhaust Loss

Table B.4: Energy and exergy breakdowns from two engine models with the same
inputs: Caton’s model (left); and the model used in this thesis (right). Port and valve
heat transfer is neglected to match the configuration of Caton’s model.

B.5

Heat Transfer Model Details

Many global heat transfer models, such as the Woschni and Hohenberg correlations,
are not well-suited to studying LHR engines. Although such models calculate the fullcycle heat transfer reasonably accurately for normal engine configurations, they give
poor estimates for crank-angle-resolved heat transfer, and for total heat transfer in
unusual engine configurations [61]. Cycle-averaged correlations tend to underestimate
peak heat transfer (during combustion, near TDC) and heat transfer in the presence
of significant intake flow motion (either mean flow or turbulence) [62]. To compensate, such models often overestimate heat transfer during the expansion stroke. The
inaccuracy of heat transfer coefficients at specific crank angles makes it difficult to
properly estimate instantaneous heat transfer at TDC (where only the head and
piston temperature are significant) or BDC (where the liner becomes a significant
fraction of the surface area).
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In order to determine the effect of increased surface temperatures in LHR engines, especially when some surfaces remain conventionally-cooled, it is necessary to
accurately estimate heat transfer at each crank angle. This necessity has spurred
the development of more refined heat transfer models. These models account for the
motion of the in-cylinder gas, including both mean and turbulent flow. The fluid
motion and energetics are advanced by their own governing differential equations.
Accounting for in-cylinder fluid motion can enable the calculation of more accurate,
crank-angle-resolved heat transfer coefficients, and thus provide better estimates of
heat transfer (and how to minimize it). Such a model, based on work by Morel,
Mansour, and Poulos, was implemented in this thesis [61, 63, 64].
The heat transfer model tracks both the mean and turbulent flow in the engine.
As stated before, it is necessary to account for these flows in order to make moreaccurate heat transfer predictions. Swirl is a particularly important mean flow to
consider, not only because it is commonly used in CI engine intake configurations,
but also since its persistent motion has a substantial and enduring effect on heat
transfer. While modeling induction, a fraction of the intake kinetic energy is stored
as swirl (assigned by a “swirl coefficient”).3 The time evolution of the swirl (modeled
as solid-body rotation) is performed by using conservation of angular momentum.
The intake flow augments the swirl, while wall friction causes it to decay.
After swirl, squish flow is the next most significant mean flow. In the model, the
combustion chamber is divided into three regions: the interior volume of the bowl;
the volume above the bowl; and the volume above the squish lands. Squish flow
is calculated from the mass transfer necessary to maintain equal pressure across all
three regions as the total volume changes through the cycle.
Besides swirl and squish, there is also a small contribution to the mean flow from
the piston motion. The remainder of the intake kinetic energy (which would include
any contribution from tumble flow) is added to the mean kinetic energy value for
the in-cylinder gas. This value is increased by induction, and decays from both wall
friction and transfer into turbulent kinetic energy.
In addition to tracking the mean kinetic energy of the gas, the model also assigns
3

When neglecting swirl, as in the analysis of Ch. 2, the swirl coefficient is set to zero.
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turbulent kinetic energy using a κ-ǫ model. The turbulent kinetic energy (κ) is
supplied by transfer of mean kinetic energy, and is dissipated based on an empirical
decay-rate (ǫ) model. At each crank angle, the mean cylinder motion, the mean kinetic
energy, and the turbulent kinetic energy are used to assign an effective velocity at each
combustion chamber surface location. This effective velocity is used in an empirical
correlation, with fluid properties evaluated at the film temperature, to assign a heat
transfer coefficient at each location.
The heat transfer model is completed with a wall-conduction model used to determine the surface temperatures in the engine. Separate 1-D models are used for the
liner, head, ports, valves, and seats. A 2-D model is used for the piston. Convection
coefficients to the coolant (air for the LHR cases, water for the conventionally-cooled
cases), along with effective heat transfer coefficients between metal-metal surface
contacts (e.g. valves-to-seats), are used as the back-side boundary conditions for the
conduction model. While this approach does not allow for complete spatial resolution of the engine surface temperatures, it does allow for the effect of different surface
temperatures and insulation schemes to be considered separately. Understanding the
effect of insulation on various component temperatures, and, by extension, on engine
energy distribution, is critical for the design of LHR systems.

B.6

Heat Transfer Model Validation

The heat transfer model was tested against several, published, engine heat transfer
measurements, and compared with results given by the Hohenberg correlation. Figure B.2 shows the heat flux data provided by Alkidas et al., from a variable-swirl,
SI engine with moderate squish [65]. The heat-flux probes in the experiment were
located close to the spark plug (18.7 mm from the plug in a 104.6 mm bore engine) at
different angular positions in the cylinder. The data shown represent an approximate,
area-averaged, heat flux prediction based on the probe flux measurements.4 The heat
transfer model used in this thesis gives significantly better peak heat transfer estimates than the Hohenberg correlation (as can be seen around 20 CAD after TDC).
4

The approximation was made in the results published by Alkadis.
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Figure B.2: Heat flux comparison between heat transfer models (right) and Alkidas
engine measurements (left) in a variable-swirl engine.
This illustrates the importance of accounting for swirl.5 The model used here predicts increasing heat transfer with increasing swirl, as is observed in the experiment.
Meanwhile, global heat transfer correlations make no such distinction.
The heat transfer model was also validated with heat flux data (from a motored
engine) provided by Dao et al., and the corresponding model predictions from Ikegami
et al., as shown in Figure B.3 [66, 67]. The engine used in the experiment had
substantial squish flow, and was also assumed to have significant swirl based on
the reported heat transfer data (a TDC swirl number of 4.8 was used). The data
include measurements from different radial positions in the combustion chamber. As
in the previous comparison, the heat transfer model implemented in this thesis gives
a better estimate of the in-cylinder heat flux than the Hohenberg correlation. The
model compares well with the measured data (Dao), and also with the heat transfer
5

In this case, the swirl number (the ratio of swirl RPM to crank RPM) at TDC was 4.2 in the
high swirl configuration and 2.1 in the low swirl configuration.
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Figure B.3: Heat flux comparison between the Dao engine measurements and the
Ikegami model predictions (top), along with the results of the heat transfer model
used in this work (bottom). The Hohenberg correlation predictions are included as
the solid line in the bottom figure.
prediction from the multi-dimensional CFD model (Ikegami). There seems to be a
small overestimation of the heat transfer at the outer cylinder location (r = 33.0 mm),
but the prediction remains better than the Hohenberg correlation. It is significant
that the model can distinguish between heat transfer rates at various locations, unlike
a global heat transfer correlation. This would be important in modeling any engine
that had substantial temperature variations across its surfaces (e.g. in an engine with
an insulated head and a cooled liner).
Based on these two comparisons, it seems that this heat transfer model can make
reasonably accurate estimations of crank-angle-resolved heat transfer, and is an improvement over global heat transfer correlations. Note that some parameters, such
as the swirl coefficient and the leading coefficient on the effective velocity correlation,
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can be adjusted to match measured engine data, enabling interpretation of experimental results. Also note that although the model makes accurate predictions of heat
transfer even in the presence of large mean flows, in this thesis the swirl is assumed to
be negligible (to minimize the resulting heat transfer losses). Squish flow—which is
essential for nearly any direct-injected engine configuration, and is not as detrimental
to heat transfer reduction—is included in the analysis. If swirl is deemed necessary
for LHR engine operation, it could be included in future modeling studies.

Appendix C
Interpreting Engine Emissions
While the emissions and combustion efficiency data presented in this thesis are encouraging, there are some results that require additional explanation. First, the effect
of the exhaust accumulator on engine emissions must be analyzed. Recall that the accumulator is needed to dampen temperature and pressure fluctuations in the exhaust,
allowing for accurate measurement of exhaust enthalpy. However, the accumulator
also allows the exhaust products to proceed closer to equilibrium, potentially obscuring measurement of the engine-out exhaust composition and combustion efficiency.
Second, the details of partially-complete combustion, and of late-phase mixing of CO
and unburnt fuel, need to be considered. There could be elevated concentrations of
CO and UHC’s near the end of combustion for stoichiometric, direct-injected operation, and the evolution of these species both in-cylinder and in the exhaust needs to
be modeled. This also necessitates addressing how combustion inefficiency is implemented in the model—specifically in what species, and at what point in the cycle,
the inefficiency is manifested. Finally, it must be considered that the emissions observed in this thesis could have resulted from slightly-rich, and not stoichiometric,
combustion. This would lead to the high CO concentrations and low NOx concentrations measured in the exhaust, although, if the combustion was rich, the observed O2
and H2 levels would require explanation. This appendix will address these concerns,
but ultimately their effects are relatively small, and thus they do not change the
conclusions of this thesis.
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Exhaust Accumulator Effects

Even after leaving the engine cylinder, the exhaust continues to undergo kineticallyconstrained composition changes. This is especially true in LHR engines, where high
exhaust temperatures increase reaction rates. Ideally, in order to remove the effect of
post-cylinder reactions, engine-out emissions would be measured immediately after
leaving the cylinder (i.e. in the exhaust port). However, in-port measurements are often unobtainable due to spacial constraints. Fortunately, post-port exhaust emissions
measurements are also useful—perhaps even more so than in-port measurements—
for characterizing engine performance, since it is likely that exhaust exergy can only
be extracted downstream of the port. In this light, it may actually be desirable to
measure exhaust emissions after, instead of in, the port. Either way, the exhaust
composition is typically measured relatively close to the exhaust valve, allowing for
reasonably accurate calculation of engine-out conditions.
In contrast, the exhaust emissions in Proteus are measured in the exhaust
accumulator—well after the port—creating additional residence time for the gas
to react in the exhaust system before measurement. This is an especially significant
concern in an insulated exhaust accumulator (such as in Proteus), which keeps exhaust temperatures, and thus kinetic rates, elevated. This section will discuss the
increased residence time in the accumulator, and assess its effect on measured exhaust
emissions.
To analyze the effect of the accumulator, engine modeling with kineticallyconstrained exhaust reactions was used. Specifically, combustion was assumed to
proceed to equilibrium as specified by a Wiebe function, after which kinetic rates
were used to examine how the gas composition changed in time.1 This analysis
considered two regimes: first, the change in the gas composition inside the cylinder
(until exhausted); and second, the evolution of the gas composition in the exhaust
system. For this analysis, the accumulator was assumed to be perfectly insulated,
both for simplicity and to determine the maximum possible effect of the accumulator. For reference, based on the system dimensions and the exhaust volumetric flow
1

Recall that a Wiebe function is an s-curve used to describe the mass-fraction-burned profile in
time.
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Figure C.1: CO concentration for equilibrated, stoichiometric combustion and
kinetically-constrained expansion. In-cylinder model calculations are on the left, and
adiabatic exhaust calculations are on the right.
rate, the exhaust port residence time is approximately 2 ms, while the accumulator residence time is approximately 200 ms. The result of this analysis, specifically
the time-evolution of the CO concentration (both the equilibrium value and the
kinetically-constrained result), is shown in Figure C.1.
The in-cylinder results in Fig. C.1 are largely as expected. Although the equilibrium value for CO concentration approaches zero as the cylinder temperature decreases, the CO concentration in-cylinder kinetically freezes at approximately 0.2%
(i.e. further changes in concentration are insignificant on the scale of the peak concentration). The in-cylinder residence time after freezing is nearly 30 ms (or 300
CAD at 1800 RPM), so the CO concentration can be assumed to be nearly constant
throughout the exhaust process.
The right side of Fig. C.1 indicates the change in CO concentration after leaving
the cylinder. It is important to note that the exhaust port residence time is short
enough to have very little effect on emissions, as the composition change through
the first 2 ms of external reaction is negligible. This means that exhaust emissions
should be similar whether measured before, or immediately after, the exhaust port.
In contrast, during the relatively-long residence time in the accumulator, there is a
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reduction in the CO concentration—from near 0.2% to 0.1%—as it proceeds toward its
equilibrium value. While this reduction is significant from an emissions standpoint,
its effect on combustion efficiency is small. In this case, the combustion efficiency
leaving the cylinder is 98.7%, while the combustion efficiency leaving the accumulator
is 99.2%. This indicates that the actual engine-out combustion efficiencies (as would
have been measured in, or just after, the port) are approximately 0.5% lower than
the efficiencies reported in this thesis (i.e. measured in the accumulator), although
this distinction is not significant enough to affect the conclusions of this thesis.

C.2

Late-Phase Combustion Reaction

While these results have shown that increased exhaust residence time has a minimal
effect on combustion efficiency for equilibrated combustion, partially-reacted combustion must also be considered, as the latter may be a more accurate model of the
mixing-limited combustion resulting from direct-injected operation. To consider this
effect, a stoichiometric ratio of CO (approximately either 1% or 2%) and O2 was added
to stoichiometric combustion products (at either 1000 K or 1200 K) and allowed to
kinetically evolve.2 The results are shown in Figures C.2 and C.3.
The late-phase mixing simulation shows that CO oxidizes more quickly in hightemperature environments, and is more reactive in high initial concentrations. While
these results are expected, the high rate at which the CO is consumed is significant.
Even in the slowest case (a 1% concentration of CO in 1000 K combustion products), the CO is nearly-completely consumed in 25 ms. For reference, this is slightly
longer than the duration of the expansion stroke at 1800 RPM. Note that this is a
conservative estimate, as gas temperatures are typically at least 1200 K—even after
complete in-cylinder expansion—at which temperature the CO is consumed in approximately 10 ms. This analysis was repeated with both fuel and fuel/CO mixtures
being considered in place of the late-phase CO mixing. The results were essentially
unchanged, as any unburnt fuel decomposed to CO on an even faster time scale than
2

Once again, the process was assumed to be well-insulated, so the system enthalpy was held
constant.
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Figure C.2: CO concentration evolution in 1000 K stoichiometric exhaust, for initial
CO concentrations of ≈1%(left) and ≈2% (right).
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Figure C.3: CO concentration evolution in 1200 K stoichiometric exhaust, for initial
CO concentrations of ≈1% (left) and ≈2% (right).
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the CO consumption. This indicates that any fuel or CO—such as that resulting
from insufficient mixing in the early stages of combustion—will be rapidly consumed
as the mixing is completed later in the expansion stroke. Thus, even if significant
late-stage mixing is needed to complete combustion, temperatures are high enough
to ensure that the products should be nearly-completely reacted before the beginning of the exhaust process. As a result, the engine-out emissions should follow the
trends for complete combustion observed in Fig. C.1, regardless of whether or not the
combustion required significant late-stage mixing.
Note that these results show that CO is much more likely to be present in the
exhaust than unburnt fuel. This suggests that modeled combustion inefficiency should
assume that any remaining chemical energy is stored in CO, and not in unreacted
fuel (as was done when interpreting the experimental data). While this distinction
does have a small effect on the in-cylinder state, in either case the correct amount of
fuel chemical energy is released during combustion, as stated in Ch. 4. As a result,
the modeling analysis is mostly insensitive to this distinction.
So far this discussion has focused on CO oxidation, but the impact of the accumulator on soot oxidation must also be considered. While this effect was not directly calculated, due to the lack of an adequate soot oxidation model, it can be hypothesized.
Note that, in this thesis, soot emissions were not sampled in the accumulator—as the
gaseous emissions were—but were measured downstream of the accumulator, allowing
even more time for soot oxidation in the exhaust. This oxidation decreases measured
soot levels, and as a result, the values reported in this thesis represent a lower limit
for soot emissions. Stated another way, actual engine-out (i.e. pre-accumulator) soot
concentrations should be somewhat higher than what was measured and reported, as
was the case with CO. Additional analysis and experiments are needed to determine
the magnitude of this effect. However, it is noteworthy that the soot measurements
from the preliminary studies in Ch. 4—which satisfied the EPA standard without
aftertreatment—were conducted prior to installation of the exhaust accumulator,
and thus do not include this extra accumulator oxidation. As such, it remains likely
that ethanol fuel can obviate the need for soot aftertreatment—even in the absence
of a large, insulated exhaust manifold.
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Figure C.4: NOx concentration for equilibrated, stoichiometric combustion and
kinetically-constrained expansion. In-cylinder model calculations are on the left, and
adiabatic exhaust calculations are on the right.
While the effect of exhaust residence time on CO concentration—and its resulting
impact on combustion efficiency—is important, its effect on NOx emissions must
also be examined. The NOx concentration, calculated in the same kinetic model
used for CO in Fig. C.1, is shown in Figure C.4. As expected, the equilibrium
NOx level approaches zero at low temperature, although the kinetically-constrained
concentration freezes at approximately 3000 ppm in-cylinder. Next, the effect of
the exhaust residence time can be considered. As before, the limited port residence
time (2 ms) has little impact on exhaust NOx concentration. However, the extended
accumulator residence time (200 ms) has a significant effect, reducing NOx to under
2000 ppm. This indicates that the NOx levels measured in this thesis represent a lower
limit for the engine-out concentrations, as was the case with CO and soot emissions.
The previous results suggest that the NOx concentrations measured in this work
should be near 2000 ppm, while the CO concentrations should be near 0.1%. In
contrast, the measured NOx was often an order of magnitude below, and the CO an
order of magnitude above, these predicted values. Since the results of this section
have shown that temperatures are high enough to react the combustion products
nearly to their equilibrium levels—even accounting for late-phase mixing—it seems
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unlikely that the observed levels of NOx and CO could be the result of stoichiometric combustion. To address this, the following section will analyze the possibility
that the exhaust composition was the result of slightly-rich, and not stoichiometric,
combustion.

C.3

Rich Operation Estimates

This thesis has sought to study stoichiometric combustion, in order to improve engine load and enable three-way catalysis. Recall that while the intake air flow rate
was measured with a choked-flow orifice plate, the fuel flow rate was not measured.
Instead, a broad-band lambda sensor was used to measure the exhaust equivalence
ratio. While the lambda sensor is designed to measure equivalence ratio for both
traditional hydrocarbon fuels and alcohols, there could be increased error during alcohol operation. Alternatively, there could be error introduced by the high exhaust
temperatures, which on multiple occasions were hot enough to damage the sensor.
These possible errors, along with the significant difference between the measured
and predicted exhaust compositions, necessitate considering the effect of slightly-rich
combustion on engine emissions.
Once again, a model of kinetically-constrained expansion of equilibrium products
was used, this time to consider the effect of rich operation. The data of Fig. C.1
were reproduced, using an equivalence ratio of 1.04 instead of 1.00. The results are
shown in Figure C.5. While the trends are similar to the stoichiometric model, the
final equilibrium and kinetically-constrained concentrations have changed, due to the
higher equivalence ratio. Specifically, the equilibrium CO exhaust concentration has
increased to 0.85%, while the kinetically-constrained concentration approaches this
value in the exhaust accumulator after exiting the cylinder at 1.1%. This is much
closer to the CO concentration observed in the experiments. The increased exhaust
oxidation raises combustion efficiency from 95.5% (as would be measured in the port)
to 96% (as would be measured in the accumulator). Thus, once again, it seems that
sampling the exhaust composition in the accumulator leads to a measured combustion
efficiency that is approximately 0.5% higher than the actual value. As before, this
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Figure C.5: CO concentration for rich equilibrium combustion and kineticallyconstrained expansion (φ=1.04). In-cylinder model calculations are on the left, and
adiabatic exhaust calculations are on the right.
distinction is important to consider, but is not significant enough to alter the conclusions of this thesis. Also, note that this combustion efficiency is calculated assuming
a stoichiometric fuel composition (i.e. the remaining chemical bond energy is 4-5% of
the stoichiometric, mixed-air-fuel, reactant bond energy). If the combustion efficiency
is recalculated assuming a 1.04 equivalence ratio, the resulting values are 98.1% and
98.6% for pre- and post-accumulator sampling respectively. This means that if the
fuel loading was slightly rich, the fuel conversions observed in the experiments (originally measured to be near 96%) were actually nearly complete (over 98%). As a
result, the combustion efficiency used in the interpretive modeling was incorrect—the
combustion was rich, rather than incomplete—altering how the mass-fraction-burned
profile and heat transfer were calculated. However, since combustion efficiency was
high—even assuming stoichiometric combustion—this error had a relatively small
effect on the modeling analysis.
While the CO emissions predicted for rich combustion were in better agreement
with the experimental results than the initial stoichiometric calculations, it is also
important to consider the effect of rich operation on NOx emissions. The data of
Fig. C.4 were reproduced at an equivalence ratio of 1.04, and the results are shown in

177

C.3. RICH OPERATION ESTIMATES

In-Cylinder NOx

-3

x 10

Kinetic
Equilibrium

0.008
0.006
0.004
0.002
0
0

NO Mole Fraction

NO Mole Fraction

0.01

360
540
Crank Angle

720

Accumulator
Residence
Time

1

0.5

Port
Residence
Time

Kinetic
Equilibrium
0

180

External NOx

-2

-1

10
10
Exhaust Residence Time (s)

Figure C.6: NOx concentration for rich equilibrium combustion and kineticallyconstrained expansion (φ=1.04). In-cylinder model calculations are on the left, and
adiabatic exhaust calculations are on the right.
Figure C.6. As expected, NOx emissions are greatly decreased under rich conditions.
In this case, engine-out NOx levels are approximately 1000 ppm, and are reduced to
below 200 ppm in the accumulator. This agrees reasonably well with the measured
values, helping to support the assumption that the experiments were performed under
slightly-rich conditions. These results also show that NOx emissions may be greater
than initially measured (due to reactor reduction) and would be even higher under
stoichiometric conditions (as seen in Fig. C.4). Still, it seems that stoichiometric,
engine-out (i.e. without accumulator reduction), NOx emissions would only be 3000
ppm—not unusually high compared to traditional Diesel combustion—and thus could
be managed by a three-way catalyst.3
The previous results have shown that the gaseous exhaust concentrations observed
in this thesis are indicative of rich operation. As such, the effect of rich fuel loadings
on soot emissions must be addressed next. As seen in the preliminary results of Ch. 4,
ethanol soot emissions quickly exceed the EPA limit as equivalence ratio is increased
beyond unity. Slightly-rich conditions could be a partial cause of the elevated soot
3

The 3000 ppm NOx concentration is somewhat higher than typical three-way catalysts are
required to process. However, the level could be reduced with EGR, or new catalysts could be
designed with longer residence times to tolerate the elevated NOx loading.
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emissions seen in the engine experiments in Chs. 5 and 6. However, it is unlikely that
increased equivalence ratio alone could result in the observed soot levels, since the
combustion could only be marginally rich.4 Thus, it seems that injector geometry
remains a probable cause of the elevated soot levels, although, as stated previously,
this needs to be confirmed by additional experiments.
While the measured exhaust concentrations agree well with the kinetic predictions for slightly-rich combustion, a few anomalies need further explanation. First,
while rich combustion should yield essentially zero O2 emissions, there was excess O2
observed in the exhaust. After consideration and testing, this seems to be due to a
minor leak in the exhaust sampling system. Even when sampling a stream of pure
N2 , the emissions analyzer detects an O2 concentration of about 0.6%, close to what
was observed in the experiments. Thus, since 0.6% is effectively the zero-value for
the measurement, it is likely that the engine exhaust was nearly oxygen-free, as is
expected for a rich equivalence ratio. Second, rich combustion should yield a small
quantity of H2 —approximately 0.7% at a 1.04 equivalence ratio—although none was
detected by the analyzer. However, this disparity is not unique to these thesis experiments. Despite what the kinetic model predicts, H2 was not detected in earlier,
rich, premixed combustion experiments in Proteus until an equivalence ratio of nearly
1.15. The cause of the missing H2 is unclear. It could be consumed by the water-gas
shift reaction as the exhaust composition cools, since this reaction favors CO to H2 at
low temperatures. The H2 could also be preferentially consumed over CO by O2 contamination (or by surface reactions) in the exhaust sample line, although this needs
to be explored with more advanced kinetic calculations than are used here. Clearly,
more experiments and analysis are needed to determine why observed H2 levels do
not agree with the kinetic calculations.

4

Recall that the soot emissions measured in Chs. 5 and 6 were an order of magnitude higher than
the values seen in Ch. 4.
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