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Abstract

Machine learning is being applied in various critical applications like healthcare. In order to be able to trust a

machine learning model and to repair it once it malfunctions, it is important to be able to interpret its decision-

making. For example, if a model’s performance is poor on a specific subgroup (gender, race, etc), it is important

to find out why and fix it. In this thesis, we examine the drawbacks of existing interpretability methods and

introduce new ML interpretability algorithms that are designed to tackle some of the shortcomings.

Data is the labor that trains machine learning models. It is not possible to interpret an ML model’s behavior

without going back to the data that trained it in the first place. A fundamental challenge is how to quantify

the contribution of each source of data to the model’s performance. For example, in healthcare and consumer

markets, it has been suggested that individuals should be compensated for the data that they generate, but it is

not clear what is an equitable valuation for individual datum. In this thesis, we discuss principled frameworks

for equitable valuation of data; that is, given a learning algorithm and a performance metric that quantifies the

performance of the resulting model, we try to find the contribution of individual datum.

This thesis is divided in 3 sections, machine learning interpretability and fairness, data valuation, and

machine learning for healthcare - all linked by the common goal of making the use of machine learning more

responsible for the benefit of human beings.
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Recent achievements of Machine Learning (ML) research in training models with human or super-human

level performance in various critical tasks is now a well-known fact. Much of this success could not have been

achieved without the use of complex ML models, especially deep neural networks. Although it is naturally

appealing to use simpler ML models –they are more easy to train and interpret– only the use of this more

complex family of models has enabled the ML community to truly utilize the potentials of arbitrarily large

datasets. Similar to any other new technology, along with the more widespread use of complex machine

learning models, new issues have risen. The complex nature of these models makes it difficult to “interpret”

them; that is, what is the underlying dynamics of their decision making. The undesirable consequences are

numerous: from lack of trustworthiness to losing the ability to debug these models when they show undesired

behaviors. Behaviors such as being unfair, that is, to have unequitable performance levels across different

subgroups (race, gender, etc). The focus of my research and this thesis has been and is to design new algorithms

to make ML models and the effect of the training data on ML models more interpretable with the goal of

making it possible to implement them in critical domains like healthcare. This thesis is made of three chapters:

Machine Learning Interpretability and Fairness, Data Valuation for Machine Learning, and finally, Applications

of Machine Learning in Healthcare.

In chapter 1, Machine Learning Interpretability and Fairness, we first go over existing methods that are

used for interpreting the decision making process in deep neural networks. We show that many of these

methods are susceptible to adversarial attacks; that is, it is possible to fool the interpretation method into

providing a very unreasonable explanation with human-imperceptible changes into the model’s input. We

then go ahead and introduce a new concept-based approach to interpreting deep neural networks which is

more human-interpretable than existing approaches. As our next step, we showcase how a new interpretability

algorithm called “Neuron Shapley” can be used for post-hoc repairing of a deep neural network. We then talk

about a new algorithm that by using the notion of “multi-accuray”, is able to fix fairness issues in a trained

machine learning model with only having black-box access to the model. We end this chapter by expanding

the notion of “knock-offs”, a recent framework used for robust evaluation of the causal importance-scores of

input features of a machine learning models, to more diverse family of distributions and feature-importance

methods.

In chapter 2, Data Valuation for machine learning, we first start off by asking an unanswered question

in machine learning. That is, given a trained machine learning model, how can we quantify an equitable

contribution of individual training datum that trained the model. We prove that the “Data Shapley” notion

uniquely provides such valuation and take the next step by devising efficient algorithms that are able to estimate

this value with reasonable computational requirements. We showcase how this notion can be used beyond just

assigning value to data: noise correction, identifying essential data, dataset repair, and domain adaptation. We

end the chapter by referring to an inherent drawback of the Data Shapley notion and how it can be addressed

by a more generalized notion called the “Distributional Shapley Value” of data.

In chapter 3, Applications of Machine Learning in Healthcare, we show the real-world utility of deep

learning algorithms with two different approaches. In our first approach, we take an existing dataset of
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Echocardiogram videos and train deep learning models that are able to achieve expert-level performance in

diagnosis tasks. In our second approach, we take a different path. That is, we use deep learning models to

generate new synthetic data and show how it can be used to train more robust models.

1.1 Abstract for Chapter 1: Machine Learning Interpretability and
Fairness

Interpretation of Neural Network is Fragile: In order for machine learning to be trusted in many applica-

tions, it is critical to be able to reliably explain why the machine learning algorithm makes certain predictions.

For this reason, a variety of methods have been developed recently to interpret neural network predictions

by providing, for example, feature importance maps. For both scientific robustness and security reasons, it is

important to know to what extent can the interpretations be altered by small systematic perturbations to the

input data, which might be generated by adversaries or by measurement biases. Much of the materials in this

section section has already been published as a conference paper [93]. In this section, we demonstrate how

to generate adversarial perturbations that produce perceptively indistinguishable inputs that are assigned the

same predicted label, yet have very different interpretations. We systematically characterize the robustness of

interpretations generated by several widely-used feature importance interpretation methods (feature importance

maps, integrated gradients, and DeepLIFT) on ImageNet and CIFAR-10. In all cases, our experiments show

that systematic perturbations can lead to dramatically different interpretations without changing the label. We

extend these results to show that interpretations based on exemplars (e.g. influence functions) are similarly

susceptible to adversarial attack. Our analysis of the geometry of the Hessian matrix gives insight on why

robustness is a general challenge to current interpretation approaches.

Automatic Concept-based Explanations for Convolutional Neural Networks: Interpretability has be-

come an important topic of research as more machine learning (ML) models are deployed and widely used

to make important decisions. Most of the current explanation methods provide explanations through feature

importance scores, which identify features that are important for each individual input. However, how to

systematically summarize and interpret such per sample feature importance scores itself is challenging. In this

work, we propose principles and desiderata for concept based explanation, which goes beyond per-sample

features to identify higher level human-understandable concepts that apply across the entire dataset. We develop

a new algorithm, ACE, to automatically extract visual concepts. Our systematic experiments demonstrate

that ACE discovers concepts that are human-meaningful, coherent and important for the neural network’s

predictions. This section is mostly based on a paper presented at the NeurIPS 2019 conference [97].

Discovering Responsible Neurons in Deep Neural Networks: We develop Neuron Shapley as a new

framework to quantify the contribution of individual neurons to the prediction and performance of a deep

network. By accounting for interactions across neurons, Neuron Shapley is more effective in identifying
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important filters compared to common approaches based on activation patterns. Interestingly, removing just

30 filters with the highest Shapley scores effectively destroys the prediction accuracy of Inception-v3 on

ImageNet. Visualization of these few critical filters provides insights into how the network functions. Neuron

Shapley is a flexible framework and can be applied to identify responsible neurons in many tasks. We illustrate

additional applications of identifying filters that are responsible for biased prediction in facial recognition

and filters that are vulnerable to adversarial attacks. Removing these filters is a quick way to repair models.

Computing exact Shapley values is computationally infeasible and therefore sampling-based approximations

are used in practice. We introduce a new multi-armed bandit algorithm that is able to efficiently detect neurons

with the largest Shapley value orders of magnitude faster than existing Shapley value approximation methods.

Parts of this section has been presented as a conference paper [99].

Black-Box Post-Processing for Fairness in Classification: Prediction systems are successfully deployed in

applications ranging from disease diagnosis, to predicting credit worthiness, to image recognition. Even when

the overall accuracy is high, these systems may exhibit systematic biases that harm specific subpopulations;

such biases may arise inadvertently due to underrepresentation in the data used to train a machine-learning

model, or as the result of intentional malicious discrimination. In a work published in the AIES 2019 confer-

ence [138], we develop a rigorous framework of multiaccuracy auditing and post-processing to ensure accurate

predictions across identifiable subgroups. Our algorithm, MultiAccuracyBoost, works in any setting where we

have black-box access to a predictor and a relatively small set of labeled data for auditing; importantly, this

black-box framework allows for improved fairness and accountability of predictions, even when the predictor

is minimally transparent. We prove that MultiAccuracyBoost converges efficiently and show that if the initial

model is accurate on an identifiable subgroup, then the post-processed model will be also. We experimentally

demonstrate the effectiveness of the approach to improve the accuracy among minority subgroups in diverse

applications (image classification, finance, population health). Interestingly, MultiAccuracyBoost can improve

subpopulation accuracy (e.g. for “black women”) even when the sensitive features (e.g. “race”, “gender”) are

not given to the algorithm explicitly.

New Feature Importance Statistics with False Discovery Guarantees: An important problem in machine

learning and statistics is to identify features that causally affect the outcome. This is often impossible to do

from purely observational data, and a natural relaxation is to identify features that are correlated with the

outcome even conditioned on all other observed features. For example, we want to identify that smoking really

is correlated with cancer conditioned on demographics. The knockoff procedure is a recent breakthrough in

statistics that, in theory, can identify truly correlated features while guaranteeing that false discovery rate is

controlled. The idea is to create synthetic data—knockoffs—that capture correlations among the features.

However, there are substantial computational and practical challenges to generating and using knockoffs. This

section makes several key advances that enable knockoff application to be more efficient and powerful. We

develop an efficient algorithm to generate valid knockoffs from Bayesian Networks. Then we systematically

evaluate knockoff test statistics and develop new statistics with improved power. The section combines new
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mathematical guarantees with systematic experiments on real and synthetic data. Major parts of this section

has been published in the AISTATS 2019 conference [100].

1.2 Abstract for Chapter 2: Data Valuation for Machine Learning

Equitable Valuation of Data for Machine Learning: As data becomes the fuel driving technological and

economic growth, a fundamental challenge is how to quantify the value of data in algorithmic predictions and

decisions. For example, in healthcare and consumer markets, it has been suggested that individuals should be

compensated for the data that they generate, but it is not clear what is an equitable valuation for individual

data. In a paper published in the ICML 2019 conference [98], we develop a principled framework to address

data valuation in the context of supervised machine learning. Given a learning algorithm trained on n data

points to produce a predictor, we propose data Shapley as a metric to quantify the value of each training datum

to the predictor performance. Data Shapley value uniquely satisfies several natural properties of equitable data

valuation. We develop Monte Carlo and gradient-based methods to efficiently estimate data Shapley values in

practical settings where complex learning algorithms, including neural networks, are trained on large datasets.

In addition to being equitable, extensive experiments across biomedical, image and synthetic data demonstrate

that data Shapley has several other benefits: 1) it is more powerful than the popular leave-one-out or leverage

score in providing insight on what data is more valuable for a given learning task; 2) low Shapley value data

effectively capture outliers and corruptions; 3) high Shapley value data inform what type of new data to acquire

to improve the predictor.

A Distributional Framework for Data Valuation: Shapley value is a classic notion from game theory,

historically used to quantify the contributions of individuals within groups, and more recently applied to assign

values to data points when training machine learning models. Despite its foundational role, a key limitation of

the data Shapley framework is that it only provides valuations for points within a fixed data set. It does not

account for statistical aspects of the data and does not give a way to reason about points outside the data set.

To address these limitations, we propose a novel framework – distributional Shapley – where the value of

a point is defined in the context of an underlying data distribution. We prove that distributional Shapley has

several desirable statistical properties; for example, the values are stable under perturbations to the data points

themselves and to the underlying data distribution. We leverage these properties to develop a new algorithm for

estimating values from data, which comes with formal guarantees and runs two orders of magnitude faster than

state-of-the-art algorithms for computing the (non-distributional) data Shapley values. We apply distributional

Shapley to diverse data sets and demonstrate its utility in a data market setting. This section is mostly based on

a paper published in ICML 2019 conference [94].
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1.3 Abstract for Chapter 3: Applications of Machine Learning in Health-
care

Deep Learning Interpretation of Echocardiograms: Echocardiography uses ultrasound technology to

capture high temporal and spatial resolution images of the heart and surrounding structures and is the most

common imaging modality in cardiovascular medicine. Using convolutional neural networks on a large

new dataset, in a paper published in Nature Digital Medicine journal [96], we show that deep learning

applied to echocardiography can identify local cardiac structures, estimate cardiac function, and predict

systemic phenotypes that modify cardiovascular risk but not readily identifiable to human interpretation.

Our deep learning model, EchoNet, accurately identified the presence of pacemaker leads (AUC = 0.89),

enlarged left atrium (AUC = 0.86), left ventricular hypertrophy (AUC = 0.75), left ventricular end systolic

and diastolic volumes(R2 = 0.74 and R2 = 0.70), and ejection fraction (R2 = 0.50) as well as predicted

systemic phenotypes of age (R2 = 0.46), sex (AUC = 0.88), weight (R2 = 0.56), and height (R2 = 0.33).

Interpretation analysis validates that EchoNet shows appropriate attention to key cardiac structures when

performing human-explainable tasks and highlight hypothesis-generating regions of interest when predicting

systemic phenotypes difficult for human interpretation. Machine learning on echocardiography images can

streamline repetitive tasks in the clinical workflow, provide preliminary interpretation in areas with insufficient

qualified cardiologists, and predict phenotypes challenging for human evaluation.

Synthetic Generation of Clinical Skin Images Despite the recent success in applying supervised deep

learning to medical imaging tasks, the problem of obtaining large and diverse expert-annotated datasets

required for the development of high performant models remains particularly challenging. In this work, we

explore the possibility of using Generative Adverserial Networks (GAN) to synthesize clinical images with

skin condition. We propose DermGAN, an adaptation of the popular Pix2Pix architecture, to create synthetic

images for a pre-specified skin condition while being able to vary its size, location and the underlying skin

color. We demonstrate that the generated images are of high fidelity using objective GAN evaluation metrics.

In a Human Turing test, we note that the synthetic images are not only visually similar to real images, but also

embody the respective skin condition in dermatologists’ eyes. Finally, when using the synthetic images as

a data augmentation technique for training a skin condition classifier, we observe that the model performs

comparably to the baseline model overall while improving on rare but malignant conditions. Most of the

results in this section have been published as a conference paper [95].
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Figure 2.1: Adversarial attack against feature-importance maps. We generate feature-importance scores,
also called saliency maps, using three popular interpretation methods: (a) simple gradients, (b) DeepLIFT,
and (c) integrated gradients. The top row shows the the original images and their saliency maps and the
bottom row shows the perturbed images (using the center attack with ε = 8, as described in Section 2.1.2) and
corresponding saliency maps. In all three images, the predicted label does not change from the perturbation;
however, the saliency maps of the perturbed images shifts dramatically to features that would not be considered
salient by human perception.

2.1 Interpretation of Neural Network is Fragile

Predictions made by machine learning algorithms play an important role in our everyday lives and can affect

decisions in technology, medicine, and even the legal system [196, 215]. As algorithms become increasingly

complex, explanations for why an algorithm makes certain decisions are ever more crucial. For example, if an

AI system predicts a given pathology image to be malignant, then a doctor may need to know what features

in the image led the algorithm to this classification. Similarly, if an algorithm predicts an individual to be

a credit risk, then the lender (and the borrower) might want to know why. Therefore having interpretations

for why certain predictions are made is critical for establishing trust and transparency between users and the

algorithm [161].

Having an interpretation is not enough, however. The explanation itself must be robust in order to establish

human trust. Take the pathology predictor; an interpretation method might suggest that a particular section in

an image is important for the malignant classification (e.g. that section could have high scores in saliency map).

The clinician might then focus on that section for investigation or treatment or even look for similar features in

other patients. It would be highly disconcerting if in an extremely similar image, visually indistinguishable

from the original and also classified as malignant, a very different section is interpreted as being salient for

the prediction. Thus, even if the predictor is robust (both images are correctly labeled as malignant), that the

interpretation is fragile would still be problematic in deployment. Furthermore, if the interpretation is used to

guide interventions (e.g. location of a biopsy) by the doctor, then an interpretation that is not robust against

adversarial perturbations may prove to be a security concern.
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Our contributions. It is well known that the predicted labels of deep neural networks are susceptible to

adversarial attacks [103, 149, 189, 200]. In this section, we introduce the notion of adversarial perturbations

to neural network interpretation. More precisely, we define the interpretation of neural network to be fragile

if, for a given image, it is possible to generate a perceptively indistinguishable image that has the same

prediction label by the neural network, yet is given a substantially different interpretation. We systematically

investigate two classes of interpretation methods: methods that assign importance scores to each feature (this

includes simple gradients [234], DeepLift [232], and integrated gradients [242]), as well as a method that

assigns importances to each training example: influence functions [143]. For these interpretation methods, we

show how to design targeted perturbations that can lead to dramatically different interpretations across test

images (Fig. 2.1). Our findings highlight the fragility of interpretations of neural networks, which has not been

carefully considered in the literature. Fragility limits how much we can trust and learn from the interpretations.

It also raises a significant new security concern. Especially in medical or economic applications, users often

take the interpretation of a prediction as containing causal insight (“this image is a malignant tumor because of

the section with a high saliency score”). An adversary could minutely manipulate the input to draw attention

away from relevant features or onto his/her desired features. Such attacks might be especially hard to detect as

the actual labels have not changed.

While we focus on image data here because most interpretation methods have been motivated by images,

the fragility of neural network interpretation could be a much broader problem. Fig. 2.2 illustrates the intuition

that when the decision boundary in the input feature space is complex, as is the case with deep networks, a

small perturbation in the input can push the example into a region with very different loss contours. Because the

feature importance is closely related to the gradient which is perpendicular to the loss contours, the importance

scores can also be dramatically different.

2.1.1 Related Works and Preliminaries

Related works

[250] first demonstrated the possibility of fooling neural networks into making different predictions for test

images that are visually indistinguishable. [103] introduced the one-step Fast Gradient Sign Method (FGSM)

prediction attack which was followed by more effective iterative attacks [149]. To quantify the perturbation

size, metrics such as `2 [189,250], `0 (number of perturbed pixels) [200], and `∞ [103] have been introduced.

As it tightly controls how much individual input features can change, we followed the popular practice and

adopted `∞. There has also been a line of work showing that networks that are robust against adversarial

attacks to its predictions also have improved interpretability [69, 219]. The focus of all of these works is on

adversarial attacks against the prediction; in contrast our work focuses on attacks on the interpretation without

changing the prediction.
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𝛻𝑥𝐿(𝒙𝒕 + 𝜹)

This training point has 

a large influence on the 

loss at 𝒙𝒕 + 𝜹
𝛻𝑥𝐿(𝒙𝒕)

This training point has a large influence on the loss at 𝒙𝒕

𝒙𝒕

Figure 2.2: Intuition for why interpretation is fragile. Consider a test example xt ∈ R2 (solid black circle)
that is slightly perturbed to a new position xt + δ in input space (dashed black dot). The contours and decision
boundary corresponding to a loss function (L) for a two-class classification task are also shown, allowing
one to see the direction of the gradient of the loss with respect to the input space. Neural networks with
many parameters have decision boundaries that are roughly piecewise linear with many transitions [103].
We illustrate that points near the transitions are especially fragile to interpretability-based analysis. A small
perturbation to the input changes the direction of ∇xL from being in the horizontal direction to being in
the vertical direction, directly affecting feature-importance analyses. Similarly, a small perturbation to the
test image changes which data point (before perturbation: solid blue, after perturbation: dashed blue), when
up-weighted, has the largest influence on L, directly affecting exemplar-based analysis.
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Interpretation methods for neural networks

Interpretation of neural network predictions is an active research area. Post-hoc interpretability [161] is one

family of methods that seek to “explain" the prediction without considering the details of black-box model’s

hidden mechanisms. These include methods to explain predictions in terms of the features of the test example,

as well as in terms of the contribution of training examples to the test time prediction. These interpretations

have gained increasing popularity, as they confer a degree of insight to human users of what the neural network

might be doing [161]. We describe several widely-used interpretation methods in what follows.

2.1.2 Method

Problem statement For a given neural network N with fixed weights and a test data point xt, the feature

importance and sample importance methods produce an interpretation I(xt; N ). For feature importance,

I(xt; N ) is a vector of feature scores; for influence function I(xt; N ) is a vector of scores for training

examples. Our goal is to devise efficient and visually imperceptible perturbations that change the interpretability

of the test input while preserving the predicted label. Formally, we define the problem as:

argmaxδD (I(xt; N ), I(xt + δ; N ))

subject to: ||δ||∞ ≤ ε,

Prediction(xt + δ; N ) = Prediction(xt; N )

where D(·) measures the change in interpretation (e.g. how many of the top-k pixels are no longer the top-k

pixels of the feature importance map after the perturbation) and ε > 0 constrains the norm of the perturbation.

In this work, we carry out three kinds of input perturbations.

Random sign perturbation As a baseline, each pixel is randomly perturbed by±ε. This is used as a baseline

with which to compare our adversarial perturbations against both feature importance and sample importance

methods.

Iterative attacks against feature importance methods In Algorithm 1, we define three adversarial attacks

against feature importance methods, each of which consists of taking a series of steps in the direction that

maximizes a differentiable dissimilarity function between the original and perturbed interpretation. (1) The

top-k attack seeks to perturb the feature importance map by decreasing the relative importance of the k initially

most important input features. (2) For image data, feature importance map’s center of mass often captures

the user’s attention. The mass-center attack is designed to result in the maximum spatial displacement of

the center of mass. (3) If the goal is to have a semantically meaningful change in feature importance map,

targeted attack aims to increase the concentration of feature importance scores in a pre-defined region of the

input image.
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Algorithm 1 Iterative feature importance Attacks
Input: test image xt, maximum norm of perturbation ε, normalized feature importance function I(·),
number of iterations P , step size α
Define a dissimilarity function D to measure the change between interpretations of two images:

D(xt,x) =


−
∑
i∈B

I(x)i for top-k attack∑
i∈A

I(x)i for targeted attack

||C(x)−C(xt)||2 for mass-center attack,

where B is the set of the k largest dimensions of I(xt), A is the target region of the input image in targeted
attack, and C(·) is the center of feature importance massa.
Initialize x0 = xt
for p ∈ {1, . . . , P} do

Perturb the test image in the direction of signed gradientb of the dissimilarity function:

xp = xp−1 + α · sign(∇xD(xt,x
p−1))

If needed, clip the perturbed input to satisfy the norm constraint: ||xp − xt||∞ ≤ ε
end for
Among {x1, . . . ,xP }, return the element with the largest value for the dissimilarity function and the same
prediction as the original test image.

aThe center of mass is defined for a W ×H image as: C(x) =
∑
i∈{1,...,W}

∑
j∈{1,...,H} I(x)i,j [i, j]

T

bIn ReLU networks, this gradient is 0. To attack interpretability in such networks, we replace the ReLU activation with its smooth
approximation (softplus) when calculating the gradient and generate the perturbed image using this approximation. The perturbed images
that result are effective adversarial attacks against the original ReLU network.

Gradient sign attack against influence functions We can obtain effective adversarial images for influence

functions without resorting to iterative procedures. We linearize the equation for influence functions around

the values of the current inputs and parameters. If we further constrain the L∞ norm of the perturbation to ε,

we obtain an optimal single-step perturbation:

δ = εsign(∇xtI(zi, zt)) =

− εsign(∇xt∇θL(zt, θ̂)
>H−1

θ̂
∇θL(zi, θ̂)︸ ︷︷ ︸

independent of xt

) (2.1)

The attack we use consists of applying the negative of the perturbation in (2.1) to decrease the influence of

the 3 most influential training images of the original test image1. Of course, this affects the influence of all of

the other training images as well.

We follow the same setup for computing the influence function as was done in [143]. Because the influence

is only calculated with respect to the parameters that change during training, we calculate the gradients only

1In other words, we generate the perturbation given by: −εsign(
∑3
i=1∇xt∇θL(zt, θ̂)>H

−1

θ̂
∇θL(z(i), θ̂)), where z(i) is the ith

most influential training image of the original test image.
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with respect to parameters in the final layer of our network. This makes it feasible for us to compute (2.1)

exactly, but it gives us the perturbation of the input into the final layer, not the first layer. So, we use standard

back-propagation to calculate the corresponding gradient for the input test image.

2.1.3 Experiments & Results

Data sets and models For attacks against feature importance interpretation, we used ILSVRC2012 (Ima-

geNet classification challenge data) [221] and CIFAR-10 [147]. For the ImageNet classification data set, we

used a pre-trained SqueezeNet model introduced by [122].

For both data sets, the results are examined on feature importance scores obtained by simple gradient,

integrated gradients, and DeepLIFT methods. For DeepLIFT, we used the pixel-wise and the channel-wise

mean images as the CIFAR-10 and ImageNet reference points respectively. For the integrated gradients method,

the same references were used with parameter M = 100. We ran all iterative attack algorithms for P = 300

iterations with step size α = 0.5.

To evaluate our adversarial attack against influence functions, we followed a similar experimental setup to

that of the original authors: we trained an InceptionNet v3 with all but the last layer frozen (the weights were

pre-trained on ImageNet and obtained from Keras). The last layer was trained on a binary flower classification

task (roses vs. sunflowers), using a data set consisting of 1,000 training images2. This data set was chosen

because it consisted of images that the network had not seen during pre-training on ImageNet. The network

achieved a validation accuracy of 97.5%.

Results for attacks against feature importance scores From the ImageNet test set, 512 correctly-classified

images were randomly sampled for evaluation. Examples of targeted attacks, whose goal is to change the

semantic meaning of the interpretation are depicted in Fig. 2.5.

In Fig. 2.3, we present results aggregated over all 512 images. We compare different attack methods using

top-1000 intersection and rank correlation methods. In all the images, the attacks do not change the original

predicted label of the image nor does it significantly change the prediction confidence.

Random sign perturbation already causes decreases in both top-1000 intersection and rank order correlation.

For example, with L∞ = 8, on average, there is less than 30% overlap in the top 1000 most salient pixels

between the original and the randomly perturbed images across all three of interpretation methods.

Both the mass-center and top-K attack algorithms have similar effects on feature importance of test images

when measured on the basis of rank correlation or top-1000 intersection. Average numerical results are not

obtainable for the targeted attack as it is designed for semantic change and requires a target area of attack in

each image. Comparing the effectiveness of attacks among the three different feature importance methods, we

found that the integrated gradients method was the most difficult one to generate adversarial examples for.

2adapted from: https://goo.gl/Xgr1a1



CHAPTER 2. MACHINE LEARNING INTERPRETABILITY 14

0 1 2 4 8
L  norm of perturbation

0.0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9
1.0

To
p-

10
00

 In
te

rs
ec

tio
n

Simple Gradient
Top-k attack
Center attack
Random Sign Perturbation

0 1 2 4 8
L  norm of perturbation

0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1.0

R
an

k 
or

de
r c

or
re

la
tio

n

Top-k attack
Center attack
Random Sign Perturbation

(a)

0 1 2 4 8
L  norm of perturbation

0.0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9
1.0

To
p-

10
00

 In
te

rs
ec

tio
n

DeepLIFT
Top-k attack
Center attack
Random Sign Perturbation

0 1 2 4 8
L  norm of perturbation

0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1.0

R
an

k 
or

de
r c

or
re

la
tio

n

Top-k attack
Center attack
Random Sign Perturbation

(b)

0 1 2 4 8
L  norm of perturbation

0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1.0

To
p-

10
00

 In
te

rs
ec

tio
n

Integrated Gradients
Top-k attack
Center attack
Random Sign Perturbation

0 1 2 4 8
L  norm of perturbation

0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1.0

R
an

k 
or

de
r c

or
re

la
tio

n

Top-k attack
Center attack
Random Sign Perturbation

(c).

Figure 2.3: Comparison of adversarial attack algorithms on feature-importance methods. Across 512
correctly-classified ImageNet images, we find that the top-k and center attacks perform similarly in top-1000
intersection and rank correlation measures, and are far more effective than the random sign perturbation at
demonstrating the fragility of interpretability, as characterized through top-1000 intersection (top) as well as
rank order correlation (bottom). .

Results for adversarial attacks against sample importance scores. We evaluate the robustness of in-

fluence functions on a test data set consisting of 200 images of roses and sunflowers. Fig. 2.4(a) shows a

representative test image to which we have applied the gradient sign attack. Although the prediction of the

image does not change, the most influential training examples change entirely.

In Fig. 2.4(b,c), we compare the random perturbations and gradient sign attacks for the test set. It shows

that gradient sign-based attacks are significantly more effective at decreasing the rank correlation, as well as

distorting the top-5 influential images. For example, on average, with a perturbation of magnitude ε = 8, only

2 of the top 5 most influential training images remain in the top 5. The influences of the training images before

and after an adversarial attack are essentially uncorrelated. However, we find that even random attacks can

have a small but non-negligible effect on influence functions, on average reducing the rank correlation to 0.8

(ε ≈ 10).

2.1.4 Discussion

This work demonstrates that interpretation of neural networks can be fragile in the sense that two similar inputs

with the same predictedion can be given very different interpretations. We develop perturbations to illustrate

this fragility and propose evaluation metrics as well as insights on why fragility occurs. Fragility of neural
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Figure 2.4: Gradient sign attack on influence functions . (a) An imperceptible perturbation to a test image
can significantly affect sample importance interpretability. The original test image is that of a sunflower that is
classified correctly in a rose vs. sunflower classification task. The top 3 training images identified by influence
functions are shown in the top row. Using the gradient sign attack, we perturb the test image (with ε = 8)
to produce the leftmost image in the bottom row. Although the image is even more confidently predicted
as a sunflower, influence functions suggest very different training images by means of explanation: instead
of the sunflowers and yellow petals that resemble the input image, the most influential images are pink/red
roses. (b) Average results for applying random (green) and gradient sign-based (orange) perturbations to 200
test images are shown. Random attacks have a gentle effect on interpretability while a gradient perturbation
can significantly affect the rank correlation and (c) the 5 most influential images. Although the image is even
more confidently predicted to be a sunflower, influence functions suggest very different training images by
means of explanation: instead of the sunflowers and yellow petals that resemble the input image, the most
influential images are pink/red roses. The plot on the right shows the influence of each training image before
and after perturbation. The 3 most influential images (targeted by the attack) have decreased in influence, but
the influences of other images have also changed.

network interpretation can be orthogonal to fragility of the prediction, as we demonstrate with perturbations

that substantially change the interpretation without changing the predicted label, but both types of fragility

arise at least in part from high dimensionality.

Our main message is that robustness of the interpretation of a prediction is an important and challenging

problem, especially as in many applications (e.g. many biomedical and financial settings), users are as interested

in the interpretation as in the prediction itself. Our results raise concerns on how interpretations of neural

networks can be manipulated. Especially in settings where the importance of individual or a small subset of

features are interpreted, we show that these importance scores can be sensitive to even random perturbation.

More dramatic manipulations of interpretations can be achieved with our targeted perturbations. This is

especially true for the simple gradients method, DeepLIFT, and influence functions, but also the integrated

gradients method. These results raise potential security concerns. We do not suggest that interpretations

are meaningless, just as adversarial attacks on predictions do not imply that neural networks are useless.

Interpretation methods do need to be used and evaluated with caution while applied to neural networks, as they

can be fooled into identifying features that would not be considered salient by human perception.

Our results demonstrate that the interpretations (e.g. saliency maps) are vulnerable to perturbations, but

this does not imply that the interpretation methods are broken by the perturbations. This is a subtle but
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Figure 2.5: Targeted attack against feature importance map. Image is correctly classified as “trailer truck”.
For all methods, the devised perturbation with ε = 8 was able to semantically meaningfully change the focus
of saliency map to the “cloud” above the truck. (The cloud area was captured using SLIC [5] superpixel
segementation.) (top) as well as rank order correlation (bottom).

important distinction. Methods such as saliency measure the infinitesimal sensitivity of the neural network at a

particular input x. After a perturbation, the input has changed to x̃ = x+ δ, and the saliency now measures

the sensitivity at the perturbed input. The saliency correctly captures the infinitesimal sensitivity at the two

inputs; it’s doing what it is supposed to do.

Our work naturally raises the question of how to defend against adversarial attacks on interpretation.

Because interpretation fragility arises as a consequence of high dimensionality and non-linearity, we believe

that techniques that discretize inputs, such as thermometer encoding [40], and train neural networks in a way

to constrain the non-linearity of the network [55], may be useful in defending against interpretation attacks.

While we focus on the standard image benchmarks for popular interpretation tools, this fragility issue

can be wide-spread in biomedical, economic and other settings where neural networks are increasingly used.

Understanding interpretation fragility in these applications and developing more robust methods are important

agendas of research.
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2.2 Automatic Concept-based Explanations for Convolutional Neural
Networks

As machine learning (ML) becomes widely used in applications ranging from medicine [106] to com-

merce [254], gaining insights into ML models’ predictions has become an important topic of study, and in

some cases a legal requirement [104]. The industry is also recognizing explainability as one of the main

components of responsible use of ML [1]; not just a nice-to-have component but a must-have one.

Most of the recent literature on ML explanation methods has revolved around deep learning models.

Methods that are focused on providing explanations of ML models follow a common procedure: For each

input to the model, they alter individual features (pixels, super-pixels, word-vectors, etc) either in the form

of removal (zero-out, blur, shuffle, etc) [36, 214] or perturbation [236, 243] to approximate the importance

of each feature for model’s prediction. These “feature-based” explanations suffer from several drawbacks.

There has been a line of research focused on showing that these methods are not as reliable [7, 93, 100]. For

examples, Kindermans et al. discussed vulnerability even to simple shifts in the input [140] while Ghorbani et

al. designed adversarial perturbations against these methods. A more important concern, however, is that human

experiments show that these methods are susceptible to human confirmation biases [137], and also showing that

these methods do not increase human understanding of the model and human trust in the model [137,209]. For

example, Kim et al. [137] showed that given identical feature-based explanations, human subjects confidently

find evidence for completely contradicting conclusions.

As a consequence, a recent line of research has focused on providing explanations in the form of high-

level human “concepts” [137, 280]. Instead of assigning importance to individual features or pixels, the output

of the method reveals the important concepts. For examples, the wheel and the police logo are important

concepts for detecting police vans. These methods come with their own drawbacks. Rather than pointing to the

important concepts, they respond to the user’s queries about concepts. That is, for each concept’s importance

to query, a human has to provide hand-labeled examples of that concept. While these methods are useful when

the user knows the set of well-defined concepts and has the resources to provide examples, a major problem is

that the space of possible concepts to query can first of all, be unlimited, or in some settings even be unclear.

Another important drawback is that they rely on human bias in the explanation process; humans might fail to

choose the right concepts to query. Because these previous methods can only test concepts that are already

labeled and identified by humans, their discovery power is severely limited.

We lay out general principles that a concept-based explanation of ML should satisfy. Then we develop

a systemic framework to automatically identify higher-level concepts which are meaningful to humans and

are important for the ML model. Our novel method, Automated Concept-based Explanation (ACE), works

by aggregating related local image segments across diverse data. We apply an efficient implementation of

our method to a widely-used object recognition model. Quantitative human experiments and evaluations

demonstrate that ACE satisfies the principles of concept-based explanation and provide interesting insights

into the ML model.
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Related Work This work is focused on post-training explanation methods - explaining an already trained

model instead of building an inherently explainable model [135, 261, 263]. Most common post-training

explanation methods provide explanations by estimating the importance of each input feature (covariates,

pixels, etc) or training sample for the prediction of a particular data point [143,234,236,273] and are designed to

explain the prediction on individual data points. While this is useful when only specific data points matter, these

methods have been shown to come with many limitations, both methodologically and fundamentally. [7,93,140]

For example, [7] showed that some input feature-based explanations are qualitatively and quantitatively similar

for a trained model (i.e., making superhuman performance prediction) and a randomized model (i.e., making

random predictions). Other work proved that some of these methods are in fact trying to reconstruct the input

image, rather than estimating pixels’ importance for prediction [260]. In addition, it’s been shown that these

explanations are susceptible to humans’ confirmation biases [137]. Using input features as explanations also

introduces challenges in scaling this method to high dimensional datasets (e.g., health records). Humans

typically reason in higher abstracted concepts [218] than a particular input feature (e.g., lab results, a particular

hospital visit). A recently developed method uses high-level concepts, instead of input features. TCAV [137]

produces estimates of how important that a concept was for the prediction and IBD [280] decomposes the

prediction of one image into human-interpretable conceptual components. Both methods require humans to

provide examples of concepts. Our work introduces an explanation method that explains each class in the

network using concepts that are present in the images of that class while removing the need for humans to

label examples of those concepts. [251]

2.2.1 Methods

Our goal is to explain a machine learning model’s decision making via units that are more understandable to

humans than individual features, pixels, characters, and so forth. Following the literature [137,280], throughout

this work, we refer to these units as concepts. A precise definition of a concept is not easy [92]. Instead, we lay

out the desired properties that a concept-based explanation of a machine learning model should satisfy to be

understandable by humans.

• Meaningfulness An example of a concept is semantically meaningful on its own. In the case of image

data, for instance, individual pixels may not satisfy this property while a group of pixels (an image

segment) containing a texture concept or an object part concept is meaningful. Meaningfulness should

also correspond to different individuals associating similar meanings to the concept.

• Coherency Examples of a concept should be perceptually similar to each other while being different

from examples of other concepts. Examples of “black and white striped” concept are all similar in

having black and white stripes.

• Importance A concept is “important” for the prediction of a class if its presence is necessary for the true

prediction of samples in that class. In the case of image data, for instance, the object which presence is

being predicted is necessary while the background color is not.
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We do not claim these properties to be a complete set of desiderata, however, we believe that this is a good

starting point towards concept-based explanations.

An explanation algorithm has typically three main components: A trained classification model, a set

of test data points from the same classification task, and a importance computation procedure that assigns

importance to features, pixels, concepts, and so forth. The method either explains an individual data point’s

prediction (local explanation), or an entire model, class or sets of examples (global explanation). One example

of a local explanation method is the family of saliency map methods [234, 236, 243]. Each pixel in every

image is assigned an importance score for the correct prediction of that image typically by using the gradient

of prediction with respect to each pixel. TCAV [137] is an example of a global method. For each class, it

determines how important a given concept is for predicting that class.

In what follows, we present ACE . ACE is a global explanation method that explains an entire class in a

trained classifier without the need for human supervision.

(b) Resizing(a) Mutlri-resolution Segmentation (d) Output

Importance Scores

0.8

0.7

0.4

TCAV

(c) Clustering and removing outliers

… … 

ACE

(b) Clustering similar segments and removing outliers(a) Multi-resolution segmentation of images (c) Computing saliency of concepts

Figure 2.6: ACE algorithm (a) A set of images from the same class is given. Each image is segmented with
multiple resolutions resulting in a pool of segments all coming from the same class. (b) The activation space
of one bottleneck layer of a state-of-the-art CNN classifier is used as a similarity space. After resizing each
segment to the standard input size of the model, similar segments are clustered in the activation space and
outliers are removed to increase coherency of clusters. (d) For each concept, its TCAV importance score is
computed given its examples segments.

Automated concept-based explanations step-by-step ACE takes a trained classifier and a set of images of

a class as input. It then extracts concepts present in that class and returns each concept’s importance. In image

data, concepts are present in the form of groups of pixels (segments). To extract all concepts of a class, the first

step of ACE (Fig 2.6(a) starts with segmentation of the given class images. To capture the complete hierarchy

of concepts from simple fine-grained ones like textures and colors to more complex and coarse-grained ones

such as parts and objects, each image is segmented with multiple resolutions. In our experiments, we used

three different levels of resolution to capture three levels of texture, object parts, and objects. As discussed in

Section 2.2.2, three levels of segmentation is enough to achieve the goal.
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The second step of ACE (Fig 2.6(b)) groups similar segments as examples of the same concept. To

measure the similarity of segments, we use the result of previous work [279] showing that in state-of-the art

convolutional neural networks (CNNs) trained on large-scale data sets like ImageNet [221], the euclidean

distance in the activation space of final layers is an effective perceptual similarity metric. Each segment is then

passed through the CNN to be mapped to the activation space. Similar to the argument made by Dabkowski &

Gal [61], as most image classifiers accept images of a standard size while the segments have arbitrary size, we

resize the segment to the required size disregarding aspect ratio. As the results in Section 2.2.2 suggest, this

works fine in practice but it should be mentioned that the proposed similarity measure works the best with

classifiers robust to scale and aspect ratio. After the mapping is performed, using the euclidean distance between

segments, we cluster similar segments as examples of the same concept. To preserve concept coherency, outlier

segments of each cluster that have low similarity to cluster’s segments are removed (Fig. 2.6(b)).

The last step of ACE (Fig 2.6(c)) includes returning important concepts from the set of extracted concepts

in previous steps. TCAV [137] concept-based importance score is used in this work (Fig. 2.6(c)), though any

other concept-importance score could be used.

How ACE is designed to achieve the three desiderata The first of the desiderata requires the returned

concepts to be clean of meaningless examples (segments). To perfectly satisfy meaningfulness, the first

step of ACE can be replaced by a human subject going over all the given images and extracting only

meaningful segments. To automate this procedure, a long line of research has focused on semantic segmentation

algorithms [163,168,195,217], that is, to segment an image so that every pixel is assigned to a meaningful class.

State-of-the art semantic segmentation methods use deep neural networks which imposes higher computational

cost. Most of these methods are also unable to perform segmentation with different resolutions. To tackle

these issues, ACE uses simple and fast super-pixel segmentation methods which have been widely used

in the hierarchical segmentation literature [265]. These methods could be applied with any desired level

of resolution with low computational cost at the cost of suffering from lower segmentation quality, that is,

returning segments that either are meaningless or capture numerous textures, objects, etc instead of isolating

one meaningful concept.

To have perfect meaningfulness and coherency, we can replace the second step with a human subject

to go over all the segments, clusters similar segments as concepts, and remove meaningless or dissimilar

segments. The second step of ACE aims to automate the same procedure. It replaces a human subject as a

perceptual similarity metric with an ImageNet-trained CNN. It then clusters similar segments and removes

outliers. The outlier removal step is necessary to make every cluster of segments clean of meaningless or

dissimilar segments. The idea is that if a segment is dissimilar to segments in a cluster, it is either a random

and meaningless segment or if it is meaningful, it belongs to a different concept; a concept that has appeared

a few times in the class images and therefore its segments are not numerous enough to form a cluster. For

example, asphalt texture segments are present in almost every police van image and therefore are expected to

form a coherent cluster while segments of grass texture that are present in only one police van image form an

unrelated concept to the class and are to be removed.
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ACE utilizes the TCAV score as a concept’s importance metric. The intuition behind the TCAV score is to

approximate the average positive effect of a concept on predicting the class and is generally applied to deep

neural network classifiers. Given examples of a concept, TCAV score [137] is the fraction of class images for

which the prediction score increases if the representation of those images in the activation space are perturbed

in the general direction of representation of concept examples in the same activation space (with the use of

directional derivatives). Details are described in the original work [137].

It is evident that satisfying the desiderata through ACE is limited to the performance of the segmentation

method, the clustering and outlier removal method, and above all the reliability of using CNNs as a similarity

metric. The results and human experiments in the next section verify the effectiveness of this method.
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Figure 2.7: The output of ACE for three ImageNet classes. Here we depict three randomly selected
examples of the top-4 important concepts of each class (each example is shown above the original image it
was segmented from). Using this result, for instance, we could see that the network classifies police vans using
the van’s tire and the police logo.
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2.2.2 Experiments & Results

As an experimental example, we use ACE to interpret the widely-used Inception-V3 model [248] trained on

ILSVRC2012 data set (ImageNet) [222]. We select a subset of 100 classes out of the 1000 classes in the data

set to apply ACE . As shown in the original TCAV paper [137], this importance score performs well given a

small number of examples for each concept (10 to 20). In our experiments on ImageNet classes, 50 images

was sufficient to extract enough examples of concepts; possibly because the concepts are frequently present

in these images. The segmentation step is performed using SLIC [5] due to its speed and performance (after

examining several super-pixel methods [80, 193, 262]) with three resolutions of 15, 50, and 80 segments for

each image. For our similarity metric, we examined the euclidean distance in several layers of the ImageNet

trained Inception-V3 architecture and chose the “mixed_8” layer. As previously shown [137], earlier layers are

better at similarity of textures and colors while latter ones are better for object and the “mixed_8” layer yields

the best trade-off. K-Means clustering is performed and outliers are removed using euclidean distance to the

cluster centers.

Examples of ACE algorithm We apply ACE to 100 randomly selected ImageNet classes. Fig. 2.7 depicts

the outputs for three classes. For each class, we show the four most important concepts via three randomly

selected examples (each example is shown above the original image it was segmented from). The figure

suggests that ACE considers concepts of several levels of complexity. From Lionfish spines and its skin texture

to a car wheel or window.

Human experiments To verify the coherency of concepts, following the explainability literature [46], we

designed an intruder detection experiment. At each question, a subject is asked to identify one image out

of six that is conceptually different from the rest. We created a questionnaire of 34 questions, such as the

one shown in Fig. 2.8. Among 34 randomly ordered questions, 15 of them include using the output concepts

of ACE and other 15 questions using human-labeled concepts from Broaden dataset [25]. The first four

questions were used for training the participants and were discarded. On average, 30 participants answered the

hand-labeled dataset 97% (14.6/15) (±0.7) correctly, while discovered concepts were answered 99% (14.9/15)

(±0.3) correctly. This experiment confirms that while a discovered concept is only a set of image segments,

ACE outputs segments that are coherent.

In our second experiment, we test how meaningful the concepts are to humans. We asked 30 participants to

perform two tasks: As a baseline test of meaningfulness, first we ask them to choose the more meaningful of

two options. One being four segments of the same concept (along with the image they were segmented from)

and the other being four random segments of images in the same class. the right option was chosen 95.6%

(14.3/15)(±1.0). To further query the meaningfulness of the concepts, participants were asked to describe their

chosen option with one word. As a result, for each question, a set of words (e.g. bike, wheel, motorbike)

are provided and we tally how many individuals use the same word to describe each set of image. For examples,

for the question in Fig. 2.8, 19 users used the word human or person and 8 users used face or head. For
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Experiment 1: Identifyig intruder concept

Experiment 2: Identifying the meaning of concept

Figure 2.8: Human subject experiments questionnaires. (Texts in blue are not part of the questionnaire) (a)
30 human subjects were asked to identify one image out of six that is conceptually different from the rest.
For comparison, each question is either a set of extracted or hand-labeled concepts. On average, participants
answer the hand-labeled dataset 97% (14.6/15, ±0.7) correctly, while discovered concepts were answered 99%
(14.9/15, ±0.3) correctly. (b) 30 human subjects were asked to identify a set of image segments belonging to a
concept versus a random set of segments and then to assign a word to the selected concept. On average, 55%
of participants used the most frequent word and its synonyms for each question and 77% of the answers were
one of top-two frequent words.

all of the questions, on average, 56% of participants described it with the most frequent word and its synonyms

(77% of descriptions were from the two most frequent words). This suggests that, first of all ACE discovers

concepts with high precision. Secondly, the discovered concepts have consistent semantic/verbal meanings

across individuals. The questionnaire had 19 questions and the first 4 were used as training and were discarded.

Examining the importance of important concepts To confirm the importance scores given by TCAV, we

extend the two importance measures defined for pixel importance scores in the literature [61] to the case of

concepts. Smallest sufficient concepts (SSC) which looks for the smallest set of concepts that are enough for

predicting the target class. Smallest destroying concepts (SDC) which looks for the smallest set of concepts

removing which will cause incorrect prediction. Note that although these importance scores are defined and

used for local pixel-based explanations in [61] (explaining one data point), the main idea can still be used to
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evaluate our global concept-based explanation (explaining a class).

To examine ACE with these two measures, we use 1000 randomly selected ImageNet validation images

from the same 100 classes. Each image is segmented with multiple resolutions similar to ACE . Using the

same similarity metric in ACE , each resulting segment is assigned to a concept using its the examples of a

concept with least similarity distance concept’s examples. Fig. 2.9 shows the prediction accuracy on these

examples as we add and remove important concepts.
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Figure 2.9: Importance For 1000 randomly sampled images in the ImageNet validation set, we start remov-
ing/adding concepts from the most important. As it is shown, the top-5 concepts is enough to reach within
80% of the original accuracy and removing the top-5 concepts results in misclassification of more than 80% of
samples that are classified correctly. For comparison, we also plot the effect of adding/removing concepts with
random order and with reverse importance order.

Insights into the model through ACE To begin with, some interesting correlations are revealed. For many

classes, the concepts with high importance follow human intuition, e.g. the “Police” characters on a police car

are important for detecting a police van while the asphalt on the ground is not important. Fig. 2.10(a) shows

more examples of this kind. On the other side, there are examples where the correlations in the real world

are transformed into model’s prediction behavior. For instance, the most important concept for predicting

basketball images is the players’ jerseys rather than the ball itself. It turns out that most of the ImageNet

basketball images contain jerseys in the image (We inspected 50 training images and there was a jersey in 48

of them). Similar examples are shown in Fig. 2.10(b). A third category of results is shown in Fig. 2.10(c). In

some cases, when the object’s structure is complex, parts of the object as separate concepts have their own

importance and some parts are more important than others. The example of carousel is shown: lights, poles,

and seats. It is interesting to learn that the lights are more important than seats.

A natural follow-up question is whether the mere existence of a important concepts is enough for prediction

without having the structural properties; e.g. an image of just black and white zebra stripes is predicted as

zebra. For each class, we randomly place examples of the four most important concepts on a blank image. (100

images for each class) Fig. 2.11 depicts examples of these randomly “stitched” images with their predicted

class. For 20 classes (zebra, liner, etc), more than 80% of images were classified correctly. For more than half

of the classes, above 40% of the images were classified correctly (note that random chance is 0.001%). This
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Figure 2.10: Insights into the model The text above each image describes its original class and our subjective
interpretation of the extracted concept; e.g. “Volcano” class and “Lava” concepts. (a) Intuitive correlations. (b)
Unintuitive correlations (c) Different parts of an object as separate but important concepts

result aligns with similar findings [37, 91] of surprising effectiveness of Bag-of-local-Features and CNNs bias

towards texture and shows that our extracted concepts are important enough to be sufficient for the ML model.

2.2.3 Discussion

We note a couple of limitations of our method. The experiments are performed on image data, as automatically

grouping features into meaningful units is simple for this case. The general idea of providing concept-based

explanations applies to to other data types such as texts, and this would be an interesting direction of future

work. An interesting direction of future work here is to apply more sophisticated dictionary learning approaches,

beyond clustering, on the representation space (e.g. sparse coding) which could reduce the need for image

segmentation, and learn more complex concepts. Additionally, the above discussions only apply to concepts

that are present in the form of groups of pixels. While this assumption gave us plenty of insight into the model,

there might be more complex and abstract concepts are difficult to automatically extract. Future work includes

tuning the ACE hyper-parameters (multi-resolution segmentation, etc) for each class separately. This may

better capture the inherent granularity of objects; for example, scenes in nature may contain a smaller number

of concepts compared to scenes in a city.

In conclusion, we introduces ACE , a post-training explanation method that automatically groups input

features into high-level concepts; meaningful concepts that appear as coherent examples and are important for

correct prediction of the images they are present in. We verified the meaningfulness and coherency through
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Figure 2.11: Stitching important concepts We test what would the classifier see if we randomly stitch
important concepts. We discover that for a number classes this results in predicting the image to be a member
of that class. For instance, basketball jerseys, zebra skin, lionfish, and king snake patterns all seem to be
enough for the Inception-V3 network to classify them as images of their class.

human experiments and further validated that they indeed carry salient signals for prediction. The discovered

concepts reveal insights into potentially surprising correlations that the model has learned. Such insights may

help to promote safer use of this powerful tool, machine learning.
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2.3 Discovering Responsible Neurons in a Deep Neural Networks

Understanding and interpreting the behavior of a trained neural net has gained increasing attention in the

machine learning (ML) community. A popular approach is to interpret and visualize the behavior of specific

neurons (People often randomly selected neurons from different layers to visualize. [198]) in a trained network

, and there are several ways of doing this. For example, showing which training data leads to the most positive

or negative activation of this neuron, or performing a deep-dream style visualization to modify the input to

greedily activate the neuron [198]. Such approaches are widely used and can give interesting insights into the

function of the network. However, because networks typically have a large number of neurons, analysis of

individual neurons is often ad-hoc and it’s typically not clear which ones to investigate. Moreover, a neruon’s

relevance to the overall function of network or its interactions with all other neurons is not considered.

In this project, we propose a new framework to address these limitations by systematically identifying the

neurons that are the most important contributors to the network’s function. The basis of this framework is a

new algorithm we propose—Neuron Shapley—for quantifying the importance of each neuron in a trained

network while accounting for complex interactions between neurons. In addition, the algorithm utilizes multi

armed bandit to perform this task efficiently. Interestingly, for several standard image recognition tasks, a small

number of fewer than 30 neurons (filters) are crucially necessary for the model to achieve good prediction

accuracy. Interpretation of these critical neurons provides more systematic insights into how the network

functions.

Most importantly, Neuron Shapley is a very flexible framework and can be applied to a wide group of

tasks beyond model interpretation. When applied to a facial recognition model that makes biased predictions

against black women, Neuron Shapley identifies the (few) neurons that are responsible for this disparity. It

also identifies neurons that are the most responsible for vulnerabilities to adversarial attacks. This opens

up an interesting opportunity to use Neuron Shapley for fast model repair without needing to retrain. For

example, our experiments show that simply zeroing out the few “culprit” neurons reduces disparity without

much degradation to the overall accuracy.

We summarize the contributions of this work here. Conceptual: we develop the Neuron Shapley framework

to quantify the contribution of each neuron to an arbitrary performance aspect of a network. Algorithmic:

we introduce a new multi-arm bandit based algorithm that efficiently estimates Neuron Shapley values in

large networks. Empirical: our systematic experiments discover several interesting findings, including the

phenomenon that a small number of neurons are critical to different aspects of a network’s performance, e.g.

accuracy, fairness, robustness. This facilitates both model interpretation and repair.

2.3.1 Lieterature Review

Shapley value [230] has been studied in the cooperative game theory and economics [231] as a fair distribution

method. In recent years, Shapley value has been widely adopted in machine learning interpretability research.

Interpretability literature and its use of Shapley value can be divided in three groups: 1- Feature-importance



CHAPTER 2. MACHINE LEARNING INTERPRETABILITY 28

methods that compute the contribution of each input feature to network’s performance where Shapley value is

naturally desirable as it considers the interactions among input features. Research has focused on efficient

approximation methods and developing model-specific methods. [47,145,169,170,180]. 2- Sample-importance

methods that compute the contribution of each training example [98, 126] where Shapley value is used to

find the fair value of each datum. 3- Element-importance methods to compute the contribution of individual

elements of a machine learning model e.g. neurons in a deep network. Although computing Shapley value of

neurons has been explored for pruning relatively small models [238], to the best of our knowledge, Neuron

Shapley is the first algorithm that can efficiently compute Shapley values for arbitrarily large models across

various interpreatbility and model repair tasks. A trivial approach for finding the importance of neurons is to

act as if the neurons in a given layer are the input features and apply a feature-importance method to neurons

in that layer. Unfortunately, the resulting importance score is not desirable as it does not incorporate the

interaction of neurons that are not in the same layer.

Gradient-based interpretability methods have been also been developed to address feature, sample and

element importance [18,32,188,233]. For computing the importance of neurons, a group of methods have been

proposed that are mostly based on extending feature-importance algorithms like Integrated Gradients [244]

to neurons [66, 154]. While very useful, these methods have several drawbacks: the scores are limited to

interactions of neurons in nearby layers and do not satisfy the fair credit allocation properties; they are mostly

curated for computing neuron contributions to a specific sample’s prediction and not the global behavior of the

model; and unlike Neuron Shapley that can be applied to any task, they are limited to cases where one can take

gradients of the task with respect to neurons’ activations.

Post-hoc model repair has recently been studied in the specific case of fairness applications, but these

typically involve some retraining of the network [138]. Repair through Neuron Shapley has the benefit of not

requiring retraining, which is faster and is especially useful when access to a large amount of training data is

hard for the end-user of the network. Finally, we introduce an adaptive multi-arm bandit algorithm for efficient

estimation of the Shapley value. To the best of our knowledge, this is the first work to utilize multi-armed

bandit for efficient approximation of Shapley value. This algorithm enables us, for the first time, to compute

Neuron Shapley values in large-scale state-of-the-art convolutional networks.

2.3.2 Methods

Preliminaries: We work with a trained ML model M which is composed of a set of n individual elements:

N = {mi}ni=1 e.g. M could be a fully convolutional neural network with L layers each with nl∈{1,...,L}
filters. The elements are its n filters where n =

∑L
l=1 nl. We focus on convolutional networks in this paper

as most of the interpretation methods are for image data. The Neuron Shapley approach is also applicable

to other network architectures as well as to other ML models such as Random Forests. The trained model is

evaluated on a specific performance metric V . In our setting V is a black-box that takes any network as input

and returns a score e.g. accuracy, loss, disparity on different minority groups, etc. The performance on the full

model is denoted as V (N). Our goal is to assign responsibility to each neuron i ∈ N . Mathematically, we
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want to partition overall performance metric V (N) among model elements: φi(V,N) ∈ R is mi’s contribution

towards V (N) such that
∑N
i=1 φi(V,N) = V (N). For simplicity, we use φi to denote φi(V,N).

In order to evaluate the contribution of elements (neurons) in the model, we would like to “zero out” these

elements. In a convnet, this is done by fixing the output of a filter to be its mean output for set of validation

images. This will kill the flow of information through that filter while keeping the mean statistics of the

propagated signal from that layer intact (which is not the case if the output is replaced by all zeros). We are

interested in subsets S ⊆ N (i.e. sub networks), and we write V (S) to denote the performance of the model

after all elements in N \ S are zeroed out. Note that we do not retrain the model after certain elements are

zeroed out (all of the weights of the network are fixed). We simply take the modified network and evaluate its

test performance V (S). The reason for doing this is that even fine-tuning the network for each S would be

prohibitively expensive computationally.

Desirable properties for neuron valuation For a given model and performance metric, there are many

ways to partition V (N) among the elements in N . This task is further complicated by the fact that different

neurons in a network can have complex interactions. We take an axiomatic approach and use the Shapley value

to compute φi because Shapley value is the unique partition of V (N) that satisfies several desirable properties.

We list these properties below:

• Zero contribution One decision to make is how to handle neurons that have no contribution. We say

that a neuron i has no contribution if:

∀S ⊆ N \ {i} : V (S ∪ {i}) = V (S)

. In words, this means that it does not change the performance when added to any subset of other neurons

in the network. For such null neurons, the valuation should be φi = 0. One simple example is a neuron

with all-zero parameters.

• Symmetric elements Two neurons should have equal contributions assigned if they are exchangeable

under every possible setting: φi = φj if:

∀S ⊆ N \ {i, j} : V (S ∪ i) = V (S ∪ j)

. Intuitively if adding i or j to any subnetwork gives the same performance, then they should have the

same value.

• Additivity in Performance Metric In many practical settings, there are two or more performance

metrics V1, V2, . . . for a given model. For example V1 measures it’s accuracy on one test point and V2 is

its accuracy on a second test point. A natural way to measure the overall performance of the model is

having a linear combination of such metrics e.g. V = V1 + V2. We would like each neuron’s overall

contributions to follow this linear relationship i.e. φi(V,N) = φi(V1, N) + φi(V2, N). A real-world

example of additivity’s importance is a setting where computing the overall performance is not an option
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due to privacy concerns e.g. a healthcare ML model deployed at several hospitals. The hospitals are not

allowed to share their test data with us and can only compute and report each neuron’s contribution to

their own task. Additivity allows us to gather the local contributions and aggregate them.

The contribution formula that uniquely satisfies all these properties is:

φi =
1

|N |
∑

S⊆N−{i}

(V (S ∪ {i})− V (S))/

(
|N | − 1

|S|

)

, i.e. a neuron’s contribution is its marginal contribution to the performance of every subnetwork S of the

original model (normalized by the number of subnetworks with the same cardinality |S|). Most importantly,

this formula takes into account the interactions between neurons. As a simple example, suppose there are two

neurons that improve performance only if they are both present or absent and harm performance if only one is

present. The equation considers all these possible settings. This, to our knowledge, is one of the few methods

that take such interactions into account and is inspired by similar approaches in Game Theory [108].

This formula is equivalent to the Shapley value [230, 231] originally defined for cooperative games. In a

cooperative game, N players are related to each other through a score function v : 2n → R where v(S) is the

reward if players in N \ S opt out. Shapley value was introduced as an equitable way of sharing the group

reward among the players where equitable means satisfying the aforementioned properties. In our context,

we will refer to φi as Neuron Shapley. It’s possible to make a direct mapping between our setting and a

cooperative game; therefore, proving the uniqueness of Neuron Shapley. .

While Neuron Shapley has desirable properties, it is computationally expensive to compute. Since there are

exponential number of sets S, Computing the Shapley value φi requires an exponential number of operations.

In what follows, we discuss several techniques for efficiently approximating Neuron Shapley. We first rephrase

the computational problem of Shapley values to a statistical one. We are then able to introduce approximation

methods that result in orders of magnitude speed-ups.

Monte-Carlo estimation For a model with N elements, the Shapley value of the i’th component could be

written as [98]: φi = Eπ∼Π[V (Siπ ∪ {i})− V (Siπ)] , where Π is a uniform distribution over N ! permutations

of the model elements and Siπ is the set of elements that appear before the i’th one in a given permutation π

(empty set if i is the first).

In other words, approximating φi is equivalent to estimating the mean of a random variable. Therefore, for

an chosen error bound, Monte-Carlo estimation can give an unbiased approximation of φi. Error analysis of

this method of approximation has been studied in the literature [45, 177, 179].

Early Truncation The main computational expense in the equation above is computing the marginal

contribution of every element: V (Siπ ∪{i})−V (Siπ). For early elements in π, Siπ is small. For a small enough

Siπ , the model’s performance V (Siπ ⊆ N) degrades to zero or negligible as a large number of connections in

the network are removed. By utilizing this fact, for a sampled permutation π, we can abstain from computing

the marginal contribution of elements that appear early on i.e. φ(Siπ ∪ {i})− φ(Siπ) ≈ 0 if Siπ is small. In this

work, we define a “performance threshold” below which the model is considered dead. This truncation can
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Algorithm 2 Truncated Multi Armed Bandit Shapley
1: Input: Network’s elements N = {1, . . . , n}; performance metric V (.); failure probability δ, tolerance ε,

number of important elements k, Early truncation performance vT
2: Output: Shapley value of elements: {φi}ni=1

3: Initializations: {φi}ni=1 = 0, {σi}ni=1 = 0, U = N , t = 0
4: while U 6= ∅ do
5: t← t+ 1
6: Random permutation of network’s elements: πt = {πt[1], . . . , πt[n]}
7: vt0 ← V (N)
8: for j ∈ {1, . . . , N} do
9: if j ∈ U then

10: if vtj−1 < vT then
11: vtj ← vtj−1

12: else
13: vtj ← v({πt[j + 1], . . . , πt[n]})
14: end if
15: φπt[j], σπt[j] ← Moving Average(vtj−1 − vtj , φπt[j]),Moving Variance(vtj−1 − vtj , φπt[j])
16: φubπt[j], φ

lb
πt[j] ← Confidence Bounds(φπt[j], σπt[j], t)

17: end if
18: end for
19: U ← {i : φlbi + ε < k’th largest {φi}i = 1n < φubi − ε}
20: end while

lead to substantial computational savings (close to one order of magnitude).

Adaptive Sampling In most of our applications, we are more interested in accurately identifying the

important contributing neurons in the model rather than measuring their exact Shapley values. This is par-

ticularly relevant since, as we will see, there is typically only a sparse number of influential neurons while

the values for the rest are close to zero. Algorithmically, our problem is simplified to finding the subset3 of

bounded random variables with the largest expected value from a set of n bounded random variables. This can

be formulated as a multi-armed-bandit (MAB) problem which has been successfully used in other settings to

speed up computation [21, 125, 156, 278].

The MAB component of the algorithm is described in Alg. 2 and we explain the intuition here. For each

neuron in the model, we keep tracking a lower and upper confidence bound (CB) on its value φi, which comes

from standard estimation bounds. The goal is to confidently detect the top-k neurons. Therefore, at each

iteration, instead of sampling the marginal contribution of all neurons (as is the case for standard Monte Carlo

approximation the above equation), we only sample for the subset of neurons where the k’th largest value

at that iteration is in between their lower and upper bounds. If there are no neurons satisfying the sampling

condition, it means that the top-k neurons are confidently separated (up to an error tolerance) from the rest.

Combining the three approximation methods, we introduce a novel algorithm that we refer to as "Truncated

Multi Armed Bandit Shapley" (TMAB-Shapley) described in Alg. 2.

3The cardinality of this subset can be specified by the user or adaptively.
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Figure 2.12: Visualizing filters critical for overall accuracy We visualize the highest Shapley value filters
for a select few Inception-v3 blocks. For each filter, we show 5 example images that activate that neuron
most positively or most negatively. Additionally, we optimize a random input to highly activate (positively or
negatively) the selected neuron. These filters can have meaningful interpretations, which we write on the left.
Earlier layer filters extract simple features like color or pattern. As we go deeper, filters capture sophisticated
features like crowdedness or how much color is in the image. On the bottom, we show how many of the
top-100 contributing filters appear in each layer.

2.3.3 Experiments & Results

Implementation details: We apply Neuron Shapley to two famous convolutional neural network architectures.

First is the Inception-v3 [249] architecture trained on the ILSVRC2012 (a.k.a ImageNet) [249] dataset
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(reported test accuracy 78.1%). We use Alg. 2 to compute the Neuron Shapley value for each of the 17216

filters preceding the logit layer in this network. We divide the released ImageNet validation set into two parts

(25000 images each) to serve as validation and test sets. The second model is the SqueezeNet [121] architecture

with 2976 filters that we trained on the celebA [167] dataset to detect gender from face images (98.0% test

accuracy). In all the experiments, we set k = 100 to detect the top-100 important filters. The results are robust

to the choice of k. We use empirical Bernstein [182, 187] to compute the confidence bounds in Alg. 2.

TMAB-Shapley is efficient We run the original MC-Shapley algorithm and our TMAB-Shapley algorithm

on the Squeezenet model (δ = 0.05, ε = 10−4). It turns out that on average, TMAB-Shapley requires around

one order of magnitude fewer samples. Fig. 2.14(a) shows the histogram of number of samples each algorithm

takes to compute the value of filters. It can be observed that while MC-Shapley requires on the order of 100k

samples, TMAB-Shapley converges with less than 10k samples for most of the filters. Empirically, although

TMAB-Shapley is not optimized for accurate estimation of Shapley values, the resulting values are very close

to the more accurate output of MC-Shapley (R2=0.975, Rank Corr.= 0.988). In addition, the truncation trick

results in another order of magnitude speed-up.

Neuron Shapley identifies a small number of critical neurons We apply Alg. 2 to compute the Neuron

Shapley value for all of the Inception-v3 filters. Here, we used the performance metric of the overall accuracy

of the network (on a randomly sampled batch of images) as V (.). Interestingly Neuron Shapley values are

very sparse. We can evaluate the impact of the neurons with the largest Shapley values by zeroing them out.

Removing just the top 10 filters and the overall test accuracy of Inception-v3 dropped from 74% to 38%;

removing the top 20 neurons and the accuracy dropped to 8%. It is interesting that a handful of neurons have

such a strong effect on the network’s performance. In contrast, removing 20 random neurons in the network

does not change the accuracy of Inception-v3. A related phenomenon has shown that many connections/weights

in the network can be removed without damaging performance [82]. The difference is that the pruning literature

has primarily focused on removing connections, while our experiment here is for removing neurons.

The sparse set of critical filters as identified by high Shapley values is a natural set of neurons to visualize

and interpret. In Fig. 2.12, we visualize the filter with the highest Shapley value in 7 of the layers of Inception-

v3. We provide two types of visualizations: 1) Deep Dream images (first column of each block)4; 2) and the

five images in the validation set that result in the most positive or most negative activation of the filter. The

critical neurons in the earlier layers capture color (white vs. black) and texture (vertical stripes vs. smooth).

The later layer critical neurons capture more complex concepts like colorfulness or crowdedness of the image

which is consistent with previous findings using different approaches [26, 97, 136]. The final component of

Fig. 2.12 shows how the top 100 filters with the highest Shapley values are distributed in different layers of

Inception-v3. Overall more of these filters tend to be in the early layers, consistent with the notion that initial

layers learn general concepts and the deeper layers are more class-specific.

Class specific critical neurons We can dive more deeply to investigate which neurons specifically work

for prediction of a chosen class. For a given class (e.g. zebra, dumbbell), we use class recall as the performance

4Deep Dream uses gradient ascent to directly optimize for activation of a filter’s response while adding small transformations (jittering,
blurring, etc) at each step [198].
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(b)

(a)

Figure 2.13: Class-specific critical neurons (a) Removing filters with the highest class-specific Shapley
values (blue dash) reduce the class prediction accuracy more effectively than removing filters identified by
other approaches. We select four representative classes to show. (b) We visualize two critical filters for each
class by showing the top 5 most positively activating images along with the deep dream visualization of the
filter. (c) Class-specific filters are more common in the deeper layers.

metric V . We apply Alg. 2 and make sure the top-k neurons are class specific by excluding the top-20% neurons

that contributed mostly to the overall accuracy from above experiment (no MC sampling). The result are the

top-100 neurons that highly contribute to the chosen class and are not crucial for the overall performance of

the model.

As before, Neuron Shapley discovers that for every class, there exists a small number of filters that are

critical. We provide results for four representative classes (carousel, zebra, police van and dumbbell) in

Fig. 2.13. In each of these classes removing top 40 filters leads to a dramatic decline in the network’s ability

to detect that class (Fig. 2.13(a)) while the overall performance of the model remains intact. For comparison,

we also applied 4 popular alternative approaches for identifying important neurons—by filter size (`2 norm

of the weights), `2 norm of the filter’s response, leave-on-out impact (drop in V (.) if just that filter is zeroed

out). Overall, Neuron Shapley is more effective in finding critical neurons. We further report the network’s

overall accuracy across all the classes; removing class-specific critical neurons does not affect the overall
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Figure 2.14: (a) The y-axis shows the number of filters that required the given number of samples on x-axis in
each algorithms. Using Alg. 2, most filters require around 10 times fewer samples compared to MC-Shapley.
(b) After computing each filter’s contribution to the model’s fair perfromance, we remove the ones with the
most negative contribution. The model improves especially for black females (BF). The four populations are
white female (WF), black female (BF), white male (WM) and black male (BM). (c) We compute each filter’s
contribution to the adversary’s success rate. After removing most contributing neurons, the adversary is much
less successful (black), and the model becomes able to detect a large portion of adversarial perturbed images
as their true class (red).

performance.

Fig. 2.13 visualizes two of the most critical neurons for each of the four classes—Deep Dream and the

top five highest activating training images are shown for each filter. For the zebra class, diagonal stripes is

a critical filter. For dumbbell, one critical neuron clearly captures dumbbell like shapes directly; the second

captures people with arms visible, likely because that’s highly correlated with dumbbells in natural images

(which is observed in previous literature [97, 136]).

Neuron Shapley is a flexible framework that can be used to identify neurons that are responsible for many

types of network behavior beyond the standard prediction accuracy. We illustrate its usage on two important

applications in fairness and adversarial attacks.

Discovering unfair filters It has been shown that the gender detection models have certain biases towards

minorities [41]; for example, they are less accurate on female faces and especially on black female faces. We

took SqueezeNet trained on CelebA faces and use its accuracy on the PPB dataset [41] as the evaluation metric

V . PPB dataset has an equal representation of four subgroups of gender-race [41] and a model’s accuracy on

PPB is a good measure of its fairness. Alg. 2 is used to compute the Shapley value of each filter in SqueezeNet.

In this case, we are most interested in the filters with the most negative values as they would decrease fairness

and contribute to the disparity. Zeroing out these “culprit” filters greatly increased the gender classification

accuracy on black female (BF) faces from 54.7% to 81.9% (Fig. 2.14). It also led to a substantial improvement

for white females (WF). The average accuracy on PPB increased from 84.9% to 91.7%. The performance on

the original CelebA data only dropped a little from this modification. This suggests the interesting potential of

using Neuron Shapley for rapid model repair. Zeroing out filters can be much faster and easier than retraining

the network, and it also does not require an extensive training set.
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Identifying filters vulnerable to adversaries An adversary can arbitrarily change the output of a deep

network by adding imperceptible perturbations to the input image [93, 103]. We apply Neuron Shapley to

identify filters that are most vulnerable to attacks in the Inception-v3 model. We use iterative PGD attack

[150, 174] as an adversary whose goal is to perturb each validation image so it’s misclassified as a randomly

chosen class. Following literature [256], we use `∞ perturbations with size ε = 16/255. For the performance

metric we have “V = Adversary’s success rate− Accuracy on clean images” where adversary’s success rate

adversary is the rate of fooling the network into predicting the randomly chosen labels. Therefore, a high

Neuron Shapley value suggests that the filter is more targeted and leveraged by the adversary to produce

misclassification. The rank correlation between these adversarial Shapley values and the original prediction

accuracy Shapley values is just 0.3. This suggests that the network filters interact differently on the adversarially

perturbed images than on the clean images.

After zeroing out the filters with the top 16 Shapley values (most vulnerable filters), the adversary’s attack

success rate drops from nearly 100% to nearly zero (0.1%). While the model’s performance on clean images

drops more moderately from 74% to 67%. We recognize that this is not an effective defense method against

white box attacks; while the modified network is robust to the original adversary, it is still vulnerable to a

new white-box adversary specifically desigining to attack the modified network knowing which neurons were

zeroed out. However, we investigated black-box adversaries—i.e. attacks from other architectures which are

not used to compute the Neuron Shapley values. The modified network is also more robust against other

black-box adversaries (i.e. attacks created by different architectures)—their attack success rate drops by 37%

on average. This suggests that Neuron Shapley can potentially offer a fast mechanism to repair models against

black-box attacks without needing to retrain.

Dropout effect The standard convnets, like the ones we use here, are typically trained without dropout

regularization for conv layers [235, 246, 249]. We hypothesize that adding dropout could substantially change

the Shapley values because it encourages filters to be more independent. To test this, we train a second

SqueezeNet on CelebA and use (filter) dropout throughout its training (pdrop = 0.5). This model is 95.0%

accurate on test images, which is slightly lower than the non-dropout model. We compute the Neuron Shapley

values in the new model. The values with dropout are more concentrated around zero (Fig. 2.15(a)). As expected,

the dropout Squeezenet is also more robust to the removal of high-value filters (Fig. 2.15), presumably, because

dropout encourages more redundancy. Though it’s interesting that even with dropout, removing just the top

30 filters can completely diminish the network’s performance, suggesting that there’s still a small number of

critical neurons.

Early truncation As mentioned above, one method of approximation is to assign zero marginal contribu-

tion to filters that appear early on in a sampled permutation. In Fig.2.16 we sample random order of players

and start removing filters one by one with the sampled order (100 times). As the figures suggest, for any

coalition of filters that are not large enough, the performance is completely degraded. For the Inception-v3

model, removing around 10% of its nearly 17000 filters is enough to degrade the model. In our experiments,

we approximate the marginal effect of filters by zero whenever the network performance falls below 10%. This



CHAPTER 2. MACHINE LEARNING INTERPRETABILITY 37

Distribution of contributions Removing high importance filters Removing low importance filters

(a) (b) (c)
Figure 2.15: Filter dropout effect The Neuron Shapley results for two Squeezenet models trained on the
celeb-A dataset, one trained with filter dropout and one without. (a) The histogram of values for the two
models. (b) Removing the 30 highest value neurons shows that the dropout-trained model is more robust. (c)
Removing filters with the least values shows that the dropout trained model is robust to the removal of almost
half of the filters. The celebA test set has a 40-60 class imbalance; therefore we see the sharp drop from 60%
accuracy to 40% accuracy.

gives us one order of magnitude speed-up as we will not perform the actual forward pass for more than 90%

of the filters in a sampled permutation in Alg. 2. The same happens for the Squeezenet model by removing

around one-fifth of the filters (out of nearly 3000 filters in the model).

Comparison to previous state-of-the-art Here we compare Neuron Shapley with Neuron conductance,

the recent state-of-the-art gradient-based method for estimating neuron importance [66]. Several works have

extended Integrated Gradients [244] (a feature-importance method) to compute neuron importance [63, 66].

Neuron conductance was shown to have the best performance among all of these methods [66]. As we have

seen for Inception-v3 on ImageNet, removing the top 30 filters with the highest Shapley value reduces the

model’s accuracy to random. It requires the removal twice as many filters based on conductance to achieve

similar reduction. Next we compare the two methods head-to-head in the two model-repair experiments. For

removing unfair filters, Neuron conductance increases test accuracy on PPB (fairness score) from 84.9% to

88.7% by removing 105 unfair filters. In comparison, Neuron Shapley increased the PPB performance to 91.7%

while removing many fewer filters. For discovering vulnerable filters to adversarial attacks, conductance needs

to remove more filters (20 compared to 16 for Shapley) to achieve the same reduction in adversarial success

rate. Moreover, removing the high conductance filters damaged the network much more compared to removing

the high Shapley filters—the model’s clean accuracy dropped to 53.2% compared to 67% for Shapley. As a

final comparison, we apply Neuron Conductance to one of the experiments in Fig 2.13. Removing top-10 and

top-20 class specific neurons for the “Carousel” class reduced accuracy to 64% and 40% compared to 20%

and 8% using Shapley (both methods use 25 images). All of the experiments demonstrate that Neuron Shapley

more effectively identifies the sparse number of critical filters. This makes it better suited for interpretation

and model repair. The two methods have similar computational expenses. We should also mention that both

methods have nearly the same computational cost; that is, they equire on the same order of passes (forward or

backward) through the network.
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Figure 2.16: Truncation The figure shows the performance of the two models used throughout this section as
filters are removed randomly (100 removal trajectories). It can be seen that for Inception-v3 mode, removing
around 10% of filters will break performance. The same is true for Squeezenet by removing around 20% of
filters.

2.3.4 Discussion

We introduce Neuron Shapley, a post-training method to quantify individual neuron’s contribution to the

network’s performance. Neuron Shapley is theoretically principled due to its connection to game theory and is

well-suited for disentangling the interactions of different neurons. We show that using Neuron Shapley, we are

able to discover a sparse structure of critical neurons both on the class-level and the global-level. The model’s

behavior is largely dependant on the presence of the critical neurons. We can utilize this sparsity to apply

post-training fixes to the model without any access to the training data; e.g. we can make the model more

fair towards specific subgroups or less fragile against adversarial attacks just by removing a few responsible

neurons. This opens interesting new approaches to model repair that deserves further investigation. A drawback

of the Neuron Shapley formulation is its large computational cost. We have introduced a novel multi-arm

bandit algorithm to reduce that cost by orders of magnitude. This enables us to efficiently compute Shapley
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values on widely used deep networks. Throughout this work, we have mainly focused on post-training edits to

the model. One interesting future direction is to change the model given the neuron contributions and retrain it

in an iterative fashion.
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2.4 Black-Box Post-Processing for Fairness in Classification

Despite the successes of machine learning at complex tasks that involve making predictions about people,

there is growing evidence that “state-of-the-art” models can perform significantly less accurately on minority

populations than on the majority population. Indeed, a notable study of three commercial face recognition

systems known as the “Gender Shades” project [42], demonstrated significant performance gaps across different

populations at classification tasks. While all systems achieved roughly 90% accuracy at gender detection

on a popular benchmark, a closer investigation revealed that the system was significantly less accurate on

female subjects compared to males and on dark-skinned individuals compared to light-skinned. Worse yet,

this discrepancy in accuracy compounded when comparing dark-skinned females to light-skinned males;

classification accuracy differed between these groups by as much as 34%! This study confirmed empirically the

intuition that machine-learned classifiers may optimize predictions to perform well on the majority population,

inadvertently hurting performance on the minority population in significant ways.

A first approach to address this serious problem would be to update the training distribution to reflect

the distribution of people, making sure historically-underrepresented populations are well-represented in the

training data. While this approach may be viewed as an eventual goal, often for historical and social reasons,

data from certain minority populations is less available than from the majority population. In particular, we

may not immediately have enough data from these underrepresented subpopulations to train a complex model.

Additionally, even when adequate representative data is available, this process necessitates retraining the

underlying prediction model. In the common setting where the learned model is provided as a service, like a

commercial image recognition system, there may not be sufficient incentive (financial, social, etc.) for the

service provider to retrain the model. Still, the clients of the model may want to improve the accuracy of

the resulting predictions across the population, even when they are not privy to the inner workings of the

prediction system.

At a high level, our work focuses on a setting, adapted from [114], that is common in practice but distinct

from much of the other literature on fairness in classification. We are given black-box access to a classifier,

f0, and a relatively small “validation set" of labeled samples drawn from some representative distribution

D; our goal is to audit f0 to determine whether the predictor satisfies a strong notion of subgroup fairness,

multiaccuracy. Multiaccuracy requires that predictions be unbiased, not just overall, but on every identifiable

subpopulation. If auditing reveals that the predictor does not satisfy multiaccuracy, we aim to post-process f0

to produce a new classifier f that is multiaccurate, without adversely affecting the subpopulations where f0

was already accurate.

Even if the initial classifier f0 was trained in good faith, it may still exhibit biases on significant subpopula-

tions when evaluated on samples fromD. This setting can arise when minority populations are underrepresented

in the distribution used to train f0 compared to the desired distribution D, as in the Gender Shades study [42].

In general, we make no assumptions about how f0 was trained. In particular, f0 may be an adversarially-

chosen classifier, which explicitly aims to give erroneous predictions within some protected subpopulation
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while satisfying marginal statistical notions of fairness. Indeed, the influential work on “Fairness Through

Awareness” [74], followed by [114, 132], demonstrated the weakness of statistical notions of fairness (such as

statistical parity, equalized odds, and calibration), showing that prediction systems can exhibit material forms

of discrimination against protected populations, even though they satisfy statistical fairness conditions. Left

unaddressed, such forms of discrimination may discourage the participation of minority populations, leading

to further underrepresentation of these groups. Thus, our goal will be to mitigate systematic biases broadly

enough to handle inadvertent and malicious forms of discrimination.

We investigate a notion of fairness – multiaccuracy – originally proposed in [114], and develop a framework

for auditing and post-processing for multiaccuracy. We develop a new algorithm, MULTIACCURACY BOOST,

where a simple learning algorithm – the auditor – is used to identify subpopulations in D where f0 is

systematically making more mistakes. This information is then used to iteratively post-process f0 until the

multiaccuracy condition – unbiased predictions in each identifiable subgroup – is satisfied. Our notion of

multiaccuracy differs from parity-based notions of fairness, and is reasonable in settings such as gender

detection where we would like to boost the classifier’s accuracy across many subgroups. We prove convergence

guarantees for MULTIACCURACY BOOST and show that post-processing for multiaccuracy may actually

improve the overall classification accuracy. We describe the post-processing algorithm in Section 2.4.2.

Empirically, we validate MULTIACCURACY BOOST in several different case studies: gender detection

from images as in Gender Shades [42], a semi-synthetic medical diagnosis task, and adult income prediction.

In all three cases, we use standard, initial prediction models that achieve good overall classification error but

exhibit biases against significant subpopulations. After post-processing, the accuracy improves across these

minority groups, even though minority-status is not explicitly given to the post-processing algorithm as a

feature. As long as there are features in the audit set correlated with the (unobserved) human categories, then

MULTIACCURACY BOOST is effective at improving the classification accuracy across these categories. As

suggested by the theory, MULTIACCURACY BOOST actually improves the overall accuracy, by identifying

subpopulations where the initial models systematically erred; further, post-processing does not significantly

affect performance on groups where accuracy was already high. We show that MULTIACCURACY BOOST,

which only accesses f0 as a black-box, performs comparably and sometimes even better than very strong

white-box alternatives which has full access to f0.

We explore the gender detection example further, investigating some of the practical aspects of multiaccu-

racy auditing and post-processing. In particular, we observe that the representation of images used for auditing

(and post-processing) matters; we show that auditing is more effective when using an embedding of the images

that was trained using an unsupervised autoencoder compared to using the internal representation of the neural

network used for prediction. These findings seem consistent with the guiding philosophy, put forth by [74],

that maintaining “awareness” is paramount to detecting unfairness. We also show that the auditing process,

which we use algorithmically as a way to boost the accuracy of the classifier, can also be used to help people

understand why their prediction models are making mistakes. Specifically, the output of the multiaccuracy

auditor can be used to produce examples of inputs where the predictor is erring significantly; this provides
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human interpretation for biases of the original classifier.

2.4.1 Multi-accuracy setting

High-level setting. Let X denote the input space; we denote by y : X → {0, 1} the function that maps

inputs to their label. Let D represent the validation data distribution supported on X ; the distribution D can be

viewed as the “true" distribution, on which we will evaluate the accuracy of the final model. In particular, we

assume that the important subpopulations are sufficiently represented on D (cf. Remark on data distribution).

Our post-processing learner receives as input a small sample of labeled validation data {(x, y(x))}, where

x ∼ D, as well as black-box access to an initial regression / classification model f0 : X → [0, 1]. The goal is

to output a new model (using calls to f0) that satisfies the multiaccuracy fairness conditions (described below).

Importantly, we make no further assumptions about f0. Typically, we will think of f0 as the output of

a learning algorithm, trained on some other distribution D0 (also supported on X ); in this scenario, our

goal is to mitigate any inadvertently-learned biases. That said, another important setting assumes that f0 is

chosen adversarially to discriminate against a protected population of individuals, while aiming to appear

accurate and fair on the whole; here, we aim to protect subpopulations against malicious misclassification. The

formal guarantees of multiaccuracy provide meaningful protections from both of these important forms of

discrimination.

Additional Notation. For a subset S ⊆ X , we use x ∼ S to denote a sample from D conditioned on

membership in S. We take the characteristic function of S to be χS(x) = 1 if x ∈ S and 0 otherwise. For

a hypothesis f : X → [0, 1], we denote the classification error of f with respect to a subset S ⊆ X as

erS(f ; y) =x∼S [f̄(x) 6= y(x)], where f̄(x) rounds f(x) to {0, 1}. For a function z : X → [−1, 1] and a

subset S ⊆ X , let zS be the restriction to S where zS(x) = z(x) if x ∈ S and zS(x) = 0 otherwise. We

use `D(f ; y) = Ex∼D[`x(f ; y)] to denote the expected cross-entropy loss of f on x ∈ X where `x(f ; y) =

−y(x) · log(f(x))− (1− y(x)) · log(1− f(x)).

Multiaccuracy

The goal of multiaccuracy is to achieve low classification error, not just onX overall, but also on subpopulations

of X . This goal is formalized in the following definition adapted from [114].

Definition 2.4.1 (Multiaccuracy). Let α ≥ 0 and let C ⊆ [−1, 1]X be a class of functions on X . A hypothesis

f : X → [0, 1] is (C, α)-multiaccurate if for all c ∈ C:

E
x∼D

[c(x) · (f(x)− y(x))] ≤ α. (2.2)

(C, α)-multiaccuracy guarantees that a hypothesis appears unbiased according to a class of statistical tests

defined by C. As an example, we could define the class in terms of a collection of subsets S ⊆ X , taking C to
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be χS (and its negation) for each subset in the collection; in this case, (C, α)-multiaccuracy guarantees that for

each S, the predictions of f are at most α-biased.

Ideally, we would hope to take C to be the class of all statistical tests. Requiring multiaccuracy with respect

to such a C, however, requires learning the function y(x) exactly, which is information-theoretically impossible

from a small sample. In practice, if we take C to be a learnable class of functions, then (C, α)-multiaccuracy

guarantees accuracy on all efficiently-identifiable subpopulations.

For instance, if we took C to be the class of width-4 conjunctions, then multiaccuracy guarantees unbiased-

ness, not just on the marginal populations defined by race and separately gender, but by the subpopulations

defined by the intersection of race, gender, and two other (possibly “unprotected") features. In particular,

the subpopulations that multiaccuracy protects can be overlapping and include groups beyond traditionally-

protected populations. This form of computationally-bounded intersectionality provides strong protections

against forms of discrimination, like subset targeting, discussed in [74, 114].

Classification accuracy from multiaccuracy

Multiaccuracy guarantees that the predictions of a classifier appear unbiased on a rich class of subpopulations;

ideally though, we would state a guarantee in terms of the classification accuracy, not just the bias. Intuitively,

as we take C to define a richer class of tests, the guarantees of multiaccuracy become stronger. This intuition is

formalized in the following proposition.

Proposition 2.4.1. Let ŷ : X → {−1, 1} as ŷ(x) = 1−2y(x). Suppose that for S ⊆ X with x∼D[x ∈ S] ≥ γ,

there is some c ∈ C such that Ex∼D[|c(x)− ŷS(x)|] ≤ τ . Then if f is (C, α)-multiaccurate, erS(f ; y) ≤
2 · (α+ τ)/γ.

That is, if there is a function in C that correlates well with the label function on a significant subpopulation

S, then multi-accuracy translates into a guarantee on the classification accuracy on this subpopulation.

Remark on data distribution. Note that in our definition of multiaccuracy, we take an expectation over

the distribution D of validation data. Ideally, D should reflect the true population distribution or could be

aspirational, increasing the representation of populations who have experienced historical discrimination; for

instance, the classification error guarantee of Proposition 2.4.1 improves as γ, the density of the protected

subpopulation S, grows. Still, if we take the multiaccuracy error term α small enough, then we may still

hope to improve the accuracy on less-represented subpopulations. Our experiments suggest that applying the

multiaccuracy framework with an unbalanced valdiation distribution may still help improve the accuracy on

underrepresented groups.

Auditing for multiaccuracy

With the definition of (C, α)-multiaccuracy in place, a natural question to ask is how to test if a hypothesis

f satisfies the definition; further, if f does not satisfy (C, α)-multiaccuracy, can we update f efficiently to
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satisfy the definition, while maintaining the overall accuracy? We will use a learning algorithm A to audit a

classifier f for multiaccuracy. The algorithm A receives a small sample from D and aims to learn a function h

that correlates with the residual function f − y. In Section 2.4.2, we describe how to use such an auditor to

solve the post-processing problem. This connection between subpopulation fairness and learning is also made

in [114, 132, 139], albeit for different tasks.

Definition 2.4.2 (Multiaccuracy auditing). Let α > 0,m ∈ N, and let A : (X × [−1, 1])m → [−1, 1]X be a

learning algorithm. Suppose D ∼ Dm is a set of independent samples. A hypothesis f : X → [0, 1] passes

(A, α)-multiaccuracy auditing if for h = A(D; f − y):

E
x∼D

[h(x) · (f(x)− y(x))] ≤ α. (2.3)

A special case of (A, α)-multiaccuracy auditing uses a naive learning algorithm that iterates over statistical

tests c ∈ C. Concretely, in our experiments, we audit with ridge regression and decision tree regression; both

auditors are effective at identifying subpopulations on which the model is underperforming. Further, in the

image recognition setting, we show that auditing can be used to produce interpretable synopses of the types of

mistakes a predictor makes.

2.4.2 Post-processing for Multiaccuracy

Here, we describe an algorithm, MULTIACCURACY BOOST, for post-processing a pre-trained model to achieve

multiaccuracy. The algorithm is given black-box access to an initial hypothesis f0 : X → [0, 1] and a learning

algorithm A : (X × [−1, 1])m → [−1, 1]X , and for any accuracy parameter α > 0, outputs a hypothesis

f : X → [0, 1] that passes (A, α)-multiaccuracy auditing. The post-processing algorithm is an iterative

procedure similar to boosting [84, 225], that uses the multiplicative weights framework to improve suboptimal

predictions identified by the auditor. This approach is similar to the algorithm given in [114] in the context

of fairness and [257] in the context of pseudorandomness. Importantly, we adapt these algorithms so that

MULTIACCURACY BOOST exhibits what we call the “do-no-harm” guarantee; informally, if f0 has low

classification error on some subpopulation S ⊆ X identified by A, then the resulting classification error on S

cannot increase significantly. In this sense, achieving our notion of fairness need not adversely affect the utility

of the classifier.

A key algorithmic challenge is to learn a multiaccurate predictor without overfitting to the small sample

of validation data. In theory, we prove bounds on the sample complexity necessary to guarantee good

generalization as a function of the class C, the error parameter α, and the size of subpopulations we wish to

protect γ. In practice, we need to balance the choice of C (or A) and the number of iterations of our algorithm

to make sure that the auditor is discovering true signal, rather than noise in the validation data. Indeed, if the

auditor A learns an expressive enough class of functions, then our algorithm will start to overfit at some point;

we show empirically that multiaccuracy post-processing improves the generalization error before overfitting.

Next, we give an overview of the algorithm, and state its formal guarantees in Section 2.4.2.
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Algorithm 3: MULTIACCURACY BOOST

Given:

• initial hypothesis f0 : X → [0, 1]

• auditing algorithm A : (X × [−1, 1])m → [−1, 1]X

• accuracy parameter α > 0

• validation data D = D0, . . . , DT ∼ Dm

Let:

• X0 ← {x ∈ X : f0(x) ≤ 1/2}

• X1 ← {x ∈ X : f0(x) > 1/2} // partition X according to f0

• S ← {X ,X0,X1}

Repeat: from t = 0, 1, . . . , T

• For S ∈ S: // audit ft on X,X0,X1 with fresh data
ht,S ← A(Dt; (ft − y)S)

• S∗ ← argmaxS∈S Ex∼Dt [ht,S(x) · (ft(x)− y(x))] // take largest residual

• if Ex∼Dt [ht,S∗(x) · (ft(x)− y(x))] ≤ α:
return ft // terminate when at most alpha

• ft+1(x) ∝ e−ηht,S∗ (x) · ft(x) ∀x ∈ S∗ // multiplicative weights update

At a high level, MULTIACCURACY BOOST starts by partitioning the input space X based on the initial

classifier f0 into X0 = {x ∈ X : f0(x) ≤ 1/2} and X1 = {x ∈ X : f0(x) > 1/2}; note that we can partition

X simply by calling f0. Partitioning the search spaceX based on the predictions of f0 helps to ensure that the f

we output maintains the initial accuracy of f0; in particular, it allows us to search over just the positive-labeled

examples (negative, resp.) for a way to improve the classifier. The initial hypothesis may make false positive

predictions and false negative predictions for very different reasons, even if in both cases the reason is simple

enough to be identified by the auditor.

After partitioning the input space, the procedure iteratively uses the learning algorithm A to search over X
(and within the partitions X0,X1) to find any function which correlates significantly with the current residual

in prediction f − y. If A successfully returns some function h : X → [−1, 1] that identifies a significant

subpopulation where the current hypothesis is inaccurate, the algorithm updates the predictions multiplicatively

according to h. In order to update the predictions simultaneously for all x ∈ X , at the tth iteration, we build

ft+1 by incorporating ht into the previous model ft. This approach of augmenting the model at each iteration

is similar to boosting. To guarantee good generalization of h, we assume that A uses a fresh sample Dt ∼ Dm

per iteration. In practice, when we have few samples, we can put all of our samples in one batch and use

noise-addition techniques to reduce overfitting [73, 223]; this connection to adaptive data analysis was studied
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formally in [114].

From the stopping condition, it is clear that when the algorithm terminates, fT passes (A, α)-multiaccuracy

auditing. Thus, it remains to bound the number of iterations T before MULTIACCURACY BOOST terminates.

Additionally, as described, the algorithm evaluates statistics like Ex∼D[h(x) · (f(x)− y(x))], which depends

on y(x) for all x ∈ X ; we need to bound the number of validation samples we need to guarantee good

generalization to the unseen population. Theorem 2.4.1 provides formal guarantees on the convergence rate

and the sample complexity from D needed to estimate the expectations sufficiently-accurately.

Do no harm. The distinction between our approach and most prior works on fairness (especially [132])

is made clear from the “do-no-harm” property that MULTIACCURACY BOOST exhibits, stated formally as

Theorem 2.4.2. In a nutshell, the property guarantees that on any subpopulation S ⊆ X that A audits, the

classification error cannot increase significantly from f0 to the post-processed classifier. Further, the bound we

prove is very pessimistic. Both in theory and in practice, we do not expect any increase to occur. In particular,

the convergence analysis of MULTIACCURACY BOOST follows by showing that at every update, the average

cross-entropy loss on the population we update must drop significantly. Termination is guaranteed because after

too many iterations of auditing, the post-processing will have learned y perfectly. Thus, if we use Algorithm 7

to post-process a model that is already achieves high accuracy on the validation distribution the resulting

model’s accuracy should not deteriorate in significant ways; empirically, we observe that classification accuracy

(on held-out test set) tends to improve over D after multiaccuracy post-processing.

Formal guarantees of MULTIACCURACY BOOST

For clarity of presentation, we describe the formal guarantees of our algorithm assuming that A provably

agnostic learns a class of tests C, in order to describe the sample complexity appropriately. The guarantees on

the rate of convergence do not rely on such an assumption. We show that, indeed, Algorithm 7 must converge

in a bounded number of iterations. The proof follows by showing that, for an appropriately chosen η (on the

order of α), each update improves the cross-entropy loss over the updated set S, so the bound depends on the

initial cross-entropy loss.

To estimate the statistics used in MULTIACCURACY BOOST, we need to bound the sample complexity

required for the auditor to generalize. Informally, we say the dimension d(C) of an agnostically learnable class

C is a value such that m ≥ Ω
(
d(C)+log(1/δ)

α2

)
random samples from D guarantee uniform convergence over C

with accuracy α with failure probability at most δ. Examples of upper bounds on this notion of dimension

include log(|C|) for a finite class of tests, the VC-dimension [134] for boolean tests, and the metric entropy [34]

of real-valued tests. We state the formal guarantees as Theorem 2.4.1.

Theorem 2.4.1. Let α, δ > 0; supposeA agnostic learns a class C ⊆ [−1, 1]X of dimension d(C). Then, using

η = O(α), Algorithm 7 converges to a (C, α)-multiaccurate hypothesis fT in T = O
(
`D(f0;y)
α2

)
iterations

from m = Õ
(
T · d(C)+log(1/δ)

α2

)
random samples with probability ≥ 1− δ.
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Roughly speaking, for constant α, δ, the sample complexity scales with the dimension of the class C.

For many relevant classes C for which we would want to enforce (C, α)-multiaccuracy, this dimension will

be significantly smaller than the amount of data required to train an accurate initial f0. Note also that our

sample complexity is completely generic and we make no effort to optimize the exact bound. In particular, for

structured C and A, better uniform convergence bounds can be proved. Further, appealing to a recent line of

work on adaptive data analysis initiated by [73, 223], we can avoid resampling at each iteration as in [114].

Do no harm. The do-no-harm property guarantees that the classification error on any subpopulation that

A audits cannot increase significantly. As we assume A can identify a very rich class of overlapping sets, in

aggregate, this property gives a strong guarantee on the utility of the resulting predictor. Further, the proof

of Theorem 2.4.2 reveals that this worst-case bound is very pessimistic and can be improved with stronger

assumptions.

Theorem 2.4.2 (Do-no-harm). Let α, β, γ > 0 and S ⊆ X be a subpopulation where x∼D[x ∈ S] ≥ γ.

Suppose A audits the characteristic function χS(x) and its negation. Let f : X → [0, 1] be the output of

Algorithm 7 when given f0 : X → [0, 1], A, and α ≤ βγ as input. Then the classification error of f on the

subset S is bounded as

erS(f ; y) ≤ 3 · erS(f0; y) + 4β. (2.4)

Derivative learning for faster convergence Here, we propose auditing with an algorithm A`, described

formally in Algorithm 9 in the Appendix, that aims to learn a smoothed version of the partial derivative function

of the cross-entropy loss with respect to the predictions ∂`(f ;y)
∂f(x) = 1

1−f(x)−y(x) , which grows in magnitude

as |f(x)− y(x)| grows. We show that running MULTIACCURACY BOOST with A` converges in a number

of iterations that grows with log(1/α), instead of polynomially, as we would expect for a smooth, strongly

convex objective [39, 229]. This sort of gradient method does not typically make sense when we don’t have

information about y(x) for all x ∈ X ; nevertheless, if there is a simple way to improve f , we might hope to

learn the partial derivative as a function of x ∈ X in order to update f . This application of MULTIACCURACY

BOOST is similar in spirit to gradient boosting techniques [87, 181], which interpret boosting algorithms as

running gradient descent on an appropriate cost-functional.

In principle, if the magnitude of the residual |f(x)− y(x)| is not too close to 1 for most x ∈ X , then the

learned partial derivative function should correlate well with the true gradient. Empirically, we observe that

A` is effective at finding ways to improve the model quite rapidly. Formally, we show the following linear

convergence guarantee.

Proposition 2.4.2. Let α,B,L > 0 and C ⊆ [−B,B]X . Suppose we run Algorithm 7 with η = O(1/L) on

initial model f0 with auditor A` defined in Algorithm 9. Then, Algorithm 7 converges in

T = O (L · log(`D(f0; y)/α))

iterations.
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2.4.3 Experimental Evaluation

We evaluate the empirical performance of MULTIACCURACY BOOST in three case studies. The first and most

in-depth case study aims to emulate the conditions of the Gender Shades study [42], to test the effectiveness

of multiaccuracy auditing and post-processing on this important real-world example. In Section 2.4.3, we

show experimental results for auditing using two different validation data sets. In particular, one data set

is fairly unbalanced and similar to the data used to train, while the other data set was developed in the

Gender Shades study and is very balanced. For each experiment, we report for various subpopulations, the

population percentage inD, accuracies of the initial model, our black-box post-processed model, and white-box

benchmarks. In Section 2.4.3, we discuss further subtleties of applying the multiaccuracy framework involving

the representation of inputs passed to A for auditing; in Section 2.4.3, we show how auditing can be used

beyond post-processing. In particular, the hypotheses that A learns can be used to highlight subpopulations –

in a human-interpretable way – on which the model is making mistakes.

We evaluate the effectiveness of multiaccuracy post-processing on two other prediction tasks. In both

these case studies, we take the training and auditing data distribution D to be the same, though the number of

examples used for auditing will be quite small. Multiaccuracy still improves the performance on significant

subpopulations. These results suggest some interesting hypotheses about why machine-learned models may

incorporate biases in the first place, which warrant further investigation.

Multiaccuracy improves gender detection

In this case study, we replicate the conditions of the Gender Shades study [42] to evaluate the effectiveness of

the multiaccuracy framework in a realistic setting. For our initial model, we train an inception-resnet-v1 [247]

gender classification model using the CelebA data set with more than 200,000 face images [165]. The resulting

test accuracy on CelebA for binary gender classification is 98.4%.

We applied MULTIACCURACY BOOST to this f0 using two different auditing distributions. In the first case,

we audit using data from the LFW+a5 set [118, 267], which has similar demographic breakdowns as CelebA

(i.e. D ≈ D0). In the second case, we audit using the PPB data set (developed in [42]) which has balanced

representation across gender and race (i.e. D 6= D0). These experiments allows us to track the effectiveness

of MULTIACCURACY BOOST as the representation of minority subpopulations changes. In both cases, the

auditor is “blind” – it is not explicitly given the race or gender of any individual – and knows nothing about

the inner workings of the classifier. Specifically, we take the auditor to be a variant of A` (Algorithm 9) that

performs ridge regression to fit ∂`x(f ;y)
∂f(x) = 1

1−f(x)−y(x) .6 Instead of training the auditor on raw input pixels,

we use the low dimensional representation of the input images derived by a variational autoencoder (VAE)

trained on CelebA dataset using Facenet [226] library. (For more discussion of the representation used during

auditing, cf. Section 2.4.3.)

5We fixed the original data set’s label noise for sex and race.
6To help avoid outliers, we smooth the loss and use a quadratic approximation for

∣∣∣ ∂`x(f ;y)∂f(x)

∣∣∣ > 10.
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To test the initial performance of f0, we evaluated on a random subset of the LFW+a data containing 6,880

face images, each of which is labeled with both gender and race – black (B) and non-black (N). For gender

classification on LFW+a, f0 achieves 94.4% accuracy. Even though the overall accuracy is high, the error rate

is much worse for females (23.1%) compared to males (0.7%) and worse for blacks (10.2%) compared to

non-blacks (5.1 %); these results are qualitatively very similar to those observed by the commercial gender

detection systems studied in [42]. We applied MULTIACCURACY BOOST, which converged in 7 iterations.

The resulting classifier’s classification error in minority subpopulations was substantially reduced, even though

the auditing distribution was similar as the training distribution.

We compare MULTIACCURACY BOOST against a strong white-box baseline. Here, we retrain the network

of f0 using the audit set. Specifically, we retrain the last two layers of the network, which gives the best results

amongst retraining methods. We emphasize that this baseline requires white-box access to f0, which is often

infeasible in practice. MULTIACCURACY BOOST accesses f0 only as a black-box without any additional

demographic information, and still achieves comparable, if not improved, error rates compared to retraining.

We report the overall classification accuracy as well as accuracy on different subpopulations – e.g. BF indicates

black female – in Table 2.1.

All F M B N BF BM NF NM
D 100 21.0 79.0 4.9 95.1 2.1 2.7 18.8 76.3
f0 5.4 23.1 0.7 10.2 5.1 20.4 2.1 23.4 0.6

MA 4.1 11.3 3.2 6.0 4.9 8.2 4.3 11.7 3.2
RT 3.8 11.2 1.9 7.5 3.7 11.6 4.3 11.1 1.8

Table 2.1: Results for LFW+a gender classification. D denotes the percentages of each population in the
data distribution; f0 denotes the classification error (%) of the initial predictor; MA denotes the classification
error (%) of the model after post-processing with MULTIACCURACY BOOST; RT denotes the classification
error (%) of the model after retraining on D.

The second face dataset, PPB, in addition to being more balanced, is much smaller; thus, this experiment

can be viewed as a stress test, evaluating the data efficiency of our post-processing technique. The test set has

415 individuals and the audit set has size 855. PPB annotates each face as dark (D) or light-skinned (L). As

with LFW+a, we evaluated the test accuracy of the original f0, the multiaccurate post-processed classifier,

and retrained classifier on each subgroup. MULTIACCURACY BOOST converged in 5 iterations and again,

substantially reduced error despite a small audit set and the lack of annotation about race or skin color (Table

2.2).

To further test the data efficiency of MULTIACCURACY BOOST, we evaluate the effect of audit set size

on the resulting accuracy of each method. In Fig. 2.17, we report the performance of MULTIACCURACY

BOOST versus the white-box retraining method for different sizes of audit set. The plot displays the difference

in accuracy for the overall population along with the subgroups that suffered the most initial bias. It shows that

the performance of MULTIACCURACY BOOST may actually be better than the white-box retraining baseline

when validation data is especially scarce.
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All F M D L DF DM LF LM
D 100 44.6 55.4 46.4 53.6 21.4 25.0 23.2 30.4
f0 9.9 21.6 0.4 18.8 2.2 39.8 1.0 5.2 0.0

MA 3.9 6.5 1.8 7.3 0.9 12.5 2.9 1.0 0.8
RT 2.2 3.8 0.9 4.2 0.4 6.8 1.9 1.0 0.0

Table 2.2: Results for the PPB gender classification data set. D denotes the percentages of each population
in the data distribution; f0 denotes the classification error (%) of the initial predictor; MA denotes the
classification error (%) of the model after post-processing with MULTIACCURACY BOOST; RT denotes the
classification error (%) of the model after retraining on D.

Figure 2.17: Multiaccuracy vs. Retraining: Difference in classification accuracy (i.e. % accuracy after
MULTIACCURACY BOOST − % accuracy after retraining) is plotted on the vertical axis; this difference
represents the accuracy advantage of MULTIACCURACY BOOST compared to retraining. As the size of the
audit set shrinks, MULTIACCURACY BOOST has better performance both in overall accuracy and accuracy of
the subgroups with the most initial bias because it is more data efficient.

Representation matters

As discussed earlier, in the reported gender detection experiments, we audit for multiaccuracy using ridge

regression over an encoding of images produced by a variational autoencoder. Using the representation of

images produced by this encoding intuitively makes sense, as the autoencoder’s reconstruction objective aims

to preserve as much information about the image as possible while reducing the dimension. Still, we may

wonder whether multiaccuracy auditing over a different representation of the images would perform better. In
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particular, since we are interested in improving the accuracy on the gender detection task, it seems plausible

that a representation of the images based on the internal layers of the initial prediction network might preserve

the information salient to gender detection more effectively.

We investigate the importance of the representation used to audit empirically. In particular, we also evaluate

the performance of MULTIACCURACY BOOST using the same auditor A` run over two other sets of features,

given by the last-layer and the second-to-last layer of the initial prediction residual network f0. In Table 2.3,

we show that using the unsupervised VAE representation yields the best results. Still, the representations from

the last and second-to-last layers are competitive with that of the VAE, and in some subpopulations are better.

Collectively, these findings bolster the argument for “fairness through awareness”, which advocates

that in order to make fair predictions, sensitive information (like race or gender) should be given to the

(trustworthy) classifier. While none of these representations explicitly encode sensitive group information,

the VAE representation does preserve information about the original input, for instance skin color, that seems

useful in understanding the group status. The prediction network is trained to have the best prediction accuracy

(on an unbalanced training data set), and thus, the representations from the network reasonably may contain

less information about these sensitive features. These results suggest that the effectiveness of multiaccuracy

does depend on the representation of inputs used for auditing, but so long as the representation is sufficiently

expressive, MULTIACCURACY BOOST may be robust to the exact encoding of the features.

All F M D L DF DM LF LM
LFW+a:

VAE 4.1 11.3 3.2 6.0 4.9 8.2 4.3 11.7 3.2
R1,f0

4.9 13.6 2.6 6.3 4.9 8.8 4.3 14.1 2.6
R2,f0

4.5 12.6 2.4 6.3 4.4 8.8 4.3 13.1 2.3
PPB:
VAE 3.9 6.5 1.8 7.3 0.9 12.5 2.9 1.0 0.8
R1,f0

4.3 7.6 1.7 7.8 1.3 13.6 2.9 2.1 0.8
R2,f0

5.1 9.7 1.3 9.4 1.3 17.0 2.9 3.1 0.0

Table 2.3: Effect of representation on the MULTIACCURACY BOOST performance VAE denotes the
denotes the classification error (%) using the VAE representation; R1,f0

denotes the classification error (%)
using the classifier’s last layer representation, R2,f0

denotes the classification error (%) using the classifier’s
second to last layer representation

Multiaccuracy auditing as diagnostic

As was shown in [42], we’ve demonstrated that models trained in good faith on unbalanced data may exhibit

significant biases on the minority populations. For instance, the initial classification error on black females

is significant, whereas on white males, it is near 0. Importantly, the only way we were able to report these

accuracy disparities was by having access to a rich data set where gender and race were labeled. Often,

this demographic information will not be available; indeed, the CelebA images are not labeled with race

information, and as such, we were unable to evaluate the subpopulation classification accuracy on this set.
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Thus, practitioners may be faced with a problem: even if they know their model is making undesirable mistakes,

it may not be clear if these mistakes are concentrated on specific subpopulations. Absent any identification

of the subpopulations on which the model is underperforming, collecting additional training data may not

actually improve performance across the board.

We demonstrate that multiaccuracy auditing may serve as an effective diagnostic and interpretation tool to

help developers identify systematic biases in their models. The idea is simple: the auditor returns a hypothesis

h that essentially “scores” individual inputs x by how wrong the prediction f0(x) is. If we consider the

magnitude of their scores |h(x)|, then we may understand better the biases that the encoder is discovering.

As an example, we test this idea on the PPB data set, evaluating the test images’ representations with the

hypotheses the auditor returns. In Figure 2.18, we display the images in the test set that get the highest and

lowest effect (|h(x)| large and |h(x)| ≈ 0, respectively) according to the first and second hypothesis returned

by A`. In the first round of auditing, the three highest-scoring images (top-left row) are all women, both black

and white. Interestingly, all of the least active images (bottom-left row) are men in suits, suggesting that suits

may be a highly predictive feature of being a man according to the original classifier, f0. Overall the first

round of audit seems to primarily identify gender as the axis of bias in f0. In the second round, after the

classifier has been improved by one step of MULTIACCURACY BOOST, the auditor seems to hone in on the

“dark-skinned women” subpopulation as the region of bias, as the highest activating images (top-right row) are

all dark-skinned women.

Figure 2.18: Interpreting Auditors Here, we depict the PPB test images with the highest and lowest activation
of the first and second trained auditor. The images with the highest auditor effects corresponds to images
where the auditor detects the largest bias in the classifier. In the first round of auditing, the most biased images
are women, both black and white. In the second round of auditing, after the base classifier has been augmented
by one step of MULTIACCURACY BOOST, the most biased images are more specifically dark-skinned women.

Additional case studies

Multiaccuracy auditing and post-processing is applicable broadly in supervised learning tasks, not just in

image classification applications. We demonstrate the effectiveness of MULTIACCURACY BOOST in two other

settings: the adult income prediction task and a semi-synthetic disease prediction task.
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Adult Income Prediction For the first case study, we utilize the adult income prediction data set [144]

with 45,222 samples and 14 attributes (after removing subjects with unknown attributes) for the task of binary

prediction of income more than $50k for the two major groups of Black and White. We remove the sensitive

features of gender – female (F) and male (M) and race (for the two major groups) – black (B) and white (W)

– from the data, to simulate settings where sensitive features are not available to the algorithm training. We

trained a base algorithm, f0, which is a neural network with two hidden layers on 27,145 randomly selected

individuals. The test set consists of an independent set of 15,060 persons.

We audit using a decision tree regression model (max depth 5) Adt to fit the residual f(x) − y(x). Adt

receives samples of validation data drawn from the same distribution as training; that is D = D0. In particular,

we post-process with 3,017 individuals sampled from the same adult income dataset (disjoint from the training

set of f0). The auditor is given the same features as the original prediction model, and thus, is not given the

gender or race of any individual. We evaluate the post-processed classifier on the same independent test set.

MULTIACCURACY BOOST converges in 50 iterations with η = 1.

As a baseline, we trained four separate neural networks with the same architecture as before (two hidden

layers) for each of the four subgroups using the audit data. As shown in Table 2.4, multiaccuracy post-

processing achieves better accuracy both in aggregate and for each of the subgroups. Importantly, the subgroup-

specific models requires explicit access to the sensitive features of gender and race. Training a classifier for

each subgroup, or explicitly adding subgroup accuracy into the training objective, assumes that the subgroup

is already identified in the data. This is not feasible in the many applications where, say, race or more granular

categories are not given. Even when the subgroups are identified, we often do not have enough samples to

train accurate classifiers on each subgroup separately. This example illustrates that multiaccuracy can help to

boost the overall accuracy of a black-box predictor in a data efficient manner.

All F M B W BF BM WF WM
D 100.0 32.3 67.7 90.3 9.7 4.8 4.9 27.4 62.9
f0 19.3 9.3 24.2 10.5 20.3 4.8 15.8 9.8 24.9

MA 14.7 7.2 18.3 9.4 15.0 4.5 13.9 7.3 18.3
SS 19.7 9.5 24.6 10.5 19.9 5.5 15.3 10.2 25.3

Table 2.4: Results for Adult Income Data Set D denotes the percentages of each population in the data
distribution; f0 denotes the classification error (%) of the initial predictor; MA denotes the classification error
(%) of the model after post-processing with MULTIACCURACY BOOST; SS denotes the classification error
(%) of the subgroup-specific models trained separately for each population.

Semi-Synthetic Disease Prediction

We design a disease prediction task based on real individuals, where the phenotype to disease relation is

designed to be different for different subgroups, in order to simulate a challenging setting. We used 40,000

individuals sampled from the UK Biobank [240]. Each individual contains 60 phenotype features. To generate

a synthetic disease outcome for each subgroup, we divided the data set into four groups based on gender – male
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(M) and female (F) – and age – young (Y) and old (O). For each subgroup, we create synthetic binary labels

using a different polynomial function of the input features with different levels of difficulty. The polynomial

function orders are 1, 4, 2, and 6 for OF, OM, YF, and YM subgroups respectively.

For f0, we trained a neural network with two hidden layers on 32,000 individuals, without using the gender

and age features. Hyperparameter search was done for the best weight-decay and drop-out parameters. The

f0 we discover performs moderately well on every subpopulation, with the exception of old females (OF)

where the classification error is significantly higher. Note that this subpopulation had the least representation

in D0. Again, we audit using Adt to run decision tree regression with validation data samples drawn from

D = D0. Specifically, the auditor receives a sample of 4,000 individuals without the gender or age features.

As a baseline, we trained a separate classifier for each of the subgroups using the same audit data. As Table 2.5

shows, MULTIACCURACY BOOST significantly lowers the classification error in the old female population.

All F M O Y OF OM YF YM
D 100 39.6 60.4 34.6 65.4 15.0 19.7 24.6 40.7
f0 18.9 29.4 12.2 21.9 17.3 36.8 10.9 24.9 12.8

MA 16.0 24.1 10.7 16.4 15.7 26.5 9.0 22.7 11.6
SS 19.5 32.4 11.0 22.1 18.1 37.6 10.3 29.3 11.3

Table 2.5: Results for UK Biobank semi-synthetic data set. D denotes the percentages of each population
in the data distribution; f0 denotes the classification error (%) of the initial predictor; MA denotes the
classification error (%) of the model after post-processing with MULTIACCURACY BOOST; SS denotes the
classification error (%) of the subgroup-specific models trained separately for each population.

2.4.4 Discussion

In this work, we propose multiaccuracy auditing and post-processing as a method for improving the fairness

and accountability of black-box prediction systems. Here, we discuss how our work compares to prior works,

specifically, how it fits into the growing literature on fairness for learning systems. We conclude with further

discussion of our results and speculation about future investigations.

Related works

Many different notions of fairness have been proposed in literature on learning and classification [74, 75, 111,

112,114,132,139,220,274]. Many of these works encode some notion of parity, e.g. different subgroups should

have similar false positive rates, as an explicit objective/constraint in the training of the original classifier.

The fairness properties are viewed as constraints on the classifier that ultimately limit the model’s utility. A

common belief is that in order to achieve equitable treatment for protected subpopulations, the performance on

other subpopulations necessarily must degrade.

A notable exception to this pattern is the work of Hébert-Johnson et al. [114], which introduced a framework

for achieving fairness notions that aim to provide accurate predictions for many important subpopulations. [114]
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introduced the notion of multiaccuracy7 and a stronger notion, dubbed multicalibration, in the context of

regression tasks. Multicalibration guarantees (approximately) calibrated predictions, not just overall, but on

a rich class of structured “identifiable" subpopulations. [114] provides theoretical algorithms for achieving

multiaccuracy and multicalibration, and shows how to post-process a model to achieve multicalibration in a way

that improves the regression objective across all subpopulations (in terms of squared-error). Our work directly

extends the approach of [114], adapting their work to the binary classification setting. Our post-processing

algorithm, MULTIACCURACY BOOST, builds on the algorithm given in [114], providing the additional “do-no-

harm” property. This property guarantees that if the initial predictor f0 has small classification error on some

identifiable group, then the resulting post-processed model will also have small classification error on this

group.

Independent work of Kearns et al. [132] also investigated how to achieve statistical fairness guarantees,

not just for traditionally-protected groups, but on rich families of subpopulations. [132] proposed a framework

for auditing and learning models to achieve fairness notions like statistical parity and equal false positive rates.

Both works [114, 132] connect the task of learning a model that satisfies the notion of fairness to the task of

(weak) agnostic learning [79, 128, 131, 133]. [132] also reduces the problem of learning a classifier satisfying

parity-based notions of fairness across subgroups to the problem of auditing; it would be interesting if their

notion of auditing can be used by humans as a way to diagnose systematic discrimination.

Our approach to post-processing, which uses a learning algorithm as a fairness auditor, is similar in spirit

to the approach to learning of [132], but differs technically in important ways. In particular, in the framework

of [132], the auditor is used during (white-box) training to constrain the model selected from a pre-specified

hypothesis class; ultimately, this constrains the accuracy of the predictions. In our setting (as in [114]), we do

not restrict ourselves to an explicitly-defined hypothesis class, so we can augment the current model using the

auditor; these augmentations improve the accuracy of the model.

Indeed, at a technical level, our post-processing algorithm is most similar to work on boosting [84, 225],

specifically, gradient boosting [87, 181]. Still, our perspective is quite different from the standard boosting

setting. Rather than using an expressive class of predictors as the base classifiers to be able to learn the function

directly, our setting focuses on the regime where data is limited and we must restrict our attention to simple

classes. Thus, it becomes important that we leverage the expressiveness (and initial accuracy) of f0 if we are

to obtain strong performance using the multiaccuracy approach. Further, the termination of MULTIACCURACY

BOOST certifies that the final model satisfies (A, α)-multiaccuracy; in general, standard boosting algorithms

will not provide such a certificate.

Motivated by unfairness that arises as the result of feedback loops in classification settings, another

recent work of Hashimoto et al. [112] aims to improve fairness at a subpopulation level. Specifically, their

notion of fairness similarly aims to give accurate (i.e. bounded loss) predictions not just overall, but on all

significant subpopulations. In the multiaccuracy setting, we argued that this goal was information-theoretically

infeasible; [112] sidesteps this impossibility by optimizing over a fixed hypothesis class, and formulating

7 [114] refers to this notion as “multi-accuracy-in-expectation”.
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the problem as a min-max optimization. They give show how to relax the problem of minimizing the worst-

case subpopulation loss and reduce the relaxation to a certain robust optimization problem. While their

approach does not guarantee optimality, it gives a strong certificate upper-bounding the maximum loss over all

subpopulations.

A different approach to subgroup fairness is studied by Dwork et al. [75]. This work investigates the

question of how to learn a “decoupled” classifier, where separate classifiers are learned for each subgroup

and then combined to achieve a desired notion of fairness. While applicable in some settings, at times, this

approach may be untenable. First, decoupling the classification problem requires that we have race, age,

and other attributes of interest in the dataset and that the groups we wish to protect are partitioned by these

attributes; this information is often not available. Even if this information is available, a priori, it may not

always be obvious which subpopulations require special attention. In contrast, the multiaccuracy approach

allows us to protect a rich class of overlapping subpopulations without explicit knowledge of the vulnerable

populations. An interesting direction for future investigation could try to pair multiaccuracy auditing (to

identify subpopulations in need of protection) with the decoupled classification techniques of [75].

The present work, along with [114, 132, 139], can be viewed as studying information-fairness tradeoffs in

prediction tasks (i.e. strengthening the notion of fairness that can be guaranteed using a small sample). These

works fit into the larger literature on fairness in learning and prediction tasks [42, 74, 75, 111, 139, 220, 274],

discussions of the utility-fairness tradeoffs in fair classification [12, 53, 54, 59, 142, 205]. While fairness and

accountability serve as the main motivations for developing the multiaccuracy framework, our results may

have broader interest. In particular, multiaccuracy post-processing may be applicable in domain adaptation

settings, particularly under label distribution shift as studied recently in [162], but when the learner gets a

small number of labeled samples from the new distribution.

Conclusion

The multiaccuracy framework can be applied very broadly; importantly, we can post-process any initial model

f0 given only black-box access to f0 and a small set of labeled validation data. We show that in a wide

range of realistic settings, post-processing for multiaccuracy helps to mitigate systematic biases in predictors

across sensitive subpopulations, even when the identifiers for these subpopulations are not given to the auditor

explicitly. In our experiments, we observe that standard supervised learning optimizes for overall performance,

leading to settings where certain subpopulations incur substantially worse error rates. Multiaccuracy provides

a framework for fairness in classification by improving the accuracy in identifiable subgroups, in a way that

suffers no tradeoff between accuracy and utility. We demonstrate – both theoretically and empirically – that

post-processing with MULTIACCURACY BOOST serves as an effective tool for improving the accuracy across

important subpopulations, and does not harm the populations that are already classified well.

Multiaccuracy works to the extent that the auditor can effectively identify specific subgroups where the

original classifier f0 tends to make mistakes. The power of multiaccuracy lies in the fact that in many settings,

we can identify issues with f0 using a relatively small amount of audit data. Thus, multiaccuracy auditing is
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limited: if the mistakes appear overly-complicated to the bounded auditor (for information- or complexity-

theoretic reasons), then the auditor will not be able to identify these mistakes. Our empirical results suggest,

however, that in many realistic settings, the subpopulations on which a classifier errs are efficiently-identifiable.

This observation may be of interest beyond the context of fairness. In particular, our experiments improving

the accuracy of a model trained on CelebA on the LFW+a and PPB test sets suggests a lightweight black-box

alternative to more sophisticated transfer learning techniques, which may warrant further investigation.

Our empirical investigations reveal some additional interesting aspects of the multiaccuracy framework. In

particular, we’ve shown that multiaccuracy auditing can identify underrepresented groups receiving suboptimal

predictions even when the sensitive attributes defining these groups are not explicitly given to the auditor, which

proves useful for diagnosing where models make mistakes. We feel that it may be of further interest within the

study of model interpretability. Finally, it is striking that MULTIACCURACY BOOST tends to improve, not just

subgroup accuracy, but also the overall accuracy, even when the minority groups remain underrepresented

in the validation data. While some of these findings may be due to suboptimal training of our initial models,

we believe this is not the only factor at play. In particular, we hypothesize that understanding why models

incorporate biases during training – and further, why simple interventions like multiaccuracy post-processing

can significantly improve generalization error – requires investigating the dynamics of overfitting during

training, not just on the population as a whole, but across significant subpopulations.
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2.5 New Feature Importance Statistics with False Discovery Guaran-
tees

Identifying important features is an ubiquitous problem in machine learning and statistics. In relatively simple

settings, the importance of a given feature is measured via the fitted parameters of some model. Consider

Generalized Linear Models (GLM) for example, users often add a LASSO penalty [253] to promote sparsity

in the coefficients, and subsequently select those features with non-zero coefficients. Step-wise procedures

where we sequentially modify the model are another way of doing feature selection [10, 178, 211].

These standard methods are all plagued by correlations between the features: a feature that is not really

relevant for the outcome, in a precise sense we will define in Section 2, can be selected by LASSO or Step-wise

procedure, because it is correlated with relevant features. The feature selection problem becomes even more

difficult in more complex settings where we may not have a clean parametric model relating input features

to the labels. Moreover, in these settings we usually lack statistical guarantees on the validity of the selected

features. Finally, even procedures with statistical guarantees usually depend on having valid p-values, which

are based on a correct modeling of Y |X and (sometimes) assume some asymptotic regime. However, there

are many common settings where these assumptions fail and we cannot perform inference based on those

p-values [245].

A powerful new approach called Model-X knockoff procedure [44] has recently emerged to deal with

these issues. This method introduces a new paradigm: we no longer assume any model for the distribution of

Y |X in order to do feature selection (and therefore do not compute p-values), but we assume that we have

full knowledge of the feature distribution PX – or at least we can accurately model it. This knowledge of

the ground truth PX allows us to sample new knockoff variables X̃ satisfying some precise distributional

conditions. Although we make no assumption on Y |X , we can run any procedure on the data set extended

with the knockoffs and perform feature selection while controlling the False Discovery Rate (FDR). Statistical

guarantees no longer rely on valid p-values whenever our model for Y |X is correct, but exclusively on having

valid knockoffs, obtained whenever we know PX (or our model for PX is correct).

There are two main obstacles to using knockoffs in practice (i.e. “for the mass”): 1) tractably generating

valid knockoffs and 2) once we have generated knockoffs, computing powerful test statistics. Current tractable

methods for generating knockoffs are restricted to the settings where X is modeled as a multivariate Gaussian

[44] or as the set of observed nodes in a Hidden Markov Model (HMM) [228]. Even though knockoff methods

enjoy some robustness properties when approximating PX [23], the guarantee on FDR control breaks down

even in very simple settings if these approximations turn out to be too crude, as we demonstrate in this paper.

Sequential conditional independent pairs algorithm (SCIP) [44] is a universal knockoff sampling scheme but is

computationally intractable as soon as we model PX by more complex distributions. Constructing tractable

knockoff sampling procedures for more flexible classes of distributions used to model PX is essential to

improve the validity of knockoffs, which is always subject to the quality of the approximation. Regarding

test statistics, current methods [22, 23, 44, 228] focus on LASSO-based statistics to obtain proxies for the
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importance of any given feature: such methods need to fit a GLM to the data, which is too restrictive in many

supervised learning tasks.

First, we formulate a novel tractable procedure for sampling knockoffs in settings where features can be

modeled as the observed variables in a Bayesian Network. This allows for great flexibility when modeling

the feature distribution PX . We show that this procedure is different from SCIP, which is the current state-

of-the-art method to sample knockoffs. We construct valid knockoffs in settings where previous knockoff

sampling procedures assumed a very restrictive model for PX and therefore failed to control FDR, and provide

a unified framework for several different sampling procedures. In addition, we systematically evaluate and

compare several nonlinear knockoff test statistics which can be applied in general supervised learning problems.

We develop a new statistic, Swap Integral, which has significantly better power than other methods. These

two advances enable us to perform feature selection using black-box classifiers to represent Y |X while still

retaining statistical guarantees under correct modeling of PX .

2.5.1 Introduction to Knockoffs

We begin by introducing the usual setting of feature selection procedures. We consider the data as a sequence

of i.i.d. samples from some unknown joint distribution: (Xi1, . . . , Xid, Yi) ∼ PXY , i = 1, . . . , n. We then

define the set of null features H0 ⊂ {1, . . . , d} by j ∈ H0 if and only if Xj ⊥⊥ Y |X−j (where the −j
subscript indicates all variables except the jth). The non-null features, also called alternatives, are important

because they capture the truly influential effects: each non-null feature is correlated with the label Y even

conditioned on rest of the features. Our goal is to identify these non-null features. Running the knockoff

procedure gives us a selected set Ŝ ⊂ {1, . . . , d}, while controlling for False Discovery Rate (FDR), which

stands for the expected rate of false discoveries: FDR = E
[
|Ŝ∩H0|
|Ŝ|∨1

]
.

Assuming we know the ground truth for the distribution PX (we’ll come back to the realistic setting where

we only have samples of X), the first step of the knockoff procedure is to obtain a knockoff sample X̃ that

satisfies the following conditions:

Definition 2.5.1 (Knockoff sample). A knockoff sample X̃ of a d-dimensional random variable X is a

d-dimensional random variable such that two properties are satisfied:

• Conditional independence: X̃ ⊥⊥ Y |X

• Exchangeability :

[X, X̃]swap(S)
d
= [X, X̃] ∀S ⊂ {1, . . . , d}

where d
= stands for equality in distribution and the notation [X, X̃]swap(S) refers to the vector where the

original jth feature and the jth knockoff feature have been transposed whenever j ∈ S.

The first condition is immediately satisfied as long as knockoffs are sampled conditioned on the sample X

without considering any information about Y , which will always be the case in our sampling methods. More



CHAPTER 2. MACHINE LEARNING INTERPRETABILITY 60

generally we say that any f : Rd×Rd → R such that f([x, x̃]swap(S)) = f([x, x̃]) satisfies the exchangeability

property.

Once we have the knockoff sample X̃ , the next step of the procedure constructs feature statistics

W = (W1, . . . ,Wd), such that a high value for Wj ∈ R is evidence that the jth feature is non-null. Feature

statistics described by [44] depend only on [X, X̃] ∈ RN×2d, Y ∈ RN such that for each j ∈ {1, . . . , d} we

can write Wj = wj([X, X̃], Y ) for some function wj . The only restriction these statistics must satisfy is the

flip-sign property: swapping the jth feature and its corresponding knockoff feature should flip the sign of

the statistic Wj while leaving other feature statistics unchanged. More formally, for a subset S ⊂ {1, . . . , d}
of features, denoting [X, X̃]swap(S) the data matrix where the original jth variable and its corresponding

knockoff have been transposed whenever j ∈ S, we require that wj satisfies:
wj([X, X̃]swap(S), Y ) =

−wj([X, X̃], Y ), if j ∈ S.

wj([X, X̃], Y ), otherwise.

As suggested by [44], the choice of feature statistics can be done in two steps: first, find a statistic

Z = Z([X, X̃], Y ) = (Z1, . . . , Zd, Z̃1, . . . , Z̃d) ∈ R2d where each coordinate corresponds to the “importance”

— hence we will call them importance scores — of the corresponding feature (either original or knockoff). For

example, Zj would be the absolute value of the regression coefficient of the jth feature.

After obtaining the importance score for the original and knockoff feature, we compute the feature statistic

Wj = Zj − Z̃j . The intuition is that importance scores of knockoffs serve as a control, such that larger

importance score of the jth feature compared to that of its knockoff implies larger Wj (and therefore is

evidence against the null). Given that feature statistics of the null features behave “symmetrically” around 0

by the flip-sign property, the final selection procedure compares, at a given threshold q > 0 the number of

features such that Wj > q vs. the number of those such that Wj < −q [44]. By keeping this ratio “under

control” for a given target FDR that we fix in advance, we obtain an adaptive procedure that selects features

whose value Wj is above some adaptive threshold. FDR control is guaranteed with this procedure, as long as

the knockoffs are sampled correctly (i.e., satisfying the two conditions), regardless of the choices made to

construct the feature statistics W [44].

The power of the knockoff procedure is that it makes no assumptions on the relationship between X and

Y ; however, it requires full knowledge of the feature distribution PX which is often not known and needs to

modeled. It is also important to notice that for any model we use for PX , we are required to know how to

sample knockoffs from that model distribution. Current classes of distributions having a tractable knockoff

sampling method have limited expressivity, and we can find simple settings where using models limited to

these classes fails to provide valid knockoffs, and consequently the FDR is not controlled. We provide an

example of such setting in Section 2.5.4. However, the knockoff procedure is robust to small errors in the

estimation of PX [23]. Our method for sampling knockoffs from a Bayesian network allows us to fit a better

distribution to the data resulting in a better control of FDR up to some error term with respect to the FDR

we target (under the assumption that our model distribution of PX is perfect, this procedure controls FDR at

the target FDR). We discuss in Appendix A.12 the reasons why we expect our method to be robust to model

misspecification.
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Note that setting X̃ = X satisfies the knockoff properties, but no discovery would be made since all of

the Wj would be zero. Therefore, in addition to generating valid knockoffs in order to control FDR, it is also

important to consider the statistical power of the procedure, which is the probability that a true alternative is

selected. This depends not only on the knockoff sampling procedure, but also on the choice of the importance

scores. We discuss power in detail in Sections 4 and 5.

2.5.2 Generating Knockoffs

We first show how to generate knockoff samples from a Gaussian mixture model, which is already a new

contribution, as a warm-up to our general procedure to generating knockoffs from latent variable models. This

section relates just to the first step of the Model-X knockoff procedure. We will consider different classes of

distributions used to model PX ; we do not consider the response Y for this step.

Gaussian Mixture Knockoffs The setup:

• K is a categorical latent variable taking values in {1, . . . , l}, where l ≥ 2 is the number of mixtures.

• µk ∈ Rd and Σk ∈ Rd×d are the mean and variances for component k, that are known or estimated.

• We observe a Rd-valued random variable X with distribution
X|K=k ∼ PX|K(x|K = k) = N (x;µk,Σk)

For a multivariate Gaussian distribution, we can explicitly write a joint density PX,X̃|K on Rd × Rd that

satisfies the exchangeability property for a given K:

PX,X̃|K(x, x̃|K = k) =

N

((
x

x̃

)
;

(
µk
µk

)
,

(
Σk Σk −Dk

Σk −Dk Σk

))

Dk is a diagonal matrix with the constraint that the joint covariance matrix is positive definite [22]. The

Gaussian mixture knockoff sampling procedure consists of first sampling the mixture assignment variable

from the posterior distribution PK|X . The knockoff is then sampled from the conditional distribution of the

knockoff given the true variable and the sampled mixture assignment defined as QX̃|X,K(x̃|x,K = k). More

explicitly:

K|X ∼ PK|X(k|X) =
λkN (X;µk,Σk)∑l
j=1 λjN (X;µj ,Σj)

X̃|X,K=k ∼ QX̃|X,K(x̃|X,K = k) = N
(
x̃; µ̃k, Σ̃k

)
where

µ̃k = DkΣ−1
k µk + (Id −DkΣ−1

k )X

Σ̃k = 2Dk −DkΣ−1
k Dk

as PX,X̃|K = QX̃|X,KPX|K .
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Proposition 2.5.1. The Gaussian mixture knockoff sampling procedure stated above is such that X̃ is a valid

knockoff of X .

The proof is deferred to Appendix A.11.2. Once we compute the necessary parameters µ̃k, Σ̃k of these

conditional distributions, we can sample valid knockoffs for a Gaussian mixture model. Whenever we no

longer know the ground truth for PX , Gaussian mixtures can approximate arbitrarily well any continuous

distribution [19], so we now have a very flexible model for the feature distribution PX from which we know

how to tractably sample knockoffs. In a real setting, the validity of our knockoffs will be limited by the quality

of the approximation of our model for PX – the same way in a parametric model of Y |X the validity of the

p-values depends on the validity of model and distributional assumptions (of the eventual random noise, on

the asymptotic regime, etc). Next we show how to efficiently generate valid knockoffs for general Bayesian

Networks, which can be used to accurately model PX in many settings.

Exchangeable Conjugate Our knockoff sampling procedures will be based on the following idea. Instead

of keeping long range dependencies across all features as SCIP does, we want to exploit the structure given

by the local conditional distributions of a Bayesian network: sampling knockoffs becomes as hard as doing

probabilistic inference on the Bayesian network, and sampling “local” knockoffs based on the local structure.

Definition 2.5.2. Let U ∈ U , V ∈ V be arbitrary multi-dimensional random variables. For any given

conditional distribution PU |V (·|v), we say that QŨ |U,V (·|u, v) is an exchangeable conjugate conditional if

it is a probability kernel on (U × V)× U such that, for any fixed v, φv(u, ũ) := PU |V (u|v)QŨ |U,V (ũ|u, v)

satisfies the exchangeability property in (u, ũ).

In other words, if U is sampled conditionally on V , and then Ũ is sampled from the probability kernel

QŨ |U,V , then Ũ is a knockoff of U (conditionally on V ). In some cases it is easy to find examples of such a

conjugate conditional distribution. If U is univariate, then QŨ |U,V (·|u, v) = PU |V (·|v) is a valid conjugate

conditional. More generally, this choice is valid if the coordinates of U are independent conditionally on V .

We can also construct valid conjugates when the distribution of U conditionally on V is Gaussian [44] or a

Markov chain [228].

Sampling Knockoffs for Bayesian Networks We define a procedure for sampling knockoffs when we

assume a generative model for PX . X corresponds to the observed variables in a latent variable model which

we assume can be represented as a Bayesian Network (BN): Gaussian Mixture Models, Hidden Markov Models

(HMM) [207], Latent Dirichlet Allocation (LDA) [33], Naive Bayes [88] and many other Bayesian models fit

this description. Consider a BN defined by the directed acyclic graph (DAG) (G,E) with cardinality m = |G|
where the index is a topological ordering. XO and XH refer respectively to the observed variables and the

hidden ones: we have restated our initial set of features X as XO, and we want to construct knockoffs by

leveraging our knowledge about the DAG. The only restriction is that the observed variables must correspond

to nodes in the graph without descendents. It is important to notice that here, the variables associated to a node
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of the DAG can be multi-dimensional, which sometimes simplifies the sampling procedure (an example are

knockoffs for HMM, detailed in Appendix A.11.3).

We assume that we can sample from PH|O (for simplicity we refer to the random variables by their

indices), the conditional probability of the hidden variables given the observed ones. Assume also that, for

every node i, we can compute the local conditional probability P i|MB(i) of Xi given its Markov blanket

XMB(i), and that we can compute a knockoff conjugate distribution Qĩ|i,MB(i) of P i|MB(i) and sample X̃i

from it, which will be a “local” knockoff. We describe the knockoff generating procedure in Algorithm 4 and

further discuss the assumptions on the inputs on Appendix A.11.3.

Algorithm 4 Knockoff Sampling Procedure in BN

Input :Initial sample XO, conditional distribution PH|O, conjugate conditionals Qĩ|i,MB(i) for every node i.
Output :Knockoff sample X̃O

1 Sample XH ∼ PH|O(·|XO) for i = 1 to m do
2 Sample X̃i ∼ Qĩ|i,MB(i)(·|X̃{1:i−1}∩MB(i), X{i+1:m}∩MB(i), Xi)

3 end
4 return X̃O = (X̃i)i∈O

Theorem 2.5.1. The distribution of the concatenated random variables (XO, X̃O) satisfies the exchangeability

property. That is, X̃O is a valid knockoff of XO.

The proof is in Appendix A.11.4. This sampling method is not equivalent to the Sequential Conditional

Independent Pairs (SCIP) introduced in [44]. Consider the simple case with one observed multi-dimensional

variableX and one hidden variableH . SCIP would sample each coordinate X̃i of X̃ sequentially by computing

(for each knockoff sample) conditional distributions of the joint probability distribution of (X, X̃j≤i), without

leveraging our knowledge of the generative process. That is not computationally feasible in an arbitrary

generative model. Another difference with respect to SCIP is that our sampling procedure is not creating

a knockoff from the full set of hidden and observed variables: not all “local” knockoffs are retained in the

final output. That is, (X̃O, X̃H) is not a valid knockoff for (XO, XH). We refer to Appendix A.11.3 for more

details on these differences between methods.

The HMM knockoff sampling procedure [228] and the Gaussian mixture sampling above are special cases

of Algorithm 4 (detailed in Appendix A.11.3). Naive Bayes would have a straightforward knockoff sampling

scheme (as the observed nodes are independent conditionally on the hidden node): given the observed nodes,

generate a sample for the hidden node (based on the posterior distribution), then sample independent knockoffs

based on the sampled hidden node. We provide in Appendix A.11.3 an additional example of a DAG knockoff

generating procedure based on the LDA model.

2.5.3 Evaluation Various Importance Score Methods

The previous section shows how to generate valid knockoffs X̃ for complex latent variable distributions. The

next challenge is to compute importance scores for each original and knockoff feature; this was denoted as
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(a) (b)

(c)
Figure 2.19: Comparison Between Importance Score Methods (a) Synthetic data where Y |X is a polyno-
mial. Using a linear LASSO regression model to generate importance scores results in near-zero power; our
proposed Swap Integral statistic achieves higher power across all the target FDRs. (b) Swap Integral and
Permutation Integral achieve higher power compared respectively to basic Swap and Permutation. (c) Example
of lambda path for Swap method.

Zj and Z̃j in Section. 2 (recall that the feature statistics is Wj = Zj − Z̃j). While the knockoff procedure

guarantees that the FDR is controlled for any importance score, the power of the procedure—i.e. how many

true non-null features are discovered—is highly dependent on the method for computing the importance score.

In this section we discuss several importance score methods applicable to a large family of predictive models

and also define new ones.

LASSO Coefficient-Difference (LCD) were used as feature statistics by [44]. However, for non-linear

Y |X , using importance scores based on a linear model assumption will result in low power as LASSO is

not able to fit the real input-output relationship (Figure 2.19(a)). Complex unknown non-linear input-output

relationship is an important restriction if we want to use a parametric model to obtain importance scores

through interpretable parameters.

Saliency Methods If Y |X is fitted using a neural network, then one could compute saliency scores, a popular

metric for importance scores [93, 161]. Saliency is computed for each feature of each example, and averaged

across all the examples to derive a global importance score. In our experiments, we use Gradient [20, 234] and
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Integrated Gradients [242] saliency methods.

Importance Scores Based on Accuracy Drops After a model is trained on the dataset ([X, X̃], Y ), for

each column of [X, X̃] ∈ RN×2d, we create a new “fake” feature column resulting in the “fake” set of features

[Xf , X̃f ], for example by permuting across samples column-wise. Replacing each feature with its fake version

one at a time, the accuracy drop can be used as the importance score Zj for that feature.

Note that achieving a high performance of the classifier on the initial dataset is not necessary to generate

these importance scores, as our analysis is based on the accuracy drops. Classifiers with low predictive power

can still be useful at determining non-null features, and although they may not make many discoveries, FDR is

still controlled.

Permutation and Swapping Originally introduced for Random Forests [36], the Permutation method

creates each column of [Xf , X̃f ] by simply shuffling the entries of the corresponding column in [X, X̃].

Although the permutation method may be effective at creating a new “fake” feature independently from Y , it

comes with an important issue: when evaluating the classifier on the dataset where just one of the features has

been shuffled, for general distributions of the features, we may end up with fake data points that are completely

off the original data distribution and as a result outside of the learned manifold of the predictive model. The

classifier’s predictions on these off-distribution regions of the input space where it hasn’t been trained may be

arbitrary. As a result, the performance can potentially drop across all features and their knockoffs, regardless

of whether they actually had an impact on Y . A simple illustration of this phenomenon has been provided in

Appendix A.15.

The main problem occurs with the non-null features, as an unexpectedly large drop in accuracy for the

control knockoff feature would mask the non-null importance score, hence limiting the possibility that it is

selected. When the original distribution PX of the features is a mixture of Gaussians, permutation across any

of the features will create data points that do not lie on any of the mixture components of PX , and as the

number of mixtures increases, the chance for a fake data point to be off-distribution increases. We confirm

this phenomenon with synthetic data experiments Figure 2.21(a-c). Power for the Permutation method strictly

decreases as the number of mixture components grows.

To tackle this problem, we introduce the Swap method for importance scores. Instead of shuffling, for each

original feature column, we use its knockoff corresponding column as its fake replacement and the other way

around: Xf = X̃ and X̃f = X . Keeping in mind the exchangeability condition when generating knockoffs,

this method guarantees that replacing each feature with its fake will result in data points that still belong to

the original data distribution, and therefore the problem with fake data points moving to regions of the space

unknown to the predictive model is mitigated.

Path Integration Generates Importance Scores with Better Power For a given parameter λ ≥ 0, we

compute for each original feature the fake replacement Xf
j (λ) = Xj +λ(X̃j −Xj) (and reciprocally for each

knockoff feature). The basic Swap (or Permutation) method corresponds to λ = 1, and we plot the feature
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statistics W as a function of the parameter λ, which we call lambda path. We give an example of one such

path in Figure 2.19(c) for a simulation where the classifier is a neural network with 3 fully connected layers,

and Y is categorical with 10 classes such that Y |X corresponds to the level sets of a random polynomial of

degree 3 of the non-null features, and X comes from a mixture of 10 Gaussians. Similarly, we can also take

lambda path for the Permutation method, where we compute Xf
j (λ) by taking X̃j as the shuffled feature Xj .

However, our lambda path quickly becomes unstable as for λ = 1 we already get out of the data manifold.

Basic Swap and Permutation (which correspond to λ = 1) do not always give the best separation between

the null features (grey) and the alternate features (red). This motivates taking the integral of the lambda

path and use the area under the curve as the feature statistic W—we call this Swap Integral and, similarly,

Permutation Integral. For all of our experiments, we integrate from λ = 0 to λ = 10. Figure 2.19(b)

shows that, for the same data as used in Figure 2.19(c), Swap Integral and Permutation Integral methods are

respectively much more powerful than the basic Swap and Permutation.

Our goal is to identify the classifier’s decision boundaries within the data manifold (thus likely to identify

relevant features). When considering a lambda path, all comes down to choosing an appropriate direction

when translating each feature, and keeping track of the decision boundaries crossed. We may temporarily step

out of the data manifold (indeed there is no guarantee that the manifold is convex, our Gaussian mixture model

is especially well-suited for this) –and eventually will be out of it. The integral (up to λ = 10) assigns a higher

importance to boundaries crossed early on. As the Swap Integral method “stays longer” in the data manifold

early on (λ = 1 is still in it), it performs better than when choosing an arbitrary direction (such as one given

by a shuffled vector, i.e. the Permutation Integral). Knockoffs not only are useful for FDR control, they also

contain information about the data manifold. The outcome of the following experiments whenever we use

Swap Integral does not substantially change whenever λ stays in the range 5 to 15.

2.5.4 Experiments & Results

We start by precising that we will not be able to compare our DAG knockoff procedure (for the Gaussian

Mixture Model) with the more general SCIP procedure, because the latter has no tractable formulation even

for very simple models like a simple multivariate Gaussian.

The Need for Mixture Models We give a representative example of a simple setting where simply using

the empirical covariance matrix to generate the knockoff—i.e. assuming a single Gaussian model—yields

invalid knockoffs for which FDR is not controlled.

We generate data X from a mixture of three correlated Gaussian random vectors in dimension 30.

Approximating PX by a single Gaussian vector yields an empirical covariance matrix which is dominated by

the diagonal (and therefore considers PX as having independent coordinates). We generate a binary outcome

Y in a logistic regression setting (such that the log odds of Y = 1 is a linear combination of the features of X).

The linear combination is such that just the first 10 features of X are non-null (i.e. have non zero coefficient,

red), the next 10 (null, black) features are correlated with the non-nulls, and the last 10 are independent nulls.
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During the knockoff procedure, the importance scores Z are the absolute value of the logistic regression

coefficients of each feature and the feature statistics W are the difference of importance scores.

(a) (b)

(a) (b)

Figure 2.20: FDR Control Fails for Non Valid Knockoffs: We plot side by side the importance scores
for each feature (original and knockoff, 60 in total) for one run of the simulation, and the feature statistics
computed as the difference between importance scores of original vs. knockoff features (plotted in the first 30
indices). Selected features are those whose feature statistic W is above the threshold.

We run our knockoff procedure, modeling PX as a mixture of three multivariate Gaussian variables fitted

via EM (Figure 2.20(a)), and as a single Gaussian (Figure 2.20(b)). Importance scores Zj of the non-null

original features are high in both cases, and those of the correlated null original features are also quite high.

Importance scores of valid knockoffs cancel out the correlated null original features’ importance scores, and

therefore the adaptively chosen threshold avoids selecting nulls (Figure 2.20(a)). However, when modeling

by one mixture, the knockoffs corresponding to the null features (10-20) have importance scores close to 0

(Figure 2.20(b)). As a result these correlated null features are selected by the procedure and the FDR control

is broken. After 40 repetitions of the procedure (randomly generating each run the parameters of PX and
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sampling X), for a target FDR of 0.2, we get FDR control when we use our mixture model knockoff (empirical

FDR: 0.1823) and fail to control FDR whenever we fit the data with one single multivariate Gaussian (empirical

FDR: 0.5565).

Feature Selection in Synthetic Data We generate PX as mixtures of 5, 10 and 20 multivariate Gaussians,

and Y as polynomial functions of a subset of the dimensions of X—i.e. these are the non-null features. From

each PX , we draw samples ofX and Y , fit a mixture of Gaussians and run our knockoff procedure. Figure 2.21

(a-c) shows the power of five importance score methods, and Swap Integral consistently achieves the best

power. In all of our experiments, the empirical FDR is controlled at the target level (Appendix Figure A.7).

Feature Selection in Real Data Our real-world simulations are based on three datasets from the UK

biobank data and the Bank Marketing and Polish Bankruptcy from the UCI repository [67]. We provide more

information in Appendix A.14. As our first experiment, in order to have control over the non-null features, we

created synthetic labels for each dataset by randomly selecting a subset of the features to be alternatives (the

rest are nulls) and use noisy polynomials on these features to generate labels. Details of the data generation are

described in Appendix A.13. We fit each dataset with a Gaussian mixture model using the AIC method [9]. AIC

automatically selected 9, 15, and 25 number of clusters for the UK Biobank, Bank Marketing and Bankruptcy

datasets, respectively. Then we apply our Gaussian Mixture knockoff sampler to generate knockoffs for each

dataset. Average results for repeating this procedure 100 times on each data set are reported in Figure 2.21.

Across the range of target FDRs, the Swap Integral has at least as much power (and sometimes much more)

than the other feature statistic methods. It is important to notice that, as we work with a real dataset X that

we cannot resample, our experiments cannot provide us with empirical FDR values in order to confirm FDR

control. We expect that our model for PX is accurate enough so that the robustness of the procedure accounts

for model inaccuracies.

As a discovery experiment, we run the knockoff procedure for feature selection on each of the three

data sets with the real labels –cancer in UK Biobank, telemarketing success in Marketing, and bankruptcy

in Bankruptcy. In all cases we train a neural network binary classifier with 4 hidden layers of size 100. All

selected features are described in Appendix A.14. With the real data, we do not have ground truth on which

are the true alternate features. However, knockoff selected features make sense and some of the features

agree with previously reported literature. With target FDR of 0.3 (it can be shown that for small target FDR

values the knockoff procedure requires a minimum number of rejections, which is why we selected a fairly

large target FDR), in UK Biobank cancer prediction, the knockoff procedure selected 14 out of the total 284

features. These 14 include Number of smoked cigarettes daily and Wine intake. Eight out of ten features in

Bank marketing data set were selected. For Bankruptcy prediction, the knockoff procedure selected features

including gross profit and short-term liabilities.
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2.5.5 Discussion

The knockoff procedure is a powerful framework for selecting important features while statistically controlling

false discoveries. The two main challenges of applying knockoffs in practice are the difficulty in generating

valid knockoffs and the choice of importance scores. This project takes a step toward addressing both challenges.

We develop a framework to efficiently sample valid knockoffs from Bayesian Networks. We show that even a

simple application of this framework to generate knockoffs from Gaussian mixture models already enables

us to apply our procedure with several real datasets, while being optimistic that FDR is controlled. We also

systematically evaluate and compare the statistical power of several importance scores. We propose a new

score, Swap Integral, which is stable and substantially more powerful. Swap Integral can be applied on top

of any classification model, including neural networks and random forests. Note that Swap Integral is a

post-processing on top of a single trained classifier and hence is computationally efficient. Our results enable

knockoffs to be more practically useful and open many doors for future investigation.
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(a)

(b)

5 Mixture Components

10 Mixture Components

Bankruptcy Data Set

(f)

UK Biobank Data Set

(d)

(c)

20 Mixture Components

Bank Marketing Data Set

(e)

Figure 2.21: Power Comparison Between Importance Score Methods (a-c) As the number of mixture
components increases, the power of Swap Integral method remains high while that of other methods decreases.
(d-f) Power for Swap Integral method is as good as and sometimes better than other methods on real world
data with synthetic labels.
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3.1 Equitable Valuation of Data for Machine Learning

Data is the fuel powering artificial intelligence and therefore it has value. Various sectors such as health-care

and advertising are becoming more and more dependent on the data generated by individuals; a dependence

similar to how they depend on labor and capital [208]. As the legal system moves toward recognizing individual

data as property [213], a natural problem to solve is to equitably assign value to this property. The result is the

ability to have fair compensation individuals’ data. ”Data Shapley” is designed to provide such valuation in

one of the widely-used settings of data usage, namely machine learning.

As data becomes the fuel driving technological and economic growth, a fundamental challenge is how to

quantify the value of data in algorithmic predictions and decisions. For example, in healthcare and consumer

markets, it has been suggested that individuals should be compensated for the data that they generate, but it is

not clear what is an equitable valuation for individual data. In this work, we develop a principled framework to

address data valuation in the context of supervised machine learning.

Throughout this work, we focus on valuation of data in the setting of supervised learning as one of the

main pillars of artificial intelligence. In supervised machine learning, the data is in the form of input-output

pairs; e.g. location and temperature, customers search history and their shopping list, an object’s image and its

name, and so forth. Using a learning algorithm, a predictive model is then trained to predict the output given

the input. The learning algorithm takes a set of train data points (n input-output pairs {(xi, yi)}ni=1) as its input

and outputs the learned predictive model. To assess the quality of the trained model, a performance metric

identifies how useful the trained model is. For instance, given a set of input-output pairs of data different from

that of the training set, what percentage of outputs are correctly predicted given the inputs. As mentioned,

supervised machine learning consists of three ingredients" training data, learning algorithm, and performance

metric. As a consequence, to make sense of value for data, we need the same ingredients in our investigation:

we are given the fixed data set used for training the machine learning model, the algorithm that trained the

model, and the metric to assess the learned model’s performance.

Given the three ingredients, we want to investigate two questions: 1) what is an equitable measure of

the value of each train datum (xi, yi) to the learning algorithm A with respect to the performance metric V ;

and 2) how do we efficiently compute this data value in practical supervised learning settings. For example,

assume the train data comes from N = 1000 patients where each patient has provided their medical history

and whether they were diagnosed with a heart disease. The learning algorithm uses this data to train a small

neural network model and we assess the performance of the trained classifier by its accuracy on a test set; a

separate set of patients whose data is not used for training the model. How can we compensate each patient?

It is important to note that assigning value to data in the setting of supervised learning is not equal

to assigning a universal to it. Instead, the value of each datum depend on the three pillars of supervised

learning: learning algorithm, the performance metric as well as on the rest of the train data. This dependency is

reasonable and desirable in machine learning. Certain data points could be more important if we are training a

logistic regression model instead of a neural network model. Similarly, if the performance metric changes—e.g.
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regressing to the age of heart disease onset instead of heart disease incidence—then the value of a certain

patient’s data should change if the patient data was more important for one task.

3.1.1 Formulating Equitable Data Valuation

Preliminaries Let D = {(xi, yi)}n1 be our fixed training set. We do not make any distributional assumptions

about D and the data need not be independent. The yi’s can be categorical or real for classification and

regression, respectively. Let A denote the learning algorithm. We view A as a black-box that takes as input

a training data set of size between 0 and ∞, and returns a predictor. We are particularly interested in the

predictor trained on subsets S ⊆ D. The performance score V is another black-box oracle that takes as input

any predictor and returns a score. We write V (S,A), or just V (S) for short, to denote the performance score

of the predictor trained on data S. Our goal is to compute a data value φi(D,A, V ) ∈ R, as a function of

D,A and V , to quantify the value of the i-th datum. We will often write it as φi(V ) or just φi to simplify

notation. For convenience, we will sometimes overload the notation for S and D so that it can also indicate the

set of indices—i.e. i ∈ S if (xi, yi) is in that subset and D = {1, ..., n}.

Example Suppose yi’s are binary andA corresponds to a logistic regression learner—i.e.A takes any dataset

and returns a logistic regression fitted to it. The score V here could be the 0/1 accuracy on a separate test set.

Then V (S) is the 0/1 test accuracy when the logistic regression is trained on a subset S ⊆ D. If S = ∅, then

V (S) is the performance of a randomly initialized classifier. In general, the test data used to compute V could

be from a different distribution than that of D.

Equitable properties of data valuation We believe that φ should satisfy the following properties in order

to be equitable:

• If (xi, yi) does not change the performance if it’s added to any subset of the training data, then it should

be given zero value. More precisely, suppose for all S ⊆ D − {i}, V (S) = V (S ∪ {i}), then φi = 0.

• If for data i and j and any subset S ⊆ D − {i, j}, we have V (S ∪ {i}) = V (S ∪ {j}), then φi = φj .

In other words, if i and j, when added to any subset of our training data, always produce exactly the

same change in the predictor’s score, then i and j should be given the same value by symmetry.

• In most ML settings, V = −
∑
k∈test set lk where lk is the loss of the predictor on the k-th test point

(we took a minus so that lower loss is higher score). We can define Vk = −lk to be the predictor’s

performance on the k-th test point. Similarly φi(Vk) quantifies the value of the i-th training point to the

k-th test point. If datum i contributes values φi(V1) and φi(V2) to the predictions of test points 1 and 2,

respectively, then we expect the value of i in predicting both test points—i.e. when V = V1 + V2—to

be φi(V1) + φi(V2). In words: when the overall prediction score is the sum of K separate predictions,

the value of a datum should be the sum of its value for each prediction. Formally: φi(V + W ) =

φi(V ) + φi(W ) for performance scores V and W .
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While there are other desirable properties of data valuation worth discussing, these three properties listed

above actually pin down the form of φi up to a proportionality constant.

Proposition 3.1.1. Any data valuation φ(D,A, V ) that satisfies properties 1-3 above must have the form

φi = C
∑

S⊆D−{i}

V (S ∪ {i})− V (S)(
n−1
|S|
) (3.1)

where the sum is over all subsets of D not containing i and C is an arbitrary constant. We call φi the data

Shapley value of point i.

Proof. The expression of φi in Eqn. 3.1 is the same as the Shapley value defined in game theory, up to the

constant C [230, 231]. This motivates calling φi the data Shapley value. The proof also follows directly from

the uniqueness of the game theoretic Shapley value, by reducing our problem to a cooperative game [72]. In

cooperative game theory, there are n players and there is a score function v : 2[n] → R. Basically v(S) is

the reward if the players in subset S work together. Shapley proposed a way to divide the score among the

n players so that each player receives his/her fair payment, where fairness is codified by properties that are

mathematically equivalent to the three properties that we listed. We can view data valuation as a cooperative

game: each training datum is a player, and the training data work together through the learner A to achieve

prediction score v = V . The data Shapley value is analogous to the payment that each player receives.

The choice of C is an arbitrary scaling and does not affect any of our experiments and analysis.

Interpretation of data Shapley Eqn. 3.1 could be interpreted as a weighted sum of all possible “marginal

contributions” of i; where the weight is inverse the number of subsets of size |S| inD−{i}. This formulation is

close to that of leave-one-out where instead of considering the last marginal contribution V (D)−V (D−{i}),

we consider each point’s marginal contribution assuming that instead of the whole training set, a random

subset of it is given. In other words, we can assume the scenario where instead of the train data, we were

given a random subset of it; Shapley formula outputs an equitable value by capturing all these possible subset

scenarios.

3.1.2 Approximating Data Shapley Value

As discussed in the previous section, the Shapley formula in Eqn. 3.1 uniquely provides an equitable assignment

of values to data points. Computing data Shapley, however, requires computing all the possible marginal

contributions which is exponentially large in the train data size. In addition, for each S ⊆ D, computing V (S)

involves learning a predictor on S using the learning algorithm A. As a consequence, calculating the exact

Shapley value is not tractable for real world data sets. In this section, we discuss approximation methods to

estimate the data Shapley value.
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Approximating Shapley Value

As mentioned, computing the Shapley value has exponential complexity in number of data points n. Here, we

discuss two methods for circumventing this problem:

Monte-Carlo method: We can rewrite Eqn. 3.1 into an equivalent formulation by setting C = 1/n!. Let Π

be the uniform distribution over all n! permutations of data points, we have:

φi = Eπ∼Π[V (Siπ ∪ {i})− V (Siπ)] (3.2)

where Siπ is the set of data points coming before datum i in permutation π (Siπ = ∅ if i is the first element).

As described in Eqn. 3.2, calculating the Shapley value can be represented as an expectation calculation

problem. Therefore, Monte-Carlo method have been developed and analyzed to estimate the Shapley value

[45, 177, 179]. First, we sample a random permutations of data points. Then, we scan the permutation from the

first element to the last element and calculate the marginal contribution of every new data point. Repeating the

same procedure over multiple Monte Carlo permutations, the final estimation of the data Shapley is simply the

average of all the calculated marginal contributions. This Monte Carlo sampling gives an unbiased estimate of

the data Shapley. In practice, we generate Monte Carlo estimates until the average has empirically converged.

Previous work has analyzed error bounds of Monte-carlo approximation of Shapley value [177]. In practice,

convergence is reached with number of samples on the order n; usually 3n Monte Carlo samples is sufficient

for convergence.

Truncation: In the machine learning setting, V (S) for S ⊆ N is usually the predictive performance of the

model learned using S on a separate test set. Because the test set is finite, V (S) is itself an approximation

to the true performance of the trained model on the test distribution, which we do not know. In practice, it

is sufficient to estimate the data Shapley value up to the intrinsic noise in V (S), which can be quantified by

measuring variation in the performance of the same predictor across bootstrap samples of the test set [86].

On the other hand, as the size of S increases, the change in performance by adding only one more training

point becomes smaller and smaller [29, 176]. Combining these two observations lead to a natural truncation

approach.

We can define a “performance tolerance” based on the bootstrap variation in V . As we scan through a

sampled permutation and calculate marginal contributions, we truncate the calculation of marginal contributions

in a sampled permutation whenever V (S) is within the performance tolerance of V (D) and set the marginal

contribution to be zero for the rest of data points in this permutation. In the rest of this section, we refer to

the combination of truncation with Monte-Carlo as the “Trunctated Monte Carlo Shapley”(TMC-Shapley);

described with more details in Algorithm 5.
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Algorithm 5 Truncated Monte Carlo Shapley
Input: Train data D = {1, . . . , n}, learning algorithm A, performance score V
Output: Shapley value of training points: φ1, . . . , φn

Initialize φi = 0 for i = 1, . . . , n and t = 0
while Convergence criteria not met do
t← t+ 1
πt: Random permutation of train data points
vt0 ← V (∅,A)
for j ∈ {1, . . . , n} do

if |V (D)− vtj−1| < Performance Tolerance then
vtj = vtj−1

else
vtj ← V ({πt[1], . . . , πt[j]},A)

end if
φπt[j] ← t−1

t φπt−1[j] + 1
t (v

t
j − vtj−1)

end for
end while

3.1.3 Approximating the Performance Metric

For every S ⊆ D, calculating V (S) requiresA to learn a new model. For a small D and a fastA—e.g. logistic

regression, LASSO—it is possible to use the TMC-Shapley method as stated. However, in settings where the

number of data points is large or the predictive model requires high computational power (e.g. deep neural

networks), applying TMC-Shapley can be quite expensive. We propose two strategies to further reduce the

computational cost of data Shapley for large data settings.

Gradient Shapley For a wide family of predictive models, A involves a variation of stochastic gradient

descent where randomly selected batches of D update the model parameters iteratively. One simple approxi-

mation of a completely trained model in these settings is to consider training the model with only one pass

through the training data; in other words, we train the model for one “epoch” of D. This approximation fits

nicely within the framework of Algorithm 5: for a sampled permutation of data points, update the model by

performing gradient descent on one data point at a time; the marginal contribution is the change in model’s

performance. Details are described in Algorithm 6, which we call Gradient Shapley or G-Shapley for short. In

order to have the best approximation, we perform hyper-parameter search for the learning algorithm to find the

one resulting best performance for a model trained on only one pass of the data which, in our experiments,

result in learning rates bigger than ones used for multi-epoch model training.

Value of groups of data points In many settings, in order to have more robust interpretations or because

the training set is very large, we prefer to compute the data Shapley for groups of data points rather than for

individual data. For example, in a heart disease prediction setting, we could group the patients into discrete
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Algorithm 6 Gradient Shapley
Input: Parametrized and differentiable loss function L (.; θ), train data D = {1, . . . , n} , performance
score function V (θ)
Output: Shapley value of training points: φ1, . . . , φn

Initialize φi = 0 for i = 1, . . . , n and t = 0
while Convergence criteria not met do
t← t+ 1
πt: Random permutation of train data points
θt0 ← Random parameters
vt0 ← V (θt0)
for j ∈ {1, . . . , n} do
θtj ← θtj−1 − α∇θL (πt[j]; θj−1)

vtj ← V (θtj)

φπt[j] ← t−1
t φπt−1[j] + 1

t (v
t
j − vtj−1)

end for
end while

bins based on age, gender, ethnicity and other features, and then quantify the data Shapley of each bin. In these

settings, we can calculate the Shapley value of a group using the same procedure as Algorithm 5, replacing the

data point i by group i. As a consequence, even for a very large data set, we can calculate the group Shapley

value if the number of groups is reasonable.

3.1.4 Experiments & Results

In this section, we demonstrate the estimation and applications of data Shapley across systematic experiments

on real and synthetic data. We show that points with high Shapley value are critical for model’s performance

and vice versa. We then discuss the effect of acquiring new data points similar to highly valued training

points compared to acquiring new data randomly. Moreover we conduct two experiments showing that data

points that are noisy or have label corruption will be assigned low Shapley value. Lastly we demonstrate that

Shapley values can also give informative scores for groups of individuals. Taken together, these experiments

suggest that, in addition to its equitable properties, data Shapley provides meaningful values to quantify the

importance of data and can inform downstream analysis. Given that leverage and influence scores seek to

approximate leave-one-out score [143], throughout the experiments, we focus on comparing the performance

of the Shapley methods to that of the leave-one-out (LOO) method. LOO is computed as the difference in the

model performance V between the model trained on the full dataset with and without the point of interest.

In all of the following experiments, we have a train set, a separate test set used for calculating V , and a

held-out set used for reporting the final results of each figure. Our convergence criteria for TMC-Shapley and

G-Shapley is 1
n

∑n
i=1

|φti−φ
t−100
i |
|φti|

< 0.05. For all the experiments, calculating data Shapley values took less

than 24 hours on four machines running in parallel (each with 4 cpus) except for one of the experiments where

the model is a Conv-Net for which 4 GPUs were utilized in parallel for 120 hours. It should be mentioned that
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both data Shapley algorithms are parallelizable up to the number of iterations and therefore, the computations

can become faster using more machines in parallel.

Data Shapley for disease predictions

In this experiment, we use the UK Biobank data set [241]; the task is predicting whether an individual will

be diagnosed with Malignant neoplasm of breast and skin (ICD10 codes C50 and C44, binary classification)

using 285 features. Balanced binary data sets for each task are created and we use 1000 individuals for the task

of training. Logistic regression yields a test accuracy of 68.7% and 56.4% for breast and skin cancer prediction,

respectively. Performance is computed as the accuracy of trained model on 1000 separate patients. The varying

accuracies for the two tasks allow us to investigate data Shapley for classifiers that are more or less accurate.

We first compute the TMC-Shapley, G-Shapley, and leave-one-out values. The TMC-Shapley converges in

4000 Monte Carlo iterations for both tasks while G-Shapley is already converged at iteration 1500.

Importance of valuable datum After calculating data values, we remove data points from the training set

starting from the most valuable datum to the least valuable and train a new model each time. Fig. 3.1(a) shows

the change in the performance as valuable data points are thrown away; points that data Shapley considers

valuable are crucially important for the model performance while leave-one-out valuation is only slightly better

than random valuation (i.e. removing random points). Fig. 3.1(b) depicts the results for the opposite setting;

we remove data points starting from the least valuable. Interestingly points with low Shapley value in these

training set actually harm the model’s performance and removing them will improve accuracy.

Acquiring new data Looking at which type of train data have high Shapley value and inform us how to

collect new data—by recruiting similar individuals—in order to improve the model performance. Let’s consider

the following practical scenario: we want to add a number of new patients to the training data to improve our

model. Adding an individual carries a cost, so we have to choose among a pool of 2000 candidates. We run

two experiments: first we try to add points that are similar to high value training points and then we repeat the

same experiment by adding low value points. To this end, we fit a Random Forest regression model to the

calculated data Shapley values. The regression model learns to predict a data point’s value given its observables.

Using the trained regression model, we estimate the value of patients in the patient pool. Fig. 3.1(c) depicts

how the model performance changes as we add patients with high estimated value to our training set; the

model’s performance increases more effectively than adding new patients randomly. Considering the opposite

case, Fig. 3.1(d) shows that by choosing the wrong patients to add, we can actually hurt the current model’s

performance.

Synthetic Data

We use synthetic data to further analyze Shapley values. The data generating process is as follows. First,

features are sampled from a 50-dimensional Gaussian distribution N (0, I) . Each sample xi’s label is then
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Figure 3.1: Disease Prediction For breast and skin cancer prediction tasks, we calculate the value of every
point in the train set using TMC-Shapley, G-Shapley and leave-one-out (LOO). (a) We remove the most
valuable data from the train set, as ranked by the three methods plus uniform sampling. The Shapley methods
identifies important data points, and removing the most TMC-Shapley or G-Shapley valuable points results
in performance worse than randomly removing data. This is not true for LOO. (b) Removing the low TMC-
Shapley or G-Shapley value data from the train set improves the predictor performance. (c) We acquired
new patients who are similar to the high TMC-Shapley or G-Shapley value patients in the training data. This
resulted in greater performance gains compared to adding random patients. (d) Acquiring new patients who
are similar to low TMC-Shapley or G-Shapley value patients do not help.

assigned a binary label yi where P (yi = 1) = f(x) for a function f(.). We create to sets of data sets: 20

data sets were feature-label relationship is linear (linear f(.)) , and 20 data sets where f(.) is a third order

polynomial. For the first sets of data set we us a logistic regression model and for the second set we use both a

logistic regression and a neural network with one hidden layer. We then start removing training points from

the most valuable to the least valuable and track the change in model performance. Fig. 3.2 shows the results

for using train data size of 100 and 1000; for all of the settings, the Shapley valuation methods do a better

job than the leave-one-out in determining datum with the most positive effect on model performance. Note

here that Shapley value is always dependent on the chosen model: in a dataset with non-linear feature-label

relationship, data points that will improve a non-linear model’s performance, can be harmful to a linear model

and therefore valueless.

Label noise

Labeling data sets using crowd-sourcing is susceptible to mistakes [83] and mislabeling the data can be

used as a simple data poisoning method [237]. In this experiment, given a train data with noisy labels, we
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Figure 3.2: Synthetic experiments Average results are displayed for three different settings. Vertical axis if
relative accuracy which stands for accuracy divided by the accuracy of the model trained on the whole train
data without any removal. For each figure, 20 data sets are used. In all data sets, the generative process is as
follows: for input features x, the label is generated such that p(y|x) = f(x) where in (a) f(.) is linear and in
(b) f(.) is a third order polynomial and (c) uses the same data sets as (b). In (a) and (b) the model is logistic
regression and in (c) it’s a neural network. Both Shapley methods do a better job at assigning high value to data
points with highest positive effect on model performance. Colored shaded areas stand for standard deviation
over results of 20 data sets.

check and correct the mislabeled examples by inspecting the data points from the least valuable to the most

valuable as we expect the mislabeled examples to be among the lowest valuable points (some have negative

Shapley value). Fig. 3.3 shows the effectiveness of this method using TMC-Shapley, Gradient-Shapley (If

applicable), and leave-one-out methods compared to the random inspection benchmark. We run the experiment

for three different data sets and three different predictive models. In the first experiment, we use the spam

classification data set [183]. 3000 data points are used for training a Multinomial Naive Bayes model that

takes the bag of words representation of emails as input. We randomly flip the label for 20% of training points.

TMC-Shapley converges in 5000 iterations.In the next experiment, we use the flower image classification data

set1 with 5 different classes. We pass the flower images through Inception-V3 model and train a multinomial

logistic regression model on the learned network’s representation of 1000 images where 10% of the images

are mislabeled. Both Shapley algorithms converge in 2000 iterations. At last, we train a convolutional neural

network with one convolutional and two feed-forward layers on 1000 images from the Fashion MNIST data

set [269] to classify T-Shirts and Tops against Shirts. 10% of data points have flipped labels. TMC-Shapley

and G-Shapley both converge in 2000 iterations. The value is computed on separate sets of size 1000. Fig. 3.3

displays the results. Fig 3.4 shows the 5 least TMC-Shapley valued images for Flowers and Fashion MNIST

data sets where all are mislabeled examples.

1adapted from https://goo.gl/Xgr1a1
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Spam Classification
Naïve Bayes Classifier

20% mislabeled

Flower Classification
Multinomial Logistic Regression

10% mislabeled

T-Shirt/Top vs Shirt Classification
ConvNet Classifier

10% mislabeled

Figure 3.3: Correcting Flipped Labels We inspect train data points from the least valuable to the most
valuable and fix the mislabeled examples. As it is shown, Shapley value methods result in the earliest detection
of mislabeled examples. While leave-one-out works reasonably well on the Logistic Regression model, it’s
performance on the two other models is similar to random inspection.

Data quality and value

In this experiment, we used the Dog vs. Fish data set introduced in [143]. For each class, 1200 images are

extracted from Imagenet [221]. We use a state of the art Inception-v3 network [249] with all layers but the top

layer frozen. 100 images are randomly sampled as the training set and 1000 images are used to compute the

value function. We corrupt 10% of train data by adding white noise and compute the average TMC-Shapley

value of clean and noisy images and repeat the same experiment with different levels of noise. As it is shown

in Fig. 3.5(a), as the noise level increases (the data quality drops), the data Shapley value of the noisy images

decreases.

Group Shapley value

In this experiment, we use a balanced subset of the hospital readmission data set [239] for binary prediction of

a patient’s readmission. We group patients into 146 groups by intersections of demographic features of gender,

race, and age. A gradient boosting classifier trained on a train set of size 60000 yields and accuracy of 58.4%.

We then calculate the TMC-Shapey values of groups. Fig 3.5(b) shows that the most valuable groups are

also the most important ones for model’s performance. In addition to computational efficiency, an important

advantage of group Shapley is its easy interpretations. For instance, in this data set, groups of older patients

have higher value than younger ones, racial minorities get less value, and groups of females tend to be more

valuable than males with respect to data Shapley, and so forth.

Using Data Value to Adapt to New Data

In real-world settings, the data used for training the machine learning model could be different from the data

the model will be deployed and tested on [255]. For example, settings where gathering data similar to the

deployment data (target) we care about is expensive and we only have access to train data (source) that is



CHAPTER 3. DATA VALUATION FOR MACHINE LEARNING 82

Fl
ow

er
s

Fa
sh

io
n 

M
N

IS
T

Figure 3.4: Label noise and Shapley value Images with the least TMC-Shapley value. All of them are
mislabeled.

different from the test statistically or quality-wise [89]. In these settings, the question related to data valuation

is whether there are data sources in the training data that help the most with the task of adaptation or on the

other side, whether there are train sources that harm the adaptation task. We use Data Shapley to compute the

value of the train data sources similar to previous experiments with the only difference that the trained model’s

performance score is now evaluated on the target data. After valuating the source data points, first, we remove

points with negative value. Secondly, we use Data Shapley value to emphasize the effect of points that help the

most with the adaptation task. We train a new model using a weighted loss function where each point’s weight

in the new loss function is its relative value. Fig. 3.6 shows the results on a held-out set of data points from the

target data (data points separate from ones used in Data Shapley for evaluating model’s performance).

Skin pigmented lesion detection As a real-world scenario, we examine the case of adapting from cheap

low quality data to high quality data created by field experts. The prediction task is to classify 7 different

family of skin lesions. Creating a high quality data set of skin lesions requires field experts to take the lesion

images and label each image. Instead, we created a cheap train data by searching each lesions name (with

simple added keywords) using google image search tool. The target data, however, is created and labeled by

field experts. HAM10000 [259] data set contains dermoscopic images of pigmented lesions where each image

is taken using a dermatoscope by field experts. We train the model using our cheap train data that contains

1155 images (165 image of each lesion). We expect our train data to contain mislabeled, unrelated, low-quality,

and non-dermatoscopic images (Fig. 3.6(b)). The model performance is evaluated on a balanced subset of

400 HAM1000 images. We train a pre-trained Inception-V3 ImageNet classifier with all layers frozen but the

top layer. After computing the values of train data points, we delete points with negative Shapley value and

reweight the remaining points with their relative positive value and retrain the model. The prediction accuracy
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(a) (b)

Figure 3.5: (a) Value and data quality: White noise is added to 10% of training points. As the noise level
increases, the average TMC-Shapley value of noisy images becomes decreases compared to that of clean
images. (b) Group Shapley: Removing the valuable groups degrades the performance more than removing
groups with the highest leave-one-out score.

of the model increases from 29.6% accuracy to 37.8% on a balanced held-out set of 400 data points from

HAM1000 data set. Using LOO vals, the performance increases to 31.1%.

Fairness in gender detection Buolamwini & Gebru [43] discussed that machine learning models for the

task of human face gender detection have degraded performances when it comes to minorities and women.

Following the experiment setting discussed by Kim et al. [138], we train an Inception-Resnet-V1 [246] model

for gender classification using the Celeb A [166] data set with more than 200,000 face images. We then freeze

all layers of the network except the top layer. The adaptation task is to train the model on LFW+A [268]

data set and test it on the PPB [43] data set. LFW+A data set has unequal representation of minorities and

women (21% female, 5% black) while PPB data set is designed to have equal representation of sex and skin

color intersections. Using the introduced adaptation scheme, the gender detection accuracy increases from

84.1% to 91.5% on a held-out set of 400 PPB images. Using LOO vals, the performance increases to 88.5%.

It is insightful to mention that all of the LFW+A images with negative value are from male subjects (the

over-represented groups) while the top 20% most valuable images are of the female subjects (Fig. 3.6(b)).

Difference in clinical notes Most veterinary visits are recorded in free-text notes. Nie et. al. [194] introduced

DeepTag, a machine learning based method, to automatically tag visit notes with the relevant disease codes.

The issue, however, is that different institutions can have different writing styles. They trained an LSTM model

on more than 100000 clinical visits from Colorodo State University of Veterinary Medicine and Biomedical

Sciences (CSU data set). We we freeze all but the last layer of their model. In our adaptation task, the target

data is a set of 5000 clinical notes from the same CSU data set separate from the data used for training the
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Source / Target Prediction Task Original Performance (%) Adapted  Performance (%)

Google / HAM1000 Skin Lesion Classification 29.6 37.8
CSU / PP Disease Tagging 87.5 90.1

LFW+ / PPB Gender Detection 84.1 91.5
MNIST / UPS Digit Recognition 30.8 39.1
Email / SMS Spam Detection 68.4 86.4

(b)

Train Data: LFW+A

High Value Data

Test Data: PPB

90
.1

%

84.1%
 

Train Data: Google Images 

High Value Data

Test Data: HAM10000

37
.8

%
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(a)

Figure 3.6: Data shapley value for domain adaptation Adapting to a new data set. Available training data is
not always completely similar to the test data. By valuating the training set data points, we can first, remove
points with negative value and then, emphasize the importance of valuable points by assigning more weight
during training. Examples of high value data are hand-picked from the top-5% of images with the highest
value. As a comparison, using LOO values instead of Data Shapley values, the gender classification accuracy
on PPB improves to 88.5% and the lesion classification on HAM-10000 improves to improves to 31.1%
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LSTM model. The target data is a set of 400 clinical notes from a Private Practice (PP data set) that is different

in different writing style and institution type from the source data. Average prediction accuracy increases from

87.5% to 90.1% for detecting the 10 most frequent diseases.

Further Experiments We performed two more domain adaptation experiment. First, we train a multinomial

logistic regression classifier on 1000 handwritten digits of MNIST data set [152] while the target data set is

the USPS digits [120] data. As our second experiment, we train a Naive Bayes model on an Email spam

detection data set [183] and test it on the target data set of SMS spam detection [11]. The prediction accuracy

on held-out sets of target data improves in both settings.

3.1.5 Discussion

We proposed data Shapley as an equitable framework to quantify the value of individual training datum for

the learning algorithm. Data Shapley uniquely satisfies three natural properties of equitable data valuation.

There are ML settings where these properties may not be desirable and perhaps other properties need to

be added. It is a very important direction of future work to clearly understand these different scenarios and

study the appropriate notions of data value. Drawing on the connections from economics, we believe the

three properties we listed is a reasonable starting point. While our experiments demonstrate several desirable

features of data Shapley, we should interpret it with care. Due to the space limit, we have skipped over many

important considerations about the intrinsic value of personal data, and we focused on valuation in the very

specific context of training set for supervised learning algorithms. We acknowledge that there are nuances in

the value of data—e.g. privacy, personal association—not captured by our framework. Moreover we do not

propose that people should be exactly compensated by their data Shapley value; we believe data Shapley is

more useful for the quantitative insight it provides.

In the data Shapley framework, the value of individual datum depends on the learning algorithm, evaluation

metric as well as other data points in the training set. Therefore when we discuss data with high (or low)

Shapley value, all of this context is assumed to be given. A datum that is not valuable for one context could be

very valuable if the context changes. Understanding how data Shapley behaves for different learning functions

and metrics is an interesting direction of follow up work.
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3.2 A Distributional Framework for Data Valuation

As data becomes an essential driver of innovation and service, how to quantify the value of data is an

increasingly important topic of inquiry with policy, economic, and machine learning (ML) implications. In the

policy arena, recent proposals, such as the Dashboard Act in the U.S. Senate, stipulate that large companies

quantify the value of data they collect. In the global economy, the business model of many companies involves

buying and selling data. For ML engineering, it is often beneficial to know which type of training data is most

valuable and, hence, most deserving of resources towards collection and annotation. As such, a principled

framework for data valuation would be tremendously useful in all of these domains.

In a typical setting, a data set B = {zi} is used to train a ML model, which achieves certain performance,

say classification accuracy 0.9. The data valuation problem is to assign credit amongst the training set, so that

each point gets an “equitable” share for its contribution towards achieving the 0.9 accuracy. Most works have

focused on leveraging Shapley value as the metric to quantify the contribution of individual zi. The focus

on Shapley value is in large part due to the fact that Shapley uniquely satisfies basic properties for equitable

credit allocation [230]. Empirical experiments also show that data Shapley is very effective – more so than

leave-one-out scores – at identifying points whose addition or removal substantially impacts learning [93, 98].

At a high-level, prior works on data Shapley require three ingredients: (1) a fixed training data set of m

points; (2) a learning algorithm; and (3) a performance metric that measures the overall value of a trained

model. The goal of this work is to significantly reduce the dependency on the first ingredient. While convenient,

formulating the value based on a fixed data set disregards crucial statistical considerations and, thus, poses

significant practical limitations.

In standard settings, we imagine that data is sampled from a distribution D; measuring the Shapley value

with respect to a fixed data set ignores this underlying distribution. It also means that the value of a data point

computed within one data set may not make sense when the point is transferred to a new data set. If we actually

want to buy and sell data, then it is important that the value of a given data point represents some intrinsic

quality of the datum within the distribution.

In standard settings, we imagine that data is sampled from a distribution D; measuring the Shapley value

with respect to a fixed data set ignores this underlying distribution. It also means that the value of a data point

computed within one data set may not make sense when the point is transferred to a new data set. If we actually

want to buy and sell data, then it is important that the value of a given data point represents some intrinsic

quality of the datum within the distribution. For example, a data seller might determine that z has high value

based on their data set Bs and sell z to a buyer at a high price. Even if the buyer’s data set Bb is drawn from a

similar distribution as Bs, the existing data Shapley framework provides no guarantee of consistency between

the value of z computed within Bs and within Bb. This inconsistency may be especially pronounced in the

case when the buyer has significantly less data than the seller.

Extending prior works on data Shapley, we formulate and develop a notion of distributional Shapley value.

We define the distributional variant in terms of the original data Shapley: the distributional Shapley value
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is taken to be the expected data Shapley value, where the data set is drawn i.i.d. from the underlying data

distribution. Reformulating this notion of value as a statistical quantity allows us to prove that the notion is

stable with respect to perturbations to the inputs as well as the underlying data distribution. Further, we show a

mathematical identity that gives an equivalent definition of distributional Shapley as an expected marginal

performance increase by adding the point, suggesting an unbiased estimator. We develop this estimator into a

novel sampling-based algorithm, D-SHAPLEY. In contrast to prior estimation heuristics, D-SHAPLEY comes

with strong formal approximation guarantees. Leveraging the stability properties of distributional Shapley value

and the simple nature of our algorithm, we develop theoretically-principled optimizations to D-SHAPLEY. In

our experiments across diverse tasks, the optimizations lead to order-of-magnitude reductions in computational

costs while maintaining the quality of estimations. We present a data pricing case study that demonstrates the

consistency of values produced byD-SHAPLEY. In particular, we show that a data broker can list distributional

Shapley values as “prices,” which a collection of buyers all agree are fair (i.e. the data gives each buyer as

much value as the seller claims).

3.2.1 Preliminaries & Definitions

Preliminaries LetD denote a data distribution supported on a universe Z . For supervised learning problems,

we often think of Z = X × Y where X ⊆ Rd and Y is the output, which can be discrete or continuous. For

m ∈ N, let S ∼ Dm a collection of k data points sampled i.i.d. from D. Throughout, we use the shorthand

[m] = {1, . . . ,m} and let k ∼ [m] denote a uniform random sample from [m].

We denote by U : Z∗ → [0, 1] a potential function2 or performance metric, where for any S ⊆ Z , U(S)

represents abstractly the value of the subset. While our analysis applies broadly, in our context, we think of U

as capturing both the learning algorithm and the evaluation metric. For instance, in the context of training a

logistic regression model, we might think of U(S) as returning the population accuracy of the empirical risk

minimizer when S is the training set.

Distributional Shapley Value Our starting point is the data Shapley value, proposed in [98, 127] as a way

to valuate training data equitably.

Definition 3.2.1 (Data Shapley Value). Given a potential function U and data set B ⊆ Z where |B| = m,

the data Shapley value of a point z ∈ B is defined as

φ(z;U,B) ,
1

m

m∑
k=1

1(
m−1
k−1

) ∑
S⊆B\{z}:
|S|=k−1

(U(S ∪ {z})− U(S)) .

In words, the data Shapley value of a point z ∈ B is a weighted empirical average over subsets S ⊆ B

of the marginal potential contribution of z to each S; the weighting is such that each possible cardinality

2We use Z∗ =
⋃
n∈N Zn to indicates any finite Cartesian product of Z with itself; thus, U is well-defined on the any natural number

of inputs from Z .
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|S| = k ∈ {0, . . . ,m− 1} is weighted equally. The data Shapley value satisfies a number of desirable

properties; indeed, it is the unique valuation function that satisfies the Shapley axioms3. Note that as the data

set size grows, the absolute magnitude of individual data points’ values typically scales inversely.

While data Shapley value is a natural solution concept for data valuation, its formulation leads to several

limitations. In particular, the values may be very sensitive to the exact choice of B; given another B′ 6= B

where z ∈ B ∩B′, the value φ(z;U,B) might be quite different from φ(z;U,B′). At the extreme, if a new

point z′ 6∈ B is added to B, then in principle, we would have to rerun the procedure to compute the data

Shapley values for all points in B ∪ {z′}. In settings where our data are drawn from an underlying distribution

D, a natural extension to the data Shapley approach would parameterize the valuation function by D, rather

than the specific draw of the data set. Such a distributional Shapley value should be more stable, by removing

the explicit dependence on the draw of the training data set.

Definition 3.2.2 (Distributional Shapley Value). Given a potential function U : Z∗ → [0, 1], a distribution

D supported on Z , and some m ∈ N, the distributional Shapley value of a point z ∈ Z is the expected data

Shapley value over data sets of size m containing x.

ν(z;U,D,m) , E
B∼Dm−1

[φ (z;U,B ∪ {z})]

In other words, we can think of the data Shapley value as a random variable that depends on the specific

draw of data from D. Taking the distributional Shapley value ν(z;U,D,m) to be the expectation of this

random variable eliminates instability caused by the variance of φ(z;U,B). While distributional Shapley is

simple to state based on the original Shapley value, to the best of our knowledge, the concept is novel to this

work.

We note that, while more stable, the distributional Shapley value inherits many of the desirable properties

of Shapley, including the Shapley axioms and an expected efficiency property; we cover these in Appendix B.

Importantly, distributional Shapley also has a clean characterization as the expected gain in potential by adding

z ∈ Z to a random data set (of random size).

Theorem 3.2.1. Fixing U and D, for all z ∈ Z and m ∈ N,

ν(z;U,D,m) = E
k∼[m]

S∼Dk−1

[U(S ∪ {z})− U(S)]

That is, the distributional Shapley value of a point is its expected marginal contribution in U to a set of i.i.d.

samples from D of uniform random cardinality.
3For completeness, the axioms – symmetry, null player, additivity, and efficiency – are reviewed in Appendix B.1.
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Proof. The identity holds as a consequence of the definition of data Shapley value and linearity of expectation.

ν(z;U,D,m) = E
D∼Dm−1

[φ(z;U,D ∪ {z})]

= E
D∼Dm−1

 1

m

m∑
k=1

1(
m−1
k−1

) ∑
S⊆D:
|S|=k−1

(U(S ∪ {z})− U(S))



=
1

m

m∑
k=1

1(
m−1
k−1

) E
D∼Dm−1

 ∑
S⊆D:
|S|=k−1

(U(S ∪ {z})− U(S))


=

1

m

m∑
k=1

E
S∼Dk−1

[U(S ∪ {z})− U(S)] (3.3)

= E
k∼[m]

S∼Dk−1

[U(S ∪ {z})− U(S)]

where (3.3) follows by the fact that D ∼ Dm−1 consists of i.i.d. samples, so each S ⊆ D with |S| = k − 1 is

identically distributed according to Dk−1.

Example: mean estimation. Leveraging this characterization, for well-structured problems, it is possible to

give analytic expressions for the distributional Shapley values. For instance, consider estimating the mean µ of

a distribution D supported on Rd. For a finite subset S ⊆ Rd, we take a potential U(S) based on the empirical

estimator µ̂S .

Uµ(S) = E
s∼D

[
‖s− µ‖2

]
− ‖µ̂S − µ‖2

Proposition 3.2.1. Suppose D has bounded second moments. Then for z ∈ Z and m ∈ N, ν(z;Uµ,D,m)

for mean estimation over D is given by

ES∼Dm [U(S)]

m
+
Cm
m
·
(

E
s∼D

[
‖s− µ‖2

]
− ‖z − µ‖2

)
for an explicit constant Cm = Θ(1) determined by m.

Intuitively, this proposition (proved in Appendix B.2) highlights some desirable properties of distributional

Shapley: the expected value for a random z ∼ D is an uniform share of the potential for a randomly drawn

data set S ∼ Dm; further, a point has above-average value when it is closer to µ than expected. In general,

analytically deriving the distributional Shapley value may not be possible.
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Stability of distributional Shapley values Before presenting our algorithm, we discuss stability properties

of distributional Shapley, which are interesting in their own right, but also have algorithmic implications.

We show that when the potential function U satisfies a natural stability property, the corresponding

distributional Shapley value inherits stability under perturbations to the data points and the underlying data

distribution. First, we recall a standard notion of deletion stability, often studied in the context of generalization

of learning algorithms [35].

Definition 3.2.3 (Deletion Stability). For potential U : Z∗ → [0, 1] and non-increasing β : N→ [0, 1], U is

β(k)-deletion stable if for all k ∈ N and S ∈ Zk−1, for all z ∈ Z

|U(S ∪ {z})− U(S)| ≤ β(k).

We can similarly discuss the idea of replacement stability, where we bound |U(S ∪ {z})− U(S ∪ {z′})|;
note that by the triangle inequality, β(k)-deletion stability of U implies 2β(k)-replacement stability. To analyze

the properties of distributional Shapley, a natural strengthening of replacement stability will be useful, which

we call Lipschitz stability.

Lipschitz stability is parameterized by a metric d, requires the degree of robustness under replacement of z

with z′ to scale according to the distance d(z, z′).

Definition 3.2.4 (Lipschitz Stability). Let (Z, d) be a metric space. For potential U : Z∗ → [0, 1] and

non-increasing β : N→ [0, 1], U is β(k)-Lipschitz stable with respect to d if for all k ∈ N, S ∈ Zk−1, and

all z, z′ ∈ Z ,

|U(S ∪ {z})− U(S ∪ {z′})| ≤ β(k) · d(z, z′).

By taking d to be the trivial metric, where d(z, z′) = 1 if z 6= z′, we see that Lipschitz-stability generalizes

the idea of replacement stability; still, there are natural learning algorithms that satisfy Lipschitz stability for

nontrivial metrics. As one example, we show that Regularized empirical risk minimization over a Reproducing

Kernel Hilbert Space (RKHS) – a prototypical example of a replacement stable learning algorithm – also

satisfies this stronger notion of Lipschitz stability. We include a formal statement and proof in Appendix B.3.

Similar points receive similar values. As discussed, a key limitation with the data Shapley approach for

fixed data set B is that we can only ascribe values to z ∈ B. Intuitively, however, we would hope that if two

points z and z′ are similar according to some appropriate metric, then they would receive similar Shapley

values. We confirm this intuition for distributional Shapley values when the potential function U satisfies

Lipschitz stability.

Theorem 3.2.2. Fix a metric space (Z, d) and a distributionD over Z; let U : Z∗ → [0, 1] be β(k)-Lipschitz

stable with respect to d. Then for all m ∈ N, for all z, z′ ∈ Z ,

|ν(z;U,D,m)− ν(z′;U,D,m)| ≤ E
k∼[m]

[β(k)] · d(z, z′).
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Proof. For any data set size m ∈ N, we expand ν(z′;U,D,m) to express it in terms of ν(z;U,D,m).

ν(z′;U,D,m) = E
k∼[m]

S∼Dk−1

[U(S ∪ {z′})− U(S)]

= E
k∼[m]

S∼Dk−1

[U(S ∪ {z})− U(S)] + E
k∼[m]

S∼Dk−1

[U(S ∪ {z′})− U(S ∪ {z})]

≤ ν(z;U,D,m) + E
k∼[m]

[β(k)] · d(z, z′) (3.4)

where (3.4) follows by the assumption that U is β(k)-Lipschitz stable and linearity of expectation.

Theorem 3.2.2 suggests that in many settings of interest, the distributional Shapley value will be Lipschitz

in z. This Lipschitz property also suggests that, given the values of a (sufficiently-diverse) set of points Z, we

may be able to infer the values of unseen points z′ 6∈ Z through interpolation.

Similar distributions yield similar value functions. The distributional Shapley value is naturally parame-

terized by the underlying data distribution D. For two distributions Ds and Dt, given the value ν(z;U,Ds,m),

what can we say about the value ν(z;U,Dt,m)? Intuitively, if Ds and Dt are similar under an appropriate

metric, we’d expect that the values should not change too much. Indeed, we can formally quantify how the

distributional Shapley value is stable under distributional shift under the Wasserstein distance.

For two distributions Ds,Dt over Z , let Γst be the collection of joint distributions over Z × Z , whose

marginals are Ds and Dt.4 Fixing a metric d over Z , the Wasserstein distance is the infimum over all such

couplings γ ∈ Γst of the expected distance between (s, t) ∼ γ.

W1(Ds,Dt) , inf
γ∈Γst

E
(s,t)∼γ

[d(s, t)] (3.5)

We formalize the idea that distributional Shapley values are stable under small perturbations to the underlying

data distribution as follows.

Theorem 3.2.3. Fix a metric space (Z, d) and let U : Z∗ → [0, 1] be β(k)-Lipschitz stable with respect to d.

Suppose Ds and Dt are two distributions over Z . Then, for all m ∈ N and all z ∈ Z ,

|ν(z;U,Ds,m)− ν(z;U,Dt,m)| ≤ 2

m

m−1∑
k=1

kβ(k) ·W1(Ds,Dt).

Proof. For notational convenience, for any z ∈ Z and subset S ⊆ Z , we denote ∆zU(S) = U(S ∪
{z}) − U(S). Thus, fixing z ∈ Z , we can write ν(z;U,D,m) as Ek∼[m] ES∼Dk−1 [∆zU(S)]. We analyze

ES∼Dk−1 [∆zU(S)] for each fixed k ∈ {2, . . . ,m} separately.5

4That is, for all γ ∈ Γst, if (s, t) ∼ γ, then s ∼ Ds and t ∼ Dt.
5Note that for a fixed potential U , m = 1 is uninteresting because both sides of the inequality are 0; in particular, |S| is always 0, so

the LHS is given by the difference U(z)− U(z).
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Let γ ∈ Γst be some coupling of Ds and Dt. Then, we can expand the expectation as follows.

E
S∼Dk−1

s

[∆zU(S)] = E
S×T∼γk−1

[∆zU(S)] (3.6)

= E
S×T

[∆zU(S)−∆zU(T )] + E
S×T

[∆zU(T )] (3.7)

= E
S×T

[∆zU(S)−∆zU(T )] + E
T∼Dk−1

t

[∆zU(T )] (3.8)

where (3.6) and (3.8) follow by the assumption that the marginals of γ are Ds and Dt; and (3.7) follows by

linearity of expectation.

To bound the first term of (3.8), we expand the difference between ∆zU(S) and ∆zU(T ) into a telescoping

sum of k pairs of terms, where we bound each pair to depend on a single draw (si, ti) ∼ γ. For S, T ∈ Zk

and i ∈ {0, . . . , k}, denote by Zi =
(⋃k

j=i+1 sj

)
∪
(⋃i

j=1 tj

)
; note that Z0 = S and Zk = T . Then, we can

rewrite ∆zU(S)−∆zU(T ) as follows.

∆zU(S)−∆zU(T ) =

k∑
i=1

∆zU(Zi−1)−∆zU(Zi)

Now suppose U is β(k)-Lipschitz stable with respect to d; note that this implies ∆zU is 2β(k)-Lipschitz

stable (because β is non-increasing). Then, we obtain the following bound.

E
S×T∼γk−1

[∆zU(S)−∆zU(T )] = E
S×T∼γk−1

[
k−1∑
i=1

∆zU(Zi−1)−∆zU(Zi)

]

=

k−1∑
i=1

E
S,T∼γk−1

[∆zU(Zi−1)−∆zU(Zi)]

=

k−1∑
i=1

E
si,ti∼γ
R∈Zk−2

[∆zU(R ∪ {si})−∆zU(R ∪ {ti})] (3.9)

≤ 2β(k − 1) ·
k−1∑
i=1

E
(si,ti)∼γ

[d(si, ti)] (3.10)

≤ 2(k − 1)β(k − 1) · E
(s,t)∼γ

[d(s, t)] (3.11)

where (3.9) notes Zi−1 and Zi differ on only the ith data point; (3.10) follows from the assumption that ∆zU

is 2β(k)-Lischitz stable and linearity of expectation; and finally (3.11) follows by the fact that each draw from

γ is i.i.d.

Finally, we note that the argument above worked for an arbitrary coupling in Γst; thus, we can express the
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difference in values in terms of the infimum over Γst.

ν(z;U,Ds,m)− ν(z;U,Dt,m)

≤ inf
γ∈Γst

E
k∼[m]

[
E

S×T∼γk−1
[∆U (S)−∆zU(T )]

]
≤ 2

m

m∑
k=2

(k − 1)β(k − 1) inf
γ∈Γst

E
(s,t)∼γ

[d(s, t)]

=
2

m

m−1∑
k=1

kβ(k) ·W1(Ds,Dt)

where the first summation is taken over k ∈ {2, . . . ,m} as the term associated with k = 1 is 0.

Note that the theorem bounds the difference in values under shifts in distribution holding the potential U

fixed. Often in applications, we will take the potential function to depend on the underlying data distribution.

For instance, we may take to be a measure of population accuracy, e.g. UDs = 1− Ez∼D [`S(z)], where

`S(z) is the loss on a point z ∈ Z achieved by a model trained on the data set S ⊆ Z . In the case where we only

have access to samples from Ds, we still may want to guarantee that ν(z;UDs ,Ds,m) and ν(z;UDt ,Dt,m)

are close. Thankfully, such a result follows by showing that UDs is close to UDt , and another application of

the triangle inequality.

For instance, when the potential is based on the population loss for a Lipschitz loss function, we can bound

the difference in the potentials, again, in terms of the Wasserstein distance.

UDt(Z)− UDs(Z) = E
s∼Ds

[`Z(s)]− E
t∼Dt

[`Z(t)]

= inf
γ∈Γst

E
(s,t)∼γ

[`Z(s)− `Z(t)]

≤ inf
γ∈Γst

E
s,t

[L · d(s, t)]

≤ L ·W1(Ds,Dt).

3.2.2 Efficient Estimation of Distributional Shapley Values

Here, we describe an estimation procedure, D-SHAPLEY, for computing distributional Shapley values. To

begin, we assume that we can actually sample from the underlying D. Then, in Section 3.2.4, we propose

techniques to speed up the estimation and look into the practical issues of obtaining samples from the

distribution.

The result of these considerations is a practically-motivated variant of the estimation procedure, FAST-D-

SHAPLEY. In Section 3.2.5, we investigate how these optimizations perform empirically; we show that the

strategies provide a way to smoothly trade-off the precision of the valuation for computational cost.
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3.2.3 Obtaining Unbiased Estimates

The formulation from Theorem 3.2.1 suggests a natural algorithm for estimating the distributional Shapley

values of a set of points. In particular, the distributional Shapley value ν(z;U,D,m) is the expectation of the

marginal contribution of z to S ⊆ Z on U , drawn from a specific distribution over data sets. Thus, the change

in performance when we add a point z to a data set S drawn from the correct distribution will be an unbiased

estimate of the distributional Shapley value. Consider the Algorithm 7, D-SHAPLEY, which given a subset

Z0 ⊆ Z of data, maintains for each z ∈ Z0 a running average of U(S ∪ {z})−U(S) over randomly drawn S.

Algorithm 7 D-SHAPLEY

Fix: potential U : Z∗ → [0, 1]; distribution D; m ∈ N
Given: data set Z ⊆ Z to valuate; # iterations T ∈ N

for z ∈ Z do
ν1(z)← 0 // initialize estimates

end for
for t = 1, . . . , T do

Sample St ∼ Dk−1 for k ∼ [m]
for z ∈ Z do

∆zU(St)← U(St ∪ {z})− U(St)
νt+1(z)← 1

t ·∆zU(St) + t−1
t · νt(z)

// update unbiased estimate
end for

end for
return {(z, νT (z)) : z ∈ Z}

In each iteration, Algorithm 7 uses a fixed sample St to estimate the marginal contribution to U(St ∪
{z})− U(St) for each z ∈ Z. This reuse correlates the estimation errors between points in Z, but provides

computational savings. Recall that each evaluation of U(S) requires training a ML model using the points in

S; thus, using the same S for each z ∈ Z reduces the number of models to be trained by |Z| per iteration.

In cases where the U(S ∪ {z}) can be derived efficiently from U(S), the savings may be even more

dramatic; for instance, given a machine-learned model trained on S, it may be significantly cheaper to derive a

model trained on S ∪ {z} than retraining from scratch [101].

The running time of Algorithm 7 can naively be upper bounded by the product of the number of iterations

before termination T , the cardinality |Z| of the points to valuate, and the expected time to evaluate U on data

sets of size k ∼ [m].

We analyze the iteration complexity necessary to achieve ε-approximations of ν(z;U,D,m) for each

z ∈ Z.

Theorem 3.2.4. Fixing a potential U and distribution D, and Z ⊆ Z , suppose T ≥ Ω
(

log(|Z|/δ)
ε2

)
. Algo-

rithm 7 produces unbiased estimates and with probability at least 1− δ,

for all z ∈ Z.
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Remark. When understanding this (and future) formal approximation guarantees, it is important to note that

we take ε to be an absolute additive error. Recall, however, that ν(z;U,D,m) is normalized by m; thus, as

we take m larger, the relative error incurred by a fixed ε error grows. In this sense, ε should typically scale

inversely as O(1/m).

The claim follows by proving uniform convergence of the estimates for each z ∈ Z. Importantly, while the

samples in each iteration are correlated across z, z′ ∈ Z, fixing z ∈ Z, the samples ∆zU(St) are independent

across iterations. We include a formal analysis in Appendix B.4.

3.2.4 Speeding up D-Shapley: Theoretical and Practical Considerations

Next, we propose two principled ways to speed up the baseline estimation algorithm. Under stability as-

sumptions, the strategies maintain strong formal guarantees on the quality of the learned valuation. We also

develop some guiding theory addressing practical issues that arise from the need to sample from D. Somewhat

counterintuitively, we argue that given only a fixed finite data set B ∼ DM , we can still estimate values

ν(z;U,D,m) to high accuracy, for M that grows modestly with m.

Subsampling data and interpolation. Theorem 3.2.2 shows that for sufficiently stable potentials U , similar

points have similar distributional Shapley values. This property of distributional Shapley values is not only

useful for inferring the values of points z ∈ Z that were not in our original data set, but also suggests an

approach for speeding up the computations of values for a fixed Z ⊆ Z . In particular, to estimate the values

for z ∈ Z (with respect to a sufficiently Lipschitz-stable potential U ) to O(ε)-precision, it suffices to estimate

the values for an ε-cover of Z, and interpolate (e.g. via nearest neighbor search). Standard arguments show

that random sampling is an effective way to construct an ε-cover [110].

As our first optimization, in Algorithm 8, we reduce the number of points to valuate through subsampling.

Given a data set Z to valuate, we first choose a random subset Zp ⊆ Z (where each z ∈ Z is subsampled into

Zp i.i.d. with some probability p); then, we run our estimation procedure on the points in Zp; finally, we train

a regression model on (z, νT (z)) pairs from Zp to predict the values of the points from Z \ Zp. By varying

the choice of p ∈ [0, 1], we can trade-off running time for quality of estimation: p ≈ 1 recovers the original

D-SHAPLEY scheme, whereas p ≈ 0 will be very fast but likely produce noisy valuations.

Importance sampling for smaller data sets. To understand the running time of Algorithm 7 further, we

denote the time to evaluate U on a set of cardinality k ∈ N by R(k).6 As such, we can express the asymptotic

expected running time as |Z| · T · Ek∼[m] [R(k)].

Note that when U(S) corresponds to the accuracy of a model trained on S, the complexity of evaluating

U(S) may grow significantly with |S|.
At the same time,

6We assume that the running time to evaluate U(S) is a function of the cardinality of S (and not other auxiliary parameters).
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as the data set size k grows, the marginal effect of adding z ∈ Z to the training set tends to decrease; thus,

we should need fewer large samples to accurately estimate the marginal effects. Taken together, intuitively,

biasing the sampling of k ∈ [m] towards smaller training sets could result in a faster estimation procedure

with similar approximation guarantees.

Concretely, rather than sampling k ∼ [m] uniformly, we can importance sample each k proportional to

some non-uniform weights {wk : k ∈ [m]}, where the weights decrease for larger k. More formally, we weight

the draw of k based on the stability of U .

Algorithm 8 takes as input a set of importance weights w = {wk} and samples k proportionally; without

loss of generality, we assume
∑
k wk = 1 and let k ∼ [m]w denote a sample drawn such that [k] = wk. We

show that for the right choice of weights w, sampling k ∼ [m]w improves the overall running time, while

maintaining ε-accurate unbiased estimates of the values ν(z;U,D,m).

Theorem 3.2.5 (Informal). Suppose U is O(1/k)-deletion stable and can be evaluated on sets of cardinality

k in time R(k) ≥ Ω(k). For p ∈ [0, 1] and w = {wk ∝ 1/k}, Algorithm 8 produces estimates that with

probability 1− δ, are ε-accurate for all z ∈ Zp and runs in expected time

RTw(m) ≤ Õ
(
p · |Z| · log(|Z| /δ) ·R(m)

ε2m2

)
.

To interpret this result, note that if the subsampling probability p is large enough that Zp will ε-cover

Z, then using a nearest-neighbor predictor as R will produce O(ε)-estimates for all z ∈ Z. Further, if we

imagine ε = Θ(1/k), then the computational cost grows as the time it takes to train a model on m points

scaled by a factor logarithmic in |Z| and the failure probability. In fact, Theorem 3.2.5 is a special case of a

more general theorem that provides a recipe for devising an appropriate sampling scheme based on the stability

of the potential U . In particular, the general theorem (stated and proved in Appendix B.4) shows that the more

stable the potential, the more we can bias sampling in favor of smaller sample sizes.

Estimating distributional Shapley from data. Estimating distributional Shapley values ν(z;U,D,m)

requires samples from the distribution D.

In practice, we often want evaluate the values with respect to a distribution D for which we only have

some database B ∼ DM for some large (but finite) M ∈ N. In such a setting, we need to be careful; indeed,

avoiding artifacts from a single draw of data is the principle motivation for introducing the distributional

Shapley framework. In fact, the analysis of Theorem 3.2.5 also reveals an upper bound on how big the database

should be in order to obtain accurate estimates with respect toD. As a concrete bound, if U is O(1/k)-deletion

stable and we take ε = Θ(1/m) error, then the database need only be

M ≤ Õ (m · log(|Z| /δ)) .

In other words, for a sufficiently stable potential U ,
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Algorithm 8 FAST-D-SHAPLEY

Fix: potential U : Z∗ → [0, 1]; distribution D; m ∈ N
Given: valuation set Z ⊆ Z; database B ∼ DM ; # iterations T ∈ N;

subsampling rate p ∈ [0, 1]; importance weights {wk}; regression algorithmR
Subsample Zp ⊆ Z s.t. z ∈ Zp w.p. p for all z ∈ Z
for z ∈ Zp do
ν1(z)← 0 // initialize estimates

end for
for t = 1, . . . , T do

Sample St ∼ Bk−1 for k ∼ [m]w
for z ∈ Zp do

∆zU(St)← U(St ∪ {z})− U(St)

νt+1(z)← 1
t ·

∆zU(St)
wkm

+ t−1
t · νt(z)

// update unbiased estimate
end for

end for
h← R ({(z, νT (z)) : z ∈ Zp})

// regress on (z,val(z)) pairs
return {(z, h(z)) : z ∈ Z}

the data complexity grows modestly with m. Note that, again, this bound leverages the fact that in every

iteration, we reuse the same sample St ∼ Dk for each z ∈ Z. See Appendix B.4 for a more detailed analysis.

In practice, we find that sampling subsets of data from the database with replacement works well; we

describe the full procedure in Algorithm 8, where we denote an i.i.d. sample of k points drawn uniformly

from the database as S ∼ Bk. Finally, we note that ideally, m should be close to the size of the training sets

that model developers to use; in practice, these data set sizes may vary widely. One appealing aspect of both

D-SHAPLEY algorithms is that when we estimate values with respect to m, the samples we obtain also allow

us to simultaneously estimate ν(z;U,D,m′) for any m′ ≤ m. Indeed, we can simply truncate our estimates to

only include samples corresponding to St with |St| ≤ m′.

3.2.5 Empirical Performance

We investigate the empirical effectiveness of the distributional Shapley framework by running experiments

in three settings on large real-world data sets. The first setting uses the UK Biobank data set, containing

the genotypic and phenotypic data of individuals in the UK [241]; we evaluate a task of predicting whether

the patient will be diagnosed with breast cancer using 120 features. Overall, our data has 10K patients (5K

diagnosed positively); we use 9K patients as our database (B), and take classification accuracy on a hold-out

set of 500 patients as the performance metric (U ). The second data set is Adult Income where the task is to

predict whether income exceeds $50K/yr given 14 personal features [71]. With 50K individuals total, we use

40K as our database, and classification accuracy on 5K individuals as our performance metric. In these two

experiments, we take the maximum data set size m = 1K and m = 5K, respectively.
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For both settings, we first run D-SHAPLEY without optimizations as a baseline. As a point of comparison,

in these settings the computational cost of this baseline is on the same order as running the TMC-SHAPLEY

algorithm of [98] that computes the data Shapley values φ(z;U,B) for each z in the data set B. Given

this baseline, we evaluate the effectiveness of the proposed optimizations, using weighted sampling and

interpolation (separately), for various levels of computational savings. In particular, we vary the sampling

weights {wk} and subsampling probability p to vary the computational cost (where weighting towards smaller

k and taking p smaller each yield more computational savings). All algorithms are truncated when the average

absolute change in value in the past 100 iterations is less than 1%.

To evaluate the quality of the distributional Shapley estimates, we perform a point removal experiment,

as proposed by [98], where given a training set, we iteratively remove points, retrain the model, and observe

how the performance changes. In particular, we remove points from most to least valuable (according to our

estimates), and compare to the baseline of removing random points. Intuitively, removing high value data

points should result in a more significant drop in the model’s performance. We report the results of this point

removal experiment using the values determined using the baseline Algorithm 7, as well as various factor

speed-ups (where t% refers to the computational cost compared to baseline).

As Figure 3.7 demonstrates, when training a logistic regression model, removing the high distributional

Shapley valued points causes a sharp decrease in accuracy on both tasks, even when using the most aggressive

weighted sampling and interpolation optimizations. Appendix B.5 reports the results for various other models.

As a finer point of investigation, we report the correlation between the estimated values without optimizations

and with various levels of computational savings, for a handful of prediction models. Figure 3.8 plots the

R2 curves and shows that the optimizations provide a smooth interpolation between computational cost and

recovery, across every model type. It is especially interesting that these trade-offs are consistently smooth

across a variety of models using the 01-loss, which do not necessarily induce a potential U with formal

guarantees of stability.
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Figure 3.7: Point removal performance. Given a data set and task, we iteratively a point, retrain the model,
and evaluate its performance. Each curve corresponds to a different point removal order, based on the estimated
distributional Shapley values (compared to random). For example, the 10% curve correspond to estimating
values with 10% of the baseline computation of Algorithm 7. We plot classification accuracy vs. fraction of
data points removed from the training set, for each task and each optimization method.
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Figure 3.8: Smooth trade-off between computation and recovery. For each task, we plot the R2 coefficient
between the values computed using Algorithm 7 vs. the relative computational cost (as in Figure 3.7). The
results show that there is a smooth trade-off between the recovery precision of the distributional Shapley values
and the cost, across a wide range of learning algorithms.

In our final setting, we push the limits of what types of data can be valuated. Specifically, by combining

both weighted sampling and interpolation (resulting in a 500× speed-up), we estimate the values of 50K

images from the CIFAR10 data set; valuating this data set would be prohibitively expensive using prior

Shapley-based techniques. In particular, to obtain accurate estimates for each point, TMC-SHAPLEY would

require an unreasonably large number of Monte Carlo iterations due to the sheer size of the data base to

valuate.

We valuate points based on an image classification task, and demonstrate that the estimates identify highly

valuable points, in Appendix B.5.

3.2.6 Consistently Pricing Data

Next, we consider a natural setting where a data broker wishes to sell data to various buyers. Each buyer could

already own some private data.

In particular, suppose the broker plans to sell the set S and a buyer holds a private data set B; in this case,

the relevant values are the data Shapley values φ(z;U,B ∪S) for each z ∈ S. Within the original data Shapley

framework, computing these values requires a single party to hold both B and S. For a multitude of financial

and legal concerns, neither party may be willing to send their data to the other before agreeing to the purchase.

Such a scenario represents a fundamental limitation of the non-distributional Shapley framework that

seemed to jeopardize its practical viability.

We argue that the distributional Shapley framework largely resolves this particular issue: without ex-

changing data up front, the broker simply estimates the values ν(z;U,D,m); in expectation, these values will

accurately reflect the value to a buyer with a private data set B drawn from a distribution close to D.

We report the results of this case study on four large different data sets in Figure 3.9, whose details are

included in Appendix B.6. For each data set, a set of buyers holds a small data set B (100 or 500 points), and

the broker sells them a data set S of the same size; the buyers then valuate the points in S by running the

TMC-SHAPLEY algorithm of [98] on B ∪ S. In Figure 3.9(a), we show that the rank correlation between the
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Figure 3.9: Consistent Pricing. Each buyer holds a data set B; the seller sells a data set S, where |B| = |S| =
m. We compare the values estimated by the seller ν(z;U,D,m) and φ(z;U,B ∪ S). (a) For various data sets
and two data set sizes (m = 100 and m = 500): in blue, we plot the average rank correlation between ν(z)
and φ(z) for z ∈ S; in red, we plot the average absolute percentage error between the seller’s and buyer’s
estimates. (b) Points from S are added to B in three different orders: according to ν (D-Shapley), according to
φ (TMC), and randomly. The plot shows the change in the accuracy of the model, relative to its performance
using the buyer’s initial dataset, as the points are added; shading indicates standard error of the mean.

broker’s distributional estimates ν(z;U,D,m) and the buyer’s observed values φ(z;U,B ∪ S) is generally

high. Even when the rank correlation is a bit lower (≈ 0.6), the broker and buyer agree on the value of the set

as a whole. Specifically, we observe that the seller’s estimates are approximately unbiased,

and the absolute percentage error is low, where

APE =

∣∣∑
z∈S ν(z;U,D,m)− φ(z;U,B ∪ S)

∣∣∑
z∈S ν(z;U,D,m)

.

In Figure 3.9(b), we show the results of a point addition experiment for the Diabetes130 data set. Here, we

consider the effect of adding the points of S to B under three different orderings: according to the broker’s

estimates ν(z;U,D,m), according to the buyer’s estimates φ(z;U,B ∪ S), and under a random ordering. We

observe that the performance (classification accuracy) increase by adding the points according to ν(z) and

according to φ(z) track one another well; after the addition of all of S, the resulting models achieve essentially

the same performance and considerably outperforming random. We report results for the other data sets in

Appendix B.6.

3.2.7 Discussion

The present work makes significant progress on understanding statistical aspects in determining the value of

data. In particular, by reformulating the data Shapley value as a distributional quantity, we obtain a valuation

function that does not depend on a fixed data set; reducing the dependence on the specific draw of data

eliminates inconsistencies in valuation that can arise to sampling artifacts. Further, we demonstrate that the

distributional Shapley framework provides an avenue to valuate data across a wide variety of tasks, providing

stronger theoretical guarantees and orders of magnitude speed-ups over prior estimation schemes. In particular,
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the stability results that we prove for distributional Shapley (Theorems 3.2.2 and 3.2.3) are not generally true

for the original data Shapley due to its dependence on a fixed dataset.

One outstanding limitation of the present work is the reliance on a known task, algorithm, and performance

metric (i.e. taking the potential U to be fixed). We propose reducing the dependence on these assumptions as a

direction for future investigations; indeed, very recent work has started to chip away at the assumption that the

learning algorithm is fixed in advance [272].

The distributional Shapley perspective also raises the thought-provoking research question of whether we

can valuate data while protecting the privacy of individuals who contribute their data. One severe limitation

of the data Shapley framework, is that the value of every point depends nontrivially on every other point in

the data set. In a sense, this makes the data Shapley value an inherently non-private value: the estimate of

φ(z;U,B) for a point z ∈ B reveals information about the other points in B. By marginalizing the dependence

on the data set, the distributional Shapley framework opens the door for to estimating data valuations while

satisfying strong notions of privacy, such as differential privacy [76]. Such an estimation scheme could serve as

a powerful tool amidst increasing calls to ensure the privacy of and compensate individuals for their personal

data [157].
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4.1 Deep Learning Interpretation of Echocardiograms

Cardiovascular disease has a substantial impact on overall health, well-being, and life-expectancy. In addition

to being the leading cause of mortality for both men and women, cardiovascular disease is responsible for

17% of the United States’ national health expenditures. [115] Even as the burden of cardiovascular disease is

expected to rise with an aging population [115], there continues to be significant racial, socioeconomic, and

geographic disparities in both access to care and disease outcomes. [58, 113] Variation in access to and quality

of cardiovascular imaging has been linked to disparities in outcomes. [113, 172] It has been hypothesized

that automated image interpretation can enable more available and accurate cardiovascular care and begin

to alleviate some of the disparities in cardiovascular care. [173, 277] The application of machine learning

in cardiology is still in its infancy, however there is significant interest in bringing neural network based

approaches to cardiovascular imaging.

Machine learning has transformed many fields, ranging from image processing and voice recognition

systems to super-human performance in complex strategy games. [48] Many of the biggest recent advances

in machine learning come from computer vision algorithms and processing image data with deep learning.

[68, 129, 221, 247] Recent advances in machine learning suggest deep learning can identify human-identifiable

characteristics as well as phenotypes unrecognized by human experts. [78, 206] Efforts to apply machine

learning to other modalities of medical imaging have shown promise in computer-assisted diagnosis. [60, 78,

192, 199, 206] Seemingly unrelated imaging of individual organ systems such as fundoscopic retina images

can predict systemic phenotypes and predict cardiovascular risk factors. [206] Additionally, deep learning

algorithms perform well in risk stratification and classification of disease. [60, 192]. Multiple recent medical

examples outside of cardiology show convolutional neural network algorithms can match or even exceed

human experts in identifying and classifying diseases. [60, 78]

Echocardiography is a uniquely well-suited approach for the application of deep learning in cardiology.

The most readily available and widely used imaging technique to assess cardiac function and structure, echocar-

diography combines rapid image acquisition with the lack of ionizing radiation to serve as the backbone

of cardiovascular imaging. [70, 172] Echocardiography is both frequently used as a screening modality for

healthy, asymptomatic patients as well as in order to diagnose and manage patients with complex cardiovascular

disease. [70] For indications ranging from cardiomyopathies to valvular heart diseases, echocardiography is

both necessary and sufficient to diagnose many cardiovascular diseases. Despite its importance in clinical

phenotyping, there is variance in the human interpretation of echocardiogram images that could impact

clinical care. [90, 124, 210] Formalized training guidelines for cardiologists recognize the value of experi-

ence in interpreting echocardiogram images and basic cardiology training might be insufficient to interpret

echocardiograms at the highest level. [266]

Given the importance of imaging to cardiovascular care, an automated pipeline for interpreting cardiovas-

cular imaging can improve peri-operative risk stratification, manage the cardiovascular risk of patients with

oncologic disease undergoing chemotherapy, and aid in the diagnosis of cardiovascular disease. [3, 115, 186]
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While other works applying machine learning to medical imaging required re-annotation of images by human

experts, the clinical workflow for echocardiography inherently includes many measurements and calculations

and often is reported through structured reporting systems. The ability to use previous annotations and inter-

pretations from clinical reports can greatly accelerate adoption of machine learning in medical imaging. Given

the availability of previously annotated clinical reports, the density of information in image and video datasets,

and many available machine learning architectures already applied to image datasets, echocardiography is a

high impact and highly tractable application of machine learning in medical imaging.

Current literature have already shown that it is possible to identify standard echocardiogram views from

unlabeled datasets. [171,173,277] Previous works have used convolutional neural networks (CNNs) trained on

images and videos from echocardiography to perform segmentation to identify cardiac structures and derive

cardiac function. In this study, we extend previous analyses to show that EchoNet, our deep learning model

using echocardiography images, local cardiac structures and anatomy, estimate volumetric measurements

and metrics of cardiac function, and predict systemic human phenotypes that modify cardiovascular risk.

Additionally, we show the first application of interpretation frameworks to understand deep learning models

from echocardiogram images. Human identifiable features, such as the presence of pacemaker and defibrillator

leads, left ventricular hypertrophy, and abnormal left atrial chamber size identified by our convolutional neural

network were validated using interpretation frameworks to highlight the most relevant regions of interest. To

the best of our knowledge, we develop the first deep learning model that can directly predict age, sex, weight

and height from echocardiogram images and use interpretation methods to understand how the model predicts

these systemic phenotypes difficult for human interpreters.

4.1.1 Methods

Dataset The Stanford Echocardiography Database contains images, physician reports, and clinical data from

patients at Stanford Hospital who underwent echocardiography in the course of routine care. The accredited

echocardiography laboratory provides cardiac imaging to a range of patients with a variety of cardiac conditions

including atrial fibrillation, coronary artery disease, cardiomyopathy, aortic stenosis, and amyloidosis. For

this study, we used 3312 consecutive comprehensive non-stress echocardiography studies obtained between

June 2018 and December 2018, and randomly split the patients into independent training, validation, and test

cohorts. Videos of standard cardiac views, color Doppler videos, and still images comprise each study and

is stored in Digital Imaging and Communications in Medicine (DICOM) format. The videos were sampled

to obtain 1,624,780 scaled 299x299 pixel images. The sampling rate was chosen to optimize model size and

training time while maintaining model performance and additional preprocessing details are described in the

Supplementary Materials. For each image, information pertained to image acquisition, identifying information,

and other information outside the imaging sector was removed through masking. Human interpretations from

the physician-interpreted report and clinical features from the electronic medical record were matched to each

echocardiography study for model training. This study was approved by the Stanford University IRB. Written

informed consent was waived for retrospective review of imaging obtained in the course of standard care.



CHAPTER 4. APPLICATIONS OF MACHINE LEARNING IN HEALTHCARE 105

View ClassificationEchocardiogram Study Crop Data

R2 = 0.56

R2 = 0.46 R2 = 0.33

Sex Weight

AUC = 0.88 

HeightAge

0.0

0.2

0.4

A4C PLAX A3C A2C PSAX MV A5C Subcostal PSAX Pap PSAX AV RV Inflow SSN
Echocardiographic View

R
 S

qu
ar

ed

Phenotype

Weight
Age
Height

(a)

R
2

A4C PLAX A3C A2C PSAX
MV

A5C SUB-
COSTAL

PSAX
PAP

PSAX
AV

RV
INFLOW

SSN

0.4

0.2

0.0

Phenotype

Weight

Age

Height

Echocardiographic View

(b)

False Positive Rate

T
ru

e
 P

o
si

tiv
e

 R
a

te

Actual (Kg)

P
re

d
ic

te
d

 (
Y

e
a

rs
)

Actual (Meters)

P
re

d
ic

te
d

 (
M

e
te

rs
)

Actual (Years)

A
ct

u
a

l (
Y

e
a

rs
)

Model Training Outcome Prediction

A

B C

Figure 4.1: A. EchoNet workflow for image selection, cleaning, and model training. B. Comparison of model
performance with different cardiac views as input. C. Examples of data augmentation. The original frame is
rotated (left to right) and its intensity is increase (top to bottom) as augmentations.

Model We chose a convolutional neural network (CNN) architecture that balances network width and depth

in order to manage the computational cost of training. We used the architecture based on Inception-Resnet-

v1 [247] to predict all of our phenotypes. This architecture has strong performance on benchmark datasets

like ILSVR2012 image recognition challenge (Imagenet) [221] and is computationally efficient compared

to other networks [248]. Pretraining Inception-ResNet with ImageNet did not significantly increase model

performance, and our ultimate model used randomly initiated weights.

For each prediction task, one CNN architecture was trained on individual frames from each echocardiogram

video with output labels that were extracted either from the electronic medical record or from the physician

report. From each video, we sampled 20 frames (one frame per 100 milliseconds) starting from the first frame

of the video. The final prediction was performed by averaging all the predictions from individual frames.

Several alternative methods were explored in order to aggregate frame-level predictions into one patient-level

prediction and did not yield better results compared to simple averaging.

Model training was performed using the TensorFlow library [2] which is capable of utilizing parallel-

processing capabilites of Graphical Processing Units (GPUs) for fast training of deep learning models. We

chose Adam optimizer as our optimization algorithm which is computationally efficient, has little memory

usage, and has shown superior performance in many deep learning tasks [141]. As our prediction loss, we

used cross-entropy loss for classification tasks and squared error loss for regressions tasks along with using

weight-decay regularization loss to prevent over-fitting [148]. We investigated other variants of prediction
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loss (absolute loss, Huber loss [119] for regression and Focal loss [160] for classification), and they did not

improve performance. For each prediction task, we chose the best performing hyper-parameters using grid

search (24 models trained for each task) to optimize learning rate and weight decay regularization factor. In

order to perform model selection, for each tasks, we split the training data into training and validation set by

using 10% of train data as a held-out validation set in; the model with the best performance on the validation

set is then examined on the test set to report the final performance results. After the models were trained, they

were evaluated on a separate set of test frames gathered from echocardiogram studies of 337 other patients

with similar demographics (Table 4.1). These patients were randomly chosen for a 10% held-out test set and

were not seen by the model during training.

Data augmentation Model performance improved with increasing input data sample size. Our experiments

suggested additional relative improvement with increase in the number of patients represented in the training

cohort compared to oversampling of frames per patient. Data augmentation using previously validated

methods [158, 203], also greatly improving generalization of model predictions by reducing over-fitting on the

training set. Through the training process, at each optimization step each training image is transformed through

geometric transformations (such as flipping, reflection, and translation) and changes in contrast and saturation.

As a result, the training data set is augmented into a larger effective data set. In this work, mimicking variation

in echocardiography image acquisition, we used random rotation and random saturation augmentation for data

augmentation (Fig. 4.1C). During each step of stochastic gradient descent in the training process, we randomly

sample 24 training frames, and we perturb each training frame with a random rotation between -20 to 20

degrees and with adding a number sampled uniformly between -0.1 to 0.1 to image pixels (pixels values are

normalized) to increase or decrease brightness of the image. Data augmentation results in improvement for all

of the tasks; between 1− 4% improvement in AUC metric for classification tasks and 2− 10% improvement

in R2 score for regression tasks.

Cardiac view selection We first tried using all echocardiogram images for prediction tasks but given the

size of echocardiogram studies, initial efforts struggled with long training times, poor model convergence,

and difficulty with model saturation. With the knowledge that, in a single comprehensive echocardiography

study, the same cardiac structures are often visualized from multiple views to confirm and corroborate

assessments from other views, we experimented with model training using subsets of images by cardiac view.

As described in Fig. 4.1B, a selection of the most common standard echocardiogram views were evaluated for

model performance. Images from each study were classified using a previously described supervised training

method [277]. We sought to identify the most information-rich views by training separate models on the

subsets of dataset images of only one cardiac view. Training a model using only one cardiac view results in

one order of magnitude reduction of training time and computational cost with the benefit of maintaining

similar predictive performance when information-rich views were used. For each of the prediction tasks and

specific choice of hyper-parameters, training a model on the A4C-View data set converges in approximately

30 hours using one Titan XP GPU. The training process of the same model and prediction task converges in
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approximately 240 hours using all the views in the dataset. Given the favorable balance of performance to

computational cost as well as prior knowledge on which views most cardiologists frequently prioritize, we

chose the apical-4-chamber view as the input training set for subsequent experiments on training local features,

volumetric estimates and systemic phenotypes.

Interpretability Interpretability methods for deep learning models have been developed to explain the

predictions of the black-box deep neural network. One family of interpretations methods are the sensitivity

map methods that seek to explain a trained model’s prediction on a given input by assigning a scalar importance

score to each of the input features or pixels. If the model’s input is an image, the resulting sensitivity map

could be depicted as a two-dimensional heat-map with the same size as the image where more important pixels

of the image are brighter than other pixels. The sensitivity map methods compute the importance of each input

feature as the effect of its perturbation on model’s prediction. If the pixel is not important, the change should

be small and vice versa.

Introduced by Baehrens et al. [20] and applied to deep neural networks by Simonyan et al. [234], the sim-

plest way to compute such score is to have a first-order linear approximation of the model by taking the gradient

of the output with respect to the input; the weights of the resulting linear model are the sensitivity of the output

to perturbation of their corresponding features (pixels). More formally, given the d-dimensional input xt ∈ Rd

and the model’s prediction function f(.), the importance score of the j’th feature is |∇xf(xt)j |. Further

extensions to this gradient method were introduced to achieve better interpretations of the model and to output

sensitivity maps that are perceptually easier to understand by human users: LRP [18], DeepLIFT [232],Inte-

grated Gradients [243], and so forth. These sensitivity map methods, however, suffer from visual noise [236]

and sensitivity to input perturbations. [93]. SmoothGrad [236] method alleviates both problems [155] by

adding white noise to the image and then take the average of the resulting sensitivity maps. In this work, we

use SmoothGrad with the simple gradient method due to its computational efficiency. Other interpretation

methods including Integrated Gradients were tested but did not result in better visualizations.

Lessons from model training and experiments EchoNet performance greatly improved with efforts to

augment data size, homogenize input data, and with optimize model training with hyperparameter search. Our

experience shows that increasing number of unique patients in the training set can significantly improve the

model, more so than increasing the sampling rate of frames from the same patients. Homogenizing the input

images by selection of cardiac view prior to model training greatly improved training speed and decreased

computational time without significant loss in model performance. Finally, we found that results can be

significantly improved with careful hyperparameter choice; between 7− 9% in AUC metric for classification

tasks and 3− 10% in R2 score for regression tasks.

Supplementary Table 4.1 summurazies the performance of our method on various tasks.
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There is a 
pacemaker lead.

AUC = 0.89 AUC = 0.86

Left atrium is 
severely dilated.

There is left ventricular 
hypertrophy.

AUC = 0.75

Figure 4.2: EchoNet performance and interpretation for three clinical interpretations of local structures and
features. For each task, representative positive examples are shown side-by-side with regions of interest from
the respective model. Shaded areas indicate 95% confidence intervals.

4.1.2 Results

We trained a convolutional neural network model on a data set of more than 2.6 million echocardiogram

images from 2,850 patients to identify local cardiac structures, estimate cardiac function, and predict systemic

risk factors Fig. 4.1. Echocardiogram images, reports, and measurements were obtained from an accredited

echocardiography lab of a large academic medical center (Table 4.1). Echocardiography visualizes cardiac

structures from various different orientations and geometries, so images were classified by cardiac view to

homogenize the input data set. Echocardiogram images were sampled from echocardiogram videos, pre-

processed by de-identifying the images, and cropped to eliminate information outside of the scanning sector.
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E

Figure 4.3: EchoNet performance for A) predicted left ventricular end systolic volume, B) predicted end
diastolic volume, C) calculated ejection fraction from predicted ESV and EDV, and D) predicted ejection
fraction. E) Input image, interpretation, and overlap for ejection fraction model.

These processed images were used to train EchoNet on the relevant medical classification or prediction task.

Predicting anatomic structures and local features A standard part of the clinical workflow of echocardio-

graphy interpretation is the identification of local cardiac structures and characterization of its location, size,

and shape. Local cardiac structures can have significant variation in image characteristics, ranging from bright

echos of metallic intracardiac structures to dark regions denoting blood pools in cardiac chambers. As our

first task, we trained EchoNet on three classification tasks frequently evaluated by cardiologists that rely on

recognition of local features (Fig. 2 4.2). Labels of the presence of intracardiac devices (such as catheters,

Prediction task
AUC f1 score R2 score MAE

Ours Baseline
Sex 0.87 0.82 - - -
Age - - 0.46 9.8 13.4

Weight (Kg) - - 0.56 10.7 15.4
Height (m) - - - 0.07 0.09

Pacemaker or Defibrillator Lead 0.88 0.73 - - -
Severe Left Atrial Enlargement 0.86 0.68 - - -
Normal Mitral Valve Leaflets 0.75 0.56 - - -
End Diastolic Volume (mL) - - 0.70 20.5 35.4
End Systolic Volume (mL) - - 0.74 13.3 25.4

Ejection Fraction (%) - - 0.50 7.0 9.9

Table 4.1: Prediction performance of EchoNet for each prediction task.
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Figure 4.4: A. EchoNet performance for prediction of four systemic phenotypes (sex, weight, height and age)
using apical-4-chamber view images. Shaded areas indicate 95% confidence intervals. B.Interpretation of
systemic phenotype models with representative positive examples shown side-by-side with regions of interest.

pacemaker, and defibrillator leads), severe left atrial dilation, and left ventricular hypertrophy were extracted

from the physician-interpreted report and used to train EchoNet on unlabeled apical-4-chamber input images.

The presence of a pacemaker lead was predicted with high accuracy (AUC of 0.89, F1 score of 0.73), followed
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by the identification of a severely dilated left atrium (AUC of 0.85, F1 score of 0.68), and left ventricular

hypertrophy (AUC of 0.75, F1 score of 0.57). Similarly high performance was achieved in predicting right

atrium major axis length and left atrial volume estimate. Scatter plots are shown in the Supplemental Materials.

To understand the model’s predictions, we used gradient-based sensitivity map methods [236] to identify the

regions of interest for the interpretation and show that EchoNet highlights relevant areas that correspond to

intracardiac devices, the left atrium, and the left ventricle respectively. Models’ prediction robustness was

additionally examined with direct input image manipulations, including occlusion of human recognizable

features, to validate that EchoNet arrives at its predictions by focusing on biologically plausible regions of

interest. [4] For example, in the frames in Fig. 2 4.2 with pacemaker lead, when we manually mask out the

lead in the frame, EchoNet changes its prediction to no pacemaker.

Predicting cardiac function Quantification of cardiac function is a crucial assessment addressed by echocar-

diography. However it has significant variation in human interpretation [90, 210]. The ejection fraction, a

measure of the volume change in the left ventricle with each heart beat, is a key metric of cardiac function, but

its measurement relies on the time-consuming manual tracing of left ventricular areas and volumes at different

times during the cardiac cycle. We trained EchoNet to predict left ventricular end systolic volume (ESV), end

diastolic volume (EDV), and ejection fraction from sampled apical-4-chamber view images (Fig. 3 4.3). Left

ventricular ESV and EDV were accurately predicted. For the prediction of ESV, an R2 score of 0.74 and mean

absolute error (MAE) of 13.3 mL was achieved versus MAE of 25.4 mL if we use mean prediction which

is to predict every patient’s ESV as the average ESCV value of patients. The result for the EDV prediction

was an R2 score of 0.70 and MAE of 20.5 mL (mean prediction MAE = 35.4 mL). Conventionally, ejection

fraction is calculated from a ratio of these two volumetric measurements, however calculated ejection fraction

from the predicted volumes were less accurate (Fig. 3 4.3C) than EchoNet trained directly on the ejection

fraction (Fig. 3 4.3D). We show the relative performance of a deep learning model undergoing a standard

human workflow of evaluating ESV and EDV then subsequently calculating ejection fraction from the two

volumetric measurements vs. direct ’end-to-end’ deep learning prediction of ejection fraction and show that

the ’end-to-end’ deep learning prediction model had improved performance. Using the trained EchoNet, an R2

score of 0.50 and MAE of 7.0% is achieved (MAE of mean prediction = 9.9%). For each model, interpretation

methods show appropriate attention over left ventricle as the region of interest to generate the predictions. A

comparison of model performance based on number of sampled video frames did not show gain in model

performance after 11 frames per prediction task.

Predicting systemic cardiovascular risk factors With good performance in identifying local structures and

estimating volumetric measurements of the heart, we sought to determine if EchoNet can also identify systemic

phenotypes that modify cardiovascular risk. Previous work has shown that deep convolutional neural networks

have powerful capacity to aggregate the information on visual correlations between medical imaging data and

systemic phenotypes. [206] EchoNet predicted systemic phenotypes of age (R2 = 0.46, MAE = 9.8 y, mean

prediction MAE = 13.4 y), sex (AUC = 0.88), weight (R2 = 0.56, MAE = 10.7 Kg, mean prediction MAE =
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15.4 Kg), and height (R2 = 0.33, MAE = 0.07 m, mean prediction MAE = 0.09 m) with similar performance

to previous predictions of cardiac specific features (Fig. 4 4.4A). It is recognized that characteristics such as

heart chamber size and geometry vary by age, sex, weight, and height [146, 204], however human interpreters

cannot predict these systemic phenotypes from echocardiogram images alone. We also investigated multi-task

learning—sharing some of the model parameters while predicting across the different phenotypes—and this

did not improve the model performance. Bland-Altman plots of the model accuracy in relationship to the

prediction is shown in the Supplemental Materials.

Lastly, we used the same gradient-based sensitivity map methods to identify regions of interest for models

predicting systemic phenotypes difficult for human experts to predict. These regions of interest for these

models tend to be more diffuse, highlighting the models for systemic phenotypes do not rely as much on

individual features or local regions (Fig. 4 4.4B). The interpretations for models predicting weight and height

had particular attention on the apex of the scanning sector, suggesting information related to the thickness and

characteristics of the chest wall and extra-cardiac tissue was predictive of weight and height.

4.1.3 Discussion

In this study, we show that deep convolutional neural networks trained on standard echocardiograms images

can identify local features, human interpretable metrics of cardiac function, and systemic phenotypes such

as patient age, sex, weight, and height. Our models achieved high prediction accuracy for tasks readily

performed by human interpreters, such as estimating ejection fraction and chamber volumes and identifying of

pacemaker leads, as well as for tasks that would be challenging for human interpreters, such as predicting

systemic phenotypes from images of the heart alone. Unique from prior work in the field, instead of using

hand-labeled outcomes, we describe and exemplify an approach of using previously obtained phenotypes and

interpretations from clinical records for model training, which can allow for more external validity and more

rapid generalization with larger training data sets.

One common critique of deep learning models on medical imaging datasets is the "black-box" nature

of the predictions and the inability to understand the models ability to identity relevant features. In addition

to showing the predictive performance of our methods, we validate the model’s predictions by highlighting

important biologically-plausible regions of interest that correspond to each interpretation. These results

represent the first presentation of interpretation techniques for deep learning models on echocardiographic

images and can build confidence in simple models as the relevant pixels are highlighted when identifying local

structures such as pacemaker leads. In addition, this approach of using interpretability frameworks to identify

regions of interest may lay additional groundwork toward understanding human physiology when interpreting

outputs of deep learning models for challenging, human-unexplainable phenotypes in medical imaging. These

results represent a step towards automated image evaluation of echocardiograms through deep learning. We

believe this research could supplement future approaches to screen for subclinical cardiovascular disease and

understand the biological basis of cardiovascular aging.

While age, sex, weight, and height are relatively obvious visual phenotypes, our manuscript presents



CHAPTER 4. APPLICATIONS OF MACHINE LEARNING IN HEALTHCARE 113

models predicting these systemic phenotypes in the roadmap of progressing from simple local feature based

predictions, to more complex dynamic measurement predictions, and finally to human-difficult classifications

of systemic phenotypes without obvious local features. Previous studies have shown that medical imaging

of other organ systems can predict cardiovascular risk factors including age, gender and blood pressure by

identifying local features of systemic phenotypes [206]. Recently, 12-lead ECG based deep learning models

have been shown to accurately predict age and sex, further validating a cardiac phenotype for aging and gender

dysmorphism. [15] Our results identify another avenue of detecting systemic phenotypes through organ-system

specific imaging. These results are supported by previous studies that showed population level normative

values for the chamber sizes of cardiac structures as participants vary by age, sex, height, and weight. [146,204]

Age related changes in the heart, in particular changing chamber sizes and diastolic filling parameters, have

been well characterized [62, 191], and our study builds upon this body of work to demonstrate that these

signals are present to allow for prediction of these phenotypes to a degree of precision not previously reported.

As systemic phenotypes of age, sex, and body mass index are highly correlated with cardiovascular outcomes

and overall life expectancy, the ability of deep learning models to identify predictive latent features suggest

that future work on image-based deep learning models can identify features hidden from human observers and

predict outcomes and mortality [31, 64, 270].

In addition to chamber size, extracardiac characteristics as well as additional unlabeled features, are incor-

porated in our models to predict patient systemic phenotypes. The area closest to the transducer, representing

subcutaneous tissue, chest wall, lung parenchyma and other extracardiac structures are highlighted in the

weight and height prediction models. These interpretation maps are consistent with prior knowledge that

obese patients often have challenging image acquisition [175, 227], however it is surprising the degree of

precision it brings to predicting height and weight. Retrospective review of predictions by our model suggest

human-interpretable features that show biologic plausibility. In the saliency maps for the age prediction model,

significant attention was paid to the crux of the heart, involving the intra-atrial septum, where the aortic

annulus as the view becomes closer to an apical-5-chamber view, septal insertion of the mitral and tricuspid

leaflets, and the mitral apparatus. This is an area of where differential calcification can be seen, particularly of

the aortic valve and mitral annulus, and is known to be highly correlated with age related changes [77, 151].

Images predicted to be of younger patients also show preference for small atria and is consistent with prior

studies showing age-related changes to the left atrium [16, 62]. The feedback loop between physician and

machine learning models with clinician review of appropriate and inappropriately predicted images can assist

in greater understanding of normal variation in human echocardiograms as well as identify features previously

neglected by human interpreters. Understanding misclassifications, such as patients with young biological age

but high predicted age, and further investigation of extreme individuals can potentially help identify subclinical

cardiovascular disease and better understand the aging process.

Prior foundational work on deep learning interpretation of echocardiogram images have focused on the

mechanics of obtaining the correct echocardiographic view and hand-crafted scenarios with closely curated

patient populations and multi-step processing and post-processing feature selection and calculation [171, 277].
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The work described here focuses on using more modern deep learning architectures and techniques in the

framework of using previously adjudicated phenotypes with the potential of rapid scaling of algorithms to

clinical practice. With the continued rapid expansion of computational resources, we were able to input higher

resolution images (299x299 instead of 60x80 in prior studies) [171] and present an ’end-to-end’ approach to

predicting complex phenotypes like ejection fraction that has decreased variance over multi-step techniques

which require identification of end-systole, end-diastole, and separate segmentation steps [277].

While our model performance improves upon the results of prior work, EchoNet’s evaluation of clinical

measurements of ESV, EDV, and EF have non-negligible variance and does not surpass human assessment

of these metrics. For these tasks, clinical context and understanding of contextual information and other

measurements likely has significant relevance to the training task. For example, evaluation of EF as a ratio

of ESV and EDV magnifies errors and performs worse than estimation of ESV or EDV individually. Future

work requires greater integration of temporal information between frames to better assess cardiac motion and

interdependencies in cardiac structures. In addition to quantitative measurements, human evaluation of cardiac

structures, such as tracings of the left ventricle, are potentially high value training datasets.

Recent novel machine learning techniques for interpreting network activations are also presented for the

first time to understand regions of interest in the interpretation of echocardiogram images [236]. While prior

work used hand-labeled outcomes and patient cohorts for the majority of their outcome labels, we describe and

showcase an approach of using previously obtained phenotypes and interpretations from clinical records for

model training, which can allow for more external validity and more rapid generalization with larger training

data sets. Additionally, given the significant difference between images in ImageNet vs. echocardiogram

images, pretraining with ImageNet weights did not significantly help model performance, however our models

trained on systemic phenotypes can be good starting weights for future work on training on echocardiogram

images of more complex phenotypes.

Previous studies of deep learning on medical imaging focused on resource-intensive imaging modalities

common in resource-rich settings [13, 30] or sub-speciality imaging with focused indication. [78, 192, 206]

These modalities often need retrospective annotation by experts as the clinical workflow often does not require

detailed measurements or localizations. In the development of any machine learning models to healthcare

questions, external validity of first order importance. An important caveat of our work is that the images ob-

tained were from one type of ultrasound machine and our test dataset was of different patients but also scanned

using the sample machine and at the same institution. Our approach trains deep learning models on previous

studies and associated annotations from the EMR to leverage past data for rapid deployment of machine

learning models. This approach leverages two advantages of echocardiography, first that echocardiography

is one of the most frequently using imaging studies in the United States [17] and second, echocardiography

often uses structured reporting, making advances in deep learning particularly applicable and generalizable.

However, such a method depends on the clinical standard, as there is known variability between MRI and

echocardiography derived methods and training on clinical reports require rigorous quality control from the

institution’s echocardiography lab. Future work on deep learning of echocardiography would need to confirm
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the performance in broader populations and settings. Automation of echocardiography interpretation through

deep learning can make cardiovascular care more readily available. With point-of-care ultrasound is being more

frequently used by an increasing number of physicians, ranging from emergency room physicians, internists,

to anesthesiologists, and deep learning on cardiac ultrasound images can provide accurate predictions and

diagnoses to an even wider range of patients.

In summary, we provide evidence that deep learning can reproduce common human interpretation tasks

and leverage additional information to predict systemic phenotypes that could allow for better cardiovascular

risk stratification. We used interpretation methods that could feedback relevant regions of interest for further

investigation by cardiologists to better understand aging and prevent cardiovascular disease. Our work could

enable assessment of cardiac physiology, anatomy, and risk stratification at the population level by automating

common workflows in clinical echocardiography and democratize expert interpretation to general patient

populations.
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4.2 Synthetic Generation of Clinical Skin Images

The combination of large scale data and compute has catalyzed the success of supervised deep learning in

many domains including computer vision [176], natural language processing [65] and speech recognition [109].

Over the last few years, several efforts have been made to apply supervised deep learning to various medical

imaging tasks such as disease classification, detection of suspicious malignancy and organ segmentation on

different imaging modalities including ophthalmology, pathology, radiology, cardiology, and dermatology [14,

78, 96, 106, 212]. Despite this progress, developing effective deep learning models for these tasks remain non

trivial mainly due to the data hungry nature of such algorithms. Most previous efforts that report expert-level

performance required large amounts of expert annotated data (multiple thousands and sometimes even millions

of training examples). However, the cost of obtaining expert-level annotations in medical imaging is often

prohibitive. Moreover, it is near impossible to collect diverse datasets that are unbiased and balanced. Most

of the data used in medical imaging and other healthcare applications come from medical sites which may

disproportionately serve certain specific demographics. Such datasets also tend to have very few examples of

rare conditions because they naturally occur sparingly in the real world. Models trained on such biased and

unbalanced datasets tend to perform poorly on test cases drawn from under-represented populations or on rare

conditions [6]. To ameliorate these issues, generative models present an intriguing alternative to fill this data

void.

There has been remarkable progress in generative models in recent years. Generative Adverserial Networks

(GAN) [102], in particular, have emerged as the de facto standard for generating diverse and high quality

samples, with many popular extensions such as CycleGAN [281], StarGAN [52], StyleGAN [130] and

BigGAN [38]. GAN have been effectively used in many applications, including super resolution [153], text-to-

image generation [276] and image in-painting [202]. In the medical domain, applications include generating

medical records [51], liver lesion images [85], bone lesions [107] and anomaly detection [275].

In this work, we explore the possibility of synthesizing images of skin conditions that were taken by

consumer grade cameras. We formulate the problem as an image to image translation task and use an adapted

version of the existing GAN-based image translation architectures [123, 264]. Specifically, our model learns to

translate a semantic map with a pre-specified skin condition, its size and location, and the underlying skin

color, to a realistic image that preserves the pre-specified traits. In this way, images of rare skin conditions

in minority demographics can be generated to diversify existing datasets for the downstream skin condition

classification task. We demonstrate via both GAN evaluation metrics and qualitative tests that the generated

images are of high fidelity and represent the respective skin condition. When we use the synthetic images

as additional data to train a skin condition classifier, we observe that the model improves on rare malignant

classes while being comparable to the baseline model overall.

In dermatology, prior efforts [27, 28, 50] on applying generative models to synthesize images have focused

on datasets of dermoscopic images [57, 258]. Dermoscopic images are acquired using specialized equipment

(dermatoscopes) in order to have a clean, centered, and zoomed-in image of the skin condition under normalized



CHAPTER 4. APPLICATIONS OF MACHINE LEARNING IN HEALTHCARE 117

lighting. However, access to dermatoscopes is limited: they are often only available in dermatology clinics

and are used to examine certain lesion conditions. On the other hand, clinical images are taken by consumer

grade cameras (point-and-shoot cameras or smartphones), and are thus much more accessible to general

users. Such images can be used either in a teledermatology setting, where patients or general practitioners

can send such photographs to remote dermatologists for diagnosis, or to directly leverage AI based tools for

self diagnosis. However, acquisition of such images is not part of the standard clinical workflow, leading to

a data void to develop performant skin disease classification models [185, 271]. Last but not least, unlike

dermoscopy images, clinical images of skin conditions have diverse appearances in terms of scale, perspective,

zoom effects, lighting, blur and other imaging artifacts. In addition, presence of hair, various skin colors, and

body parts, age induced artifacts (e.g., wrinkles), and background also contribute to the diversity of clinical

data. Such diversity makes it challenging for generative models to learn the underlying image representation.

Fig. 4.5(a) contrasts examples of a dermascopy dataset (on the left) [258] to that of a clinical dataset (on

the right). To the best of our knowledge, no prior work has attempted to synthesize clinical images with skin

pathology.

(a)

(b)

Figure 4.5: Sample skin images in different datasets Comparison between samples of dermatoscopic images
(left) [258] and samples of cropped clinical images in our dataset (right) are shown in (a). Our original,
uncropped images are shown in (b), collected from a real-world teledermatology service with varying size,
scale, and quality.
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Figure 4.6: Image pre-processing Using the human-provided ROI annotation of skin conditions, we are able
to create cropped images with clear skin condition in focus.

4.2.1 Methods

Dataset For this work, we used a dataset provided by a teledermatology service, collected in 17 clinical

sites in two U.S. states from 2010 to 2018. This dataset consisted of 9897 cases and 49920 images; each case

contains one or more high resolution images (resolution range: 600× 800 to 960× 1280). Ground truth of the

skin condition was established for each case by an aggregated opinion of several board-certified dermatologists

to differentiate among 26 common skin conditions and an additional ’other’ category. It is important to note

that even though the 26 skin conditions are known to be highly prevalent, the dataset itself was unbalanced,

especially for certain malignant conditions like Melanoma, which has less than 200 examples. More details on

the original dataset can be found in [164]. In addition to the skin condition, we make use of two additional

pieces of information: 1) For each condition, its presence in the image is marked by a Region of Interest

(ROI) bounding box (Fig. 4.5(b)) and 2) the skin color given for each case based on the Fitzpatrick skin color

scale that ranges from Type I (“pale white, always burns, never tans”) to Type VI (“darkest brown, never

burns”) [81]. Both the ROI and the skin color annotations are determined by the aggregated opinions of several

dermatologist-trained annotators.

Data Preprocessing Fig. 4.5(b) shows the heterogeneous nature of this dataset. As stated previously, the

region occupied by the skin condition varies significantly and the backgrounds are non-uniform and unique to

each individual image (walls, hospitals, clothing, etc). As a result, the signal to noise ratio is very low in most

of the images. To alleviate this problem, using the annotated ROI bounding boxes, we create a more uniform

version of the dataset where the skin conditions is prominent in each image (Fig. 4.6) We devise a simple

heuristic that crops a random window around an ROI or a group of adjacent ROIs while removing the presence

of background information. This results in 40000 images of size 256× 256 for training the generative models

and 24000 images for evaluation.

Problem Formulation Given a set of input-output pairs {(xi,mi)}Ni=1, for each image xi ∈ RW×H×C ,

mi ∈ RW×H×C
′

is its corresponding semantic map that encodes the skin color, the skin condition present in
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Figure 4.7: DermGAN architecture A semantic map encoding the skin condition and its region of presence
(orange rectangle) and the skin color (red background) is passed through the generator to produce a synthetic
image. The generator is a modified U-Net [216] where the deconvolution layers are replaced with a resizing
layer followed by a convolution to mitigate the checkerboard effect. The discriminator has a fully-convolutional
architecture. The two architectures are trained to minimize four loss components: `1 reconstruction loss for the
whole image, `1 reconstruction loss for the pathological region, feature matching loss for the second to last
activation layer of the discriminator, and the min-max GAN loss.

the image and the location of the condition in the image (Fig. 4.7). For a fully defined semantic map m, due

to the possible variations (amount of hair on the skin, shooting angles, lighting conditions, morphology of

the condition, etc), the corresponding image x is not unique. The variations can be modeled by a conditional

probability distribution P (x|m). Our goal is to be able to sample from P (x|m) for arbitrary and valid m. This

image to image translation problem can be addressed using the conditional GAN framework [184] which has

been successfully used in similar settings [49, 52, 123, 264].

For each image in our dataset, the semantic map is an RGB image. The R-channel encodes the skin color

and the condition is encoded in the G & B channels by a non-zero value corresponding to its ROI bounding

box(es). An example is shown in Fig. 4.7.

Given the pairs of preprocessed skin images and their semantic maps, the problem of synthetic image gen-

eration reduces to mapping any arbitrary semantic map to a corresponding skin condition image. Pix2Pix [123]

model gives a two-fold solution to this problem: An encoder-decoder architecture such as U-Net [216] is

trained with an `1 reconstruction loss to reproduce a given real image from its semantic map. The main

drawback, however, is that such a model produces blurry images that lack the details of a realistic image.

Therefore, a second model is added to discriminate real images from synthetic ones. The addition of this

min-max GAN loss results in generation of realistic images with fine-grained details. Later on, subsequent
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works improved the Pix2Pix method by applying various adaptations to the original algorithm: using several

discriminator networks with various patch-sizes, progressively growing the size of generated images, using

conditional normalization layers instead of instance normalization layers, and so forth [52,159,201]. Similarly,

in this work, based on the specifics of our data modality we apply three main adaptations to the original pix2pix

algorithm:

• Checkerboard effect reduction The original pix2pix generator implementation makes use of trans-

posed convolution layers. As discussed by [197], using deconvolution layers for image generation can

results in “checkerboard” effect. The problem was resolved by replacing each deconvolution layer with

a nearest-neighbor resizing layer followed by a convolution layer.

• Condition-specific loss The original pix2pix loss function uses the `1 distance between the original

and synthetic image as a loss function component. For skin condition images, generator model’s

reconstruction performance is more important in the condition ROI compared to its surrounding skin.

Therefore, we add a condition-specific reconstruction term which is simply the `1 distance between

the condition ROIs in the synthetic and real images. We should mention that unlike the reconstruction

loss, adding an additional condition-specific discriminator model in order to include a condition-specific

min-max GAN loss did not result in improvement.

• Feature matching loss Feature matching loss enforces the generated images to follow the statistics of

the real data through matching the features of generated and real images in a chosen layer(s) of the

discriminator. It is computed as the `2 distance between the activations of synthetic images in a chosen

discriminator layer (or layers) and that of the real images. Apart from improving the quality of generated

images, feature matching loss results in a more stable training trajectory [224]. We used the output of

the discriminator’s second to last convolutional layer to compute the feature matching loss.

All in all, the resulting model has four loss terms: reconstruction loss, condition-specific reconstruction

loss, min-max GAN loss, and feature-matching loss. Grid-search hyperparameter selection was performed to

choose the weighting coefficients for each loss component.

4.2.2 Experiments & Results

Using the pre-processed dataset, we trained a DermGAN model to generate synthetic skin images with a

chosen skin color, skin condition, as well as the size and region of the condition. In order to focus more on

the critical and rare conditions, of the 26 classes in the original data, we choose 8 conditions that have fewer

samples compared to other classes (17% of the dataset combined). In order to generate synthetic images, we

first need to generate the corresponding semantic map. Different conditions have semantic maps with different

statistics of bounding box size, shape, etc. As a result, in order to prevent domain shift between semantic maps

the DermGAN is trained on and the ones it will see during test time, we use the maps in the validation set. For

each synthetic image, we randomly sample a semantic map from the validation set and then apply random
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transformations on it: We apply random translations on the bounding boxes and if there are more than one

bounding boxes in the map, we randomly select a subset of them. As a result, the same semantic map in the

validation set could be used to generate diverse synthetic images. Examples of our generated images are shown

in Fig. 4.8.
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Figure 4.8: Generated vs real images For each condition, the top row shows samples of generated images
and the bottom row shows samples of real images.

Synthetic images with different skin colors In this and the subsequent experiment, we train a DermGAN

model on all of the 26 conditions of the dataset to use images of wider demographics. For a given semantic

map in the test set, we vary the encoded background color and observe the respective changes in the generated

image. Fig. 4.9 depicts examples of this experiment, in which the encoded skin color of a semantic map is

replaced with each of the six types. As illustrated in the figure, the DermGAN model is able to change the

background skin color while adjusting the condition itself to reflect this change. For instance, for Melanocytic

Nevus, the generated image for the darker tones has also a darker mole, which mimics real data.
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Figure 4.9: Skin color variation By changing the encoded skin color in the semantic map, we are able to
create synthetic images with diverse skin colors. It should be noted that as the skin color varies, the change in
surrounding visuals is consistent with real world occurrences.

Synthetic images with different sizes of the skin condition For a given semantic map, we can vary the

sizes of the pathological region for each skin condition and observe the respective changes in the generated

image. Fig. 4.10 shows examples of this experiment, in which the size of the bounding box of a semantic map

is gradually increased. We observe that as the size of the skin condition changes, the visual appearance also

changes, which is consistent with real world occurrences. Note that in this experiment, the semantic maps we

fed into the model are generated synthetically (not by applying random transformations on semantic maps in

the validation dataset.)

GAN evaluation metrics A perfect objective evaluation of GAN generated images remains a challenge [252].

One widely-used measure is the inception score [224] that works as a surrogate measure of the diversity

and the amount of distinct information in the synthetic images. It is computed as the average KL-divergence
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Figure 4.10: Skin condition size variation As DermGAN generates synthetic images given the condition’s
ROI, we are able to generate the same condition with various sizes. For specific conditions (e.g. Basal Cell
Carcinoma), the change in size results in a change in the surrounding visuals, which is consistent with the real
world occurrences.

between the class probabilities assigned to a synthetic sample by an Inception-V3 model [248] trained on

the ImageNet dataset [221] and the average class probabilities of all synthetic samples. The main drawback

that makes the use of inception score inadmissible in our case is that it assumes the classes in the dataset at

hand to be a subset of the 1000 ImageNet classes [24]. Another widely-used measure is the Frechet Inception

Distance (FID) [116]. FID directly measures the difference between the distribution of generated and real

images in the activation space of the “Pool 3” layer of the Inception-V3 model. We perform an ablation study

of the DermGAN model. Results of the FID scores on our test set (24000 images) are reflected in Table 4.2

(confidence intervals are for 50 trials).
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Human Turing test For a subjective measure of how realistic the generated images are, we conducted two

qualitative experiments. The first test was a Turing test with 10 participants. Each participant was asked to

choose the skin images they found realistic in a collection of 80 real and 80 randomly selected synthetic

images. On average the true positive rate (TPR) (the ratio of real images correctly selected) is 0.52 and the

false positive rate (FPR) (the ratio of synthetic images detected as real) is 0.30. Results for each condition are

demonstrated in Fig. 4.11(a), with average TPR ranging from 0.51 to 0.69 and average FPR from 0.37 to 0.50.

As expected, the TPR is higher than FPR for all conditions. However, the high FPR rate among all conditions

indicate the high fidelity of synthetic images. The standard deviation of participants’ performances is large

and we hypothesize that it is due to the fact that they come from various backgrounds with different levels of

experience with skin images.

The second experiment was designed to measure the medical relevance of the synthetic images. In this

experiment, two board certified dermatologists answered a set of 16 questions. In each question, the participants

were asked to choose the images relevant to a given skin condition among a combined set of real and randomly

selected synthetic images. The average recall (ratio of related images correctly chosen) is 0.61 and 0.45

for the real and synthetic images respectively. Results for each condition are shown in Fig. 4.11(b), with

recall ranging from 0.3 to 1.00 for real images and from 0.00 to 0.67 for synthetic images. For Melanocytic

nevus, Melanoma, and Seborrheic Keratosis / Irritated Seborrheic Keratosis (SK/ISK), synthetic images were

identified to better represent the respective skin condition, indicating that our approach is able to preserve the

clinical characteristics of those skin conditions.

Synthetic images as data augmentation for skin condition classification We first trained a MobileNet

model [117] on our original (uncropped) data to differentiate between 27 skin condition classes (26 plus

“other”) from a single image. This baseline model achieves a top-1 accuracy of 0.496 on a test set of 5206

images, with poor performance on some of the rare conditions. To help alleviate this issue, we generate

20000 synthetic images using the 8-class DermGAN model and add them to the existing training data. We

trained another MobileNet skin condition classifier using this enriched dataset and evaluated its performance

on the same test set. While the top-1 accuracy remains relatively unchanged (p = 0.56 using paired T-test),

performance improves for some of the malignant minority classes: Melanoma F1 score increases from 0.148

([0.067, 0.193], 95% confidence interval using bootstrapping) to 0.282 ([0.110, 0.356]), whereas Basal cell

Real
Data

Derm
GAN

No
checkerboard

effect
mitigation

No
condition-specific

reconstruction
loss

No
feature

matching
loss

FID (± 1.96 STD) 83.6 ± 2.5 122.4 ± 3.4 151.6 ± 3.4 174.0 ± 4.7 140.7 ± 2.5

Table 4.2: Ablation study of GAN evaluation using FID scores. Note that a lower FID score means a better
performance.
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(a) (b)

Figure 4.11: Human Turing test Results for discriminating between real and synthetic images are shown in
(a), whereas results for whether images correctly describe the respective skin condition are shown in (b). Error
bars represent standard deviation.

carcinoma F1 score increases from 0.428 ([0.343, 0.439]) to 0.458 ([0.301, 0.534]), though at the cost of

misclassifying Melanocytic nevus (0.113 decrease in F1). For the other 5 classes, the performances between

the two models are comparable. (Fig. 4.12). Conventional data augmentation techniques (flipping, saturation,

jitters) are used in both of the training setups.

Figure 4.12: Augmenting training data with synthetic images. We added 20000 synthetic images to the
original training data of size 49920. The overall performance is comparable to the baseline, but the performance
on rare conditions like Melanoma and Basal cell carcinoma has noticeable improvement.

4.2.3 Discussion

In this work, we tackle the problem of generating clinical images with skin conditions as seen in a teledermatol-

ogy setting. We frame the problem as an image to image translation task and propose DermGAN, an adaptation

of the popular Pix2Pix GAN architecture. Using the proposed framework we are able to generate realistic

images for pre-specified skin condition. We demonstrate that when varying the skin color or the size and

location of the condition, the synthetic images can reflect such changes, while maintaining the characteristics

of the respective skin condition. We further demonstrate that our generated images are of high fidelity using

objective GAN evaluation metrics and qualitative tests. When using the synthetic images as data augmentation

for training a skin condition classifier, the model is comparable to baseline, with improved performance on rare

skin conditions. Further work is needed to improve the resolution and the diversity of the generated images, to
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effectively utilize such images for classification tasks by using techniques such as [105], and to explore the

benefit of image synthesis in other clinical applications.
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Appendix A

Machine Learning Interpretability

A.1 Objective metrics and subjective change in feature importance
maps
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Figure A.1: Evaluation metrics vs subjective change in feature importance maps To have a better sense
of how rank order correlation and top-1000 intersection metrics are related to changes in feature importance
maps, snapshots of the iterations of mass-center attack are depicted.
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A.2 Semantically meaningful change in feature importance using tar-
geted attack
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Image is correctly classified as “African_grey”. For all
methods, the devised perturbation with !" = 8 was
able to semantically meaningfully change the focus
of saliency map to the “face” of the person standing.

Figure A.2: Semantically meaningful interpretation perturbation Using targeted attack method, we can
change the the most salient object in the image to be different while not affecting the predicted label.
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A.3 Measuring center of mass movement

Figure A.3: Aggregate results for four feature importance methods on ImageNet: As discussed in the
paper, among our three measurements, center-shift measure was the most correlated measure with the sub-
jective perception of change in feature importance maps. The center attack which resulted in largest average
center-shift, also results in the most significant subjective change in feature importance maps. Random sign
perturbations, on the other side, did not substantially change the global shape of the feature importance maps,
though local pockets of feature importance are sensitive. Just like rank correlation and top-1000 intersec-
tion measures, the integrated gradients method is the most robust method against adversarial attacks in the
center-shift measure .
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A.4 Results for adversarial attacks against CIFAR-10 feature impor-
tance methods
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Figure A.4: Results for adversarial attacks against CIFAR10 feature importance methods: For CIFAR10
the mass-center attack and top-k attack with k=100 achieve similar results for rank correlation and top-100
intersection measurements and both are stronger than random perturbations. Mass-center attack moves the
center of mass more than two other perturbations. Among different feature importance methods, integrated
gradients is more robust than the two other methods. Additionally, results for CIFAR10 show that images in
this data set are more robust against adversarial attack compared to ImageNet images which agrees with our
analysis that higher dimensional inputs are tend to be more fragile.
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A.5 Additional examples of adversarial attacks on influence functions
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Figure A.5: Further examples of gradient-sign attacks on influence functions. (a) Here we see a repre-
sentative example of the most influential training images before and after a perturbation to the test image.
The most influential image before the attack is one of the least influential afterwards. Overall, the influences
of the training images before and after the attack are uncorrelated. (b) In this example, the perturbation has
remarkably caused the training images to almost completely reverse in influence. Training images that had the
most positive effect on prediction now have the most negative effects and the other way round.

A.6 Dimensionality-based explanation for fragility of influence func-
tions

Here, we demonstrate that increasing the dimension of the input of a simple neural network increases the

fragility of that network with respect to influence functions. Recall that the influence of a training image

zi = (xi, yi) on a test image z = (x, y) is given by:

I(zi, z) = −∇θL(z, θ̂)>︸ ︷︷ ︸
dependent onx

H−1

θ̂
∇θL(zi, θ̂)︸ ︷︷ ︸

independent ofx

. (A.1)
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We restrict our attention to the term in (A.1) that is dependent on x, and denote it by J = ∇θL. J represents

the infinitesimal effect of each of the parameters in the network on the loss function evaluated at the test image.

Now, let us calculate the change in this term due to a small perturbation in x → x + δ. The first-order

approximation for the change in J is equal to:∇xJ · δ = ∇θ∇xL · δ. In particular, for the ith parameter, Ji
changes by (∇θ∇xL · δ)i and furthermore, the relative change is (∇θ∇xL · δ)i/(∇θL)i . For the simple

network defined in the main text, this evaluates to (replacing θ with w for consistency of notation):

(xw>δg′′(w>x))i
(xg′(w>x))i

=
xiw

>δg′′(w>x)

xig′(w>x)
=
w>δg′′(w>x)

g′(w>x)
, (A.2)

where for simplicity, we have taken the loss to be L = |y − g(w>x)|, making the derivatives easier to

calculate. Furthermore, we have used g′(·) and g′′(·) to refer to the first and second derivatives of g(·). Note

that g′(w>x) and g′′(w>x) do not scale with the dimensionality of x because x and w are generalized

L2-normalized due to data preprocessing and weight decay regularization.

However, if we choose δ = εsign(w), then the relative change in the feature importance grows with the

dimension, since it is proportional to the L1-norm of w.

A.7 Designing interpretability-robust networks

The analyses and experiments in this paper have demonstrated that small perturbations in the input layers of

deep neural networks can have large changes in the interpretations. This is analogous to classical adversarial

examples, whereby small perturbations in the input produce large changes in the prediction. In that setting, it

has been proposed that the Lipschitz constant of the network be constrained during training to limit the effect

of adversarial perturbations [250]. This has found some empirical success [56].

Here, we propose an analogous method to upper-bound the change in interpretability of a neural network

as a result of perturbations to the input. Specifically, consider a network with K layers, which takes as input a

data point we denote as y0. The output of the ith layer is given by yi+1 = fi(yi) for i = 0, 1 . . .K − 1. We

define S = fK−1(fK−2(. . . f0(y0) . . .)) to be the output (e.g. score for the correct class) of our network, and

we are interested in designing a network whose gradient S′ = ∇y0
S is relatively insensitive to perturbations

in the input, as this corresponds to a network whose feature importances are robust.

A natural quantity to consider is the Lipschitz constant of S′ with respect to y0. By the chain rule, the

Lipschitz constant of S′ is

L(S′) = L(
δyk
δyk−1

) . . .L(
δy1

δy0
) (A.3)

Now consider the function fi(·), which maps yi to yi+1. In the simple case of the fully-connected network,

which we consider here, fi(yi) = gi(Wiyi), where gi is a non-linearity and Wi are the trained weights for that

layer. Thus, the Lipschitz constant of the ith partial derivative in (A.3) is the Lipschitz constant of
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δfi
δyi−1

= Wig
′
i(Wiyi−1),

which is upper-bounded by ||Wi||2 · L(g′i(·)), where ||W || denotes the operator norm of W (its largest

singular value)1. This suggests that a conservative upper ceiling for (A.3) is

L(S′) ≤
K−1∏
i=0

||Wi||2L(g′i(·)) (A.4)

Because the Lipschitz constant of the non-linearities g′i(·) are fixed, this result suggests that a regularization

based on the operator norms of the weights Wi may allow us to train networks that are robust to attacks on

feature importance. The calculations in this Appendix section is meant to be suggestive rather than conclusive,

since in practice the Lipschitz bounds are rarely tight.

A.8 Multiaccuracy and classification error

Here, we prove Proposition 2.4.1.

Proposition (Restatement of Propostion 2.4.1). Let ŷ : X → {−1, 1} as ŷ(x) = 1− 2y(x). Suppose that for

S ⊆ X with x∼D[x ∈ S] ≥ γ, there is some c ∈ C such that ‖c− ŷS‖1 ≤ τ . Then if f is (C, α)-multiaccurate,

erS(f ; y) ≤ 2 · (α+ τ)/γ.

Proof. For i, j ∈ {0, 1}, let Sij =
{
x ∈ S : y(x) = i ∧ f̄(x) = j

}
. Further denote βij =x∼D [x ∈ Sij ].

Note that the classification error on a set S is erS(f ; y) ≤ (β01 + β10)/γ.

Let ŷ(x) = 1− 2y(x) and suppose c(x) = ŷ(x)S + z(x) where ‖δ‖1 ≤ τ . Then, we derive the following

inequality.

E
x∼D

[c(x) · (f(x)− y(x))] (A.5)

= E
x∼D

[ŷ(x)S · (f(x)− y(x))] + E
x∼D

[z(x) · (f(x)− y(x))] (A.6)

≥ β01 · E
x∼S01

[f(x)− y(x)] + β10 · E
x∼S10

[y(x)− f(x)]− τ (A.7)

where (A.7) follows by Hölder’s inequality, from the fact that the contribution to the expectation of (1 −
2y(x)) · (f(x)− y(x)) from S00 and S11 is lower bounded by 0, and by the definition ŷS(x) = 0 for x 6∈ S.

Further, because we know any x ∈ S01 ∪ S10 is misclassified, we can lower bound the contribution by 1/2.

Thus, if Ex∼D[c(x) · (f(x)− y(x))] ≤ α, then by rearranging we conclude

erS(f ; y) = (β01 + β10)/γ ≤ 2 · (α+ τ)/γ. (A.8)
1this bound follows from the fact that the Lipschitz constant of the composition of two functions is the product of their Lipschitz

constants, and the Lipschitz constant of the product of two functions is also the product of their Lipschitz constants.
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Theorem 2.4.2 follows by a similar argument.

Theorem (Restatement of Theorem 2.4.2). Let α, β, γ > 0 and S ⊆ X be a subpopulation where x∼D[x ∈
S] ≥ γ. Suppose for A audits the characteristic function χS(x) and its negation. Let f : X → [0, 1] be the

output of Algorithm 7 when given f0 : X → [0, 1], A, and 0 < α ≤ βγ as input. Then the classification error

of f on the subset S is bounded as

erS(f ; y) ≤ 3 · erS(f0; y) + 4β. (A.9)

Proof. Suppose that erS(f0; y) ≤ τ . Consider S1 = {x ∈ S : f0(x) > 1/2}; suppose erS1
(f0; y) = τ1. By

assumption, −χS(x) is audited on X1. Consider Ex∼S1
[−χS(x) · (f(x)− y(x))].

E
x∼S1

[−χS(x) · (f(x)− y(x))] (A.10)

= E
x∼S1

[y(x)− f(x)] (A.11)

=x∼S1 [y(x) = 1] · E
x∼S1

y(x)=1

[1− f(x)]−x∼S1 [y(x) = 0] · E
x∼S1

y(x)=0

[f(x)] (A.12)

≥x∼S1
[y(x) = 1 ∧ f̄(x) = 0] · E

x∼S1

y(x)=1
f̄(x)=0

[1− f(x)]− τ1 (A.13)

≥ 1

2x∼S1

[y(x) = 1 ∧ f̄(x) = 0]− τ1 (A.14)

where (A.13) follows from applying Hölder’s inequality and the assumption that erS1
(f0; y) = τ1; and (A.14)

follows from lower bounding the contribution to the expectation based on the true label and the predicted label.

Note that x∼S [x ∈ S1] · Ex∼S1 [y(x)− f(x)] ≤ α/γ = β by the fact that f passes multiaccuracy auditing by

A and the assumption that x∼D[x ∈ S] ≥ γ. Rearranging gives the following inequality

erS1
(f ; y) ≤ 2β

x∼S [x ∈ S1]
+ 3τ1 (A.15)

where the additional τ1 comes from accounting for the false positives.

A similar argument holds for S0 with erS0(f0; y) = τ0, using χS(x). We can expand erS(f ; y) as a convex
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combination of the classification error over S0 and S1.

erS(f ; y) (A.16)

=x∼S [x ∈ S0] · erS0(f ; y) +x∼S [x ∈ S1] · erS1(f ; y) (A.17)

≤x∼S [x ∈ S0] ·x∼S0
[y(x) 6= f̄(x)] +x∼S [x ∈ S1] ·x∼S1

[y(x) 6= f̄(x)] (A.18)

≤x∼S [x ∈ S0] ·
(

3τ0 +
2β

x∼S [x ∈ S0]

)
+x∼S [x ∈ S1] ·

(
3τ1 +

2β

x∼S [x ∈ S1]

)
(A.19)

= 3 · (x∼S [x ∈ S0] · τ0 +x∼S [x ∈ S1] · τ1) + 4β (A.20)

≤ 3τ + 4β (A.21)

by the fact that S is partitioned into S0 and S1 and τ is a corresponding convex combination of τ0 and τ1.

A.9 Analysis of Algorithm 7

Here, we analyze the sample complexity and running time of Algorithm 7.

Theorem (Restatement of Theorem 2.4.1). Let α, δ > 0 and suppose A agnostic learns a class C ⊆ [−1, 1]X

of dimension d(C). Then, using η = O(α), Algorithm 7 converges to a (C, α)-multiaccurate hypothesis fT in

T = O
(
`D(f0;y)
α2

)
iterations from m = Õ

(
T · d(C)+log(1/δ)

α2

)
samples with probability at least 1 − δ over

the random samples.

A.9.1 Sample complexity

We essentially assume the sample complexity issues away by working with the notion of dimension. We give

an example proof outline of a standard uniform convergence argument using metric entropy as in [34].

Lemma A.9.1. Suppose C ⊆ [−1, 1]X has ε-covering number Nε = N (ε, C, ‖·‖1). Then, with probability at

least 1− δ, ∣∣∣∣∣ 1

m

m∑
i=1

(c(xi)y(xi))− E
x∼D

[c(x)y(x)]

∣∣∣∣∣ ≤ O (α) (A.22)

provided m ≥ Ω̃
(

log(NΘ(α)/δ)

α2

)
.

Proof. The lemma follows from a standard uniform convergence argument. First, observe that because every

c : X → [−1, 1] and y ∈ {0, 1} that the empirical estimate using m samples has sensitivity 1/m. Thus, we

can apply McDiarmid’s inequality to show concentration of the following statistic.

sup
c∈C

∣∣∣∣∣ 1

m

m∑
i=1

(c(xi)y(xi))− E
x∼X

[c(x)y(x)]

∣∣∣∣∣ (A.23)
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Then, using a standard covering argument, for N = N (ε, C, ‖·‖1) the ε-covering number, we can bound

the deviation with high probability. Specifically, taking O
(

log(N/δ)
α2

)
samples guarantees that the empirical

estimate for each c ∈ C will be within O(α) with probability at least 1− δ. Taking δ small enough to union

bound against every iteration and adjusting constants shows gives the lemma.

Note that this analysis is completely generic, and more sophisticated arguments may improve the resulting

bounds that leverage structure in the specific C of interest.

A.9.2 Convergence analysis

We will track progress of Algorithm 7 by tracking the expected cross-entropy loss. We show that every update

makes the expected cross-entropy loss decrease significantly. As the loss is bounded below by 0, then positive

progress at each iteration combined with an upper bound on the initial loss gives the convergence result.

Note that when we estimate the statistical queries from data, we only have access to approximate answers.

Thus, per the sample complexity argument above, we assume that each statistical query is α/4-accurate.

Further, we will update ft if we find an update ct where 〈ct, f − y〉 ≥ 3α/4. Thus, at convergence, it should

be clear that the resulting hypothesis will be (C, α)-multiaccurate. The goal is to show that this way, ACE

converges quickly.

Lemma A.9.2. Let α > 0 and suppose C ⊆ [−1, 1]X . Given access to statistical queries that are α/4-accurate,

Algorithm 7 converges to a (C, α)-multiaccurate hypothesis in T = O
(
`D(f0;y)
α2

)
iterations.

We state this lemma in terms of a class C but the proof reveals that any nontrivial update that A returns

suffices to make progress.

Proof. We begin by considering the effect of the multiplicative weights update as a univariate update rule.

Suppose we use the multiplicative weights update rule to compute ft+1(x) to be proportional to ft(x) ·e−ηct(x)

for some ct(x). We can track how `x(f ; y) changes based on the choice of ct(x).

`x(ft; y)− `x(ft+1; y)

= y(x) · log

(
ft+1(x)

ft(x)

)
+ (1− y(x)) · log

(
1− ft+1(x)

1− ft(x)

)
(A.24)

Recall ft(x) = qt(x)
1+qt(x) , so 1− ft(x) = 1

1+qt(x) . Thus, we can rewrite (A.24) as follows.

y(x) · log

(
qt+1(x)

qt(x)

)
+ (1− y(x)) · log

(
1

1

)
− log

(
1 + qt+1(x)

1 + qt(x)

)
(A.25)

= −ηct(x)y(x) + 0− log

(
1 + qt+1(x)

1 + qt(x)

)
(A.26)
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where (A.26) follows by the multiplicative weights update rule implies qt+1(x) = e−ηct(x)qt(x) for x ∈ St.
Next, we expand the final logarithmic term.

− log

(
1 + qt+1(x)

1 + qt(x)

)
= − log

(
1 + qt(x)e−ηct(x)

1 + qt(x)

)
(A.27)

≥ − log

(
1 + qt(x)(1− ηct(x) + η2ct(x)2)

1 + qt(x)

)
(A.28)

≥ − log

(
1− qt(x)

1 + qt(x)
(ηct(x)− η2ct(x)2)

)
(A.29)

≥ ηct(x)ft(x)− η2ct(x)2 (A.30)

where (A.28) follows by upper bounding the Taylor series approximation for ez for z ≥ −1; and (A.30)

follows by the fact that ft(x) ∈ [0, 1]. Combining the expressions, we can simplify as follows.

(A.26) ≥ −ηct(x)y(x) + ηct(x)ft(x)− η2ct(x)2 (A.31)

= ηct(x) · (ft(x)− y(x))− η2ct(x)2 (A.32)

Thus, we can express the change in `x(ft; y)− `x(ft+1; y) after an update based on ct(x) in terms of the inner

product between ct and f − y. In this sense, we can express the local progress during the update at time t in

terms of some global progress in the objective.

When we update x ∈ X simultaneously according to c, we can express the change in expected cross-entropy

as follows.

`D(ft; y)− `D(ft+1; y) (A.33)

≥ η · E
x∼X

[ct(x) · (ft(x)− y(x))]− η2 · E
x∼X

[ct(x)2] (A.34)

≥ η〈ct, ft − y〉 − η2 (A.35)

≥ η(α/2− η) (A.36)

where (A.36) follows from the fact that we assumed that our estimates of the statistical queries were α/4-

accurate and that we update based on ct if 〈ct, f − y〉 is at least 3α/4 according to our estimates. Thus,

taking η = α/4, then we see the change in expected cross-entropy over X is at least α2/16, which shows the

lemma.

A.10 Linear convergence from gradient learning

Here we show that given an auditing algorithmA that learns the cross-entropy gradients accurately, Algorithm 7

converges linearly. Consider the following auditor A`. We assume the norms and inner products are estimated

accurately using D ∼ Dm.
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Algorithm 9: A` – smooth cross-entropy auditor
Given:

• hypothesis f : X → [0, 1];

• class of functions C ⊆ [−B,B]X ; accuracy parameter α > 0;

• smoothing parameter L;

• validation data D ∼ Dm;

Let:

• ε← 〈∇f `,f−y〉2

‖∇`‖2‖f−y‖2 // approx factor based on angle between grad and f-y

• H ←
{
h ∈ C : ‖h‖2 ≤ L · `(f ; y)

}
// audit over l2-bounded version of C

• hf ← argminh∈H ‖h−∇f `(f ; y)‖2

if `(f ; y) ≤ α or ‖hf −∇f `(f ; y)‖2 > ε
2 · ‖∇f `(f ; y)‖2:

return h(x) = 0 // cross-entropy small or hf bad approx to deriv
else:

return hf

We claim that this auditor learns the partial derivative function in a way that guarantees linear convergence.

Proposition (Restatement of Proposition2.4.2). Let α,B,L > 0 and C ⊆ [−B,B]X . Suppose we run

Algorithm 7 on initial model f0 with auditor A` defined in Algorithm 9. Then, Algorithm 7 converges in

T = O (L · log(`D(f0; y)/α)) iterations.

Proof. Note that when A` returns h(x) = 0, then Algorithm 7 terminates. Thus, we will bound the number of

iterations until `D(f ; y) at most than α. For notational convenience, we denote ∇f `D(f ; y) as ∇f `.
By the definition of ε and the termination condition, we know that ifA` returns hf (x) 6= 0 then hf satisfies

the following inequality.

‖hf −∇f `‖2 ≤
1

2
· 〈∇f `, f − y〉

2

‖f − y‖2
(A.37)

≤ 1

2
· 〈∇f `, f − y〉

2

‖f − y‖2
+

1

16
‖∇f `‖2 (A.38)

=

∥∥∥∥∥ 〈∇f `, f − y〉‖f − y‖2
(f − y)− ∇f `

4

∥∥∥∥∥
2

(A.39)
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Using this inequality, we can bound the inner product between hf and f − y.

〈hf , f − y〉 (A.40)

= 〈∇f `, f − y〉+ 〈hf −∇f `, f − y〉 (A.41)

≥ 〈∇f `, f − y〉 −

∥∥∥∥∥ 〈∇f `, f − y〉‖f − y‖2
(f − y)− ∇f `

4

∥∥∥∥∥ · ‖f − y‖ (A.42)

≥ 〈∇f `, f − y〉 − 〈∇f `, f − y〉 ·
‖f − y‖2

‖f − y‖2
+

1

4
· 〈∇f `, f − y〉 (A.43)

≥ 1

4
· `D(f ; y) (A.44)

where (A.43) follows from the fact that ∇f ` and f − y are positively correlated; and (A.44) follows by

convexity of `D.

Thus, using the analysis of the multiplicative weights update from Section A.9, we can see that the progress

in cross-entropy can be bounded as

`D(ft; y)− `D(ft+1; y) ≥ η

4
· `D(ft; y)− η2 · ‖hft(x)‖2 (A.45)

≥ (
η

4
− η2L) · `D(ft; y) (A.46)

where (A.46) follows from the fact that hf is drawn from a class with Euclidean norm bounded as ‖hf‖2 ≤
L · `D(f ; y).

Rearranging and taking η = 1
8L , we arrive at the following inequality that implies linear convergence.

`D(ft+1; y) ≤ (1− η

4
+ η2L)`D(ft; y) (A.47)

≤ e−1/64L`D(ft; y) (A.48)

Thus, after O (L · log(`D(f0; y)/α)), then the cross-entropy will drop below α.

A.11 Proofs

A.11.1 Validity of Importance Scores with Random Component

Following the notation by [44] for Lemma 3.3, denotingW swap(S) = W ([X, X̃]swap(S), Y ) the full vector

of feature statistics when swapping features in S, the flip-sign property can be summarized as: Wswap(S) =

εS �W where � is the element-wise vector multiplication and εS = Ij /∈S − Ij∈S . As discussed by [44], it

should be highlighted that the final selection procedure controls FDR just because of this property. Now, by

directly referring to the proof of Lemma 3.3 by [44], we observe that it relies on the flip-sign property just as

an equality in distribution. Therefore, with this exact same proof, we get that the result still holds when feature
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statistics W satisfy the previous equality only in distribution. This allows us to construct valid feature statistics

W based on random components that are not limited to the randomness in the data itself. We can therefore

also construct randomized Z statistics, and we prove that the constraint mentioned earlier only needs to hold

in distribution to end up with W satisfying the flip-sign condition in distribution.

Proposition A.11.1. Assume that the following equality holds in distribution for any subset S ⊂ {1, . . . , d}:

Z([X, X̃]swap(S), Y )
d
= Z([X, X̃], Y )swap(S)

Then we have the following equality in distribution:

Wswap(S)
d
= εS �W (A.49)

Proof. It suffices to show the result for S = {1}, as the general case can be decomposed as the concatenation

of swaps of just one coordinate.

W ([X, X̃]swap(S), Y ) =
f1(Z1([X, X̃]swap(S), Y ), Z̃1([X, X̃]swap(S), Y ))

f2(Z2([X, X̃]swap(S), Y ), Z̃2([X, X̃]swap(S), Y ))
...

fd(Zd([X, X̃]swap(S), Y ), Z̃d([X, X̃]swap(S), Y ))



d
=


f1(Z̃1([X, X̃], Y ), Z1([X, X̃], Y ))

f2(Z2([X, X̃], Y ), Z̃2([X, X̃], Y ))
...

fd(Zd([X, X̃], Y ), Z̃d([X, X̃], Y ))



d
=


−f1(Z1([X, X̃], Y ), Z̃1([X, X̃], Y ))

f2(Z2([X, X̃], Y ), Z̃2([X, X̃], Y ))
...

fd(Zd([X, X̃], Y ), Z̃d([X, X̃], Y ))


d
= εS �W ([X, X̃], Y )
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A.11.2 Proof of Proposition 2.5.1: GMM Knockoff Sampling Procedure

We prove Proposition 2.5.1, although this exact same proof applies in the more general setting of the Algo-

rithm 10 in next section.

Proof. We consider the marginal distribution over (X, X̃) by summing the full joint distribution over all

possible values of K. We then decompose the joint distribution along the sampling steps.

P (X, X̃) =

l∑
k=1

P (X, X̃,K = k)

=

l∑
k=1

QX̃|X,K(X̃|X,K = k)P (X,K = k)

=

l∑
k=1

QX̃|X,K(X̃|X,K = k)PX|K(X|K = k)P (K = k)

=

l∑
k=1

QX,X̃|K(X, X̃|K = k)P (K = k)

This proves exchangeability as the last line satisfies exchangeability in (X, X̃).

A.11.3 Comparison of Algorithm 4 and SCIP

The main contribution of our Bayesian network knockoff sampling method is due to the intractability of SCIP

for a general feature distribution PX .

Indeed, SCIP sequentially samples for 1≤ i≤d the knockoff X̃i of the ith feature from the conditional

distribution of Xi given X−i, (X̃j)j<i. That means that, at each step of the sampling process, for each sample,

one needs to compute the joint distribution of X, (X̃j)j<i and the conditional distribution of Xi, which is not

computationally feasible if we assume a complex model for PX .

Another difference is shown by the following: suppose that we observe variable X for which we want

to sample a knockoff, and that its distribution is conditioned on a latent variable H . If we assume that we

can construct easily the conjugates QX̃|X,H(x̃|x, h) and QH̃|H,X(h̃|h, x), then Algorithm 4 simplifies into

Algorithm 10.

Algorithm 10 Knockoff Sampling Procedure for a simple Latent Variable Model

Sample H ∼ PH|X(·|X) Sample H̃ ∼ QH̃|H,X(·|H,X) Sample X̃ ∼ QX̃|X,H(·|X, H̃)

We show in this simple setting that (H̃, X̃) is not a knockoff of (H,X). We write the joint distribution

and decompose it along the sampling steps.
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P (H,X, H̃, X̃)

=QX̃|X,H(X̃|X, H̃)QH̃|H,X(H̃|H,X)

PH|X(H|X)PX(X)

=QX̃|X,H(X̃|X, H̃)QH̃|H,X(H|H̃,X)

PH|X(H̃|X)PX(X)

To prove exchangeability of (X, X̃), we have to marginalize over the hidden states.

P (X, X̃) =
∑
H,H̃

P (X, X̃,H, H̃)

=
∑
H,H̃

QX̃|X,H(X̃|X, H̃)QH̃|H,X(H|H̃,X)

PH|X(H̃|X)PX(X)

=
∑
H̃

QX̃|X,H(X̃|X, H̃)PH|X(H̃|X)PX(X)

=
∑
H̃

QX̃|X,H(X̃|X, H̃)PX|H(X|H̃)PH(H̃)

Only if we marginalize out the hidden states we get to an expression where exchangeability is satisfied

for (X, X̃). Otherwise we don’t, and therefore (H̃, X̃) is not a knockoff of (H,X). In SCIP, all the random

variables sampled are part of the final knockoff sample.

Our procedure also differs from SCIP insofar it is “modular” in each local conjugate conditional. The

choice of each conjugate conditional is not unique, and poor choices yield local knockoffs that are too “close”

to the initial sample and decrease the power of the procedure. The worst option, which is using the feature

as its own knockoff (i.e. Qĩ|i,MB(i)(x̃i|xMB(i), xi) = δxi=x̃i) still gives valid knockoffs, though discards

any possibility for that given feature to be selected. But this is why this procedure is flexible: in cases where

a conditional P i|MB(i) has no closed form expression because of complex dependencies, we can locally

choose poor conjugates and continue the procedure so that we still obtain valid knockoff samples, which is

not possible when running SCIP directly as one has to sample from a complex conditional distribution that is

predetermined.

We can analyze how the previous examples make use of this freedom in the choice of the conditional

conjugate. In the Gaussian mixture case we could choose QX̃|X,H(X̃|X,H) = δX=X̃ , in which case our

knockoff for X would be X itself, and the knockoff procedure would be powerless. In the HMM setting, after

sampling the hidden nodes from the posterior given the observed ones, we could choose to keep those same
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nodes as local knockoffs instead of sampling a different local knockoff. In this case, the final knockoff X̃ we

obtain is different from X . However, one can expect this choice to produce knockoffs with lower power, as the

knockoff samples will stay “closer” to the true samples. The intuition is that if we leverage the knowledge we

have about the generative process, we can sample more powerful knockoffs.

For the Hidden Markov Model, sample:

• H ∼ PH|X(·|X), we sample the hidden states. Conditionally on X the distribution of H is that of a

Markov chain.

• H̃ ∼ QH̃|H,X(·|H,X) we sample a new knockoff Markov chain via SCIP.

• X̃ ∼ QX̃|X,H(·|X, H̃). However, QX̃|X,H(x̃|x, h) is constructed based on the distribution PX|H(x|h).

But because of the structure of the HMM, the observed states are independent conditionally on the

hidden states. If the observed states are univariate then we can simplify the conjugate conditional and

sample X̃ ∼ QX̃|X,H(·|X, H̃)=PX|H(·|H̃) (see comments after Definition 2.5.2).

Example: Sampling Knockoffs for LDA As an additional example, we describe how Algorithm 4 works

to generate knockoffs from Latent Dirichlet Allocation (LDA). We use the same notation for LDA as defined

by [33]: the nth word Wdn in document d is sampled from a multinomial distribution parametrized by βZdn ,

where Zdn corresponds to the topic assignment for Wdn. Topic assignment is sampled from a multinomial

distribution parametrized by θd, the distribution of topics in document d. Finally θd for each document is

sampled from a Dirichlet distribution with hyperparameter α.

• The first step to build knockoffs is to learn the parameters α, β of the model, which can be done by

variational EM [33]. Then, we need to sample the hidden variables Zdn, θd given the observed ones

Wdn : this is an inference problem for which direct computation is intractable, but we can approximate

that posterior distribution via standard variational Bayes methods.

• Next is to sample local knockoffs. This is exactly analog to one pass of Gibbs sampling over the whole

DAG following a topological ordering, except that instead of sampling with respect to the conditional

distribution of the node given its Markov blanket, we sample from the conjugate conditional distribution,

conditioning on the appropriate variables as explained in Algorithm (4). We sample each θd based on

the conjugate conditional distribution. However, as θd is Dirichlet, any given coordinate is determined

by the others, so the only possible choice is to set θ̃d = θd. Then, as Zdn is univariate, its conjugate

conditional simplifies too so that we just sample from the local conditional probability, and so on for

Wdn.

A.11.4 Proof of Theorem 2.5.1: DAG Knockoff Sampling Procedure

Proof. The joint probability distribution can be decomposed as follows by following the sampling steps:
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P (X, X̃) = P (X)

m∏
i=1

Qĩ|i,MB(i)(X̃i|X̃{1:i−1}∩MB(i),

X{i+1:m}∩MB(i), Xi) (A.50)

In order to show that (XO, X̃O) is exchangeable, we want to show that if we marginalize out this joint

distribution with respect to the hidden states (XH , X̃H), we get an exchangeable distribution.

We first show that, iterating recursively over all the nodes, and summing over all values of XH , we obtain

the following expression.

∑
XH

P (X, X̃) =

P (X̃)
∏
i∈O

Qĩ|i,MB(i)(Xi|X̃{1:i−1}∩MB(i), X̃i) (A.51)

For simplicity, here we consider discrete random variables, so that marginalizing the joint distribution over

Xi means summing over all possible values of Xi. Everything stays valid for continuous random variables,

replacing sums by integrals. Starting from equation (A.50), which corresponds to step 1, we do sequentially m

steps to get to (A.51). Suppose that at step 1 ≤ k ≤ m we have the following equality where the left-hand

term is the product of the right-hand terms:

∑
Xl

l∈H, l≤k−1

P (X, X̃) = P (X̃1:k−1, Xk:m)

×
∏
i≥k

Qĩ|i,MB(i)(X̃i|X̃{1:i−1}∩MB(i),X{i+1:m}∩MB(i),Xi)

×
∏
i∈O
i≤k−1

Qĩ|i,MB(i)(Xi|X̃{1:i−1}∩MB(i), X̃i)

The key element is that, by following the topological order, at step k the variable Xk only appears in the

joint probability P (X̃1:k−1, Xk:m) and in the term

Qk̃|k,MB(k)(X̃k|X̃{1:k−1}∩MB(k), X{k+1:m}∩MB(k), Xk)

(Notice that, if i ≤ k − 1 corresponds to an observed node, it has no descendents. Therefore the Markov

blanket of such node is a subset of the nodes with smaller index/topological ordering). We isolate these two

terms and start by writing down the joint probability as a conditional probability. By definition of the Markov

blanket, we can simplify the expression of the conditional probability. Then, we obtain two terms that are
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conjugate in the exchangeable sense.

P (X̃1:k−1, Xk:m)Qk̃|k,MB(k)(X̃k|X̃{1:k−1}∩MB(k),

X{k+1:m}∩MB(k), Xk)

=P k|MB(k)(Xk|X̃{1:k−1}∩MB(k), X{k+1:m}∩MB(k))

×P (X̃{1:k−1}, X{k+1:m})

×Qk̃|k,MB(k)(X̃k|X̃{1:k−1}∩MB(k),X{k+1:m}∩MB(k),Xk)

=P k|MB(k)(X̃k|X̃{1:k−1}∩MB(k), X{k+1:m}∩MB(k))

×P (X̃{1:k−1}, X{k+1:m})

×Qk̃|k,MB(k)(Xk|X̃{1:k−1}∩MB(k),X{k+1:m}∩MB(k),X̃k)

=P (X̃1:k, Xk+1:m)Qk̃|k,MB(k)(Xk|X̃{1:k−1}∩MB(k),

X{k+1:m}∩MB(k), X̃k)

We swap in the previous expression the two terms and we get the following product:

∑
Xl

l∈H, l≤k−1

P (X, X̃) = P (X̃1:k, Xk+1:m)

×
∏

i≥k+1

Qĩ|i,MB(i)(X̃i|X̃{1:i−1}∩MB(i),X{i+1:m}∩MB(i),Xi)

×
∏
i∈O
i≤k−1

Qĩ|i,MB(i)(Xi|X̃{1:i−1}∩MB(i), X̃i)

×Qk̃|k,MB(k)(Xk|X̃{1:k−1}∩MB(k),X{k+1:m}∩MB(k),X̃k)

If k ∈ H , then we sum both sides of the equality over Xk. But now, Xk only appears in the last term, and

summing over it gives 1. If we reach a node with no descendents, i.e. k ∈ O, then we do not marginalize out.

However we have the following simplification:

Qk̃|k,MB(k)(Xk|X̃{1:k−1}∩MB(k),X{k+1:m}∩MB(k),X̃k)

= Qk̃|k,MB(k)(Xk|X̃{1:k−1}∩MB(k), X̃k)

In both cases, we get to the next step in our recursion. After completing last step, we get to equation (A.51).

Notice that this expression is exchangeable in XO, X̃O, for every assignment of X̃H . Indeed, for l ∈ O, we

have that {1 : l − 1} ∩MB(l) = MB(l), so
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∑
XH

P (X, X̃) =P (X̃−l)P
l|MB(l)(X̃l|X̃MB(l))

×Ql̃|l,MB(l)(Xl|X̃{1:l−1}∩MB(l), X̃l)

×
∏
i∈O
i 6=l

Qĩ|i,MB(i)(Xi|X̃{1:i−1}∩MB(i), X̃i)

And (Xl, X̃l) do not appear in the last product term as two observed nodes cannot be in the Markov

blanket of each other. (Xl, X̃l) only appear in the conjugate probabilities, therefore the exchangeability in

(Xl, X̃l) holds. Again, as two observed nodes cannot appear in the Markov blanket of the other, this step can

be repeated for different indices l ∈ O, hence the exchangeability of the expression. This symmetry is at fixed

values of X̃H . Therefore, it still holds when we sum over X̃H . Hence

P (XO, X̃O) =
∑

X̃H ,XH

P (X, X̃)

satisfies exchangeability.

A.12 Robustness of the Procedure to Model Misspecification

As explained when first introducing the Model-X knockoff procedure in [44], instead of considering a model for

the conditional distribution of Y |X , all the assumptions are related to modeling X . The burden of knowledge

shifts from Y |X to X . The same way valid p-values rely on assumptions on Y |X , (parametric model, noise

distribution, asymptotic regime...), valid knockoffs rely on assumptions on the distribution of X: mainly, that

we can approximate it very well.

When we generate knockoffs based on a Gaussian mixture model, and more generally a Bayesian network,

we assume that these probabilistic models are good approximations for PX , and that they can be properly

fitted. This is a very strong assumption, as not only the model we use to represent X may be incorrect,

but the estimated parameters of the model depend on the fitting procedure, which sometimes provides only

an approximation to the actual distribution encoded by the Bayesian network (as when using Variational

Inference). Optimization methods commonly used such as Expectation-Maximization (EM) can also get

stuck in local minima. However, the knockoff procedure is remarkably robust when dealing with these issues.

Existing theoretical robustness bounds [23] are based on controlling the KL-divergence of the model with

respect to the true PX . This can help explain why EM in our method, and hopefully other fitting procedures,

yield knockoffs that are somehow valid: these methods minimize the KL-divergence of the model with respect

to the distribution of X .
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Figure A.6: Fitting a t-distribution with a Mixture of Gaussians We evaluate the empirical FDR when
running the knockoff procedure with a misspecified model. We generate knockoffs by fitting a Gaussian
mixture in settings where the features are from a mixture of t-distribution, for different degrees of freedom
(DOF).

A.13 Synthetic Data Generation and FDR Control

As an example, we provide simulations showing the empirical FDR for a mixture of t-distributions in Figure A.6

(at a fixed target FDR 0.2), as a function of the number of Gaussian mixtures we use to model the distribution.

The conclusion is that, with enough mixtures, the knockoff procedure is able to control FDR, even though we

cannot expect to correctly represent any t-distribution through a mixture of Gaussians.

To generate a synthetic data set with n samples, d features, l mixtures and C different classes, we

implemented the following steps:

• We generate random values for the means and covariance matrices (using scikit-learn positive-semidefinite

matrix generation function) for each of the l mixtures and the mixture proportions.

• For each 1 ≤ i ≤ n we sample Ki the mixture assignment for sample i.

• We sample X = (Xi1, . . . , Xid) from the Gaussian distribution corresponding to the Kith mixture.

• We define fc : Rd → R for c ∈ {1, . . . , C} to be 3rd order polynomial functions over the attributes.

The coefficients of the polynomial functions are randomly sampled from N (0, 1).
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Figure A.7: Empirical FDR for Experiments With Synthetic Features

• Each sample Xi is labeled by Yi = arg maxc∈{1,...,C}(fc(Xi) + εic) where εic ∼ N (0, 0.1) i.i.d.

To generate synthetic labels for a real world data set, we go through the same procedure, but without generating

the input features. It is crucial to notice that, in these experiments with real data, it is not possible to verify that

our method controls FDR, given that we can not obtain new batches of data coming from the same distribution

on which to repeat the procedure to get an empirical FDR. These experiments are done for the purpose of

power comparison, which remains pertinent even if we only regenerate the synthetic label.

For the experiments where we repeatedly generated the synthetic data X , we can verify that our procedure

controls FDR by computing an empirical FDR over several runs of the procedure. Figure A.7 plots the

empirical FDR vs. the target FDR, whenever X is sampled from different numbers of mixtures, and for all the

methods we use to compute feature statistics.

A.14 Selected Features for Real Datasets

We work on three real world data sets: (1) 17596 randomly sampled participants from the UK Biobank data

set [240]. Each individual has 284 phenotype features. (2) Bank Marketing [190] Data Set of UCI [67],

containing 45211 samples with 10 real-valued features for a binary classification task of bank telemarketing

success prediction. (3) Polish bankruptcy dataset [282] of the UCI repository containing 10503 samples with

no missing attribute, each with 64 real-valued attributes for a binary task of company bankruptcy prediction.

Disease Prediction With target FDR=0.3, the following features were selected for the task of Malignant

neoplasm of breast with ICD10 code C50:

• Duration of walks

• Ankle spacing width

• Average weekly champagne plus white wine intake

• Coffee intake

• Number of cigarettes previously smoked daily
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• Interval between previous point and current one in numeric path (trail # 1) (related to intelligence

question results)

• Father’s age at death

• Longest period of depression

• Particulate matter air pollution

• Inverse distance to the nearest road

• Number of days/week walked +10 minutes

• Mean reticulocyte volume

• Length of menstrual cycle

• Average weekly spirits intake

Bank Marketing Success Prediction With target FDR=0.3:

• age

• duration

• campaign

• pdays

• previous

• emp.var.rate

• cons.price.idx

• cons.conf.idx

• euribor3m’

• nr.employed

Bankruptcy Prediction With target FDR=0.3:

• Gross profit (in 3 years) / total assets

• Profit on sales / total assets

• Retained earnings / total assets

• Gross profit / short-term liabilities

A.15 Intuition Behind Drawback of Permutation Importance Scores

We explain the phenomenon through Figure A.8.

(a) A neural network is trained with a dataset with one feature concatenated with its generated knockoff

feature. The horizontal axis corresponds to the original and the vertical axis is the knockoff feature. The

decision boundaries of the trained network are displayed.

(b) Applying shuffling to one of the samples in its original feature will result in an incorrect prediction and

therefore a high importance score for the original feature.
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(c) Although the knockoff feature has no effect on prediction, as applying shuffling results in an off-

distribution fake data point, the predicted label of the fake data point will be incorrect again as it lies in part

of the input space that the network has not been trained on. The importance score for both the original and

the knockoff feature will both be high, which will result in a small feature statistic and therefore prevent that

non-null feature from being selected.
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(a) (b) (c)

(a) (b) (c)

(a) (b) (c)

Figure A.8: Drawback of Permutation Method for Importance Score



Appendix B

Data Valuation

B.1 Review of Shapley Axioms

Here, we provide a high-level review of the axioms that Shapley used to describe an equitable valuation

function [230]. We consider the data Shapley setting, letting φ(z;U,B) denote the value of z ∈ B for a finite

subset B ⊆ Z with respect to potential U : Z∗ → [0, 1].

• Symmetry – Consider zi, zj ∈ B; suppose for all S ⊆ B \ {zi, zj}, U(S ∪ {zi}) = U(S ∪ {zj}). Then,

φ(zi;U,B) = φ(zj ;U,B).

That is, if two data points are equivalent, then they should receive the same value.

• Null player – Consider z ∈ B; suppose for all S ⊆ B \ {z}, U(S ∪ {z}) = U(S). Then,

φ(z;U,B) = 0.

That is, if a data point contributes no marginal gain in potential to any nontrivial subset, then it receives

no value.

• Additivity – Consider two potentials U1, U2. For all z ∈ B,

φ(z;U1 + U2, B) = φ(z;U1, B) + φ(z;U2, B).

That is, the value of a data point with respect to the combination of two tasks (addition of two potentials)

is the sum of the values with respect to each task (potential) separately.

Theorem B.1.1 ( [230] ). The Shapley value is the unique valuation function that satisfies the symmetry, null

player, and additivity axioms.

153
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Additionally, the Shapley value satisfies the desirable property that it allocates all of the value to the contribu-

tors.

• Efficiency – The sum of the individuals’ Shapley values equals the value of the coalition.

∑
z∈B

φ(z;U,B) = U(B)− U(∅).

It is straightforward to verify that the distributional Shapley value immediately inherits the properties of

symmetry, null player, and additivity (by linearity of expectation). Further, it satisfies an on-average variant of

efficiency.

Proposition B.1.1. Given a potential U and a data distribution D, for m ∈ N,

E
z∼D

[ν(z;U,D,m)] =
EB∼Dm [U(B)]− U(∅)

m
.

Proof. We expand the expected distributional Shapley value with its definition and then apply linearity of

expectation.

E
z∼D

[ν(z;U,D,m)] = E
z∼D

 E
k∼[m]

S∼Dk−1

[U(S ∪ {z})− U(S)]


=

1

m
·
m∑
k=1

 E
z∼D

S∼Dk−1

[U(S ∪ {z})]− E
S∼Dk−1

[U(S)]


=

1

m
·
m∑
k=1

(
E

Sk∼Dk
[U(Sk)]− E

Sk−1∼Dk−1
[U(Sk−1)]

)
=

1

m
·
(

E
B∼Dm

[U(B)]− U(∅)
)

B.2 Distributional Shapley Value for Mean Estimation

Proposition (Restatement of Proposition 2.4). Suppose D has bounded second moments. Then for z ∈ Z and

m ∈ N, ν(z;Uµ,D,m) for mean estimation over D is given by

ES∼Dm [U(S)]

m
+
Cm
m
·
(

E
s∼D

[
‖s− µ‖2

]
− ‖z − µ‖2

)
for an explicit constant Cm = Θ(1) determined by m.

Proof. Consider the unsupervised learning task of mean estimation using the empirical estimator. Specifically,

suppose we receive samples from some distribution D supported on Rd with mean µ = Es∼D[s] and bounded
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second moments. Given a subset S ⊆ Rd, we consider the empirical estimator µ̂S = 1
|S| ·

∑
s∈S s. We

define a potential U(S) by the performance of the empirical estimator. For notational convenience, let

Es∼D
[
‖s− µ‖2

]
= R2 for some R = Θ(1).

U(S) = E
s∼D

[
‖s− µ‖2

]
− ‖µ̂S − µ‖2

= R2 − ‖µ̂S − µ‖2

By convention, we will assume that U(∅) = 0. As such, we can evaluate the difference in potentials as

follows.

=
(
R2 −

∥∥µ− µ̂S∪{z}∥∥2
)
−
(
R2 − ‖µ− µ̂S‖2

)
= ‖µ− µ̂S‖2 −

∥∥µ− µ̂S∪{z}∥∥2

Importantly, note that we can relate µ̂S∪{z} to µ̂S .

µ̂S∪{z} = µ̂S +
1

k
· (z − µ̂S)

Using these expressions, we can expand the distributional Shapley value into a form that will be convenient to

work with.

ν(z;U,D,m) = E
k∼[m]

S∼Dk−1

[U(S ∪ {z})− U(S)]

=
1

m
·
m∑
k=1

E
S∼Dk−1

[U(S ∪ {z})− U(S)]

=
1

m
·

(
U({z})− U(∅) +

m∑
k=2

E
S∼Dk−1

[U(S ∪ {z})− U(S)]

)

=
1

m
·

(
R2 − ‖z − µ‖2 +

m∑
k=2

E
S∼Dk−1

[
‖µ− µ̂S‖2 −

∥∥µ− µ̂S∪{z}∥∥2
])

We, thus, focus our efforts on bounding the summation from k = 2 to m. As such, we can evaluate the
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difference in potentials within the expectation as follows.

‖µ− µ̂S‖2 −
∥∥µ− µ̂S∪{z}∥∥2

= ‖µ− µ̂S‖2 −
∥∥∥∥µ− µ̂S − 1

k
· (z − µ̂S)

∥∥∥∥2

= ‖µ− µ̂S‖2 −
(
‖µ− µ̂S‖2 +

1

k2
· ‖z − µ̂S‖2 −

2

k
· 〈µ− µ̂S , z − µ̂S〉

)
=

2

k
· 〈µ− µ̂S , z − µ̂S〉 −

1

k2
· ‖z − µ̂S‖2

Taking an expectation over S ∼ Dk−1, we can simplify each term in the summation separately; first, some

identities that will be useful and hold for all n ∈ N:

E
S∼Dn

[µ̂S ] = µ (B.1)

E
S∼Dn

[〈µ− µ̂S , q〉] = 0 (B.2)

E
S∼Dn

[
‖µ̂S‖2 − ‖µ‖2

]
= E
S∼Dn

[
‖µ̂S − µ‖2

]
=

1

n
· E
s∼D

[
‖s− µ‖2

]
(B.3)

where (B.1) follows because µ̂S an unbiased estimator of µ; (B.2) holds for all q ∈ Rd; and (B.3) is a

well-known fact that can be derived using (B.1) and (B.2).

Beginning with the first inner product.

E
S∼Dk−1

[〈µ− µ̂S , z − µ̂S〉] = E
S∼Dk−1

[〈µ− µ̂S , µ− µ̂S〉] (B.4)

= E
S∼Dk−1

[
‖µ− µ̂S‖2

]
=

1

k − 1
· E
s∼D

[
‖s− µ‖2

]
(B.5)

where (B.4) applies (B.2) with q = µ− z and (B.5) applies (B.3).

Expanding the next term.

E
S∼Dk−1

[
‖z − µ̂S‖2

]
= E
S∼Dk−1

[
‖z‖2 + ‖µ̂S‖2 − 2〈z, µ̂S〉+ ‖µ‖2 − ‖µ‖2

]
= E
S∼Dk−1

[
‖z‖2 − 2〈z, µ̂S〉+ ‖µ‖2

]
+ E
S∼Dk−1

[
‖µ̂S‖2 − ‖µ‖2

]
= ‖z − µ‖2 +

1

k − 1
· E
s∼D

[
‖s− µ‖2

]
(B.6)

where (B.6) follows by applying linearity of expectation and (B.1) to the first term and (B.3) to the second

term.
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Thus, in all, the value can be expressed as follows.

m∑
k=2

E
S∼Dk−1

[
2

k
· 〈µ− µ̂S , z − µ̂S〉 −

1

k2
· ‖z − µ̂S‖2

]

=

m∑
k=2

(
2

k · (k − 1)
· E
s∼D

[
‖s− µ‖2

]
− 1

k2 · (k − 1)
· E
s∼D

[
‖s− µ‖2

]
− 1

k2
· ‖z − µ‖2

)

=

m∑
k=2

(
2R2 − ‖z − µ‖2

k · (k − 1)
− R2 − ‖z − µ‖2

k2 · (k − 1)

)

=
m− 1

m
·
(

2R2 − ‖z − µ‖2
)

+ c(m) ·
(
R2 − ‖z − µ‖2

)
=
m− 1

m
·R2 + (1− 1/m+ c(m)) ·

(
R2 − ‖z − µ‖2

)
where

∑m
k=2

1
k·(k−1) = m−1

m and we take c(m) =
∑m
k=2

1
k2·(k−1) . Thus, plugging this expression back into

our original expansion.

ν(z;U,D,m)

=
1

m
·
(
m− 1

m
·
(

2R2 − ‖z − µ‖2
)

+ (1 + c(m)) ·
(
R2 − ‖z − µ‖2

))
=
m− 1

m2
·R2 +

C(m)

m
·
(
R2 − ‖z − µ‖2

)
=

1

m
·
(
C(m) ·

(
E
s∼D

[
‖s− µ‖2

]
− ‖z − µ‖2

)
+
(

E
s∼D

[
‖s− µ‖2

]
− E
S∼Dm

[
‖µ̂S − µ‖2

]))
whereC(m) = 2−1/m+c(m) = Θ(1) is an explicit function ofm, and we use the fact that ES∼Dm

[
‖µ̂S − µ‖2

]
=

1
m ·R

2.

B.3 Lipschitz Stability of RKHS

Suppose Z = X × Y; let F to denote a Reproducing Kernel Hilbert Space (RKHS), with associated feature

map ϕ : X → F , inner product 〈·, ·〉F , and norm ‖·‖F , such that for all f ∈ F ,

f(x) = 〈f, ϕ(x)〉F

Given F , we define a natural metric over Z , where for labeled pairs zi = (xi, yi) and zj = (xj , yj),

dF (zi, zj) =

‖ϕ(xi)− ϕ(xj)‖F if yi = yj

+∞ o.w.
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That is, the distance is given by the RKHS norm if xi and xj have the same label, and are arbitrarily dissimilar

otherwise.

We define the potential of a subset S ⊆ Z for an RKHS learning problem as the performance achieved

when training using S. Specifically, suppose ` : [0, 1]× [0, 1]→ R+ is an L-Lipschitz, convex loss function

and D is a distribution supported on Z . We define the potential function UF : Z∗ → [0, 1] in terms of the

population loss over D of the following regularized ERM.

UF (S) = 1− E
(x,y)∼D

[`(fS(x), y)]

where fS = argmin
f∈F

{
erS(f) +

λ

2
‖f‖2F

}

where erS(f) = 1
|S|
∑

(x,y)∈S `(f(x), y) and λ > 0.

Lemma B.3.1 (Learning RKHS is Lipschitz stable). Suppose F is a RKHS with feature map φ : X → F .

Let D be a distribution over Z = X × Y such that E(x,y)∼D [‖φ(x)‖F ] = R. Then, UF : Z∗ → [0, 1] is

(2L2R/λk)-Lipschitz stable with respect to dF .

In other words, as with the standard notion of replacement stability, the Lipschitz stability depends on the

Lipschitz constant of the loss, the expected norm over D, and (inversely on) the degree of regularization.

Proof. We follow the proof of replacement stability of RKHS from [8] closely. For notational convenience,

we drop reference to F in ‖·‖ and 〈·, ·〉.
Suppose S ∈ Zk−1 and suppose z, z′ ∈ Z are two points such that z = (x, y) and z′ = (x′, y); i.e. they

share the same label. By the definition of dF , this is the only case we need to consider. Let f, f ′ ∈ F denote

the empirical risk minimizers over S ∪ {z} and S ∪ {z′}, respectively.

f = argmin
g∈F

{
erS∪{z}(g) +

λ

2
‖g‖2

}
f ′ = argmin

g∈F

{
erS∪{z′}(g) +

λ

2
‖g‖2

}

For α ∈ [0, 1], let

fα = α · f + (1− α) · f ′

f ′α = (1− α) · f + α · f ′.

By the assumption that ` is convex, we can derive the following inequalities for any (x, y) ∈ Z and any
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S ⊆ Z .

`(fα(x), y) ≤ α · `(f(x), y) + (1− α) · `(f ′(x), y)

=⇒ erS(fα) ≤ α · erS(f) + (1− α) · erS(f ′) (B.7)

Note that fα and f ′α are also feasible hypotheses in the Hilbert space. Thus, by the fact that f, f ′ are ERMs,

erS∪{z}(f) +
λ

2
‖f‖2 ≤ erS∪{z}(fα) +

λ

2
‖fα‖2

erS∪{z′}(f ′) +
λ

2
‖f ′‖2 ≤ erS∪{z′}(f ′α) +

λ

2
‖f ′α‖

2

Rearranging, and applying convexity, we derive the following inequality.

λ

2
·
(
‖f‖2 + ‖f ′‖2 − ‖fα‖2 − ‖f ′α‖

2
)
≤ erS∪{z}(fα)− erS∪{z}(f) + erS∪{z′}(f ′α)− erS∪{z′}(f ′)

(B.8)

We can simplify the inner term of the LHS of (B.8) as follows.

‖f‖2 + ‖f ′‖2 − ‖fα‖2 − ‖f ′α‖
2

= ‖f‖2 + ‖f ′‖2 − ‖f ′ − α(f ′ − f)‖2 − ‖f + α(f ′ − f)‖2

= 2α〈f ′ − f, f ′ − f〉 − 2α2 ‖f ′ − f‖2

= 2α(1− α) ‖f − f ′‖2

Then, we can bound the RHS of (B.8) as follows.

erS∪{z}(fα)− erS∪{z}(f) + erS∪{z′}(f ′α)− erS∪{z′}(f ′)

≤ (1− α) ·
(
erS∪{z}(f ′)− erS∪{z}(f) + erS∪{z′}(f)− erS∪{z′}(f ′)

)
(B.9)

=
1− α
k
· (`(f ′(x), y)− `(f(x), y) + `(f(x′), y)− `(f ′(x′), y) + (k − 1) · 0) (B.10)

=
(1− α)

k
· (`(f ′(x), y)− `(f ′(x′), y)− `(f(x), y) + `(f(x′), y))

≤ (1− α)L

k
· 〈f ′ − f, ϕ(x)− ϕ(x′)〉 (B.11)

≤ (1− α)L

k
· ‖f − f ′‖ · ‖ϕ(x)− ϕ(x′)‖ (B.12)

where (B.9) follows by expanding according to (B.7), and then simplifying; (B.10) follows by the fact that

erS∪{z}(f) = 1
k ·`(f(x), y)+ k−1

k erS(f), but the errors on S cancel to 0, erS(f ′)−erS(f)+erS(f)−erS(f ′);

(B.11) follows by the Lipschitzness of `; and (B.12) follows by Cauchy-Schwarz.
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The analysis above applied for any α ∈ [0, 1]; taking α = 1/2 implies

λ

4
· ‖f − f ′‖2 ≤ L

2k
· ‖f − f ′‖ · ‖ϕ(x)− ϕ(x′)‖

=⇒ ‖f − f ′‖ ≤ 2L

λk
· dF (z, z′).

Because ` is L-Lipschitz, we obtain Lipschitz-stability of UF .

UF (S ∪ {z})− UF (S ∪ {z′}) = E
(x0,y0)∼D

[`(f ′(x0), y0)− `(f(x0, y0)]

≤ E [‖ϕ(x0)‖] · 2L2

λk
· dF (z, z′)

=
2L2R

λk
· dF (z, z′)

B.4 Estimating Distributional Shapley Values – Analysis

We require the following standard concentration inequality.

Theorem (Hoeffding’s Inequality). Suppose X1, . . . , XT are independent random variables, where Xt is

bounded in the range [−bt, bt]. Let X = 1
T

∑T
t=1Xt. Then,

[∣∣X − E[X]
∣∣ > ε

]
≤ 2 · exp

(
−T 2ε2

2 ·
∑T
t=1 b

2
t

)

B.4.1 Iteration complexity of Algorithm 1.

Theorem (Restatement of Theorem 3.1). Fixing a potential U and distribution D, and Z ⊆ Z , sup-

pose T ≥ Ω
(

log(|Z|/δ)
ε2

)
. Algorithm 1 produces unbiased estimates and with probability at least 1 − δ,

|ν(z;U,D,m)− νT (z)| ≤ ε. for all z ∈ Z.

Proof. The theorem follows from the analysis of Theorem B.4.1, by taking the stability to be trivial, β(k) = 1,

and using uniform sampling wk = 1/m for all k ∈ [m].

B.4.2 Running time analysis under stability.

Theorem B.4.1 (Generalizes Theorem 3.2.5). Suppose U is β(k)-deletion stable and for all sets S ⊆ Z of

cardinality |S| = k, U(S) can be evaluated in time R(k); consider a set of positive weights {wk : k ∈ [m]}
and p ∈ [0, 1]. Algorithm 2 produces unbiased estimates of ν(z;U,D,m) that with probability at least 1− δ
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are ε-accurate for all z ∈ Zp and runs in expected time

RTw(m) ≤ O

(
p · |Z| · log(|Z| /δ)

ε2m2
·

(
m∑
k=1

β(k)2

wk

)
·

(
m∑
k=1

wk ·R(k)

))

Proof. First, we bound the iteration complexity and time complexity to evaluate models at each iteration

within Algorithm 2. The running time bound then follows by the fact that we need to evaluate a model per

z ∈ Zp, per iteration where the expected cardinality of |Zp| = p · |Z|.
Abusing notation, denote by

∆zU(k) = E
S∼Dk−1

[U(S ∪ {z})− U(S)] .

Suppose we sample k according to a possibly non-uniform discrete distribution where [k ∈ m] = wk; we

denote a random drawn from this distribution by k ∼ [m]w. Then, by sampling k ∼ [m]w, computing ∆zU(S)

for S ∼ Dk, and reweighting, we obtain an unbiased estimate of ν(z;U,D,m).

ν(z;U,D,m) = E
k∼[m]

[∆zU(k)]

=
1

m

m∑
k=1

∆zU(k)

=

m∑
k=1

wk
∆zU(k)

wkm

= E
k∼[m]w

[
∆zU(k)

wkm

]
For simplicity, we analyze a sampling scheme where we sample Tk sets with cardinality k for Tk ≥ wk ·T .

(By the multiplicative Chernoff bound, this event will occur with high probability.) That is, for all z ∈ Z and

for each k ∈ [m], we sample Tk subsets S ∼ Dk and compute ∆zU(S). For each z ∈ Z, each such sample is

an independent unbiased estimate of ∆zU(k), so reweighting according to wk and averaging over k ∈ [m]

gives an unbiased estimate of ν(z;U,D,m).

νT (z) =
1

T

m∑
k=1

Tk∑
t=1

∆zU(St)

wkm

Note that by β(k)-deletion stability, for each k, the terms in the summation associated with ∆zU(k) are

bounded in magnitude by β(k)
wkm

. Thus, we can apply Hoeffding’s inequality to derive the following bound to
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obtain ε-error with probability at least 1− δ0.

δ0 ≥ 2 · exp

 −ε2T 2

2 ·
∑m
k=1

∑Tk
t=1

(
β(k)
wkm

)2


≥ 2 · exp

 −ε2T 2

2
m2 ·

∑m
k=1 wk · T ·

(
β(k)
wk

)2


= 2 · exp

(
−ε2m2T

2 ·
∑m
k=1

β(k)2

wk

)

Thus, taking the failure probability δ0 = δ/ |Z| small enough to union bound over all z ∈ Z, we derive the

following bound on T .

T ≥ Ω

(
log(|Z| /δ)
ε2m2

·
m∑
k=1

β(k)2

wk

)
Using this bound on T , we can compute the necessary running time for Algorithm 2 in terms of R(k) per

z ∈ Zp.

Tw(m) = T ·
m∑
k=1

wk ·R(k)

=
log(|Z| /δ)
ε2m2

·

(
m∑
k=1

β(k)2

wk

)
·

(
m∑
k=1

wk ·R(k)

)

Thus, we can compare various sampling schemes for different stability factors. Note that in the case of the

uniform sampling scheme, where wk = 1/m for all k ∈ [m], the sampling probabilities cancel.

Tu(m) =
log(|Z| /δ)
ε2m2

·

(
m∑
k=1

β(k)2

1/m

)
·

(
m∑
k=1

1/m ·R(k)

)

=
log(|Z| /δ)
ε2m2

·

(
m∑
k=1

β(k)2

)
·

(
m∑
k=1

R(k)

)

Thus, the overall running time is given asRTw(m) = p·|Z|· log(|Z|/δ)
ε2m2 ·

(∑m
k=1

β(k)2

wk

)
·(
∑m
k=1 wk ·R(k)).

Concretely, to see the special case of the theorem stated as Theorem 3.2, suppose that β(k) = k−b for
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b ≥ 1/2 and R(k) = kc for c ≥ 1. With these settings of the parameters, uniform sampling takes time

Tu(m) =
log(|Z| /δ)
ε2m2

·

(
m∑
k=1

k−2b

)
·

(
m∑
k=1

kc

)

=
log(|Z| /δ)
ε2m2

·O(log(m)) ·O(mc+1)

≤ log(|Z| /δ)
ε2

· Õ
(
mc−1

)
.

Suppose, instead, we take wk ∝ k1−2b; that is, we choose wk such that the first summation will still be

bounded by Hm = Θ(log(m)). Under such a sampling scheme, the running time is bounded as

Tw(m) =
log(|Z| /δ)
ε2m2

·

(
m∑
k=1

k−1

)
·

(
m∑
k=1

kc+1−2b

)

=
log(|Z| /δ)
ε2m2

·O(log(m)) ·O(mc+2−2b)

≤ log(|Z| /δ)
ε2

· Õ
(
mc−2b

)
.

In other words, the biased sampling scheme allows us to save roughly a factor-m2b−1 in computation time.

Thus, if U isO(1/k)-deletion stable, then the biased sampling scheme saves roughly a factorm in computation

time.

B.4.3 Finite Sample Approximation to D

While the analysis of Theorem B.4.1 focuses on the running time of Algorithm 2, we can equally interpret

it as a sample complexity bound. In particular, taking R(k) = k corresponds to the sample complexity of

taking a fresh sample S ∼ Dk per iteration. Thus, using Algorithm 2, the naive sample complexity given by

resampling for each iteration gives the bound of

M ≈ log(|Z| /δ)
ε2m2

·

(
m∑
k=1

β(k)2

wk

)
·

(
m∑
k=1

wk · k

)

Taking β(k) = wk = 1/k yields

M ≈ log(|Z| /δ)
ε2m

·

(
m∑
k=1

1

k

)

≈ log(m) · log(|Z| /δ)
ε2m
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B.5 Additional Performance Experiments

We report the results of additional empirical evaluations of Algoirthm 8, as described in Section 3.2.5. We depict

the results of point removal experiments by plotting model performance vs. fraction of training data removed,

where points are removed in order of their Shapley estimates or randomly. We apply the interpolation and

weighted sampling speed-ups from Algorithm 8, independently. Both strategies obtain an order-of-magnitude

speed-up with no qualitative performance change.
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Figure B.1: Point removal curves for D-Shapley estimates under various speed-ups, using weighted sampling
and interpolation across two ML tasks and three learning algorithms.
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B.5.1 Speeding-up Distributional Shapley for Cifar10

In this experiment, we apply both speed-up methods to compute the distributional Shapley values for CI-

FAR10 dataset. We apply weighted sampling corresponding to a speed-up factor of 10 and subsampling with

interpolation corresponding to a speed-up factor of 50, to compute values for 1000 data points. We valuate

points based on their effect on an image classification task. We use an Inception-v3 [249] model, pretrained on

the ILSVRC2012 (Imagenet) [221] dataset; then, we base our potential function U(S) on the performance

of the model resulting after retraining the final layer of the network (holding all other layers fixed) using the

retraining set S. Figure B.2 shows the point-removal results for the complete dataset (e.g. removing 50% of

the points with the highest D-Shapley value causes the prediction accuracy to drop from 77% to 68%.)

Figure B.2: Point removal experiment for CIFAR10, using distributional Shapley estimates computed by
FAST-D-SHPALEY.
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B.6 Additional Pricing Experiments

We use four large-scale datasets from the UCI repository [71]:

• Covertype dataset with 581, 012 samples where each sample contains 54 visual features of forest images

and the task is to detect the type of forest cover (from a set of 7 different covers). We use a Random

Forest model.

• Diabetes130 dataset [239] that with 100, 000 samples. Each sample contains 54 patient and hospital

features. The task is to predict whether the patient will be readmitted to the hospital. We use an AdaBoost

model.

• Wearable Computing: Classification of Body Postures and Movements (PUC-Rio) Data Set which has

165, 632 points where each point has 18 attributes and has one of the 5 postures. We use a multinomial

logistic regression model.

• Dataset for Sensorless Drive Diagnosis Data Set that contains 58, 509 data points. Each data point has

48 features. The dataset has 11 classes. We use a Gradient Boosting model.
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Figure B.3: Points from an acquired set are added to the buyer’s initial dataset in three different orders:
according to ν (D-Shapley), according to φ (TMC), and randomly. The plot shows the change in the accuracy
of the model, relative to its performance using the buyer’s initial dataset, as the points are added; shading
indicates standard error of the mean.
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