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Abstract
Robots operating in the unstructured environments of the real world must contend
with at least two sources of geometric complexity: (1) the differential geometric
complexity of robot configuration spaces and task spaces, which can in practice be
general non-Euclidean manifolds, and (2) the complexity of the geometric shape of
robot links and obstacles in the environment, which have infinite variability and are
often highly nonconvex. Mature robot autonomy requires algorithms that can tackle
these sources of geometric complexity with precision and at real-time control and
planning speeds. This thesis focuses on bridging existing gaps in previous methods
to meet these needs. In particular, to address differential geometric complexity in
motion design, we first present a framework called Multi-Task Pullback Bundle
Dynamical Systems (PBDS), which is a geometric control methodology for forming
fast composable geometric motion policies, respecting simultaneous robotic tasks
on non-Euclidean robot and task manifolds. Second, we present an embedded
sequential convex programming approach which exploits differential geometric
structure to eliminate explicit manifold-type constraints in trajectory optimization
while still guaranteeing final satisfaction of these constraints. Together, these approaches correctly enforce the differential geometric structure of robot planning and
control problems while maintaining similar or greater computational efficiency compared to past approaches. Finally, we address the shape complexity of robot links
and obstacles by repurposing hardware-accelerated ray-tracing (i.e., ray-tracing
cores) for rapidly forming collision avoidance constraints in trajectory optimization,
particularly targeting complex robot and obstacle triangle mesh representations.
This enables robot motion designers to leverage the full complexity of robot and
iv

obstacle geometries at speeds orders of magnitude faster than currently available
collision-checking libraries, while leveraging recently-developed ray-tracing cores
which have previously had little utility in the robot autonomy stack.
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1 Introduction
The past decade in robotics has seen an surge in robots leaving the well-characterized
and controlled environments of factories and moving into the unstructured environments of the broader world. This continually presents new challenges for robot
autonomy stacks, particularly for motion planning and control algorithms, which
must generate novel trajectories and control inputs at speeds rapid enough to respond to changing user demands and unpredictable environment dynamics, while
also reliably meeting the complexity of required tasks. In particular, the type of
complexity of interest for this thesis is geometric complexity, which is abundant in
the real world in multiple forms.
The first form of geometric complexity that this thesis addresses is differential
geometric complexity. Robot configuration spaces are not always Euclidean, but
instead often present as a variety of non-Euclidean manifolds (e.g., combinations
of Euclidean space with spheres or SO(3), the space of 3D rotations). The same
applies to robot task spaces, which can be represented by an even wider variety of
non-Euclidean manifolds depending on the task designer. These impose differential
geometric constraints on trajectories and control policies that must be respected by
trajectory optimization schemes and controllers for their outputs to be sensible from
both theoretical and practical perspectives, correctly addressing the tasks at hand.
Unfortunately, tackling this differential geometric complexity is quite challenging,
and there is still a great deal of work to be done devising trajectory optimization
and control schemes that can provide theoretical guarantees when applied to nonEuclidean manifolds while also being numerically efficient for real-time planning
and control.
1
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The second form of geometric complexity that we address is the geometric shape
complexity of robots and the objects in the world that they must interact with.
Objects in the real world present an endless variety of shapes and sizes which,
unlike in the factory, are often not characterized in advance. Even when they are,
they often present extreme nonconvexity (e.g., protrusions, holes, folds, etc.) and
multiple scales of surface variability that cannot be ignored during contact or close
movements by interacting robots. Additionally, robots themselves have complex
geometries, including many surfaces that are not often considered for contact, but
could prove useful in complex interactions if their full geometric details could be
infused into planning and control stacks. However, the tooling for dealing with
geometry representations that can capture the full complexity of robot and object
geometries while being fast enough for real-time trajectory optimization is still quite
limited, restricting most roboticists to using simple geometry primitives or convex
polyhedral representations in trajectory optimization. This leads to overconservative
motions, artificial task infeasibility, and mispredictions in interactions between the
robot and the environment.
Thus, the thrust of this thesis is to tackle these sources of geometric complexity
head-on, seeing them as both challenges and opportunities. Although these considerations complicate the pursuit of fast and effective robot planning and control in the
real world, they also provide geometric structure which can be useful if leveraged
correctly and with numerical efficiency. In particular, the contributions of this thesis
are as follows.
Chapter 2, Multi-task Pullback Bundle Dynamical Systems (PBDS) for composable geometric motion policies (published in [1]): We develop a principled methodology
for designing and fusing geometric motion policies, allowing the composition of
desired robot task behaviors into a single geometrically consistent robot motion
policy. The key contribution is that this multi-task control methodology is the first
of its kind to provide guarantees of geometric consistency for non-Euclidean robot
configuration and task manifolds. We also provide stability guarantees, demonstrate
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a novel technique for using Riemannian metrics to enforce constraints while circumventing the potential function local minima characteristic of artificial potential
field methods, provide a novel separation of Riemannian metrics and pseudometrics for driving desired task behavior and prioritizing tasks, and enable principled
position- and velocity-dependent weighting of tasks. Additionally, we demonstrate
the framework’s numerical efficiency, providing an open-source implementation
that provides controls at up to 600 Hz for a robot arm grasping among clutter.
Chapter 3, Embedded Sequential Convex Programming (ESCP) for trajectory optimization
on manifolds (published in [2], [3]): We develop a principled method for trajectory
optimization on non-Euclidean manifolds, leveraging geometric embeddings to
extend sequential convex programming (SCP) methods to the manifold setting
where one must enforce manifold-type constraints. The key contribution of this
work is to lift the problem of SCP on manifolds to a geometric embedding, showing
that we can remove explicit enforcement of manifold-type constraints at each SCP
iteration while still guaranteeing convergence of the trajectory to the constraint
manifold. We also show that indirect shooting methods can be coupled with SCP to
accelerate convergence in this setting.
Chapter 4, Hardware-accelerated ray-tracing for collision avoidance in trajectory optimization:

We leverage recently developed ray-tracing cores for rapid signed distance

field queries and construction of collision constraints for trajectory optimization. The
key contribution of this work is that it represents the first application of hardwareaccelerated ray-tracing for collision avoidance in trajectory optimization, allowing
the use of complex nonconvex triangle-mesh representations of robot and obstacle
geometries in trajectory optimization while maintaining real-time planning speeds.
We also demonstrate a novel ray-traced gradient descent method for refining signed
distance measurements and finding exact contact points between triangle meshes
on ray-tracing cores, providing accurate collision queries orders of magnitude faster
than currently available open-source collision-checking libraries. Finally, we demonstrate the approach with real-time trajectory optimization for a robot arm planning
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with contact around complex obstacles, using the original mesh representations of
the robot and obstacles consisting of hundreds of thousands of triangles.
Together, these contributions provide significant algorithmic advances in tackling
the differential geometric complexity and geometric shape complexity of robot tasks
in robot motion planning and control, both in terms of theoretical guarantees and
computational efficiency.
Additionally, there have been a number of other contributions over the course
of this thesis work whose details are outside the scope of this dissertation, but are
described briefly here:
Gecko-inspired adhesive grasping in microgravity (published in [4]–[7]):

Over the

course of this thesis, we investigated the application of gecko-inspired adhesives
for versatile grasping in microgravity. Gecko-inspired adhesive grippers have a
number of advantages in microgravity space environments over traditional grippers
relying on pinching or caging. For example, gecko-inspired adhesives grippers
do not require specialized grasping features but can instead grasp smooth flat
or curved surfaces. They also do not rely on suction and can therefore operate
in a vacuum, and they can be made with materials that are resistant to extreme
temperature and radiation and have limited outgassing. The key contributions
of our work in this area include demonstrating the robustness of curved-surface
gecko-inspired adhesive grippers in grasping uncooperative tumbling objects in
microgravity having high translational and rotational velocity. In particular, we
characterized envelopes of high-probability successful grasps in both modelling and
experiments, also revealing key asymmetries in successful grasp envelopes [4]. We
also applied gecko-inspired adhesive grasping to capture to orbital debris removal,
showing that it could be used to capture and deorbit large tumbling rocket-body
debris [5]. We then developed a trajectory optimization methodology for capturing
non-cooperative tumbling objects at particular target locations on their surface using
gecko-inspired adhesives, demonstrating the ability of gecko-inspired adhesives to
simplify the microgravity grasping problem to a docking problem [6]. Finally, we
developed a highly versatile gecko-inspired adhesive gripper that can grasp a wide
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variety of target curvatures, performing the entire sequence of grasping, activating
the adhesion, and deactivating the adhesion to release using a single actuator [7].
Air-bearing test bed for emulation of space robot dynamics (published in [2], [6], [8],
[9]): During this thesis work, we also developed a new set of spacecraft emulation
robots for the Stanford Space Robotics Facility. These robots use air bearings to
hover on a smooth, level granite table, emulating frictionless microgravity dynamics
within a plane and emulating spacecraft actuation using cold-gas thrusters and a
reaction wheel. These robots, referred to as ‘‘free-flyers”, were a major overhaul
of the previous versions, using CO2 instead of air for higher fuel density for 10x
longer-duration high-thrust experiments before refueling, significantly decreased
size and mass, and upgraded onboard electronics and computing including custom
PCBs for power distributions, sensors, and actuator control. The new free-flyers
were used to achieve key experimental contributions in a number of works, including
demonstrating autonomous gecko-inspired adhesive docking with non-cooperative
tumbling targets [6], SCP-based trajectory optimization around obstacles for docking
in microgravity [2], collision-inclusive trajectory optimization leveraging intentional
low-risk collisions with obstacles to reduce propellant usage in microgravity [8],
and using Bayesian meta-learning to rapidly learn uncertain dynamics and derive
confidence sets that can be used in trajectory optimization for safe exploration and
exploitation of a microgravity space robot trying to reach a goal among obstacles [9].
Extendable-boom robots for scalable long-reach mobile manipulation (published in [10],
[11]): Finally, over the course of this thesis, we developed, analyzed, and produced
initial prototypes of a new robot design paradigm called ReachBot, using extendable
booms for scalable long-reach mobile manipulation in reduced gravity and climbing
applications. In particular, we took extendable booms, which have traditionally
been used for deployable structures such as solar sails and flexible solar panels,
and repurposed them as arms for mobile manipulation robots. This leads to highly
versatile robots with extreme reach that scales much better with mass and complexity
than that of traditional rigid-link robots. In particular, the ReachBot paradigm fills
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gaps in compact, long-reach robots capable of safe, versatile, precision mobility
and forceful manipulation in a variety of environments including microgravity
environments (e.g., on-orbit construction, intra- or extra-vehicular space station
servicing), very low gravity environments (e.g., exploration and high-precision
inspection of comets and asteroids), and climbing under gravity (e.g., exploration
and sampling of cliffs and caverns on the Moon and Mars). The key contributions
achieved during this thesis include introduction of the concept, initial dynamics
modelling, and controller synthesis for a planar ReachBot in microgravity [10], as
well as development of a planar prototype using lightweight microspine grippers to
grasp large rocks to maneuver around and retrieve small rock samples [11].

2

Composable Geometric Motion Policies
using Multi-Task Pullback
Bundle Dynamical Systems

Chapter Abstract

Despite decades of work in fast reactive planning and control,

challenges remain in developing reactive motion policies on non-Euclidean manifolds and enforcing constraints while avoiding undesirable potential function local
minima. This chapter presents a principled method for designing and fusing desired
robot task behaviors into a stable robot motion policy, leveraging the geometric structure of non-Euclidean manifolds, which are prevalent in robot configuration and
task spaces. This framework, which we call Pullback Bundle Dynamical Systems
(PBDS), drives desired task behaviors and prioritizes tasks using separate positiondependent and position/velocity-dependent Riemannian metrics, respectively, thus
simplifying individual task design and modular composition of tasks. For enforcing
constraints, we provide a class of metric-based tasks, eliminating local minima by
imposing non-conflicting potential functions only for goal region attraction. We
also provide a geometric optimization problem for combining tasks inspired by
Riemannian Motion Policies (RMPs) that reduces to a simple least-squares problem,
and we show that our approach is geometrically well-defined. We demonstrate the
PBDS framework on the sphere S2 and at 300-600 Hz on a manipulator arm, and
we provide task design guidance and an open-source Julia library implementation.
Overall, this work presents a fast, easy-to-use framework for generating motion
policies without unwanted potential function local minima on general manifolds.
7
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2.1 Introduction
Fast reactive planning and control is often crucial in dynamic, uncertain environments, and related techniques have a long history [12]–[16]. However, key challenges remain in applying these techniques to general manifolds. Well-known
non-Euclidean manifolds are ubiquitous in robotics, often representing part of the
configuration manifold (e.g., SO(3) for aerial robot attitude). They can also be
essential for representing robotic task spaces (e.g., the sphere S2 for painting or
moving a fingertip around an object surface, such as in Fig. 2.1). Further, constraints
may restrict the robot to a free submanifold which is difficult to represent explicitly.
For example, an obstacle in the workspace can produce an additional topological
hole that geodesics, or ‘‘default” unforced trajectories, should avoid [17], [18].
Often such constraints are handled by constrained optimization or by repulsive
potentials. However, constrained optimization can scale poorly with the number and
complexity of nonconvex constraints, often becoming impractical for real-time MPC
without careful initialization [19]–[21]. On the other hand, repulsive potentials
can be difficult to design without producing incorrect behavior. For example, it is
well known that artificial potential function (APF) techniques [12], [13] without
assumptions about the robot and workspace geometry [22]–[24] can produce many
incorrect local minima and unnatural behavior such as oscillations within the free
submanifold (e.g., in narrowing passages or when a constraint is near the goal) [25],
[26].
An alternative coming from differential geometry is to encode constraints not
with forces, but with metrics. For example, correctly designed Riemannian metrics [27] defined on the robot configuration manifold have been proposed to curve
the manifold to prevent constraint violation not due to forces pushing the robot
away, but due to the space stretching infinitely in the direction of constraints [28],
[29]. Such a reliance on curvature rather than competing potential functions may
also eliminate traps due to potential function local minima [30].
However, correctly designing such metrics directly on the configuration manifold
can be difficult, motivating the use of pullback metrics, i.e., metrics are designed on
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Figure 2.1: Example tree of PBDS task mappings designed to move a ball along the surface
of a sphere to a goal while avoiding obstacles. Depicted are manifolds representing: (black)
joint configuration for a 7-DoF robot arm with two fully revolute joints, (purple) ball pose,
(red) distances to obstacles, (blue) position on the sphere, and (green) distance to the goal.
Note that damping can be defined on T2 × R5 , SE(3), and/or S2 as desired.

task manifolds where constraints are naturally defined and then ‘‘pulled back”
through the task map onto the configuration manifold. One recent work advocating
this approach is RMPflow [28], which develops a tree of subtask manifolds with
metrics and forces defined on the leaf manifolds which are pulled back and combined
into a single acceleration policy on the configuration manifold. However, [28]
uses potentials in addition to metrics to represent constraint-enforcing subtasks,
increasing design complexity and leading to the same local minima issues as in
other APF approaches.
Additionally, it is often useful to perform task prioritization dependent on robot
velocity. For example, when a robot is moving away from an obstacle, the obstacle
can often be safely ignored. To this end, [28] introduces Geometric Dynamical
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Systems (GDSs) weighted by Riemannian Motion Policies (RMPs) [31], which
allows velocity-dependent metrics used both to specify subtask behavior (such
as constraint avoidance) and to prioritize tasks. However, this approach presents
two difficulties: First, it is very difficult to design task metrics which both specify
desirable task behavior and prioritize tasks correctly. This has led to investigating
learning the task metrics from demonstrations [32], but in any case, it is unclear
what task behavior within a single task could benefit from velocity-dependent
Riemannian metrics, as we discuss in Sec. 2.5.2.
Second, a GDS with velocity-dependent metrics does not meet the key property
of geometric consistency, as we demonstrate in Sec. 2.5.1. Geometric consistency1 (i.e.,
invariance to changes in coordinate representations) is an essential property of any
differential geometric method which ensures that the quantities defined, in this case
acceleration policies, are well-defined on the robot and task manifolds invoked, thus
correctly capturing and leveraging the structure of these manifolds (for example,
see Fig. 2.4).
To summarize, a large gap remains for producing a fast, easy-to-use, and geometrically consistent approach for generating motion policies on general robot
and task manifolds, achieving velocity-dependent task-weighting and leveraging
metric-based enforcement of constraints to eliminate unwanted potential function
local minima.

2.2

Statement of Contributions

To this end, this chapter provides the following contributions:
1) We present the Pullback Bundle Dynamical Systems (PBDS) framework for
combining multiple geometric task behaviors into a single robot motion policy while
maintaining geometric consistency and stability. In doing so, we provide a geometrically well-defined formulation of a optimization scheme inspired by RMPs, which
reduces to a simple least-squares problem. We also remove the tension between
1 Geometrically-consistent

objects are also known of as being ‘‘global” in differential geometry [33]. Thus we will also refer to such objects as being geometrically or globally well-defined.
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single-task behavior and inter-task weighting by introducing separate velocitydependent weighting pseudometrics for each task to handle task prioritization.
2) We apply the PBDS framework to tangent bundles to reveal limits to the
practical use of velocity-dependent Riemannian metrics for task behavior design
and to show why GDSs do not maintain geometric consistency.
3) We provide a class of constraint-enforcing tasks encoded solely via simple,
analytical Riemannian metrics that stretch the space, rather than via traditional
barrier function potentials, eliminating potential function local minima.
4) We demonstrate PBDS policy behavior in numerical experiments and at 300600 Hz on a 7-DoF arm, and we provide a fast open-source Julia library called
PBDS.jl.

2.3

Geometric Preliminaries

To begin, we will recall some results in Riemannian geometry and establish notation
that will be used throughout the chapter. For a more detailed introduction, see [27],
[33]. Let M be a smooth m-dimensional manifold, equipped with charts assigning
coordinates to locally-Euclidean patches. M has a smooth tangent bundle TM
containing tangent spaces Tp M at each point p ∈ M, and it has a cotangent bundle
T ∗ M, which is a natural place to define forces [34]. We will also denote tangent
vectors ( p, v) ∈ Tp M as v p or v depending on desired emphasis of the base point p.
To recover the base point of a tangent vector, we can use the canonical projection
π M : TM −→ M

( p, v) 7→ p.

(2.1)

Given a Riemannian metric g, the couple ( M, g) is a Riemannian manifold.
The metric provides a smoothly-varying inner product g p : Tp M × Tp M −→ R
at each point and thus induces norms k·k g p . The metric g also gives a ‘‘sharp”
operator ] : T ∗ M −→ TM and generalized gradient grad f : M −→ TM, with
f ∈ C ∞ ( M), which are useful for applying forces. To compute accelerations along
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curves, we must choose a connection ∇ in TM defined by Christoffel symbols Γijk .
A particularly useful connection for proving Lyapunov stability is the standard
Levi-Civita connection, which is compatible with the metric g and has Christoffel
symbols given by
Γijk =

1 kh
g (∂i g jh + ∂ j gih − ∂h gij ),
2

(2.2)

where we make use of Einstein index notation and where ∂i is shorthand for the
partial derivative operator ∂/∂xi .
The connection ∇ assigns a unique acceleration operator Dσ to each curve σ in
M. Thus we can compute acceleration
Dσ σ 0 = ∇ σ 0 ( t ) σ 0 ,

(2.3)

where σ0 is the velocity along σ (used interchangeably with σ̇ notation, which can
also indicate a time derivative). Then by choosing generalized forces F : TM −→
T ∗ M, we can specify a dynamical system on M satisfying
Dσ σ0 (t) = F (σ (t))] .

(2.4)

This can be written in local coordinates as the second-order differential equations
σ̈k (t) + σ̇i (t)σ̇ j (t)Γijk (σ(t)) = gkj (σ (t))F j (σ(t), σ̇(t)).

(2.5)

We will use this type of dynamical system to design desired behavior on task
manifolds that corresponding robot motion policies should aim to replicate.
Note also that we will use bold symbols when convenient to denote local matrix
or vector representations of objects. For example, given Ξk , σ̇i σ̇ j Γijk , we can write
(2.5) as
σ̈ (t) + Ξ(σ (t), σ̇ (t)) = g −1 (σ (t))F (σ (t), σ̇ (t)).

(2.6)

We may also abbreviate such expressions, for example as
σ̈ + Ξ = g −1 F .

(2.7)
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Tasks
Goal Attraction

Damping

Obstacle Avoidance

f 1 : S2 → R

f 2 : S2 → S2

f i : S2 → R+

p 7→ dist( p, pgoal )

p 7→ p

Behavior Metric

g1 = 1

ḡ2 = I3

p 7→ dist( p, Xobs )


gi = exp 1/(2x2 )

Dissipative Forces

F D,1 = 0

F̄ D,2 = −4x̄˙

F D,i = 0

Potential

Φ1 = k xk22

Φ2 = 0

Φi = 0

Weighting
Pseudometric

wi = I2

w̄2 = I6

See (2.92)

Task Map

©2021 IEEE

Table 2.1: Simple task design summary for running example of a robot on a sphere surface
navigating to a goal point while avoiding obstacles. Note that each obstacle has an avoidance
task (hence the indices i). For the damping task, the overbars denote representations in
ambient Euclidean space, which are easily pulled back through standard embedding maps
to induce corresponding objects on S2 and TS2 (see Sec. 2.7.2 for details).

2.4 Pullback Bundle Dynamical Systems
Given K tasks, let M and Ni be smooth m- and ni -dimensional robot configuration
and task manifolds, respectively, where { f i : M −→ Ni }i=1,...,K is a set of smooth
task maps. These tasks could represent a variety of desired behaviors such as
attraction to a point/region, velocity damping, or avoidance of a constraint. To
illustrate, consider a running pedagogical example of a point robot on the surface
of a ball, aiming to reach a goal while avoiding obstacles. A simple design for the
relevant tasks is shown in Table 2.1. As shown, the desired task behaviors can be
encoded by designing on each task manifold Ni a potential function Φi : Ni −→ R,
dissipative forces F D,i : TNi −→ T ∗ Ni , and a Riemannian metric gi (which we
can refer to as the behavior metric), all of which are smooth. We also choose the
standard Levi-Civita connection ∇i on TNi [33].
As mentioned in the previous section, these components give rise to dynamical
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systems over the task manifolds Ni , but we want to form a robot motion policy from
a dynamical system over the configuration manifold M. One way to proceed is by
using pullbacks, i.e., ‘‘pulling back” the necessary objects through the task maps
f i to operate over M. First, we recall the definition of the pullback bundle of TN,
omitting task indices in the following for simplicity:
f ∗ TN =

ä

p∈ M

1
π−
N ( f ( p )),

(2.8)

where ä is a disjoint union and π N is the standard projection on TN. This is
itself a well-defined n-vector bundle, and in particular it is an (m + n)-dimensional
manifold. The relationships between these manifolds are depicted in Fig 2.2, using
some additional maps defined in the following subsection.

2.4.1

Constructions on the Pullback Bundle

Our goal is to define a dynamical system in the pullback bundle f ∗ TN, which is a
vector bundle over M. However, since the pullback bundle is not a tangent bundle,
we must reconstruct for it all of the standard objects and operators normally used for
defining mechanical systems on tangent bundles. To begin, we denote the standard
pullback bundle projection
f ∗ π N : f ∗ TN −→ M

( p, v) 7→ p.

(2.9)

For convenience we also define the pullback of the identity map on TN
f ∗ IdTN : f ∗ TN −→ TN

( p, v) 7→ ( f ( p), v)

(2.10)
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πN
f

N

Figure 2.2: Commutative diagram of the key manifolds used to form a pullback bundle
dynamical system. Note that the pullback bundle f ∗ TN is an n-vector bundle over the robot
configuration manifold M.

and a pullback differential
f ∗ d f : TM −→ f ∗ TN

( p, v) 7→ ( p, π2 (d f p (v))),

(2.11)

where π2 denotes a projection onto the velocity component. Each these are smooth
and globally well-defined.
We now construct a global pullback connection on f ∗ TN:
Lemma 1 (Pullback Connection). For every p ∈ M, choose Christoffel symbols defined
locally as
f ∗ Γijk ( p) =

∂f`
( p)Γk` j ( f ( p)).
∂xi

(2.12)

These functions are globally extendable and form a global connection (which we call the
pullback connection),
f ∗ ∇ : Γ( TM) × Γ( f ∗ TN ) −→ Γ( f ∗ TN ).

(2.13)

Proof. The chosen Christoffel symbols are locally smooth. To show that they are
global, we must check whether they satisfy the chart transition formula for Christoffel
symbols on vector bundles.
Consider two charts at p ∈ M denoted by C M and C̃ M and two charts at f ( p) ∈ N
denoted by CN and C̃N . Then TM and TN have corresponding local frames ( ∂x∂ i ),

( ∂∂x̃i ) and ( ∂y∂ i ), ( ∂∂ỹi ) respectively. Suppose we also have a vector bundle E over N
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(note that in our case we have E = TN). Given local frames ( Ei ) and ( Ẽi ) for E, there
exists a smooth, non-singular matrix of functions ( Aij ) such that locally Ẽi = Aij Ei .
Now given a connection ∇ : Γ( TN ) × Γ( E) −→ Γ( E), the related Christoffel symbols can be denoted by Γijk and Γ̃ijk The chart transition formula for such Christoffel
symbols is
Γ̃ijk

=A

pk ∂y

q

∂ỹi



p
A jr Γqr

∂A jp
+
∂yq


.

(2.14)

We must now show a similar formula holds for f ∗ Γijk . Given the local frames for E
above, we can construct local frames for the pullback bundle f ∗ E as ( f ∗ Ei ) , ( Ei ◦ f )
and ( f ∗ Ẽi ) , ( Ẽi ◦ f ). Then for f ∗ Ẽi = Bij f ∗ Ej , it is easily seen that Bij = Aij ◦ f .
We can now compute
f ∗ Γ̃ijk =

=
=
=
=

∂ f˜`
( p)Γ̃k` j ( f ( p))
(2.15)
i
∂ x̃


∂A jp
∂yq
∂ f˜`
p
pk
(
f
(
p
))
(
p
)
A
(
f
(
p
))
A
(
f
(
p
))
Γ
(
f
(
p
))
+
( f ( p))
qr
jr
∂yq
∂ x̃i
∂ỹ`


∂A jp
∂x `
∂fq
p
pk
( p) ` ( p) B ( p) Bjr ( p)Γqr ( f ( p)) +
( f ( p))
∂yq
∂ x̃i
∂x


∂A jp
∂x `
∂fq
∂fq
p
pk
( p) B ( p) Bjr ( p) ` ( p)Γqr ( f ( p)) +
( f ( p)) ` ( p)
∂yq
∂ x̃i
∂x
∂x


`
∂Bjp
∂x
pk
∗ p
(
p
)
B
(
p
)
B
(
p
)
f
Γ
(
p
)
+
( p)
jr
`r
∂ x̃i
∂x `

We therefore find that the Christoffel symbols f ∗ Γijk can be extended globally and
the result follows.
This naturally leads to a geometric acceleration operator for curves with velocity
in f ∗ TN. Let σ : I −→ M be a smooth curve, and denote the space of pullback
bundle vector fields over σ
f ∗ X(σ) , {V : I −→ f ∗ TN | V is smooth, V (t) ∈ f ∗ Eσ(t) , ∀t ∈ I }.

(2.16)

As a classical result, for every curve σ in M, the pullback connection f ∗ ∇ defines a
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unique acceleration operator
f ∗ Dσ : f ∗ X(σ) −→ f ∗ X(σ ),

(2.17)

which locally takes the following form:


f ∗ Dσ V (t) = V̇ k (t) + σ̇i (t)V j (t) f ∗ Γijk (σ(t)) f ∗ ∂k |σ(t) ,

(2.18)

where ( f ∗ ∂i ) is the frame for f ∗ TN defined by
f ∗ ∂i ( p) = ( p, π2 (∂i ( f ( p))).

(2.19)

Now we construct a pullback metric on f ∗ TN. Note that Lyapunov-type results
for classical mechanical systems rely on the fact that the Levi-Civita connection is
compatible with the related Riemannian metric. Indeed, this allows us to differentiate
the norm of some energy, obtaining such variations as a function of the evolutionary
equation of the associated mechanical system. Thus, it is critical to reproduce such
a property in our framework to achieve stability.
Lemma 2. Let g be a Riemannian metric on N which is compatible with connection ∇.
Then the pullback metric
f ∗ g : f ∗ TN × f ∗ TN −→ R

(( p, v1 ), ( p, v2 )) 7→ g f ( p) (v1 , v2 )

(2.20)

is compatible with the pullback connection f ∗ ∇.
Proof. Since g and ∇ are compatible, we know they satisfy the compatibility condition

d
g ( X (t), X (t)) = 2gρ(t) ( Dρ X (t), X (t))
dt ρ(t)

(2.21)

for any smooth vector field X along any smooth curve ρ in N. To show the same for
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f ∗ g and f ∗ ∇, let σ : I −→ M be a smooth curve and let V ∈ f ∗ X(σ). Then
ρ : I −→ N
t 7→ f (σ(t))

(2.22)

and
W : I −→ TN
t 7→ f ∗ IdTN (V (t))

(2.23)

are well-defined and smooth. Now using (2.21) we obtain
d ∗
d
f gσ(t) (V (t), V (t)) = g f (σ(t)) ( f ∗ IdTN (V (t)), f ∗ IdTN (V (t)))
dt
dt
d
= gρ(t) (W (t), W (t))
dt

= 2gρ(t) Dρ W (t), W (t) .
Applying (2.18) adapted for Dσ gives


Dρ W (t) = Ẇ k (t) + ρ̇` (t)W j (t)Γk` j (ρ(t)) ∂k |ρ(t)
!
`
∂
f
= Ẇ k (t) + i (σ(t))σ̇i (t)W j (t)Γk` j (ρ(t)) ∂k |ρ(t)
∂x


= Ẇ k (t) + σ̇i (t)W j (t) f ∗ Γijk (σ(t)) ∂k |ρ(t)



∗
k
i
j
∗ k
= f IdTN V̇ (t) + σ̇ (t)V (t) f Γij (σ(t)) ∂k |σ(t)

= f ∗ IdTN ( f ∗ Dσ V (t)).
Thus continuing (2.24) finally provides
d ∗
f gσ(t) (V (t), V (t)) = 2gρ(t) ( f ∗ IdTN ( f ∗ Dσ V (t)), f ∗ IdTN (V (t)))
dt
= 2 f ∗ gσ(t) ( f ∗ Dσ V (t), V (t)).

(2.24)
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Next we develop the sharp operator on f ∗ TN, useful for handling forces. First
we define the dual pullback bundle
f ∗ T∗ N =

ä (π ∗N )−1 ( f ( p)),

(2.25)

p∈ M

where π ∗N is the canonical projection for the cotangent bundle T ∗ N. We can now
define the flat operator

[ : f ∗ TN −→ f ∗ T ∗ N
( p, v) 7→ f ∗ g p (v, ·),

(2.26)

which is easily seen to be a smooth bundle isomorphism. The sharp operator is
naturally defined to be the inverse of the flat operator, i.e.,

] : f ∗ T ∗ N −→ f ∗ TN
( p, ω ) 7→ ( p, ω )[ .

(2.27)

In particular, locally we have

(ω ( p)] )i = gij ( f ( p))ω j ( p).

(2.28)

Now consider dissipative forces

F D : TN −→ T ∗ N,

(2.29)

which we define as satisfying the dissipative property

hF D ( p, v), vi ≤ 0

(2.30)

for all ( p, v) ∈ TN, where h·, ·i is the natural pairing between a covector and a vector.
For convenience, we associate to F D corresponding pullback dissipative forces as
f ∗ F D : f ∗ TN −→ f ∗ T ∗ N

( p, v) 7→ ( p, π2 (F D ( f ( p), v)),

(2.31)
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such that we have
f ∗ F D (·)] : f ∗ TN −→ f ∗ TN.

(2.32)

From this definition, it follows that we have

h f ∗ F D ( p, v), vi ≤ 0

(2.33)

for all ( p, v) ∈ f ∗ TN so that these pullback forces inherit the dissipative property.
Note that the dissipative forces F D can also be time-dependent and similar results
to those shown in this work will hold, but we keep them time-independent in this
chapter for simplicity.
The last object we must construct on f ∗ TN is a gradient operator for handling
potentials. Given any smooth function Φ : N −→ R, we locally define the smooth
map
BΦ : M −→ f ∗ T ∗ N
p 7→

(2.34)

∂Φ
( f ( p)) f ∗ dyi | p ,
∂yi

where ( f ∗ dyi ) is the coframe for f ∗ T ∗ N defined by
f ∗ dyi ( p) = ( p, π2 (dyi ( f ( p))).

(2.35)

This map is intentionally designed such that for every ( p, v) ∈ TM we have
BΦ ( p)( f ∗ d f p (v)) =

∂Φ
( f ( p)) f ∗ dyi | p ( f ∗ d f p (v)))
i
∂y

∂Φ
= i ( f ( p)) f ∗ dyi | p
∂y
∂fi

∂fk
∂
v j j ( p) k
∂y
∂x

!
f ( p)

∂Φ
( f ( p))
∂yi
∂(Φ ◦ f )
= vj
( p)
∂yi

(2.36)

= d(Φ ◦ f )( p, v)

(2.37)

= vj

∂x j

( p)
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which is crucial for our stability analysis. Now we can define the pullback gradient
operator such that
f ∗ grad Φ : M −→ f ∗ TN : p 7→ BΦ ( p)] .

(2.38)

To denote the total acceleration contributed by the pullback forces (using the sharp
operator to indicate converting from forces to accelerations), we can also define the
shorthand

f ∗ F (·)] : f ∗ TN −→ f ∗ TN

( p, v) 7→ f ∗ F D ( p, v)] − f ∗ grad Φ( p)

2.4.2

(2.39)

Local Pullback Bundle Dynamical Systems

We finally come to the definition of an important building block for Pullback Bundle
Dynamical Systems (PBDS) called a local PBDS.
Definition 1 (Local Pullback Bundle Dynamical System). Let f : M −→ N be a
smooth task map for a Riemannian task manifold ( N, g), let Φ : N −→ R be a smooth
potential function, and let F D : TN −→ T ∗ N be dissipative forces. Then for each ( p, v) ∈
M, we can choose a curve α( p,v) : (−ε, ε) −→ M resulting in γα( p,v) : (−ε, ε) −→ f ∗ TN
for some ε > 0 such that ( f , g, Φ, F D , α( p,v) ) forms a local Pullback Bundle Dynamical
System (PBDS) satisfying


f ∗ Dα( p,v) γα( p,v) (s) = f ∗ F (γα( p,v) (s))]



PBDSα( p,v) γα( p,v) (0) = f ∗ d f α (0) (α0( p,v) (0)),
( p,v)



α0 (0) = ( p, v).

(2.40)

( p,v)

This local PBDS construction is local in the sense that in practice, we define
a PBDSα( p,v) for each ( p, v) ∈ TM and only evaluate it at ( p, v). However, it is
geometrically well-defined, and such a construction is required to ensure that we
have well-defined dynamics at each point on the pullback bundle independent of the
robot curve σ : [0, ∞) −→ M that we ultimately follow. In particular, these dynamics
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must be well-posed at t = 0, (i.e., where f ∗ Dσ is not well-defined, requiring another
curve ασ0 (0) to produce f ∗ Dασ0 (0) ) and in cases where the curve ασ0 (t) defining a valid
PBDSασ0 (t) for some t ∈ [0, ∞) is not unique. For example, the latter may occur when
there is redundancy, i.e., m > n, which is often the case in practice.
Now we must show that a local PBDS exists at each point in TM. In particular, we
must show that for any ( p, v) ∈ TM, there exists a curve α( p,v) satisfying PBDSα( p,v) .
If (U, ϕ) is a local chart for M centered at p, let
α( p,v) (s) , ϕ−1 (sv),

(2.41)

using local coordinates v ∈ Rm . This curve is well-defined and smooth for small
times around zero, so the desired curve α( p,v) always exists, meaning the corresponding local PBDS always exists.
Toward extracting a robot motion policy from local PBDSs, we can define a map
giving the desired pullback task accelerations from local PBDSs corresponding to
each point in the robot configuration tangent bundle TM:
G : TM −→ T ( f ∗ TN )

( p, v) 7→ γ̇α( p,v) (0).

(2.42)

For this map to be well-defined, we must show that it does not depend on the choice
of curves α( p,v) . Let α( p,v) and β ( p,v) be two curves in M satisfying PBDSα( p,v) and
PBDSβ ( p,v) , respectively. These result in corresponding curves γα( p,v) and γβ ( p,v) in
f ∗ TN as provided in the local PBDS definition, which exist as a consequence of
standard Cauchy-Lipschitz arguments. In particular, since every quantity defining
a local PBDS is smooth, these curves are at least C1 , allowing us to compute γ̇α( p,v)
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and γ̇β ( p,v) pointwise. Thus using (2.18) we can compute
j

γ̇αk ( p,v) (0) = ( f ∗ F (γα( p,v) (0))] )k − α̇i( p,v) (0)γα( p,v) (0) f ∗ Γijk (α( p,v) (0))

(2.43)

= ( f ∗ F ( f ∗ d f (α̇( p,v) (0)))] )k − α̇i( p,v) (0)( f ∗ d f (α̇( p,v) (0))) j f ∗ Γijk (α( p,v) (0))
j

= ( f ∗ F (γβ ( p,v) (0))] )k − β̇i( p,v) (0)γβ

( p,v)

(0) f ∗ Γijk ( β ( p,v) (0))

= γ̇kβ ( p,v) (0).
Therefore we have γ̇α( p,v) (0) = γ̇β ( p,v) (0) by the chart invariance of the derivative
operator. This shows that G is well-defined and, in particular, smooth. Given this
result, for our purposes we will adopt the shorthand
γv0 p (0) , γα0 ( p,v) (0)

(2.44)

for ( p, v) ∈ TM, knowing that suitable choices of α( p,v) exist. In the following
section, we will use this G operator to finally extract a robot motion policy given
multiple tasks.

2.4.3 Multi-Task Pullback Bundle Dynamical Systems
Returning to the consideration of multiple tasks having task maps f i , Riemannian
metrics gi , potential functions Φi , and dissipative forces F D,i , recall that our goal is
to combine these tasks into a single robot motion policy. To do this, one approach is
to define a robot acceleration policy using a geometrically well-defined optimization
problem designed to strike a weighted balance between these pullback task acceleration policies. However, this is not as straightforward as it may appear since the
operative accelerations are each in different spaces and are thus difficult to compare
(i.e., σ̈ is in TTM and γσ̇0 (t) is in T ( f i∗ TNi ) for each task).
To resolve this, we will first form a map for each individual task to retrieve the
desired task pullback accelerations given by their local PBDS dynamics. To do this,
we associate to every robot position and velocity combination v p ∈ TM a smooth
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M
f1

N1
f 1,1

N2

N3

f 1,3

f 1,2

N1,1

f3

f2

N1,2

f 3,1

N1,3

N3,1

f 3,2

N3,2

Figure 2.3: Tree of manifolds and task maps in a multi-task PBDS policy. At the root is the
robot configuration manifold, and task manifolds are at the leaves.

section
γv p ,i : [0, 1] −→ f ∗ TNi

(2.45)

satisfying the single-task dynamics of the PBDS specified by ( f i , gi , Φi , F D,i ). Extending the construction of (2.42) to an operator Gi for each task, we collect the
vectors
γv0 p ,i (0) = (( p, v), (γ̇vv p ,i (0), γ̇va p ,i (0)))

(2.46)

into the desired globally well-defined and smooth map
Si : TM −→ T f i∗ TNi



(2.47)

( p, v) 7→ πVB ( Gi ( p, v))
= πVB (γ̇v p ,i (0))
= (( f i∗ d f i ) p (v), (0, γ̇va p ,i (0))),
where πVB denotes the globally well-defined projection onto the vertical bundle.
Recall that the vertical bundle of a bundle is the subbundle formed by the kernel of
the differential of its standard projection, in this case ker(π f i∗ TNi ). In particular, for
T ( f i∗ TNi ) we locally have

πVB (bi ∂iv + ai ∂ia ) = ai ∂ia .

(2.48)
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Next, we form a map relating robot accelerations on TTM to their resulting task
accelerations in T ( f ∗ TNi ):
Zi : TTM −→ T ( f i∗ TNi )



( p, v), a 7→ πVB d( f i∗ d f i )( p,v) ( a) .

(2.49)

Since the pullback differential f i∗ d f i is a smooth map between smooth manifolds
M and f i∗ TNi , the differential of the pullback differential d( f i∗ d f i ) is globally welldefined. Thus Zi is globally well-defined and smooth.
We also assign to each task tangent bundle TNi a Riemannian pseudometric wi ,
which will provide the corresponding task’s weighting against other tasks. Given
the higher-order task maps
Fi : TM −→ TNi

( p, v) 7→ ( f i ( p), (d f i ) p (v)),

(2.50)

we can define globally well-defined pullback pseudometrics
Fi∗ wi : T ( f i∗ TNi ) × T ( f i∗ TNi ) −→ R

(( p, v), a1 ), (( p, v), a2 ) 7→ (wi ) Fi ( p,v) ( a1 , a2 ).

(2.51)

Now we define a function which will choose a robot acceleration for each robot
position and velocity in TM and will thus drive our PBDS dynamics:
ζ : TM −→ D ⊂ TTM
K

( p, v) 7→ arg min

1

∑ 2 kZi (a) − Si ( p, v)k2Fi∗ wi ,

(2.52)

a∈D( p,v) i =1

where D is the globally well-defined affine distribution of TTM such that the subspace D( p,v) ⊆ T( p,v) TM satisfies av = v componentwise for each a = (( p, v), ( av , a a ))

∈ D( p,v) . Because all the involved quantities are globally defined, as soon as (2.52)
is well-defined (i.e., the minimization problem has a unique solution for every
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( p, v) ∈ TM) it is automatically globally defined.
To investigate conditions that guarantee existence and uniqueness of solutions
to this minimization problem for every ( p, v) ∈ TM, we derive solutions to (2.52)
locally. In doing so, we also prove that (2.52) is smooth. First, in order to unpack
Zi ( a), we note that the differential d( f i∗ d f i ) locally takes the form
"

#
J
f
(
p
)
0
i
J ( f i∗ d f i )( p, v) =
,
J˙f i ( p, v) J f i ( p)

(2.53)

where for ( p, v) ∈ TM we define J ˙f i locally as
j

∂2 f
( J ˙f i )kj ( p, v) = v` ` i k ( p).
∂x ∂x

(2.54)

Now for a ∈ D( p,v) we have
Zi ( a) =



πVB d( f i∗ d f i )( p,v) ( a)






= πVB ( f i∗ d f i ) p (v), ( J f i ) jk ( p)vk , ( J˙f i ) jk ( p, v)vk + ( J f i ) jk ( p)( a a )k



∗
k
a k
˙
= ( f i d f i ) p (v), 0, ( J f i ) jk ( p, v)v + ( J f i ) jk ( p)( a )
.

(2.55)


Thus for a ∈ D( p,v) we can locally compute

k Zi ( a) − Si ( p, v)k2F∗ wi = k J f i ( p) a a + J˙f i ( p, v)v − γ̇va p ,i (0)k2wa ( Fi ( p,v)) .
i

i

(2.56)

using the notation k xk2B = x> Bx. Additionally for γ̇va p ,i (0) we can locally compute
j

(γ̇va p ,i )k (0) = ( f i∗ Fi (γv p ,i (0))] )k − v` (t)γv p ,i (0) f i∗ (Γi )k` j ( p)
j

(2.57)

= f i∗ F D,i (γv p ,i (0))] − f i∗ grad Φi ( p) − v` (t)γv p ,i (0) f i∗ (Γi )k` j ( p)


∂Φi
kj
j
= gi ( f i ( p)) F D,i ((d f i ) p (v)) − j ( f i ( p))
∂yi
k
− v` (t)( J f i ) jh ( p)vh (t)( J f i )r` ( p)(Γi )rj
( f i ( p)).
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Thus, we can compute solutions to (2.52) locally by
K

ζ ( p, v) =

∑ J fi ( p)> wia ( Fi ( p, v)) J fi ( p)

!†

i =1

K

∑ J fi ( p)> wia ( Fi ( p, v))Ai ( p, v)

(2.58)

!
,

i =1

where

Ai ( p, v) = J˙f i ( p, v)v(t) − γ̇va p ,i (0).

(2.59)

We can now see that that for ζ to be smooth and always have a unique solution, the
sum within the pseudoinverse must be full rank. To achieve this, we make some key
assumptions about the joint design of the task maps f i and weighting pseudometrics
wi which will also be important for the stability results. First for convenience, we
define a function giving the indices of tasks having nonzero weights:

I : TM −→ P ({1, . . . , K })
( p, v) 7→ {i ∈ {1, . . . , K } | wi ((d f i ) p (v)) 6= 0}.

(2.60)

This allows us to build a family of product task maps
f ( p,v) ,

∏

fi

(2.61)

i ∈I( p,v)

giving for each ( p, v) ∈ TM the product map of the task maps associated to nonzero
weights.
Now we make the following assumptions:

( A1) The pseudometrics wi are at every point in TNi either positive-definite or zero.
( A2) The differential (d f ( p,v) ) p is always of rank m.
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Note that ( A2) implies that m ≤ ∑iK=1 ni . Now for all ( p, v) ∈ TM we can compute
K

∑ J fi ( p)> wia ( Fi ( p, v)) J fi ( p)

i =1

=

∑

J f i ( p)> wia ( Fi ( p, v)) J f i ( p)

(2.62)

i ∈I( p,v)

= J f (>p,v) ( p)w(ap,v) ( F( p,v) ( p, v)) J f ( p,v) ( p),
where
F( p,v) ,

∏

(2.63)

Fi

i ∈I( p,v)

and



w(ap,v) F( p,v) ( p, v) , blockdiag wia ( Fi ( p, v))


i ∈I( p,v)

.

(2.64)

Given ( A1) and ( A2), the final local matrix is positive definite, so the original sum
is indeed full rank, giving us unique solutions and smoothness of ζ. Thankfully,
these assumptions are easily satisfied in practice as explained in Sec 2.4.
Now using the above constructions, we finally give the definition of a multi-task
PBDS:
Definition 2 (Multi-Task Pullback Bundle Dynamical System). Let { f i : M −→
Ni }i=1,...,K be smooth task maps for a Riemannian task manifolds ( N, g), with corresponding
smooth potential functions Φi : Ni −→ R, dissipative forces F D,i : TNi −→ T ∗ Ni , and
weighting pseudometrics wi on TNi . Then the set {( f i , gi , Φi , F D,i , wi )}i=1,...,K forms a
multi-task PBDS with curves σ : [0, ∞) −→ M satisfying



σ̈(t) = ζ (σ̇(t))




= arg min ∑iK=1 12 k Zi ( a) − Si (σ̇(t))k2F∗ wi
i

a∈Dσ̇(t)




σ̇(0) = ( p0 , v0 ).

(2.65)

Assuming ( A1) and ( A2) to ensure smoothness of ζ and the existence of unique
solutions to (2.52), we see that we have existence, uniqueness, and smoothness of
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solution curves σ for a multi-task PBDS.
This gives us a dynamical system on M that provides our robot acceleration
policy:
K

σ̈ =

∑ J fi> wia J fi

!†

i =1

K

∑ J fi> wia Ai

!
,

(2.66)

i =1

Ai = gi−1 (F D,i − ∇Φi ) − ( J˙f i − Ξi )σ̇
(Ξi )kj = ( J f i )` j (Γi )k`h ( J f i )hr σ̇r

(2.67)

where ∇ in this context is the Euclidean gradient operator, and where wia ∈ Rni ×ni
is the lower-right quadrant of the local matrix wi ∈ R2ni ×2ni . In practice, this is the
only quadrant necessary to design due to the vertical bundle projections in (2.47)
and (2.49).
Also note that in practice, weighting pseudometrics meeting assumptions ( A1)
and ( A2) are often trivial to design (e.g., see our running example in Table 2.1, where
the attractor task weight is the Euclidean metric, and the damping task weight is
induced by a Euclidean metric). However, they can also be used to switch tasks on
and off, which is useful for enforcing constraints as shown in Sec. 2.5.3. Also, as in
the running example, ( A1) and ( A2) are easy to satisfy. In particular, it is typical to
use one or more damping tasks which together always provide dissipation along all
degrees of freedom of the robot.

2.4.4

Stability of Multi-Task PBDS

Next, we use LaSalle’s invariance principle to demonstrate stability about a set of
robot equilibrium states. This requires a Lyapunov function, which we build adapting known results in Lagrangian mechanics to the multi-task PBDS. In particular, we
rely on one more key assumption related to the design of weighting pseudometrics.
Using the convenience function in (2.60), for dissipative forces we define

F D,( p,v) ,

∏

i ∈I( p,v)

F D,i .

(2.68)
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We now assume that for every ( p, v) ∈ TM we have the following:

( A3) The dissipative force F D,( p,v) is strictly dissipative, meaning

hF D,( p,v) (d f ( p,v) ) p (v) , (d f ( p,v) ) p (v)i < 0 for v 6= 0,
Our Lyapunov stability results are as follows:
Proposition 1 (Lyapunov Function for Multi-Task PBDS).
Let {( f i , gi , Φi , F D,i , wi )}i=1,...,K be a multi-task PBDS. Then given the function
V : TM −→ [0, ∞) defined by
K

V ( p, v) =

1

∑2

( f i∗ d f i ) p (v)

i =1

2
( f i∗ gi ) p

+ Φi ◦ f i ( p )

(2.69)

we have that
K
dV
(σ̇(t)) = ∑ hF D,i ((d f i )σ(t) (σ̇(t))), (d f i )σ(t) (σ̇(t))i < 0
dt
i =1

(2.70)

for σ̇ (t) 6= 0 along solution curves σ to the multi-task PBDS.
Proof. Taking one element of the sum in

d
0
dt V ( σ ( t ))

from the first term we have


d 1
2
( f i∗ d f i )σ(t) (σ̇(t)) ( f ∗ g )
dt 2
i i σ(t)

d 1 ∗
=
( f i gi )σ(t) ( f i∗ d f i )σ(t) (σ̇(t)), ( f i∗ d f i )σ(t) (σ̇(t))
dt 2
= ( f i∗ gi )σ(t) ( f i∗ Dσ,i γσ,i (0), γσ,i (0))

(2.71)

= ( f i∗ gi )σ(t) ( f i∗ F D,i (γσ,i (0))] , γσ,i (0)) − ( f i∗ gi )σ(t) ( f ∗ grad Φi (σ(t)), γσ,i (0))
= h f i∗ F D,i (γσ,i (0)), γσ,i (0)i − h f i∗ gradΦi (σ(t))[ , γσ,i (0)i
= hF D,i ((d f i )σ(t) (σ̇(t))), (d f i )σ(t) (σ̇(t))i − BΦi (σ(t)) ( f i∗ d f i )σ(t) (σ̇(t))
= hF D,i ((d f i )σ(t) (σ̇(t))), (d f i )σ(t) (σ̇(t))i − d(Φi ◦ f i )(σ̇(t)),


(2.72)

where for (2.71) we use the compatibility of the pullback metric and the pullback
connection, and for (2.72) we use (2.37). Likewise, for the second term we simply
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d
Φi ◦ f i (σ (t)) = d(Φi ◦ f i )(σ̇(t)).
dt

(2.73)

K

d
V (σ̇ (t)) = ∑ hF D,i ((d f i )σ(t) (σ̇ (t))), (d f i )σ(t) (σ̇ (t))i.
dt
i =1

(2.74)

Thus, we have

Then from assumption ( A2) and the fact that all forces F D,i are dissipative, we have
that V̇ (σ̇(t)) < 0 for σ̇(t) 6= 0.
We now provide global stability results:
Theorem 1 (Global Stability of Multi-Task PBDS). Let {( f i , gi , Φi , F D,i , wi )}i=1,...,K be
a multi-task PBDS where ∑iK=1 Φi ◦ f i is a proper map. Then given the Lyapunov function
V of Prop. 1, the multi-task PBDS satisfies these:
• There exists β > 0 such that the sublevel set V −1 ([0, β]) is compact and positively invariant for ζ : TM −→ TTM. Thus every solution curve σ with σ̇(0) ∈ V −1 ([0, β])
is defined in the whole interval [0, +∞).
• Every solution curve σ in M starting at σ̇(0) ∈ V −1 ([0, β]) converges in V −1 ([0, β])
as t → +∞ to an equilibrium set {( p, 0) ∈ V −1 ([0, β]) : f i∗ grad Φi ( p) = 0 if
wi ( f i ( p ), 0) 6 = 0}.
Proof. First, we aim to show that V −1 ([0, β]) is compact for some β > 0. Following
the argument in the proof of [34, Theorem 6.47], since we know ∑iK=1 Φi ◦ f i is
proper, it is sufficient to show that
f ∗ g : TM × TM −→ R
K

(( p, v1 ), ( p, v2 )) 7→


∑ ( fi∗ gi ) p ( fi∗ d fi ) p (v1 ), ( fi∗ d fi ) p (v2 ) .

(2.75)

i =1

defines a metric. Symmetry and bilinearity follow easily from the properties of the
task pullback metrics f ∗ gi . For positive-definiteness, we first take assumption ( A2),

chapter 2. composable geometric motion policies using multi-task pullback
bundle dynamical systems

32

which also gives that the differential d f p is always of rank m, for the product map
f , ∏ik=1 f i . Now note that if f ∗ g p (v, v) = 0, then we must have

( f i∗ gi ) p ( f i∗ d f i ) p (v), ( f i∗ d f i ) p (v) = 0

(2.76)

for each task. With d f p of full rank, this implies that v = 0. Thus it is clear that f ∗ g is
positive-definite and is a metric, which in turn implies that V is proper. In addition,
since we have V̇ (σ̇ (t)) < 0 from Proposition 1, the level sets of V are positively
invariant.
Now, let β > 0 and define the set
n

−1



A = ( p, v) ∈ V ([0, β]) : hF D,( p,v) (d f ( p,v) ) p (v) , (d f ( p,v) ) p (v)i = 0
n
o
= ( p, 0) ∈ V −1 ([0, β]) .

o
(2.77)

where the last equality follows from ( A3). First, we wish to show that the set
n
o
B = ( p, 0) ∈ V −1 ([0, β]) : f i∗ gradΦi ( p) = 0, i ∈ I( p, v)

(2.78)

is the largest positively invariant set in A for the multi-task PBDS. By its definition,
we have B ⊆ A. Now suppose by contradiction that we have a point ( p, 0) in the
largest positively invariant set of A such that ( p, 0) ∈
/ B. Then f i∗ grad Φi ( p) 6= 0 for
some i such that wi ( f i ( p), 0) 6= 0. Let the multi-task PBDS system evolve starting
from ( p, 0), and let σ( p,0) be its solution. If σ̇( p,0) (t) = 0 for all t ∈ [0, +∞), then
σ̇( p,0) (0) = 0, and σ( p,0) (t) = p does not satisfy the system. Thus, there must be
t̄ > 0 such that σ̇( p,0) (t̄) 6= 0, in contradiction with σ( p,0) (t) ∈ A for every t > 0.
Now using the LaSalle Invariance Principle, we can conclude that for solution
curves σ to the multi-task PBDS having initial condition σ̇ (0) ∈ V −1 ([0, β]), we have
lim dist(σ̇(t), B) = 0, and the conclusion follows.

t→+∞

There are two key things to highlight about this result. First, it is important to note
that it relies on Φi ◦ f i being proper maps. If they are not proper but their restrictions
to some sublevel set of the Lyapunov function are proper, then convergence is only
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guaranteed within that sublevel set.
Second, given the assumptions, convergence to an equilibrium state is guaranteed.
However, in some cases there can be zero-velocity equilibrium states at local maxima
or saddle points of the attractor potential function. Fortunately in many cases these
are sets of zero measure that can be escaped by injecting small disturbances.

2.5 Comparison to Riemannian Motion Policies on Geometric
Dynamical Systems
As mentioned, prior work proposed a framework called RMPflow which presented
Geometric Dynamical Systems (GDS) for designing dynamical systems on task
manifolds that could be ‘‘pulled back” onto the robot manifold to generate a robot
motion policy [28]. Similar to this work, multiple GDSs could be combined through
weighted optimization, in that case by using Riemannian Motion Policies (RMP) [31].
In this section, we will explain the key difficulties with the RMPflow approach
(which we will refer to as GDS/RMP) and how they are resolved by our multi-task
PBDS policies.

2.5.1

Geometric Consistency

The main shortcoming of the GDS framework is that it is in general not geometrically
consistent. Geometric consistency is an essential property for any geometric method,
ensuring its properties hold on non-Euclidean manifolds (i.e., outside a single
locally-Euclidean patch) and are invariant to changes in coordinates. To see where
geometric consistency is lost, we can derive the GDS framework as a modification
of a PBDS applied to tangent bundles as follows.
For a given task map f : M −→ N, we define a higher-order task map F :
TM −→ TN as in Sec. 2.4. Since tangent bundles also have a manifold structure, we
can build a PBDS on F using the process in Sec. 2.4, now operating on the higherorder manifolds shown in Fig. 2.6. However, now it is difficult to extract a robot
acceleration policy corresponding to a curve on the robot manifold M because the
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PBDS curves σ have moved to TM. In particular, σ(t) ∈ TM now contains both
robot positions and velocities, so σ̈(t) contains both acceleration and jerk. The GDS
tackles this problem by projecting the geometric acceleration
F ∗ Dσ γ = ai ∂iv + κ i ∂ia

(2.79)

onto the first half of the basis vectors ∂iv to remove components that would correspond to jerk. Unfortunately, this is a projection onto a particular choice of horizontal
bundle, which can only be made disjoint from the globally well-defined vertical bundle given a choice of chart. In other words, it is impossible to define this projection
globally.
In particular, a clear problem arises when considering a change of coordinates
on the projected Riemannian task metric for the GDS. Consider a metric g on TN
which can be represented in chart C̃ as
g̃ijv dṽi dṽ j + g̃ija d ãi d ã j ,

(2.80)

g̃ = blockdiag( g̃ v , g̃ a ).

(2.81)

so that

Let φ be the transition function from a new chart Ĉ to C̃. The Jacobian of φ has the
form

"
Jφ( p̂, v̂) =

Jφv ( p̂, v̂)

0

Jφ av ( p̂, v̂) Jφ a ( p̂, v̂)

Jφijv ( p̂, v̂) = Jφija ( p̂, v̂) =
Jφijav ( p̂, v̂) = v̂k

∂ p̃ j
( p̂),
∂ p̂i

∂2 p̃ j
( p̂).
∂ p̂i ∂ p̂k

#
,
(2.82)
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(a) PBDS policy

(b) GDS/RMP policy

Figure 2.4: A geometric consistency test using a point attractor on S2 and three schemes for
choice of chart: (Red) Always using south pole stereographic projection, (Blue) Always
using north pole stereographic projection. (Purple) Switching stereographic projections
depending on the sphere hemisphere. The blue and green dots show the start and goal points,
respectively. Note that using PBDS, all coordinate choices result in the same trajectory.

The metric coordinates in Ĉ can then be found by
ĝ = Jφ> g̃ Jφ
"
#
Jφv> g̃ v Jφv + Jφ av> g̃ a Jφ av Jφ av> g̃ a Jφ a
=
Jφ a> g̃ a Jφ av
Jφ a> g̃ a Jφ a

(2.83)

ĝ v = Jφv> g̃ v Jφv + Jφ av> g̃ a Jφ av .

(2.84)

so that

Since g̃ a 6= 0 by the properties of a metric, this shows that a projection onto gv cannot
be maintained through coordinate transformations. Since the projected geometric
acceleration depends on gv , the policy will change depending on the choice of
coordinates and will thus exhibit unnatural behavior (e.g., undesirable geodesics)
on non-Euclidean manifolds.
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To make this concrete, consider our Table 2.1 example on a sphere, omitting
obstacle avoidance. To see the effect of coordinate choice, we run both PBDS and GDS
policies using different schemes for choosing coordinate charts on S2 . The resulting
trajectories can be see in Fig. 2.4a and b. Here, the suboptimal and inconsistent
behavior of the GDS policy demonstrates the importance of geometric consistency.
With such consistency, the policy can accurately capture and leverage the geometry
of the manifold, as shown in the PBDS example. Without it, the policy instead
introduces artifacts that disturb natural motion on the manifold and can lead to
erratic behavior. In some cases it is possible for the GDS policy designer to engineer
tasks within a given coordinate choice that suppresses such behavior, but for nonEuclidean metrics this will often be a struggle against the locally-defined curvature
terms introduced by the GDS formalism.

2.5.2

Task Prioritization and Velocity-Dependent Metrics

The main motivation for building GDSs on tangent bundles is to define velocitydependent metrics on task tangent bundles which can be used both to drive the
GDS dynamics and enable velocity-dependent prioritization of tasks in the RMP
framework. However, this introduces difficulty for the designer in forming task
metrics which both give correct single-task behavior and weight each task correctly
against all other tasks. Indeed, rather than allowing incremental design and modular
combination of tasks, it can require jointly redesigning tasks for every new task
combination.
To resolve this issue, the PBDS framework leverages two observations: (O1)
There are few practical scenarios where a velocity-dependent Riemannian metric is
useful for driving task dynamics, and (O2) there is no need to use a single metric
for both task dynamics and task prioritization.
We can gain intuition for (O1) by considering a modified PBDS applied to tangent
bundle tasks. For the sake of this discussion, we outline the main modifications
here and leave further details to Sec. 2.6. Let Fi : TM −→ TNi be our task maps. To
avoid projecting onto a horizontal bundle as in the GDS formulation, we instead
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wish to project onto the vertical bundle, an operation that is globally well-defined.
However, to continue recovering an acceleration policy rather than a jerk policy, we
consider permuted task maps
F̂i , σTNi ◦ Fi : TM −→ R2di

(2.85)

F̂i ( p, v) = ((d f¯i ) p (v), f¯i ( p)).

(2.86)

defined locally as

This essentially swaps the position and velocity coordinates, an operation which
is globally well-defined on parallelizable manifolds (e.g., Lie groups) having an
embedding ϕ̄i : Ni −→ Rdi , giving f¯i = ϕ̄i ◦ f i . Then by considering curves in the
corresponding pullback bundles satisfying a system analogous to (2.65) with the
appropriate global projections applied, we arrive at the following ODE for a curve
σ in configuration manifold M:

† 

>
σ̈ = ∑i C i> wia C i
∑i C i wia Ai ,

C i = J f¯i + Ξiv

Ai = ( gi−1 ) a (F D,i − ∇Φi ) − ( J˙f̄ i − Ξia )σ̇
Ξijv = J F̂kj Γik+(hd+m) J f¯h` σ̇` , Ξija = J F̂k( j+d) Γik+(hd+m) J f¯h` σ̇` .

(2.87)

It is now instructive to see the corresponding local policy equations for a set of
uniformly weighted f i = IdR tasks:
σ̈ =

∑i (1 + Ξia )(( gia )−1 (F D,i − ∂ xi Φi ) − Ξiv σ̇)
∑i (1 + Ξia )2

Ξiv = 12 ( gia )−1 ∂ xi gia σ̇,

(2.88)

Ξia = 12 ( gia )−1 ∂vi gia σ̇.

This shows that a velocity-dependent metric modifies both the ‘‘force” of the task
(its contribution to the numerator of the policy equation) and the total ‘‘mass” of
the system (the denominator). However, while modifying a task force is desirable,
modifying the total mass is not.
For example, consider using a velocity-dependent metric to enforce constraints.
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For position constraints, if a task metric increases as the robot approaches the
constraint with velocity towards it, the total mass increases. This indeed makes
it hard for the robot to accelerate further towards the constraint, but likewise it
becomes hard for the robot to accelerate away. Similarly for velocity constraints, a
barrier-type velocity metric can enforce velocity limits, but it then becomes difficult
for other tasks to remove the high inertia of the robot near the velocity limit.
Thus rather than applying the PBDS framework to tasks mapping from the robot
configuration tangent bundle TM, we instead nominally consider tasks mapping
from the base robot manifold M (i.e., using only position-dependent metrics to
design individual task behaviors), greatly simplifying the framework with little
practical loss in expressiveness of tasks. Additionally, leveraging (O2), we lose no
expressiveness in defining velocity-dependent prioritization of tasks by defining
separate pseudometrics on the TNi to perform the weighting. This also removes the
difficulty of achieving desired task behavior and task prioritization with a single
metric, thus resulting in a more modular framework.

2.5.3 Metric-based Constraints
As mentioned, constraints imposed solely by Riemannian metrics rather than repulsive potentials can eliminate the spurious local minima in combined potential
fields characteristic of many APF methods. However, this has not been considered in works employing the GDS/RMP framework [32], [35], [36]. The notion of
constraint-enforcing Riemannian metrics was recently considered in [29]. However,
rather than constructing such metrics explicitly, the approach numerically computes
a distance field from the goal considering obstacles, interpreting this as a geodesic
distance field whose gradient is then used to guide trajectory optimization. Such
a technique is computationally intensive and may not be practical for complex,
dynamic scenarios.
Instead, we propose a class of simple analytical Riemannian behavior metrics
that provide tunable enforcement of constraints within the PBDS framework. To
motivate the form of these metrics, consider again a set of f i : R −→ R tasks, this
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time using the PBDS motion policy of (2.66):
σ̈ =

∑i J f i wia (( gi )−1 (F D,i − ∂ xi Φi ) − ( J˙f i + Ξi )σ̇ )
.
∑i J f i2 wia

(2.89)

For constraint tasks, we let f i be a distance function to the constraint boundary, so
that xi ∈ R+ is the distance to the constraint and Ξi = 12 ( gi )−1 ∂ xi gi σ̇. Since we add
no repulsive potential and offload dissipative forces to other tasks, constraints are
enforced through Ξi . In short, designing Ξi as a negative barrier function at the
constraint boundary will slow negative velocities as desired. However, due to the
requirements of gi and the form of Ξi , a simple logarithmic or inverse barrier gi is
insufficient. In particular, gi = log xi is negative for xi < 1, and gi = a/xib always
results in Ξi = −b/xi for all a, b ∈ R, which has minimal tuning capability (i.e.,
a/xib cannot decrease fast enough with decreasing xi ). There are many suitable
options, but a good candidate is
gi ( xi ) = exp( a/(bxib ))

(2.90)

for a > 0, b > 1, which results in a familiar and flexible barrier function
Ξi = − a/xib−1 .

(2.91)

Additionally, we must weight constraint tasks such that they are only active
when ẋi < 0, both to save computation and because such metric-based constraints
can produce an undesired acceleration away from the constraint when ẋi > 0. This
can be accomplished using a pseudometric

wia ( xi , ẋi ) =


1

if ẋi > 0 and xi < β,

0

otherwise,

(2.92)

where β ∈ R+ activates the constraint avoidance within some proximity. This works
well numerically, but smooth approximations can be used to retain smoothness
guarantees.
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Figure 2.5: Resulting trajectories from a PBDS attractor policy for a point robot on S2 with
obstacles, where the curve colors represent different starting velocity directions.

The effectiveness of this metric and pseudometric combination can be seen in our
full Table 2.1 running example with results shown in Fig. 2.5, where each obstacle
has a task with a task map f i giving the Euclidean distance to the obstacle in the
ambient R3 , metric gi = exp(1/xi2 ), and weighting pseudometric wi as defined in
(2.92) with β = ∞.

2.6

PBDS Policies on Tangent Bundle Tasks

Here we provide further details for the extension of the PBDS framework to tangent
bundle tasks, as used in Sec. 2.5.2. This framework is mainly instructive to show
the challenges both in performing such an extension in a way that is geometrically
well-defined and in finding practical application for using velocity-dependent Riemannian metrics to drive task behavior. Indeed, in this work we were not able to
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f
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Figure 2.6: Commutative diagram for a PBDS system applied to a task map between tangent
bundles.

find useful robotic tasks whose behavior could not be replicated using the basic
multi-task PBDS framework.
Given a task map f : M −→ N, consider the higher-order task map F : TM −→
TN as defined in (2.50). It would be convenient if we could follow the same steps
we used to extract a robot acceleration policy from task maps mapping from M.
However, task maps mapping from TM introduce two major new challenges.
First, the previous procedure applied in this case would produce curves on TM
rather than on M as we desire. Unfortunately, not every curve in TM correctly
represents a curve in M. In particular, given a curve µ : I −→ TM, the velocity
curve µ̇ takes points in TTM, which have the form (( p, v), (b, a)), where ( p, v) is the
base point from TM and (b, a) is the vector portion. If µ is to correctly represent a
curve σ : I −→ M, we must have that
µ̇(t) = ((σ (t), σ̇ (t)), (σ̇(t), σ̈(t)))

(2.93)

for every t ∈ I. This clearly imposes a velocity constraint on admissible curves in
TM that we can consider: namely, points (( p, v), (b, a)) in the velocity of admissible
curves curves in TM must satisfy v = b (in local coordinates). The way we choose
to handle this is through a subbundle constraint, as we will see.
Second, since velocities in this case are on TTM, an acceleration operator applied
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to a curve µ in TM gives twice as many acceleration vectors as an acceleration
operator applied to a curve in M. In particular, if µ should represent a curve σ in M,
the acceleration operator gives vectors that should represent both the second and
third time derivatives of σ, i.e., both the acceleration on the jerk. Thus to meet our
goal of an acceleration policy, it is desirable to project away the jerk components.
The GDS framework in RMPflow accomplished this by applying a projection onto
the horizontal bundle [31]. However, as discussed previously, there is in general no
choice of horizontal bundle that is disjoint with the vertical bundle in all charts, so
this projection is not globally well-defined.
Instead, we choose to handle this by applying a permutation to swap the position
of the jerk and acceleration vectors, an operation which is globally well-defined
for parallelizable manifolds that are embedded in the Euclidean space, such as
Lie groups. Then the global vertical bundle projection will correctly remove the
jerk components, leaving us with the acceleration components that we can use to
build an acceleration policy. Note that an alternative is to apply the vertical bundle
projection without a permutation and recover a jerk policy, but leave that alternative
open to future work.
With this motivation and roadmap, we begin by considering enforcement of
velocity constraints.

2.6.1

Enforcing Velocity Constraints

We will enforce the velocity constraints discussed above using subbundle constraints.
For this, we first consider the augmented task map
F × π M : TM −→ TN × M

( p, v) 7→ ( F ( p, v), π M ( p, v))
= (( p, d f p (v)), p)

(2.94)
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This would suffice if we aimed to recover a jerk policy. However, now consider the
permutation map
σTN : TN −→ R2d

( p, v) 7→ (d ϕ̄ p (v), ϕ̄( p)),

(2.95)

where N has an embedding ϕ̄ : N −→ Rd . Note that this map is globally welldefined for parallelizable manifolds that are embedded in Euclidean space, such as
all Lie groups (though unfortunately, a notable non-parallelizable manifold is S2 ).
Using this and the embedded task map f¯ : M −→ Rd , we can form the composition
F̂ , σTN ◦ F : TM −→ R2d

( p, v) 7→ (d f¯p (v), f¯( p))

(2.96)

We now construct the full augmented permuted task map which we will use:
F̆ , F̂ × π M : TM −→ R2d × M

( p, v) 7→ (d f¯p (v), f¯( p), p).

(2.97)

Now given the modified task tangent bundle T (R2d × M ), we can construct a pullback bundle F̆ ∗ T (R2d × M). Note that this is a vector bundle which is isomorphic
to the pullback direct sum vector bundle F̂ ∗ ( TR2d ) ⊕ π ∗M TM.
Thus using straightforward identifications, we can define the map
F̂ ∗ L : TTM −→ F̂ ∗ TR2d ⊕ π ∗M TM

(( p, v), (b, a)) 7→ (( p, v), d F̂( p,v) (b, a) + ((dπ M )( p,v) (b, a) − v)).

(2.98)
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We can also define the two vector subbundles of the pullback bundle F̆ ∗ T (R2d × M):
F̆ ∗ GVB =

F̆ ∗ GR2d

n


i
2 i
3 i
∗
2d
( p, v), c1i ∂xR
⊕ π ∗M TM
2d + ci ∂vR2d + ci ∂x M ∈ F̂ TR
o
1
3
| ci = 0 for i = 1, . . . , d, ci = 0 for i = 1, . . . , m ,
n

i
2 i
3 i
∗
2d
= ( p, v), c1i ∂xR
⊕ π ∗M TM
2d + ci ∂vR2d + ci ∂x M ∈ F̂ TR
o
| c3i = 0 for i = 1, . . . , m ,

(2.99)

(2.100)

which are globally well-defined and smooth, in the first case due to its vertical bundle
structure and in the second case due to standard projection arguments exploiting
the direct sum structure of the pullback bundle described earlier. Note that we have
F̆ ∗ GVB ⊆ F̆ ∗ GR2d as vector bundles. We also use these to define a further subbundle
of the pullback bundle
⊥
F̆ ∗ G = F̆ ∗ GVB ⊕ F̆ ∗ GR
2d ,

(2.101)

⊥ is the orthogonal complement of F̆ ∗ G
where F̆ ∗ GR
2d
R2d in the pullback bundle

F̆ ∗ T (R2d × M). This orthogonal complement can be defined by

n
o
⊥
∗
2d
∗
∗
F̆ ∗ GR
=
(
p,
v
)
∈
F̆
T
(
R
×
M
)
|
F̆
g
(
v,
w
)
=
0,
∀
w
∈
F̆
G
,
2d
p
2d
R

(2.102)

given some pullback metric F̆ ∗ g for F ∗ T (R2d × M).
Now suppose we have a robot acceleration
σ00 = (( p, v), (b, a)) ∈ TTM,

(2.103)

with corresponding point F̂ ∗ L(σ00 ) ∈ F̆ ∗ T (R2d × M) in the pullback bundle. If we
also have F̂ ∗ L(σ00 ) ∈ F̆ ∗ GR2d , this implies that

(dπ M )( p,v) (b, a) − v = 0,

(2.104)

b − v = 0.

(2.105)

or componentwise
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This is exactly the velocity constraint we aim to achieve. Thus, we will enforce this
constraint by ensuring our dynamics evolve on the subbundle F̆ ∗ GR2d .
In order to do so, we need to develop a connection on the pullback bundle
F̆ ∗ T (R2d
F̆ ∗ GR2d

× M) which is guaranteed to provide curves that stay in the subbundle

if they start in the subbundle. First we define a projection
⊥
PF̆∗ G⊥ : F̆ ∗ T (R2d × M ) −→ F̆ ∗ GR
2d ,
R2d

(2.106)

which is easily seen from (2.102) to be globally well-defined. Now consider the
tensorization of the PF̆∗ G⊥ operator:
R2d

PF̆T∗ G⊥ : TM −→ F̆ ∗ T (R2d × M) ⊗ F̆ ∗ T ∗ (R2d × M)
R2d


∗ ∗
∗
( p, v) 7→ F̆ Ei (v p ) PF̆∗ G⊥ ( F̆ Ej (v p )) F̆ ∗ Ei (v p ) ⊗ F̆ ∗ E∗j ( p),

(2.107)

R2d

where ( F̆ ∗ Ei∗ ) is the dual local frame of F̆ ∗ T ∗ (R2d × M) associated to the local frame

( F̆ ∗ Ei ) of F̆ ∗ T (R2d × M).
Now let ∇R2d and ∇ M be connections over R2d and M, respectively (e.g., ∇R2d
can be the pushforward of a connection on TN through σTN ). Then we can combine
˘ over R2d × M. From here, we can build a
∇ 2d and ∇ M to form a connection ∇
R

˘ over TM using the usual definition, having associated
pullback connection F̆ ∗ ∇
Christoffel symbols F̆ ∗ Γ̆ijk .
Then for every vector field X over TM and section V of F̆ ∗ T (R2d × M) we can
build a well-defined operator
˘ P T∗ ⊥ (·, ·) : TM → F̆ ∗ T (R2d × M ) ⊗ F̆ ∗ T ∗ (R2d × M)
F̆ ∗ ∇
F̆ G

(2.108)

R2d

such that we may consider the identification
˘ P T∗ ⊥ (·, V ) : TM → F̆ ∗ T (R2d × M).
F̆ ∗ ∇
F̆ G
R2d

(2.109)
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From this we can compute the coordinate representation
˘ P T∗ ⊥ (·, V ) = (1{h>2d,k≤2d} (h, k) − 1{h≤2d,k>2d} (h, k )) F̆ ∗ Γ̆k X j V h nk , (2.110)
F̆ ∗ ∇
jh
F̆ G
R2d

where 1 is an indicator function, and (ni ) is an orthonormal basis for F̆ ∗ T ∗ (R2d × M).
This allows us to define a new connection over the pullback bundle F̆ ∗ T ∗ (R2d × M):
F̆ ∗ GR2d
˘ XV
F̆ ∗ ∇

˘ X V + F̆ ∗ ∇ P T∗ ⊥ (·, V ),
, F̆ ∗ ∇
F̆ G

(2.111)

R2d

whose Christoffel symbols take the form
F̆ ∗ GR2d
F̆ ∗ Γ̆kjh

= (1 + 1{h>2d,k≤2d} (h, k) − 1{h≤2d,k>2d} (h, k)) F̆ ∗ Γ̆kjh .

(2.112)

In particular, notice when that when V ( F̆ ( p, v)) ∈ F̆ ∗ GR2d for every ( p, v) ∈ TM,
we have
F̆

∗

˘ P T∗ ⊥ (·, V )( F̆ ( p, v))
∇
F̆ G 2d

2d+m

=−

R

∑

k=2d+1



2m 2d

∑∑

F̆ ∗ Γ̆kjh X j V h

j =1 h =1


nk

(2.113)

>
∈ F̆ ∗ GR
2d .

In short, this new connection

F̆ ∗ GR2d
˘
F̆ ∗ ∇

effectively removes the connection terms which

may cause a curve to leave the subbundle F̆ ∗ GR2d where our desired curves should
stay. For brevity, we omit the full proof of this result which generalizes [34, Prop.
4.85].

2.6.2

Multi-Task Acceleration Policy Optimization

Now using this connection, we can build local pullback bundle dynamical systems
having curves that satisfy our desired velocity constraints:
Definition 3 (Local PBDS on a Tangent Bundle Task). Let f : M −→ N be a
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smooth task map, where N is embedded in Rd , and associate to f the augmented, permuted task map F̆ : TM −→ R2d × M. Also let ğ be a Riemannian metric on R2d × M,
let Φ̆ : R2d × M −→ R be a smooth potential function, and let F̆ D : T (R2d × M ) −→
T ∗ (R2d × M ) be dissipative forces. Then for each ( p, v) ∈ M, we can choose a curve
α( p,v) : (−ε, ε) −→ TM resulting in γα( p,v) : (−ε, ε) −→ F̆ ∗ T (Rd × M) for some ε > 0
such that ( f , g, Φ, F D , α( p,v) ) forms a local Pullback Bundle Dynamical System (PBDS)
satisfying

PBDSα( p,v)

 ∗


F̆ GR2d 






 F̆ ∗ Dα
 = P ∗ F̆ ∗ F̆ (γα (s))] ,

P
P
(
γ
(
s
)
∗
∗

α
F̆ G
F̆ G
( p,v)
( p,v)
( p,v)

 F̆ G


γα( p,v) (0) = F̆ ∗ d F̆α( p,v) (0) (α0( p,v) (0)),




α
( p,v) (0) = ( p, v ),
(2.114)

where we denote total pullback acceleration F̆ ∗ F̆ (·)] , analogous to Sec. 2.4. As
before, given ( p, v) ∈ TM, we have that γα0 ( p,v) (0) from a corresponding local PBDS
does not depend on the choice of curve α( p,v) , so we will again use the shorthand
γv0 p (0) , γα0 ( p,v) (0).
Now, in order to extract a single robot acceleration policy from a set of tasks, we
trace the constructions in Sec. 2.4.3 with some modifications to form the required
geometric optimization problem. For K tasks, consider task maps { f i : M →
Ni }i=1,...,K , where each Ni is embedded in Rdi , giving corresponding embedded task
map f¯i . We equip each associated embedding space R2di for TNi with a Riemannian
metric gR2di and a potential function ΦR2di depending only on v for ( p, v) ∈ TR2di .
We also equip each TR2di with a weighting pseudometric wTR2di and dissipative
forces F D,R2di , both dependent only on the base points of TR2di , as will be important
for defining our geometric optimization problem. We also set the first d components
of F D,R2di to be zero. Next, we define similar objects g M , Φ M on M and w M , F D,M on
TM, although their design is inconsequential as their contributions are ultimately
projected away.
From these we can form on each augmented, permuted task space R2di × M the
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product metric
ği = gR2di ⊕ g M

(2.115)

Φ̆i (v, q, p) = ΦR2di (v, q) + Φ M ( p).

(2.116)

and potential forces Φ̆i such that

Likewise on each T (R2di × M ) we form the weight product pseudometric
w̆i = wTR2di ⊕ wTM

(2.117)

F̆ D,i = F D,R2di ⊕ F D,M .

(2.118)

and dissipative forces

Then we define two distributions of
T ( F̆i∗ T (R2di × M )) ∼
= T ( F̂ ∗ TR2di ) ⊕ T (π ∗M TM)

(2.119)

analogous to the subbundles F̆ ∗ GVB and F̆ ∗ GR2d :

DVB,i =

n

j

j

R
c2j

DR2di

(2.120)
o

| c1j = = 0 for j = 1, . . . , m, c3j = 0 for j = 1, . . . , d ,
n
j
j
j
= (( p, v), a), c1j ∂x M + c2j ∂v M,1 + c3j ∂a 2di
R

j
j
+ c4j ∂v 2di + c5j ∂v M,2 ∈ T ( F̂i∗ TR2di ) ⊕ T (π ∗M TM)
R
o
5
| c j = 0 for j = 1, . . . , m ,

and define projections PDVB,i and PD
T ( F̆i∗ T (R2di

j

(( p, v), a), c1j ∂x M + c2j ∂v M,1 + c3j ∂a 2di
R

j
j
+ c4j ∂v 2di + c5j ∂v M,2 ∈ T ( F̂i∗ TR2di ) ⊕ T (π ∗M TM)

R2di

(2.121)

from the tangent pullback bundle

× M)) onto these distributions. As with the subbundles, these distribu-

tions are smooth and globally well-defined due to their vertical bundle structures.
Now as before, we use the local PBDS construction above to form for each task a
section of the tangent pullback bundle associating each robot position/velocity pair
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with the corresponding desired task pullback acceleration:
Si : TM −→ T ( F̆i∗ T (R2di × M))

( p, v) 7→ PD

R2di

◦ PDVB,i (γ(0 p,v) (0))

(2.122)

= ((( p, v), a), (0, (0, γ(0ap,v) (0), 0))).
Next we map robot accelerations and jerks to their corresponding task tangent
pullback bundle accelerations:
Zi : TTTM −→ T ( F̆i∗ T (R2di × M))

((( p, v), a), κ ) 7→ PD

R2di

◦ PDVB,i (d( F̆i∗ d F̆i )(( p,v),a) (κ )).

Now given a weighting pseudometric w̆i over T (R2di × M ) for each task, we can
use a further higher-order task map
Fi : TTM −→ T (R2di × M)(( p, v), a) 7→ ( F̆i ( p, v), (d F̆i )( p,v) ( a))

(2.123)

to form the pullback pseudometric Fi∗ w̆i over TTM.
Then we can form our function returning the robot acceleration policy output
for a given robot position and velocity:
ζ : TM −→ D ⊂ TTTM
K

( p, v) 7→ arg min

1

∑ 2 kZi (κ ) − Si ( p, v)k2Fi∗ w̆i ,

(2.124)

κ ∈D( p,v) i =1

where D is the globally well-defined affine distribution of TTTM such that the
subspace D( p,v) ⊆ T(( p,v),(v,a)) TTM satisfies κ v = v and κ v = κ b = a componentwise
for each ((( p, v), (v, a)), (κ p , κ v , κ b , κ a )) ∈ D( p,v) . Note that because wTR2di depends
only on the base points of TR2di , given a point ( p, v) ∈ TM, the coordinates of the
pullback pseudometric Fi∗ w̆i do not depend on the particular (( p, v), a) ∈ T( p,v) TM
at which Fi∗ w̆i is evaluated. Thus in practice we can simply evaluate it at (( p, v), 0) ∈
TTM.
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To derive the local form of this acceleration policy, notice that the differential
d( F̆i∗ d F̆i ) can be written locally as the Jacobian


Im

0

0

0





 0 Im 0
0 


 ¨

∗
˙
˙
¯
J ( F̆i d F̆i ) =  J f̄ i J f̄ i J f̄ i J f i  ,


 J˙f̄

¯
 i 0 J fi 0 
0
0
0 Im

(2.125)

where we denote J ˙f¯i analogous to Sec. 2.4. From this we can see that given a point
having componentwise identifications q = ((( p, v), (v, a)), (v, a, a, κ )) ∈ D( p,v) we
can locally compute

k Zi (q) − Si ( p, v)k2F∗ w̆i = k J f¯i ( p) a + J˙f̄ i ( p, v)v − γ̇vκ p ,i (0)k2w̆a (Fi (v p ,0))) ,
i

i

(2.126)

where γ̇v p = (γ̇vvp , γ̇va p , γ̇vb p , γ̇vκ p , γ̇vMp ), w̆ia is the lower-right quadrant of wTR2di , and
we define

F0i : TM −→ T (R2di × M)

( p, v) 7→ ( F̆i ( p, v), (0, v)).

(2.127)

Then adapting (2.18) and using the computed Christoffel symbols of (2.112), we
can compute the components of γ̇v p ,i along the indices of interest j = 2m + di +
1, . . . , 2m + 2di . First for forces, we have




PF̆∗ G F̆i∗ F̆i (γv p ,i (0))]
i

=

jh
g 2di ( F̂i (v p ))
R

 j



h
F̆ D,i
(γv p ,i (0)) −


∂Φ̆i
( F̆i (v p )) .
∂x h

(2.128)

Then for the Christoffel symbols term, denoting γv p = (γvvp , γva p , γvMp ) and α̇v p =
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(α̇vv p , α̇va p ) we have


h

j−2m
PF̆∗ G α̇`v p ,i (0) PF̆∗ G γv p ,i (0) F̆i∗ Γ̆`h (v p )
i
i




j−2m
= PF̆∗ G α̇`v p ,i (0) PF̆∗ G ( F̆i∗ J F̆i )hr α̇rv p ,i (0) ( J F̆i )s` (v p )Γ̆sh ( F̆i (v p ))
i

=

i

j−2m
(α̇vv p ,i )` (0)( J f¯i )hr ( p)(α̇vv p ,i )r (0)( J F̂i )s` (v p )Γ̆s(h+d) ( F̂i (v p ))

j−2m
+ (α̇va p ,i )` (0)( J f¯i )hr ( p)(α̇vv p ,i )r (0)( J F̂i )s(`+d) (v p )Γ̆s(h+d) ( F̂i (v p ))

= (Ξiv )( j−2m−di )` (v p )(α̇vv p ,i )` (0) + (Ξia )( j−2m−di )` (v p )(α̇va p ,i )` (0),
where we notice the Jacobian F̆i∗ J F̆i takes the local form



˙
¯
J f̄ J f i 0
 i

∗

F̆i J F̆i =  J f¯i 0
0
.
0
0 Im

(2.129)

From this can compute solutions to (2.124) locally as
K

ζ ( p, v) =

∑ C i> ( p, v)w̆ia (Fi (v p , 0))C i ( p, v)

!†

i =1

K

∑ C i> ( p, v)w̆ia (Fi (v p , 0))Ai ( p, v)

!

(2.130)

i =1

C i ( p, v) = J f¯i ( p) + Ξiv ( p, v)

1 a
Ai ( p, v) = ( g −2d
)
(
F̂
(
v
))
F D,R2di ((d F̂i )v p (v p , 0))
p
i
R i

− ∇ΦR2di ( F̂i (v p )) − ( J˙f̄ i ( p, v) − Ξia ( p, v))v

(2.131)

1 a
1
where ( g −2d
) is the lower-right quadrant of g −2d
and the Euclidean gradient ∇ΦR2di
i
i
R

R

is taken over the last di components. Additionally we have
j+d
(Ξiv ) j` ( p, v) = ( J F̂i )s` (v p )(ΓR2di )s(h+i m) ( F̂i (v p )) J f¯hr ( p)vr

(2.132)

j+d
(Ξia ) j` ( p, v) = ( J F̂i )s(`+di ) (v p )(ΓR2di )s(h+i m) ( F̂i (v p )) J f¯hr ( p)vr .

(2.133)
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This leads to the multi-task PBDS policy for tangent bundle tasks:
Definition 4 (Multi-Task PBDS on Tangent Bundles). Let { f i : M −→ Ni }i=1,...,K be
smooth task maps, where Ni is embedded in Rd . Then given corresponding Riemannian
metrics ği on R2di × M, smooth potential functions Φ̆i : R2di × M −→ R, dissipative
forces F̆ D,i : T (R2di × M) −→ T ∗ (R2di × M), and weighting pseudometrics w̆i on
T (R2di × M), the set {( f i , gi , Φ̆i , F̆ D,i , w̆i )}i=1,...,K forms a multi-task PBDS with curves
σ : [0, ∞) −→ M satisfying


K

σ̈(t) = ζ (σ̇(t)) = arg min ∑i=1 12 k Zi (κ ) − Si (σ̇ (t))k2F∗ w̆i
κ ∈Dσ̇(t)

i

(2.134)



σ̇(0) = ( p0 , v0 ).
Similar existence, uniqueness, smoothness, and stability guarantees can be given
for this dynamical system as for that of Sec. 2.4, but these are outside the scope of
this thesis.

2.7

Implementation Details

We implemented the PBDS framework and the GDS/RMP framework for comparison in a fast Julia package called PBDS.jl, which we have made available at
https://github.com/StanfordASL/PBDS.jl. Despite the apparent complexity of its
geometric formulation, the PBDS algorithm in implementation is quite simple and is
summarized in Alg. 2.1. The main challenge in handling non-Euclidean manifolds
within the PBDS framework is transitioning coordinate representations of the necessary objects between different coordinate charts and embeddings. However, PBDS.jl
is designed to handle these transitions automatically. To increase performance in
complex tasks, PBDS.jl also implements a computational tree inspired by [28] for
cases where a task map tree structure such as in Fig. 2.3 allows significant reuse
of computation. This requires careful segmenting and recombination of the main
equations (2.66) and (2.67), as described in the following subsection.
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Algorithm 2.1 Multi-Task PBDS Policy
1:
2:
3:
4:
5:

Input: Robot position and velocity (σ, σ̇)
Output: Robot acceleration command σ̈
Data: Task PBDSs ( f i , gi , Φi , F D,i ), weights wi
Compute Ai using (2.67) for each task
Compute combined acceleration policy σ̈ using (2.66)

2.7.1

Computational Tree for Multi-Task PBDS

Here we give a derivation and details for implementation of the PBDS computational
tree for reusing computation in multi-level trees of task maps. Consider a set of
task maps forming a task map tree such as in Fig. 2.3. In such a case, multiple task
maps are composite maps which share components (e.g., f 1,1 ◦ f 1 and f 1,2 ◦ f 1 share
f 1 ). Thus in cases where applying component maps and computing Jacobians and
Jacobian derivatives is expensive, it is useful to exploit this tree structure to reuse
computation while computing the multi-task PBDS acceleration policy output.
Thus we propose quantities denoted P, A, B, F , and ξ which can be numerically
pulled up the tree from the leaves and combined into equation (2.66). Noting that
each leaf corresponds to a different task, we initialize these quantities for each leaf
as follows.
Leaf task manifold nodes:
P = B = J f > wa J f ,

A = J f > w a J˙f

F = J f > w a g −1 (F D − ∇Φ)
q

(2.135)

a
ξ sr = J f τq wτη
J f αs Γαβ J f βr ,
η

where f is the map to the task manifold from the immediate parent, and we locally
compute the task metric g, Christoffel symbols Γ, generalized force F D , potential
gradient ∇Φ, and block w a of the weighting pseudometric w as usual. Next, for
parent nodes representing intermediate manifolds in the composite task maps, we
combine the child quantities as follows.
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M
f1

fb

N1
f 1,c1

f 1,1

N1,1

Nb

...

N1,c1

...

f b,cb

f b,1

Nb,1

Nb,cb

...

Figure 2.7: Task map tree for an example multi-task PBDS. This structure can be exploited
to parallelize computation of contributions from various tasks and reuse computation from
parent nodes.

Intermediate manifold nodes:

∑ Pc J f , B = J f > ∑ Bc J f

 
A = J f > ∑ Ac J f + ∑ Bc J˙f
q
F = J f > ∑ F c , ξ hk ` = J f qk J f sh ∑ ξ c sr J f r` ,
P = J f>





(2.136)

where the c subscripts indicating quantities from the child nodes, summations are
over all child nodes, and f again denotes the map to the node from the immediate
parent. Finally at the root node containing the robot configuration manifold, we
combine as follows.
Root robot manifold node:
P=

∑ Pc ,

A=

ξ k` =

∑ Ac ,

∑ ξc

k
h`

F = ∑ Fc
h

(2.137)

σ̇ .

We can now compute the multi-task PBDS acceleration policy output using the root
node quantities as
σ̈ = P† (F − ( A + ξ )σ̇ ).

(2.138)

We now demonstrate that this strategy of splitting and reusing computation correctly
reconstructs (2.66).
Lemma 3 (Computational Tree). Given a multi-task PBDS and a corresponding tree of
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task maps, computing P, A, F , and ξ at the root node gives

∑ J fi> wia J fi

P† (F − ( A + ξ )σ̇ ) =

!†

i

∑ J fi> wia Ai

!
(2.139)

i

Proof. Consider the two-level task tree in Fig. 2.7, having b intermediate manifold
nodes and ci children for the ith intermediate node, for a total of ∑ib=1 ci leaf nodes
and corresponding task maps. For such a multi-task PBDS, we can expand (2.66) as
b

σ̈ =

ci

∑∑

!†
> a
J f i> J f i,j
wi,j J f i,j J f i

(2.140)

i =1 j =1
b

ci

∑ ∑ J fi> J fi,j> wi,ja

i =1 j =1





−1
gi,j
F D,i,j − ∇Φi,j −

! !!

d
J f i,j J f i + Ξi,j σ̇
,
dt

where we use the i subscript to denote quantities associated to the intermediate
nodes and use the i, j subscript for those associated to the leaf nodes and their
corresponding tasks.
Now unpacking each of the terms in (2.138) at the root robot manifold node, we
have
P=

b

b

i =1

i =1

∑ Pi = ∑
b

=

J f i>

ci



∑ Pi,j


J fi

(2.141)

j =1

ci

∑ ∑ J fi> J fi,j> wi,ja J fi,j J fi ,

i =1 j =1
b

A=

∑ Ai

(2.142)

i =1
b

=

∑ J fi>



i =1
b

=

ci

∑∑

i =1 j =1

J f i>

ci

∑ Ai,j



J ˙f i +



j =1



> a
J f i,j
wi,j J f i,j J ˙f i

ci

∑ Bi,j

!


J fi

j =1

+

a ˙
J f i> wi,j
J f i,j J f i
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b

=

∑∑

> a
J f i> J f i,j
wi,j

i =1 j =1
b

F=

∑ Fi =

i =1

b

∑

i =1

(2.143)

j =1

ci

b

=


d
J f i,j J f i ,
dt
 ci

>
J fi
∑ Fi,j
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∑ ∑ J fi> J fi,j> wi,ja gi,j−1


F D,i,j − ∇Φi,j ,

i =1 j =1


ξ k` =

b

∑ ξi

i =1

k

σ̇ h

b

=



ci

∑ ( J f i )qk ( J fi )sh ∑ ξ i,j

i =1
b

=

(2.144)

h`

j =1

q

( J f i )r` σ̇h

sr

ci

∑ ∑ ( J fi )qk ( J fi,j )τq (wija )τη ( J fi )sh ( J fi,j )αs (Γi,j )αβ ( J fi,j )βr ( J fi )r` σ̇h
η

i =1 j =1
b

=

ci

∑∑

> a
J f i> J f i,j
wi,j



> a
J f i> J f i,j
wi,j



> a
J f i> J f i,j
wi,j



i =1 j =1
b

=

ci

∑∑

i =1 j =1
b

=

ci

∑∑

i =1 j =1
b

=

kη

( J f i,j J f i )αh (Γi,j )αβ ( J f i,j J f i ) β` σ̇h

kη

J ( f i,j ◦ f i )αh (Γi,j )αβ J ( f i,j ◦ f i ) β` σ̇ h

kη

(Ξi,j )ηh σ̇h

η

η

ci

∑ ∑ J fi> J fi,j> wi,ja Ξi,j σ̇.

i =1 j =1

Combining these in (2.138), we see that we indeed recover the correct robot acceleration policy from (2.66).

2.7.2

Tasks on Sn and Other Explicitly Embedded Manifolds

Many manifolds have an explicit embedding in Euclidean space, and in many
cases this explicit embedding is useful for defining quantities on the manifold. In
particular, for a task on an explicitly embedded manifold, one can often define the
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necessary components ( g, F D , Φ, w) first in the ambient Euclidean space and use
those to induce corresponding components on the manifold.
For example, the standard embedding for the n-sphere Sn maps it to the unit
sphere in Rn+1 . The standard Riemannian metric for Sn is the round metric, which
is simply the metric induced by the standard Euclidean metric on Rn+1 . We employ
this metric as well as other induced objects from the ambient space on Sn in the
example in Table 2.1. A similar approach can be taken for other useful manifolds
such as lines, surfaces, and volumes in R3 that can be given a manifold structure.
To address these cases, it is important to understand how to induce the necessary
components for a PBDS task from an ambient space. In this section we provide an
example using the case of Sn . However, the general equations (2.147) can be used
for other explicitly embedded manifolds.
The n-sphere Sn is naturally embedded as the unit sphere in Rn+1 through an
embedding ϕ̄ : Sn −→ Rn+1 . We can consider two stereographic projection charts on
Sn with chart maps ϕ+ : U+ ⊂ Sn −→ Rn and ϕ− : U− ⊂ Sn −→ Rn representing
the south and north pole charts, respectively. Then we can define corresponding
maps ϕ̄+ and ϕ̄− from chart coordinates to embedded coordinates as follows:
ϕ̄i+ ( x ) = ϕ̄i− ( x ) =

n
2xi
, a = ∑ 1 + ( x i )2
a
i =1

2−a
ϕ̄n++1 ( x ) = − ϕ̄n−+1 ( x ) =
.
a

(2.145)

There is also a chart transition map between the chart coordinate representations
defined by
1
−1
ϕ+ ◦ ϕ−
− ( x ) = ϕ− ◦ ϕ+ ( x ) =

x
.
k x k22

(2.146)

These maps and the associated spaces are summarized in Fig. 2.8. We can construct
similar maps for TS2 embedded in R2n+2 .
Now given a behavior metric ḡ, dissipative forces F̄ D , and potential function Φ̄
defined on Rn+1 and weighting pseudometric w̄ defined on defined on R2n+2 , the
pullbacks of these objects through ϕ̄+ and ϕ̄− give their coordinate representations
in the south and north pole charts, respectively. In particular, we can compute the
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Rn̄
ϕ̄
ϕ̄ β

ϕ̄α

N
ϕα

Rn

ϕβ
ϕβ ◦

1
ϕ−
α

Rn

Figure 2.8: Commutative diagram for the two charts of a manifold N and its embedding
in Euclidean space. (Here we omit the subsets Uα , Uβ ⊆ N which are the domains of the
respective chart maps ϕα , ϕ β ).

relevant components in the south pole chart by:
g+ = Jϕ̄>
+ ḡ Jϕ̄+ ,
Φ+ = Φ̄ ◦ ϕ̄+ ,

F D+ = Jϕ̄>
+ F̄ D
a
a
w+
= Jϕ̄>
+ w̄ Jϕ̄+ .

(2.147)

Components in the north pole chart representation can be computed similarly, and
for other explicitly embedded manifolds, these equations can be reused once maps
from chart coordinates to embedded coordinates are defined.

2.7.3 Tasks on SO(3)
While inducing components using the ambient space works well for many explicitly
embedded manifolds, for others it is a poor choice. A common example of this
is SO(3). SO(3) is a 3-dimensional manifold that can be identified with the set of
rigid body rotations and the set of real orthogonal 3 × 3 matrices with determinant
equal to one, giving it a standard embedding into R9 . However, the metric induced
on SO(3) by the Euclidean metric on R9 does not produce the natural geodesics
desirable for default behavior (i.e., they do not maintain a starting rotation axis and
angular velocity).
To begin building a more suitable set of PBDS task components for SO(3) that
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can be used within the chart-coordinate-based PBDS policy equations, we must
first choose an explicit set of charts for SO(3). There are many reasonable options
available [37], but a useful chart type for our purposes is the set of normal charts,
which are built using the standard Lie group exponential map on SO(3). As SO(3)
has a Lie group structure, it has an exponential map exp : so (3) −→ SO(3) mapping
from its Lie algebra so (3) which is the tangent space TI3 SO(3) at the identity element
I3 ∈ SO(3) and can thus be thought of as housing velocities. The Lie algebra so (3)
can also be identified with the set of skew-symmetric 3 × 3 matrices, and we can
thus write ω̂ ∈ so (3) in coordinates as ω ∈ R3 using the basis ( L1 , L2 , L3 ), where
ω̂ = ω1 L1 + ω2 L2 + ω3 L3


0
−ω3 ω2


.
=
ω
0
−
ω
3
1


−ω2 ω1
0

(2.148)

For convenience, we also define the vector space isomorphism skew : R3 −→ so (3) :
ω 7→ ω̂. The exponential map for SO(3) is then given explicitly by Rodrigues’
formula
exp : so (3) −→ SO(3)
ω̂ 7→ I3 + ω̂ sin kωk2 + ω̂2

1 − cos kωk2
.
kωk22

(2.149)

The inverse of the exponential map in a neighborhood of the identity rotation is the
logarithm map
log : U0 ⊂ SO(3) −→ so (3)
R − R>
R 7→ θ
,
2 sin θ
where θ = cos−1



1
2 (trace( R ) − 1)



(2.150)

and U0 is defined as (2.152) with Rα = I3 . We

can now define an normal chart as follows. Given a rotation Rα ∈ SO(3), we can
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define a chart Cα centered at Rα having a coordinate map
ϕα : Uα ⊂ SO(3) −→ R3
1
R 7→ skew−1 (log( R−
α R )))

(2.151)

The domain for this chart is
1
Uα = { R ∈ SO(3) | trace( R−
α R ) 6 = −1},

(2.152)

1
which corresponds to all rotations such that R−
α R represents an angle of rotation

not equal to π. At least four charts are needed to cover SO(3), so we choose the
minimal set of normal charts from [37]2 . Namely, we use charts centered at the
identity rotation and the rotations of π about the x, y, and z axes. We will refer to
the chart centered at the identity rotation as the identity chart C0 and denote its
chart map as ϕ0 .
We will now choose a suitable Riemannian metric on SO(3). As suggested by
[38], a natural metric for SO(3) can be formed by leveraging the standard scalar
product on so (3):
Scalso(3) : so (3) × so (3) −→ R

(ω̂1 , ω̂2 ) 7→ ω1> ω2 .

(2.153)

However, so (3) is the tangent space TI3 SO(3) at I3 ∈ SO(3), so vectors in other
tangent spaces will need to be moved to TI3 SO(3) before Scalso(3) can be used to
compare them. We can build a Riemannian metric accomplishing this as follows:
gR : TR SO(3) × TR SO(3) −→ R

(u, v) 7→ Scalso(3) (d( L R−1 ) R (u), d( L R−1 ) R (v)),

(2.154)

where L R− 1 is the left application of the inverse rotation R−1 .
To express this metric in chart coordinates, notice that the coordinate representation of the scalar product Scalso(3) is I3 in the identity chart C0 . Thus this metric can
2 [37]

refers to these as geodesic polar charts.
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be written in the coordinates of chart Cα as
1 >
−1
( gα ) R = J (ϕ0 ◦ L R−1 ◦ ϕ−
α ) J (ϕ0 ◦ L R−1 ◦ ϕα ).

(2.155)

1
In practice, it is tricky to obtain J (ϕ0 ◦ L R−1 ◦ ϕ−
α ) directly through autodifferenti-

ation since ϕ0 applies the logarithm map at I3 , leading to a singularity in the log
formula. Thus, we can split this Jacobian as follows. We first define the standard
embedding map ϕ̄ : SO(3) −→ R9 , which simply reshapes an element of SO(3) into
1
a vector. This gives rise to maps ϕ̄α = ϕ̄ ◦ ϕ−
α converting from chart coordinates to

embedded coordinates. Now we can write the Jacobian as
1
−1
−1
J (ϕ0 ◦ L R−1 ◦ ϕ−
α ) = Jϕ̄0 J (ϕ̄ ◦ L R−1 ◦ ϕα )

(2.156)

1
−1
where Jϕ̄−
0 is specified by precomputing the limit of Jϕ̄0 ( ϕ̄ ( R )) as R −→ I3 .

The operative part of the weighting pseudometric can be defined in chart coordinates similarly, but in this case it may be useful to choose a different scalar product
on so (3). Thus,
1 > a
−1
(wαa ) R = J (ϕ0 ◦ L R−1 ◦ ϕ−
α ) w J (ϕ0 ◦ L R−1 ◦ ϕα ),

(2.157)

where w a is positive semidefinite. For example, a natural choice is w a = λI3 , where
λ may be a nonnegative function of rotation and rotational velocity.
For dissipative forces, we can use the fact that given a rotation R ∈ SO(3) and
rotational velocity ω̂, the time derivative of rotation is Ṙ = ω̂R. Thus we can define
in embedded coordinates

F̄ D ( R, ω̂) = −λϕ̄(ŵR)

(2.158)

for some λ > 0 and in chart coordinates

F D,α = Jϕ̄>
α F̄ D .

(2.159)

Finally, for the potential function, if a potential Φ is defined over SO(3), the chart
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representation is simply
1
Φα = Φ ◦ ϕ−
α .

2.7.4

(2.160)

Tasks on SE(3)

The space of rigid body poses SE(3) is simply the product manifold R3 × SO(3).
Thus once PBDS task components have been designed on R3 and SO(3), they can
be combined into components on SE(3) rather easily.
In particular, we can define product chart maps ψα = IdR3 × ϕα on SE(3), where
the ϕα chart maps on SO(3) are as defined in Sec. 2.7.3. Then given T = ( p, R) ∈
SE(3), the coordinates of a suitable default behavior metric on SE(3) in a given chart
is



( gα ) T = 
SO(3) 

where gα

R

I3
0



0


SO(3)

gα

(2.161)

 ,
R

is as defined in (2.155). The operative part of the weighting pseu-

dometric w a can be defined in chart coordinates on SE(3) similarly. For dissipative
forces, we can specify
"

F̄ D ( p, R, v, ω̂) =
SO(3)

for some λ > 0, where F̄ D

−λv
SO(3)

F̄ D

( R, ω̂)

#
(2.162)

is as defined in (2.158). In chart coordinates this

becomes

F D,α = J ψ̄α> F̄ D ,

(2.163)

where ψ̄α = IdR3 × ϕ̄α for the SO(3) chart to embedded-coordinate map ϕ̄α .

2.7.5

Distance-Toggled Tasks

In some scenarios it is useful to switch tasks on or off based on some distance using
the weighting pseudometrics. This can be useful for example to skip computation
of the contribution of constraint tasks when a configuration is far from constraint
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violation. It can also be useful for attractor and damping tasks when setting up a
sequence of attractor and damping tasks that lead the robot to an eventual goal.
To set up such a toggled task, we can simply form a new task map which is the
product of the original task map and the distance function used for toggling (if
that distance function is different than the function used for the original task map).
Thus, the new task manifold becomes the product of the original task manifold
and R, i.e., R becomes R2 and S becomes S2 × R. (Note that in PBDS.jl, we have
implemented product task maps to conveniently handle product manifolds like
S2 × R). Given this, we can form weights w for the task which are a function of the
new task variable to toggle the task as desired.

2.7.6

Practical Guidance

For the practitioner’s reference, we summarize here the general strategy we have used
for multi-task PBDS policy design in both the Table 2.1 example and the grasping
experiments. Note that this is just one set of options among many potentially viable
strategies, and it specifically targets scenarios where the objective is to reach a
particular goal configuration or region while avoiding constraint violation. This
strategy includes three main components:
1) First, we create a strictly dissipative task over the robot configuration manifold
M using the identity task map f diss = Id M . This task should use a behavior metric
corresponding to the desired ‘‘default” trajectories (geodesics) for M, e.g., the
Euclidean metric for Rn and the round metric for Sn . Likewise, it should also use
a suitable ‘‘default” task weighting. In particular, the coordinates of the behavior
metric can be reused to specify the operative part of the weighting pseudometric
a ( p, v ) = g
wdiss
diss ( p ). Lastly, there should be a zero potential function and the force

should be strictly dissipative, meaning F D,diss ( p, v) · v < 0 for all v 6= 0. This task
ensures that ( A2) and ( A3) are always satisfied. In particular, if there is redundancy
at any point in the manifold with the respect to the other nonzero-weight tasks, this
task serves to regularize the policy.
2) Second, for each constraint, we add a constraint task using a task map f cons :
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M −→ R+ that is a smooth distance function to constraint violation. For the behavior
metric and weighting pseudometric, we use (2.90) and (2.92), respectively, and we
use a zero potential function and zero damping forces.
3) Lastly, to direct the robot toward the goal, we create one or more attractor tasks.
The design of these tasks is very flexible. For example, we can add distance-based
toggles as described in Sec. 2.7.5. Additionally, the main portion task map used
to define the attractor potential function need not be R. Both the behavior metric
and weighting pseudometrics should use suitable ‘‘defaults” as with the dissipative
task, unless toggling is used in the weights. Note also that dissipative forces are
optional in this task as the previously defined dissipative task already provides
global strict dissipation and is often sufficient for providing natural-looking motions.
If multiple attractor tasks are used, we should take care that active attractors are
non-conflicting, as explained at the end of Sec. 2.8.
This strategy for attractors, along with the metric-based enforcement of constraints, ensures that there are no spurious potential function local minima, a common issue with APF approaches. However, it does not mean that there are no
spurious (unstable) equilibrium points or that the system is always guaranteed to
reach the goal. For more on this, see the discussion following Theorem 1 in Sec.
2.4.4.

2.8 Robot Arm Experiments
For demonstration of PBDS on a complex robotic task, we considered a 7-DoF
Franka Panda arm grasping a mug in a dynamic, cluttered environment (see video
at http://bit.ly/pbds-vid). For mechanism modelling and visualization, we used
packages from JuliaRobotics [39]. For the PBDS policy, we used attractor, obstacle
avoidance, and joint-limit policies on Euclidean task manifolds and considered
damping on S2 and S1 for gripper location around the mug and along the mug
rim. Along with providing natural movement through obstacles, the fast Julia
implementation allowed the robot to react quickly to changes in the environment by
computing policy outputs at a rapid 300-600 Hz, a speed which could be accelerated
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Figure 2.9: Example experimental scenario for Franka Panda arm reaching through clutter
to grasp a mug. The blue and black boxes are obstacles, and the green and red spheres on
the arm represent the covering spheres used as collision geometries for different robot links.

further by exploiting the clear opportunities for parallelization offered by the PBDS
framework.
The full list of tasks for this PBDS policy and their corresponding task spaces is
as follows.
Damping:
• R : Robot arm joint damping
• S2 × R : Distance-toggled damping of gripper around mug
• S1 × R : Distance-toggled damping of gripper along mug rim
Constraints:
• R+ : Joint limits (one for each joint)
• R+ : Obstacle avoidance (one for each pair of obstacle and link collision
sphere)
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• R+ : Self-collision avoidance (one for each pair of link collision spheres having
the potential to collide)
Attractors:
• R2 : Distance-toggled attractor above mug
• R2 : Distance-toggled gripper axis alignment attractor
• R2 : Distance-toggled grasping angle alignment attractor
• R2 : Distance-toggled grasp completion attractor
Here R+ is the set of positive real numbers, as the task maps for all constraints are
distance functions to constraint violation restricted to nonzero distances.
To prevent premature grasping and to handle dynamic movement of the mug,
we implement a simple two-state machine which uses the above-mug attractor task
above while the mug is moving faster than some threshold velocity and until the
end-effector nears the attractor goal. Otherwise the other three attractor tasks are
used instead. Note that although in this state we have multiple potentials, one for
each attractor task, they are easily designed to be always non-conflicting (i.e., the
inner product of their resulting desired robot accelerations is never negative), and
thus they produce no undesirable local minima.

3

Trajectory Optimization on Manifolds
using Embedded Sequential
Convex Programming

Chapter Abstract Sequential Convex Programming (SCP) has recently gained popularity as a tool for trajectory optimization due to its sound theoretical properties
and practical performance. Nevertheless, most SCP-based methods for trajectory
optimization are restricted to Euclidean settings, which precludes their application
to problem instances where we must reason about manifold-type constraints (that is,
constraints, such as loop closure, which restrict the motion of a system to a subset of
the ambient space). The aim of this chapter is to fill this gap by extending SCP-based
trajectory optimization methods to a manifold setting. The key insight is to leverage
geometric embeddings to lift a manifold-constrained trajectory optimization problem
into an equivalent problem defined over a space enjoying a Euclidean structure.
This insight allows us to extend existing SCP methods to a manifold setting in a
fairly natural way. In particular, we present a SCP algorithm for manifold problems
with refined theoretical guarantees that resemble those derived for the Euclidean
setting, and we demonstrate its practical performance via numerical experiments.

3.1 Introduction
Trajectory optimization is a key problem in robotics, and it has thus been studied extensively through a variety of mathematical frameworks. Examples include
67
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sampling-based motion planning techniques [40]–[44], variational approaches
such as CHOMP and STOMP [45], [46], sum-of-squares methods [47], [48], and
sequential convex programming (SCP) techniques such as TrajOpt and GuSTO [2],
[49]–[51]. Most of these methods, however, are restricted to Euclidean settings,
which precludes their application (at least directly) to problem instances where we
need to reason about manifold-type constraints. For example, such constraints arise
when the motion of a robotic system is forced to evolve on subsets of the ambient
space (e.g., due to the presence of closed kinematic chains giving rise to loop closure
constraints [52]), which are mathematically modeled as manifolds. Systems having
such constraints include quadrotors [53], [54], robots with camera orientation constraints [55], [56], manipulator systems [57], [58] and robotic spacecraft [59], [60],
to name a few. For such systems, trajectory optimization methods must ensure that
the computed trajectories lie on the relevant manifolds, preventing the planning
of infeasible motions. However, this is in general challenging, as manifold-type
constraints are often defined only locally (i.e., through local charts) or as implicit
constraints (i.e., constraints of the type E( x ) = 0 where E is a submersion and x
is the state vector). As a pedagogical example, consider a two-joint manipulator.
Its motion is forced to evolve on the torus T2 (see Figure 3.1), which represents a
two-dimensional submanifold of R3 . Specifically, each joint variable (θi , i = 1, 2)
evolves on the unitary circle S1 , and thus the combined evolution is on the Cartesian
product S1 × S1 , which is diffeomorphic to T2 (as characterized by implicit and
nonlinear equality constraints).
Despite the ubiquitous presence of manifold constraints in robotic applications,
the set of trajectory optimization tools that handle such constraints is relatively
limited. The most naïve technique consists of simply removing, without principled
justification, all manifold-type constraints, and then solving a relaxed version of
the original problem in the resulting Euclidean space. Since this approach cannot
guarantee trajectory feasibility, we need to resort to post-processing before trajectory
execution, often using a heuristic correction step which may be unsuccessful. This
has prompted the design of optimization approaches that explicitly account for the
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Figure 3.1: The torus T2 is an embedded submanifold of R3 . The red trajectory, starting
from x̄0 and finishing at x̄ f , is characterized by dynamics with torus-type constraints and
can be seen as an embedded curve in R3 (Section 3.3.2).

presence of manifold constraints, including sampling-based techniques leveraging local chart analysis [52], [61], methods employing global chart-gluing procedures [56],
and methods exploiting properties of specific types of manifolds (in particular, Lie
groups), such as invariant metrics [62] and projection operators [63], [64]. These
methods, while directly accounting for the presence of manifold constraints, do not
in general enjoy theoretical guarantees, and they only consider a subset of the typical
constraints arising in robotic applications (e.g., control or goal region constraints
are generally not addressed).
Building on the recent success of SCP-based techniques for trajectory optimization, the aim of this chapter is to provide an SCP-based framework for trajectory
optimization on manifolds that (1) enjoys theoretical guarantees in terms of convergence, (2) is general, in that it accounts for a vast class of constraints arising in robotic
applications (possibly implicitly defined), and (3) provides effective and reliable
practical performance. Specifically, SCP entails successively convexifying the cost
function and constraints of a nonconvex optimal control problem, seeking a solution
to the original problem through a sequence of convex problems. Its attractiveness
is due to high computational speed [51], [53], broad applicability [49], [60], and
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(continuous-time) theoretical guarantees [2], [50]. However, extending SCP-based
methods, primarily developed for Euclidean settings, to manifold-constrained problems is challenging. In particular, when dealing with manifolds, it is challenging
to perform linearizations (required by SCP schemes that operate on dynamics)
well-posed [65].
The key technical idea of this chapter is to leverage geometric embeddings – that
is, mappings that allow us to recover manifolds as subsets of Euclidean spaces.
Leveraging embeddings provides four main advantages. First, it allows us to lift
a manifold-constrained problem into an equivalent problem defined over a space
enjoying Euclidean structure, where linearizations can be easily computed. Second,
embedded problems are often easier to address than their counterparts in local
coordinates since, for example, linearity can be partially maintained. Third, embeddings provide a pathway to address implicitly-defined manifolds, as the equality
constraints defining them are automatically satisfied in the lifted Euclidean space
without the need for explicit enforcement. Fourth, and crucially, for dynamical
systems evolving on Lie groups (as is the case for virtually all robotic systems),
there is always a ‘‘natural” embedding that can, at least in principle, be leveraged.
Indeed, any mechanical system can always be identified with a subgroup G ⊆ Rn×n
of a Cartesian product of Lie groups of matrices. Then, the first-order equation that
governs the dynamical evolution of the system is
m

v̇(t) = Γ(v(t)) + ∑ ui (t) vlft( Fi )(v(t)),

v ∈ TG,

(3.1)

i =1

where Γ is the geodesic spray induced by the kinetic energy and vlft( Fi ) is the
vertical lift of the generalized force Fi [34]. This can be reinterpreted as a first-order,
control-affine equation with a drift term on the space G × g via the identification
TG ∼
= G × g [34], where g denotes the Lie algebra of G. A natural embedding is
2

then the inclusion G × g ⊆ R2n (we provide explicit examples in the rest of the
chapter).
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Statement of Contributions

In this work, we leverage geometric embeddings to extend SCP-based methods for
trajectory optimization to manifold-constrained problems. Specifically, the contribution of this paper is fourfold. First, we introduce the notion of embedded SCP, a
trajectory optimization method that exploits geometric embeddings to recast optimization on manifolds as a sequence of convex optimal control problems within
Euclidean spaces. Importantly, a large number of trajectory optimization problems
can be ‘‘naturally” (in the sense above) embedded in Euclidean spaces, which makes
this step generally straightforward. Second, leveraging such a reformulation and
extending results in our previous work on theoretical guarantees for SCP-based
methods in Euclidean spaces [2], we provide convergence guarantees for embedded
SCP in the sense of the geometric Pontryagin Maximum Principle (PMP) [66], i.e., in
the sense of convergence of both the solution and corresponding Lagrange multipliers to stationary points satisfying necessary conditions for optimality and complying
with the structure of the manifold characterizing the problem. In particular, a key
aspect of our theoretical analysis entails showing how we can avoid manifold-type
constraints in the optimization process, and yet can still guarantee that the computed
solution lies on the manifold – thus providing a computationally efficient pathway to
deal with implicit manifold constraints. Third, by merging techniques from indirect
optimal control and differential geometry, we extend the theoretical results to a
large variety of settings, e.g., goal region constraints and pointwise state constraints
arising in multi-task scenarios. Fourth, again inspired by analogue results in our
prior work on the Euclidean setting [2], we harness the insights gained through
our theoretical analysis to develop a convergence acceleration scheme for trajectory
optimization on manifolds based on shooting methods [67].
We must note that while geometric embeddings allow a principled and systematic
development of SCP methods for manifold-constrained problems, they come with
two key drawbacks. First, embedding the manifold into an Euclidean space requires
solving an optimization problem on a space having a higher dimension than the
original manifold (albeit of simpler structure). Nevertheless, SCP-based algorithms
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scale rather well with problem dimensionality, and thus this drawback is offset by
the simplification in the problem structure. Second, a straightforward and simple
leveraging of embeddings is possible only if globally defined dynamical equations
are at our disposal, i.e., it is easy to write
ẋ = f ( x, u), x ∈ R N with the additional constraint x ∈ M,

(3.2)

for some N ∈ N, where M is a n-dimensional manifold. Indeed, though recovering
the expression above is always theoretically possible thanks to (3.1), it could be hard
to practically describe complex dynamics as in (3.2) (for example, for second-order
dynamics that are defined only by local coordinates). Still, most of the systems
commonly used in robotics are in the form given by (3.2), which makes the proposed
method applicable to most robotic systems.

3.3

Problem Formulation and Sequential Convex
Programming on Manifolds

We begin in Section 3.3.1 by formulating trajectory optimization for dynamical
systems as an optimal control problem on manifolds. Then, in Section 3.3.2, we
introduce a procedure for appropriately embedding the original problem on manifolds into an Euclidean space. This allows us to exploit classical SCP frameworks
for trajectory optimization in Euclidean spaces to solve the problem in Section 3.3.3.

3.3.1 Trajectory Optimization on Generic Manifolds
In this work we consider a continuous-time formulation to ensure that the theoretical guarantees we derive are independent of the discretization scheme that is
employed. A discussion about the impact of discretization schemes on the proposed
methodology is included in Section 3.4.4.
Specifically, consider an initial point x̄0 ∈ M and smooth mappings gi : M → Rri ,
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i = 1, . . . , `, which are submersions at 0. Here, gi represent pointwise state constraints that are used to mathematically model multi-task scenarios; in particular, g` represents goal region constraints. Without loss of generality, we require
dist( x̄0 , ( g` )−1 (0)) > 0, where dist is a point-set distance evaluated w.r.t. some
Riemannian metric on M. For times 0 < t1 < · · · < t` , we model the dynamical
evolution of the system by the following drift control-affine system in M

m

j


 ẋ (t) = f ( x (t), u(t)) = f 0 ( x (t)) + ∑ u (t) f j ( x (t))
j =1




 x (0) = x̄0

,

gi ( x (ti )) = 0 , i = 1, . . . , `,

(3.3)

t ∈ [0, t` ],

where f j : M → TM, j = 0, . . . , m are C1 vector fields. The pointwise state constraints gi ( x (ti )) = 0 are useful in multi-task scenarios where one seeks to jointly
optimize subtrajectories connecting different waypoints. We emphasize that, as
previously mentioned, the dynamics of every mechanical system can be written as
in Eq. (3.3) by substituting the manifold M with its tangent bundle TM.
We pose trajectory optimization as an optimal control problem with penalized
state constraints. Specifically, we define the Optimal Control Problem (OCP) as
minimizing the cost
Z t
`

J (t` ,x, u) =
f 0 ( x (t), u(t)) dt =
0
Z t 

`
2
0
ku(t)k R + u(t) · f u ( x (t)) + g( x (t)) dt

(3.4)

0

under dynamics and pointwise constraints (3.3), among all control trajectories
u ∈ L∞ ([0, t` ], Rm ) satisfying u(t) ∈ U almost everywhere in [0, t` ], where the
measurable set U ⊆ Rm represents control constraints. Here, f u0 : M → Rm ,
g : M → R are C1 , k · k R is the weighted norm defined by a constant positivedefinite matrix R ∈ Rm×m , and times ti , i = 1, . . . , ` are fixed. We remark that hard
enforcement of dynamical and intermediate/final goal set constraints is naturally
imposed by (3.3). The function g = ga + ωgb accumulates contributions from
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a purely state-dependant cost ga and state constraint penalty function gb (e.g.,
stemming from collision-avoidance constraints), weighted by ω ≥ 1. Penalizing
state constraints (e.g., collision avoidance) provides both theoretical and numerical
benefits: it allows us to obtain theoretical guarantees in the sense of the Pontryagin
Maximum Principle [66], [68], [69], necessary conditions for optimality that are
stronger than standard Lagrange multiplier rules (see also Theorem 3 below), and
it provides numerical flexibility by often allowing simple trajectories that violate
constraints such as obstacle avoidance to be exploited for initialization. Indeed, given
correct design of an SCP algorithm, we can still guarantee that returned solutions
satisfy state constraints up to a user-defined tolerance.
A representative example (that will serve as running example) of a trajectory
optimization problem evolving on manifolds is the minimum-energy optimal control
of a spacecraft avoiding collisions in a microgravity environment, which can be
stated as (under the previous formalism, g provides state constraints):

Z t 

`

2
2


min
k
u
(
t
)k
+
k
u
(
t
)k
+
g
(
r
(
t
)
,
q
(
t
))
dt
2
1


0






 ṙ = v , v̇ = u1 , q̇ = 1 Ω(w)q , ẇ = J −1 (u − w × Jw)
2
(Ex)
m
2




(r, v, q, w)(0) = x̄0 , (r, v, q, w)(t` ) = x̄` , (u1 , u2 ) ∈ U







 (r, v, q, w) ∈ R6 × S3 × R3 , S3 = {q ∈ R4 : kqk = 1}

(3.5)

where r is the position of the vehicle, v its tangential velocity, q its orientation (expressed via quaternions), w its angular velocity (Ω(w) is the usual skew-symmetric
matrix depending on w) and the manifold S3 ⊆ R4 characterizes quaternions. Controls are represented by the thrust u1 and the torque u2 . A naïve way to approach our
running example (Ex) would entail removing, without principled justification, the
constraint q ∈ S3 , and then solving the relaxed problem in the resulting Euclidean
space – this could result, however, in computation of infeasible trajectories. Better
justified approaches could exploit local charts or Lie group properties, as mentioned
in Section 3.1. However, in what follows, we demonstrate another method to tackle
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the implicit manifold constraint q ∈ S3 , that hinges on embeddings and provides a
way to lift SCP methods to manifold-constrained problems.

3.3.2 Embedding the Problem into the Euclidean Space
We would like to solve (OCP) via SCP, i.e., by an iterative procedure based on the
linearization of all nonlinear mappings around the solution at the previous iteration.
This requires us to compose a notion of linearized vector fields of M around curves.
In [65], [70], [71], the authors adapt such a definition on manifolds by recasting
differential equations as algebraic equations of operators in TM. However, in many
applications concerning dynamical systems, M naturally appears as subset of the
Euclidean space, in which case the most intuitive linearization is the one operating in
the ambient Euclidean space. This insight motivates our approach: to recast (OCP)
into an appropriate Euclidean space via geometric embeddings, i.e., mappings
e : M → R N for N ∈ N, and then to linearize in the ambient space.
Following the previous discussion, we assume that M is a closed submanifold
of R N , for some N ∈ N. This means that we fix a particular embedding, which is
given by the canonical inclusion e : M → R N : x 7→ x. This choice is made without
loss of generality because, due to Whitney-type theorems [72], such a mapping
always exists. Moreover, consistent with the previous motivating discussion, we
assume that the mappings defining (OCP) naturally extend to R N , i.e., there exist
C1 vector fields Fj : R N → TR N ∼
= R N , j = 1, . . . , m (with an abuse of notation, see
[72]), and C1 functions Fu0 : R N → R, G : R N → R and Gi : R N → R, i = 1, . . . , `,
that are smooth submersions at 0, such that Fj | M = f j , Gi | M = gi , Fu0 | M = f u0 and
G | M = g. This setup allows us to transform the dynamics (3.3) into the following
drift control-affine system in R N :

m



ẋ
(
t
)
=
F
(
x
(
t
)
,
u
(
t
))
=
F
(
x
(
t
))
+
0
∑ u j (t) Fj (x(t))

j =1




 x (0) = x̄0 ∈ M ⊆ R N

,

Gi ( x (ti )) = 0 , i = 1, . . . , `.

(3.6)
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Therefore, (OCP) can be embedded in R N by considering the following Embedded
Optimal Control Problem (EOCP), which consists of minimizing the integral cost
Z t
`

J (t` ,x, u) =
F0 ( x (t), u(t)) dt =
0
Z t 

`
ku(t)k2R + u(t) · Fu0 ( x (t)) + G ( x (t)) dt

(3.7)

0

under dynamics (3.6), among all control trajectories u ∈ L∞ ([0, t` ], Rm ) satisfying
u(t) ∈ U almost everywhere in [0, t` ]. At this step, it is worth noting that this
embedding approach is justified only if solving (EOCP) is equivalent to solving
(OCP). Fortunately, this is actually the case: every couple ( x, u) is optimal for (OCP)
if and only if it is optimal for the embedded problem (EOCP). The validity of the
whole scheme hinges on this crucial remark, which is summarized in the statement
below:
Lemma 4 (Embedding Lemma). A tuple ( x, u) is optimal for (EOCP) if and only if it
is optimal for (OCP).
Proof. The proof makes use of standard tools in differential geometry, whose definitions can be found in [72]. We retrace the main steps of the proof. Denote by
e : M → R N the canonical inclusion. It follows that F is e-correlated to f , which
implies their flows satisfy
Φ F (t, x ) = Φ F (t, e( x )) = e(Φ f (t, x )) = Φ f (t, x )

(3.8)

for every (t, x ) ∈ R × M for which the flow Φ f is defined. Since x̄0 ∈ M, we obtain
that ( x, u) satisfies the dynamics in (3.6) if and only if it satisfies the embedded
dynamics in (3.3). From this, the optimality of ( x, u) follows from the similarity
between (3.4) and (3.7).
Remark 1. Crucially, from Lemma 4, we see that the satisfaction of implicit manifoldtype constraints for (EOCP) is induced by hard enforcement of dynamical constraints. Therefore, any numerical strategy used to solve (EOCP) must provide hard
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enforcement of dynamics – otherwise, the solution trajectory is not guaranteed to
lie on the manifold!
Let us show how this embedding framework applies to our running example
(Ex). It is sufficient to note that the only components of the dynamics evolving on a
manifold are given by the mapping
S3 × R3 ⊆ R7 −→ T (S3 × R3 )
1

−1
(q, w) 7→
Ω(w)q, J (u2 − w × Jw) ,
2

(3.9)

and that this mapping is also 
defined when (q, w) ∈ R7 . Inother words, the original
dynamics are equivalent to 12 Ω(w)q, J −1 (u2 − w × Jw) restricted to the subset
S3 × R3 . Therefore, the embedded dynamics related to this mapping are exactly the
same but extended on R7 , which shows that the embedded version of our example
problem coincides with the original (OCP). Luckily, for many robotics applications
which include trajectory optimization on manifolds, (EOCP) is equivalent to (OCP),
which is also the case when formulation (3.1) is met. This is among the main
motivations for developing such an embedded framework (see also our discussion
at the end of Section 3.3.1).

3.3.3

Reformulating Problem (OCP) via SCP in Euclidean Space

Given that (EOCP) evolves in the Euclidean space, we may solve it using SCP.
Below, we describe a particular SCP formulation that enjoys geometrically consistent
theoretical convergence guarantees.
Under the assumption that U is convex, we iteratively linearize the nonlinear
contributions of (EOCP) around local solutions, thus recursively defining a sequence
of simplified problems. Specifically, at the end of iteration k, assume we have some
continuous curves xk : [0, t` ] → R N and uk : [0, t` ] → Rm , continuously extended
in the interval (0, +∞). Then, at iteration k + 1, the Linearized Embedded Optimal
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Control Problem (LEOCP)k+1 consists of minimizing the new cost
Z t
`

Fk0+1 (t, x (t), u(t)) dt
(3.10)
Z t 

`
=
ku(t)k2R + hk (k x (t) − xk (t)k2 − ∆k ) dt
0


Z t
`
∂Fu0
0
+
u(t) · Fu ( xk (t)) +
( x (t)) · ( x (t) − xk (t)) dt
∂x k
0


Z t
`
∂Gk
+
Gk ( xk (t)) +
( x (t)) · ( x (t) − xk (t)) dt
∂x k
0

Jk+1 (t` , x, u) =

0

where, consistent with the notation of Section 3.3.2, Gk = Ga + ωk Gb and hk (s) is
any smooth approximation of max{0, s} [72, Chapter 10]. Function hk provides
trust-region guarantees on the updates in the state trajectories and constraints via the
bounds 0 ≤ ∆k ≤ ∆0 and weights 1 ≤ ω0 ≤ ωk ≤ ωmax . The dynamical constraint
for (LEOCP)k+1 is



ẋ (t) = Fk+1 (t, x (t), u(t))


!


m


j


= F0 ( xk (t)) + ∑ u (t) Fj ( xk (t))



j =1

!

m
∂Fj
∂F0
(3.11)
j
+
( xk (t)) + ∑ uk (t) ( xk (t)) · ( x (t) − xk (t)),


∂x
∂x


j =1





x (0) = x̄0 ∈ M,





 Gi ( x (ti )) = Gi ( x (ti )) + ∂Gi ( x (ti )) · ( x (ti ) − x (ti )) = 0 , i = 1, . . . , `
k
k
k
k +1
∂x
obtained from the linearized expansion of all nonlinear mappings. We minimize
among all controls u ∈ L∞ ([0, t` ], Rm ) satisfying u(t) ∈ U almost everywhere in

[0, t` ]. Inductively, the curves xk+1 : [0, t` ] → R N and uk+1 : [0, t` ] → Rm are defined
as the optimal solution for problem (LEOCP)k+1 , continuously extended in the
interval (0, +∞). Ideally, SCP algorithms may vary ∆k and ωk at each iteration to
smoothen the process towards convergence, for example as in [2].
A convexified formulation similar to (3.10)-(3.11) has already been introduced
in [2]. However, we stress the fact that this new formulation deals with the presence
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of the manifold M and of pointwise state constraints. The introduction of these
two new features necessitates a considerable revision of the proof of theoretical
guarantees (see Sec. 3.7).
The sequence of problems (LEOCP)k is well-posed if, for each iteration k ≥
1, an optimal solution for (LEOCP)k exists. For this, we consider the following
assumptions:

( A1 ) The set U is compact and convex. Moreover, the differentials of mappings Gi ,
i = 1, . . . , `, are of full rank.

( A2 ) Mappings f 0 , g, vector fields f j , j = 0, . . . , m and their differentials have
compact supports (and do F0 , G, Fj ).

( A3 ) At every iteration k ≥ 1, problem (LEOCP)k is feasible.
Under these assumptions, classical existence Filippov-type arguments [73], [74]
(applied to the reduced form of (LEOCP)k , see also Sec. 3.7) show that, at each
iteration k ≥ 1, the problem (LEOCP)k has at least one optimal solution. We remark
that similar assumptions have been considered in our previous work [2]; in the
present contribution, ( A1 )-( A3 ) gather the assumptions in [2] and appropriately
adapt them to the context of manifolds and pointwise state constraints. Comments
on their validity for very general trajectory optimization problems are easily adapted
from [2, Section II.B].
Coming back to our running example problem (Ex), since we have already
proved that the embedded problem coincides with (Ex), the linearization technique
above applies directly to (Ex) without any additional step. This is particularly
useful and happens every time the embedded problem is equivalent to the original
one, which is common in trajectory optimization as highlighted previously. We
remark that in nearly all scenarios having natural control constraints U, Assumptions

( A1 )-( A3 ) are easily satisfied by (Ex).
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3.4 Algorithm Overview and Theoretical Guarantees
In Section 3.4.1, we detail a general algorithm for the solution of (OCP) which
combines SCP-based procedures with the embedded framework defined previously.
Its convergence guarantees, in the sense of the Pontryagin Maximum Principle [66],
are studied in Section 3.4.2 to 3.4.4, where we show that these respect the original
structure of the manifold in (OCP), despite solving a sequence of linearized versions
of the embedded problem. Notably, this procedure allows us to solve (OCP) on
manifolds defined implicitly via nonlinear equalities without explicit representation.

3.4.1 SCP-based Trajectory Optimization on Manifolds
Algorithm 3.1 Embedded SCP (E-SCP)
Input: Trajectory x0 and control u0 defined in (0, ∞).
Output: Solution for (LEOCP)k at iteration k.
Data: Parameters for the used SCP procedure.
Transform (OCP) into problem (EOCP) in the Euclidean space, as in Section
3.3.2;
5: Linearize (EOCP) by defining a sequence of convex problems (LEOCP)k (an
example of such linearization is given in Section 3.3.3);
6: Select a SCP procedure on Euclidean spaces to solve the sequence of problems
(LEOCP)k for ( xk , uk );
7: return ( xk , uk ) at the last iteration.

1:
2:
3:
4:

The first two steps in the algorithm above consist of transforming (OCP) into the
optimal control problem (EOCP) on the Euclidean space via embedding procedures
and successively linearizing it as detailed in Section 3.3.2. In the third step, one
finally applies some SCP scheme on Euclidean spaces. It is important to remark
that E-SCP provides the user with the freedom to choose any sequential convex
procedure to solve the sequence of problems (LEOCP)k . However, we show in
Section 3.4.2 that specific choices of SCP (e.g., using hard enforcement of dynamical
constraints) provide theoretical guarantees for E-SCP which are also consistent with
the presence of the manifold within the original problem (OCP).
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Problem (LEOCP)1 is linearized around an initial curve tuple ( x0 , u0 ), where
these initialization curves should be as close as possible to a feasible or even optimal
curve for (LEOCP)1 , although we do not require that ( x0 , u0 ) is feasible for the
embedded problem (EOCP). This allows us to initialize E-SCP with simple, even
infeasible, guesses for solutions of (EOCP), such as a straight line in the manifold,
as detailed in [2, Section III.A].

3.4.2 Necessary Conditions for Optimality
Although the strategy for solving problems (LEOCP)k in E-SCP is up to the user, we
show that specific choices of solvers allow us to recover important theoretical guarantees for the convergence of E-SCP to critical points for the original problem (OCP)
on manifolds. Specifically, we can show the convergence of E-SCP towards a trajectory satisfying first-order necessary conditions for optimality under the Pontryagin
Maximum Principle [66] when the sequence of problems (LEOCP)k is chosen as in
Section 3.3.3. However, we must adapt the proof for the classical Euclidean setting
to take into account the presence of both manifold and pointwise state constraints.
This will be done by leveraging fundamental results from differential geometry and
optimal control, i.e., Hamiltonian systems and the Pontryagin Maximum Principle
with pointwise state constraints. For self-containtment, we summarize some of
these results in the following discussion (see, e.g., [68], [69], [72] for an extended
treatment).
For consistency with the existing presentation of these results, denote f 0 as a
time-varying function, i.e., f 0 = f 0 (t, x, u), and fix some measurable control timeseries u : R → Rm . Thanks to Assumptions ( A1 ), ( A2 ), for every t0 ∈ R, the
trajectories arising for the augmented system


 ẋ0 (t) = f 0 (t, x (t), u(t)),

( x0 , x )(t ) = (0, y ),
0
0

ẋ (t) = f (t, x (t), u(t))

( x0 , x )(t)

(3.12)

∈ R×M

exist in R for every y0 ∈ M. Notice that x0 (t) is simply the accumulated cost at time
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t. Therefore, the flow of system (3.12) is defined for every (t0 , y0 ) ∈ R × M and
we denote it by exp( f u0 , f u ) (·; ·, ·) : R2 × M → R × M, such that exp( f u0 , f u ) (·; t0 , y0 )
represents the trajectory of (3.12) starting from (0, y0 ) at t0 .
By standard identifications, we denote ( p0 , p) ∈ T ∗ (R × M) and we define the
Hamiltonian function related to (3.12) as
H : R × T ∗ (R × M ) × Rm −→ R

(3.13)

(t, p0 , p, u) 7→ h p, f (t, π ( p), u)i + p0 f 0 (t, π ( p), u)

where π : T ∗ M → M is the canonical projection and h·, ·i denotes the duality in T ∗ M.
As a classical result on Hamiltonian systems [68], [72], for every (t, u) ∈ Rm+1 , we
→

can uniquely associate to (3.13) the so-called Hamiltonian vector field H (t, ·, ·, u) :
→

T ∗ (R × M) → T ( T ∗ (R × M )) by the rule σ( p0 ,p) (·, H (t, ·, ·, u)) = d( p0 ,p) H (t, ·, ·, u),
σ being the canonical symplectic form of T ∗ (R × M ) (see, e.g., [68]). Combining the
classical geometric Pontryagin Maximum Principle [68] with the reduction scheme
for pointwise state constraints developed in [69] yields the following extended
geometric Pontryagin Maximum Principle (see Sec. 3.7 for a proof sketch).
Theorem 2 (Geometric Pontryagin Maximum Principle with Pointwise State Constraints). Let x be an optimal trajectory for (OCP), associated with the control u in [0, t` ]
and with fixed interior and final times ti , i = 1, . . . , `. There exists a nonpositive constant
scalar p0 and a piecewise absolutely continuous function p : [0, t` ] → T ∗ M, called the
adjoint vector, satisfying p(t) ∈ Tx∗(t) M, with ( p0 , p) 6= 0, such that, almost everywhere in

[0, t` ], the following relations hold:
• Adjoint Equations
→
d ( p0 , p )
(t) = H (t, p0 , p(t), u(t))
dt

(3.14)

• Maximality Condition
H (t, p0 , p(t), u(t)) = max H (t, p0 , p(t), u)
u ∈U

(3.15)
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• Transversality Conditions
For each i = 1, . . . , ` − 1, the adjoint vector satisfies
p(ti− ) − p(ti+ ) ⊥ ker

∂gi
∂g`
( x (ti )) , p(t` ) ⊥ ker
( x (t` )).
∂x
∂x

(3.16)

The tuple ( p0 , p, u) is a (Pontryagin) extremal. We say that ( p0 , p, u) is normal if p0 6= 0,
and abnormal otherwise.
It is important to recall that the statement of optimality in Theorem 2 supersedes
the classical Euclidean case as it additionally addresses pointwise state constraints
(which consequently imply discontinuity of the adjoint vector), in context of nonlinear manifolds. These features considerably complexify the proof (cf. Sec, 3.7).

3.4.3

Convergence with Geometric Consistency

The convergence of E-SCP can be inferred by leveraging one further commonly
adopted regularity assumption concerning optimal controls:

( A4 ) At every iteration k ≥ 1, the optimal control uk of (LEOCP)k is piecewise
continuous in every subinterval [0, t1 ] and [ti−1 , ti ] for i = 2, . . . , `.
The key convergence result is stated next:
Theorem 3 (Convergence Theorem). Suppose that ( A1 )-( A4 ) hold. Given any sequence
of trust region radii and weights ((∆k , ωk ))k∈N ⊆ [0, ∆0 ] × [ω0 , ωmax ], let (( xk , uk ))k∈N
be any sequence such that, for every k ≥ 1, ( xk , uk ) is optimal for (LEOCP)k in [0, t` ],
where problems (LEOCP)k are built as detailed in Section 3.3.3. Up to some subsequence:
• xk → x̃ ∈ C0 ([0, t` ], M), for the strong topology of C0 , and
• uk → ũ ∈ L∞ ([0, t` ], U ), for the weak topology of L2 ,
where ( x̃, ũ) is feasible for the original problem (OCP). Moreover, there exists a nonpositive
constant scalar p̃0 and a piecewise absolutely continuous function γ̃ : [0, t` ] → R N , with
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Figure 3.2: (EOCP) uses hard enforcement of dynamical constraints to guarantee convergence to trajectories which lie on the manifold of the system, without explicitly enforcing or
penalizing manifold constraints.

( p̃0 , γ̃) 6= 0, such that the tuple (( p̃0 , p̃) = Pr( p̃0 , x̃, γ̃), ũ), where Pr is the orthogonal projection of T ∗ R N +1 |R× M onto T ∗ (R × M) (cf. Sec, 3.7), represents a geometric Pontryagin
extremal (in the sense of Theorem 2) for the original problem (OCP) on M. In particular,
as k tends to infinity, up to some subsequence:
• p0k → p̃0 , and
• γk |[ti ,ti+1 ) → γ̃|[ti ,ti+1 ) ∈ C0 ([ti , ti+1 ), R N ), i = 1, . . . , ` − 1, and γk |[t`−1 ,t` ] →
γ̃|[t`−1 ,t` ] ∈ C0 ([t`−1 , t` ], R N ) for the strong topology of C0 ,
where ( p0k , xk , γk , uk ) is a Pontryagin extremal of (LEOCP)k .
For convenience, we present the proof of Theorem 3 at the end of the chapter
in Sec. 3.7. In short, Theorem 3 asserts that there exists a sequence of solutions for
problems (LEOCP)k that converges (under appropriate topologies) to a critical
point for (OCP), in the (strong) sense of Theorem 2. Importantly, the limiting
trajectory lies on M, despite solving the linearized, embedded versions (LEOCP)k
(see Figure 3.2). The termination properties of Algorithm E-SCP are stated next:
Corollary 1 (E-SCP Termination). Assume (i) ( A1 )-( A4 ) hold, (ii) problems (LEOCP)k
are built as detailed in Section 3.3.3, (iii) the SCP procedure adopted for E-SCP (line 6 of

chapter 3. trajectory optimization on manifolds using embedded sequential
convex programming

85

Algorithm 3.1) enforces hard dynamical constraints (as opposed to a penalized implementation – see Remark 1), (iv) ∆k ∈ [0, ∆0 ] for all k and ωk < ωmax are chosen such that
for every iteration k ≥ 1, an output ( xk , uk ) is always provided, and (v) the algorithm is
terminated if ωk > ωmax . Then, in solving (OCP) by E-SCP only three mutually exclusive
situations arise:
1. There exists an iteration k ≥ 1 for which ωk > ωmax . Then, E-SCP terminates,
providing a solution for (LEOCP)k satisfying only soft state constraints.
2. There exists an iteration k ≥ 0 for which ( xk+1 , uk+1 ) = ( xk , uk ). Then, E-SCP
terminates, providing a stationary point, in the sense of the Pontryagin Maximum
Principle, for the original problem (OCP).
3. We have ( xk+1 , uk+1 ) 6= ( xk , uk ), for every iteration k ≥ 0. Then, E-SCP builds a
sequence of optimal solutions for (LEOCP)k that has a subsequence converging (with
respect to appropriate topologies) to a stationary point, in the sense of the Pontryagin
Maximum Principle, for the original problem (OCP).
Proof. The assumptions on the internal SCP procedure for E-SCP imply that only
these three cases may happen and that they are mutually exclusive. Moreover, case
3) is a direct consequence of Theorem 3 and, for case 2), it is sufficient to apply
Theorem 3 to the sequence of solutions


( x 0 , u 0 ), ( x 1 , u 1 ), . . . , ( x k −1 , u k −1 ), ( x k , u k ), ( x k , u k ), ( x k , u k ), . . .



because it clearly converges to ( x̃, ũ) = ( xk , uk ).
In case 1), SCP fails because no feasible strategies can be computed, which also
occurs in other state-of-the-art trajectory optimization solvers such as TrajOpt [51].
Since the convergence of numerical methods usually leverages a termination threshold, case 3) is the most common outcome. Fortunately, Theorem 3 ensures that we
are converging to a stationary point that satisfies strong necessary conditions for
optimality in the sense of Theorem 2 and manifold-type constraints.
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Geometric Consistency and Discrete-Time Convergence

Despite the fact that E-SCP entails solving a sequence of linearized problems for
the embedded reformulation (EOCP), i.e., without explicit representation of the
manifold, Lemma 4 and Corollary 1 ensure that the numerical solution converges to
trajectories that satisfy the manifold constraints and also ensure that the limiting
solution satisfies strong first-order necessary conditions for optimality that respect
the geometric structure of the original manifold.
The additional advantage of working within a continuous-time setting is that
the validity of the theoretical guarantees is independent of the time-discretization
scheme used to solve the ODEs. For instance, choosing schemes such as Euler or
Simpson’s rule lead to well well-posed convex optimization problems when the
dynamics are linearized within each SCP step. With a sufficiently small time-step,
we can ensure that the discrete solution provided by SCP stays close to the solution
of the continuous-time problem (EOCP). Finally, Corollary 1 further implies that
this discretized solution stays close to the solution for the original continuous-time
(OCP).

3.5 Convergence Acceleration via Differential Shooting Method
An important result provided by Theorem 3 is the convergence of Pontryagin extremals related to the sequence of solutions for problem (LEOCP)k in the Euclidean
space towards a Pontryagin extremal related to the solution for (OCP) in the manifold, found by E-SCP. As a consequence, we can extend the acceleration procedure
which we proposed in [2] to the manifold and pointwise state constraint case, i.e.,
warm-starting shooting methods [67] with E-SCP.
The key idea is that since the convergence of the adjoint vectors is provided in
R N , we can leverage them to re-state a shooting method on the manifold within
R N . However, unlike the framework which we proposed in [2], the main difficulty concerns the pointwise state constraints that introduce discontinuities for
the multipliers. Fortunately, we can still use this hybrid method by leveraging the
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knowledge of adjoint vectors at intermediate times. Assuming SCP is converging,
the Lagrange multipliers λik related to the pointwise condition Gki ( x (ti )) = 0 for the
finite dimensional discretization of problems (LEOCP)k approximate the values
γk (ti ) of the adjoint vectors related to the continuous-time (LEOCP)k (see [75] and
the problem reduction provided in 3.7. Then, up to some subsequence, for every
small δ > 0, there exists an iteration k δ ≥ 1 for which, for every iteration k ≥ k δ ,
we have kγ̃(ti ) − λik k < δ, i = 1, . . . , `, where γ̃ is an adjoint vector related to the
solution of (OCP) found by SCP (see Theorem 3). This means that, starting from
some iteration k ≥ k δ , we can run a shooting method to solve (OCP), initializing
using λik , i = 1, . . . , `. At each iteration of SCP, we use the values λik provided by the
solver to initialize the shooting method until convergence is achieved. This provides
a theoretically guaranteed method to accelerate convergence for SCP towards a more
accurate solution.

3.6

Numerical Experiments and Discussion

In this section, we provide implementation details and examples to demonstrate
various facets of our approach. We focus on three important aspects: (1) providing
comparisons between E-SCP and standard SCP on Euclidean spaces, (2) providing
comparisons between E-SCP and state-of-the-art algorithms for trajectory optimization, and (3) analyzing convergence acceleration for E-SCP via shooting methods.
Simulations are provided by considering two problems: our running example
(Ex), defined in Section 3.3.1, and a trajectory optimization problem for a 7 degreeof-freedom manipulator in a cluttered environment. Consistent with our embedding
framework, rather than describing the manipulator via joint angle variables (i.e.,
local variables), the states are characterized by tuples ( xi , yi ) ∈ S1 , i = 1, . . . , 7
(one for each joint), so that the system evolves in the 7-dimensional torus, i.e.,

( x1 , y1 , . . . , x7 , y7 ) ∈ T7 , which is naturally embedded in R14 . The dynamics are
given by the kinematic equations of a manipulator, that is, each joint i satisfies:
f i : T1 × R → TT1 : ( xi , yi , ui ) 7→ (−yi ui , xi ui )

(3.17)
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where each ui ∈ R is a control variable. As for our running example (Ex), (3.17)
naturally represents a dynamical system in R2 , so that, problem (EOCP) coincides
with (OCP).
The examples and algorithms presented in this work were implemented in the
Julia programming language [76] within the GuSTO.jl package which has been opensourced at https://github.com/StanfordASL/GuSTO.jl, with optimization problems
solved using Gurobi [77]. We chose our previously developed framework GuSTO [2]
as the SCP procedure for E-SCP (line 4 of Algorithm 3.1), so that Corollary 1 held.
For each compared SCP method, the continuous-time optimal control problem was
discretized using a trapezoidal approximation of the dynamics, assuming a zeroorder hold for the control, and the discrete-time cost considered for each problem
−1
2
was the energy ∑dk=
1 || uk ||2 ∆t, where d is the number of discretization points for

the trajectory. Additionally, obstacle avoidance constraints served as our nonconvex
state constraints. For each set of simulations presented, we report results for 50
experiments with different start and goal configurations. A SCP trial is marked
as successful if the algorithm converged and the resulting solution was collisionfree. We used the Bullet Physics engine to calculate signed distances for obstacle
avoidance constraints or penalties [78], [79]. For each experiment, the variables
were initialized using straight-line initializations on the manifold.

3.6.1 Comparison with State-of-the-Art
In this section, we demonstrate the benefits obtained when using E-SCP to solve trajectory optimization problems on manifolds, rather than standard SCP approaches.
More specifically, the main advantage of E-SCP is that, when considering hard
enforcement of dynamical constraints, the limiting numerical solution is guaranteed
to lie on the manifold, even if such a constraint is not explicitly enforced. This
approach is in contrast to enforcing the nonlinear manifold-type equality constraints
that appear when using standard Euclidean-based SCP approaches. Since added
equality constraints increase the complexity of the problem and may adversely affect
efficiency, removing manifold-type constraints in SCP provides greater flexibility in

chapter 3. trajectory optimization on manifolds using embedded sequential
convex programming

E-SCP

SCP

TrajOpt

TrajOpt-P

Dynamical
constraint error

1.9×10−3

5.8×10−3

8.5×10−3

4.8×10−3

T7 manifold
constraint error

3.9×10−2

3.6×10−6

1.6×10−2

3.1×10−6

True
cost

0.105

1.0

0.215

0.792

Computation
time

0.466

0.129

0.321

1.0
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Table 3.1: Averaged results of manipulator arm experiments, with normalized cost, computation times and non-normalized values for constraint errors.

solving the sequential problems, given that these constraints are implicitly satisfied.
For this comparison, we considered the 7-DoF manipulator using 120 discretization points over a trajectory time of 30 seconds [44]. The achieved results are shown
in Table 3.1. Here, comparisons are given between E-SCP with GuSTO as the internal
solver, TrajOpt [51] without any enforced manifold-type constraints, and versions
of GuSTO and TrajOpt where the manifold-type constraints are penalized (denoted
by SCP and TrajOpt-P, respectively, in Table 3.1).
E-SCP has the best performance in reduction of dynamical constraint error (even
if negligible). As can be expected, the methods that explicitly penalize the presence
of the manifold achieve the highest precision for manifold-constraint satisfaction
(even if also negligible). However, a keen analysis of Table 3.1 shows that this comes
with the tradeoff that the additional state-constraint penalties produce a greater
tendency to fall into high-cost local minima, since the penalization affects the way
the internal convex optimization algorithm reduces the cost. Consequently, the
resulting true cost of the non-penalizing algorithms is on average lower than their
penalizing counterparts. In other words, E-SCP provides better optimal solutions
than state-of-the-art penalization approaches.
In addition, we note that although unit-norm constraints like x ∈ Tn can be easily
formulated as penalty expressions and satisfied through penalization, more complex
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E-SCP
Only

E-SCP +
Shooting

SCP Iterations

32

13

Reported Cost

0.221

0.176

90

©2019 IEEE

Table 3.2: Averaged results of experiments using a shooting method to accelerate the convergence of E-SCP, while resulting in lower trajectory cost than using E-SCP alone.

manifold constraints (e.g., those associated with SO(3), closed-kinematic chains,
etc.) are more difficult to formulate and satisfy in this way, and would be better
handled using E-SCP. Indeed, from Theorem 3 we see that manifold constraint error
in E-SCP scales with the dynamical constraint error, which in turn depends only on
the discretization scheme. Thus, we expect the negligible manifold constraint error
for E-SCP in the previous example to carry over to more complex manifolds.

3.6.2 Convergence Acceleration via Shooting Methods
In this section, we provide numerical simulations that highlight convergence benefits
that are obtained when E-SCP is combined with shooting methods. In particular, we
consider trajectory optimization of a spacecraft having the dynamics and embedding
given in our running example (Ex), as laid out in (3.5), and navigating through
a highly cluttered environment, using 100 discretization points over 50-second
trajectories. As shown in Table 3.2, the results are very promising: on average, the
shooting method cuts significantly the number of SCP iterations required to converge
to a trajectory, resulting in an overall 59.4% increase in speed. The difference in
performance is made more stark by the fact that the shooting method can occasionally
converge in cases where SCP is unable to converge at all due to the use of naive
in-collision straight-line initialization. Indeed, it is also interesting to note that in
cases where the shooting method provides the final convergence, the final trajectory
cost is always lower (if sometimes only slightly) than the cost returned by SCP alone,
as the shooting method relies on the Newton method and thus tends to achieve a
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much higher proximity to the optimal on convergence than SCP.

3.7

Proof of Theorem 3

The proof of Theorem 3 consists of two main steps. First, we apply the reduction
scheme in [69] to each linearized problem (LEOCP)k : every convexified optimal
control problem with pointwise state constraints is converted into an optimal control problem without such constraints but with higher dimension. We apply the
SCP convergence result provided by [2, Theorem III.1] to this class of problems,
recovering an extremal for the embedded problem (EOCP). Then, we project the
obtained adjoint vector getting a geometric extremal for the original optimal control
problem (OCP).
Remark 2. Considering Darboux coordinates (y, ξ ) for T ∗ (R × M ), equations (3.14)
locally take the common form [68]

∂H
0


ẏ(t) = ∂ξ (t, p , y(t), ξ (t), u(t))

∂H

ξ̇ (t) = −
(t, p0 , y(t), ξ (t), u(t)) .
∂y

(3.18)

In particular, when M = R N , the adjoint equations (3.18) are globally equivalent to
the adjoint equations (3.14). Moreover, the constancy of p0 arises from (3.18) and
the fact that the Hamiltonian (3.13) does not depend on the variable x0 . These facts
will be used in what follows.

3.7.1 Reduction of (LEOCP)k to Classical Optimal Control Problems and
Analysis for the Convergence of Extremals
We first reduce the linearized problems (LEOCP)k to optimal control problems
without pointwise state constraints. For sake of concision and without loss of generality, from now on we assume that ` = 2, i.e., we have two times t1 , t2 . Considering

chapter 3. trajectory optimization on manifolds using embedded sequential
convex programming

92

the general case goes similarly (see also [69]).
Let (( xk+1 , uk+1 ))k∈N be the sequence of optimal solutions for (LEOCP)k+1 in

[0, t2 ] given in Theorem 3. We chop each ( xk+1 , uk+1 ) by defining, for every s ∈ [0, 1]
and every k ∈ N,
ak+1 (s) = xk+1 (t1 s) , bk+1 (s) = xk+1 ((t2 − t1 )s + t1 )
vk+1 (s) = uk+1 (t1 s) , wk+1 (s) = uk+1 ((t2 − t1 )s + t1 ).

(3.19)

For every iteration k, consider the Reduced Linearized Embedded Optimal Control
Problem (RLEOCP)k+1 in R N

Z 1



min
t1 Fk0+1 (t1 s, a(s), v(s))


0






0 (( t − t ) s + t , b ( s ), w ( s )) ds

(
t
−
t
)
F

2
2
1
1
1

k +1






 0
a (s) = t1 Fk+1 (t1 s, a(s), v(s)) , s ∈ [0, 1]




b0 (s) = (t2 − t1 ) Fk+1 ((t2 − t1 )s + t1 , b(s), w(s))








a(0) = x̄0 , Gk1+1 ( a(1)) = 0 , Gk2+1 (b(1)) = 0







 a(1) − b(0) = 0 , v(s) , w(s) ∈ U , s ∈ [0, 1]
where the condition a(1) − b(0) = 0 translates into the continuity of admissible
trajectories for (LEOCP)k+1 at t1 . Therefore, by relations (3.19) and the definition
of problems (LEOCP)k+1 , each tuple ( ak+1 , bk+1 , vk+1 , wk+1 ) is an optimal solution
for problem (RLEOCP)k+1 . Applying the classical Pontryagin Maximum Principle
with transversality conditions [66] to each problem (RLEOCP)k+1 provides the
existence of nontrivial tuples ( p0k+1 , ζ k+1 , ηk+1 ), where p0k+1 are nonpositive constant
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and ζ k+1 , ηk+1 are absolutely continuous functions in [0, 1], satisfying, a.e. in [0, 1],
ζ k0 +1 (s)



= −t1 ζ k>+1 (s)

∂Fk+1
(t1 s, ak+1 (s), vk+1 (s))
∂x

∂Fk0+1
0
+ p k +1
(t1 s, ak+1 (s), vk+1 (s))
∂x
ηk0 +1 (s)



= −(t2 − t1 ) ηk>+1 (s)

(3.20)



∂Fk+1
((t2 − t1 )s + t1 , bk+1 (s), wk+1 (s))
∂x

∂Fk0+1
0
+ p k +1
((t2 − t1 )s + t1 , bk+1 (s), wk+1 (s))
∂x




p0k+1 Fk0+1 (t1 s, ak+1 (s), vk+1 (s))

(3.21)



t1 ζ k+1 (s) · Fk+1 (t1 s, ak+1 (s), vk+1 (s)) +
(3.22)

+ (t2 − t1 ) ηk+1 (s) · Fk+1 ((t2 − t1 )s + t1 , bk+1 (s), wk+1 (s))

+ p0k+1 Fk0+1 ((t2 − t1 )s + t1 , bk+1 (s), wk+1 (s))
 

= max
t1 ζ k+1 (s) · Fk+1 (t1 s, ak+1 (s), v) + p0k+1 Fk0+1 (t1 s, ak+1 (s), v)
(v,w)∈U 2


+ (t2 − t1 ) ηk+1 (s) · Fk+1 ((t2 − t1 )s + t1 , bk+1 (s), w)

0
0
+ pk+1 Fk+1 ((t2 − t1 )s + t1 , bk+1 (s), w)
∂Gk1+1
ζ k+1 (1)−ηk+1 (0) ⊥ ker
( ak+1 (1))
∂x
∂G2
ηk+1 (1) ⊥ ker k+1 (bk+1 (1))
∂x

(3.23)

which represent adjoint equations, maximality condition and transversality conditions on the adjoint vectors, respectively.
We now analyze convergences properties for extremals ( p0k+1 , ak+1 , bk+1 , ζ k+1 ,
ηk+1 , vk+1 , wk+1 ) related to problems (RLEOCP)k+1 . For this, we make use of [2,
Theorem III.1]. A slight modification to the proof of [2, Theorem III.1]1 ensures
1 As

a matter of fact, we need to adapt the proof to take into account initial conditions of type
x (0) ∈ M0 , where M0 is a submanifold of M, the fact that initial and final goal sets are linearized
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the existence of an extremal ( p̃0 , ã, b̃, ζ̃, η̃, ṽ, w̃) for the Reduced Embedded Optimal
Control Problem (REOCP)

(REOCP)


Z 1


0
0

min
t
F
(
a
(
s
)
,
v
(
s
))
+
(
t
−
t
)
F
(
b
(
s
)
,
w
(
s
))
ds
2

1
1


0







a0 (s) = t1 F ( a(s), v(s)) , s ∈ [0, 1]



b0 (s) = (t2 − t1 ) F (b(s), w(s))








a(0) = x̄0 , G1 ( a(1)) = 0 , G2 (b(1)) = 0






 a(1) − b(0) = 0 , v(s) , w(s) ∈ U , s ∈ [0, 1]

therefore satisfying the following, adjoint equations, maximality condition and
transversality conditions, respectively,


0

ζ̃ (s) = −t1

∂F
∂F0
ζ̃ (s) ( ã(s), ṽ(s)) + p̃0
( ã(s), ṽ(s))
∂x
∂x
>



∂F
∂F0
η̃ (s) = −(t2 − t1 ) η̃ (s) (b̃(s), w̃(s)) + p̃0
(b̃(s), w̃(s))
∂x
∂x


0

>

(3.24)




t1 ζ̃ (s) · F ( ã(s), ṽ(s)) + p̃0 F0 ( ã(s), ṽ(s))


0 0
+ (t2 − t1 ) η̃ (s) · F (b̃(s), w̃(s)) + p̃ F (b̃(s), w̃(s))
 

= max
t1 ζ̃ (s) · F ( ã(s), v) + p̃0 F0 ( ã(s), v)

(3.25)

(3.26)

(v,w)∈U 2



0 0

+ (t2 − t1 ) η̃ (s) · F (b̃(s), w) + p̃ F (b̃(s), w)



and the fact that Fk0+1 , Fk+1 are now evaluated at s1 t, (t2 − t1 )s + t1 . Modifications arise only for [2,
Lemma V.2], and straightforward computations show that the convergence of variation vectors still
hold. Remark that, since the reduced problems (RLEOCP)k+1 , (RLEOCP) have fixed final time, we
just need that M0 , M f be closed, which is the case for problems (RLEOCP)k+1 .
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ζ̃ (1) − η̃ (0) ⊥ ker

(3.27)

Moreover, up to some subsequence,


 p0k → p̃0




( a , b ) → ( ã, b̃) , for the strong topology of C0
k k


(ζ k , ηk ) → (ζ̃, η̃ ) , for the strong topology of C0





(vk , wk ) → (ṽ, w̃) , for the weak topology of L2 .

(3.28)

Remark 3. Let e : M → R N be the canonical immersion. By definition, ( G1 )−1 (0),

( G2 )−1 (0) are submanifolds of R N of dimension N − r1 , N − r2 , respectively, while
( g1 )−1 (0) = e−1 (( G1 )−1 (0)), ( g2 )−1 (0) = e−1 (( G2 )−1 (0)) are submanifolds of M
of dimension n − r1 , n − r2 , respectively. In particular,

( G1 )−1 (0) ∩ M = g1−1 (0) , ( G2 )−1 (0) ∩ M = g2−1 (0).

(3.29)

By transversality arguments2 , for x1 ∈ g1−1 (0), x2 ∈ g2−1 (0),
Txi ( Gi )−1 (0) ∩ Txi M = Txi gi−1 (0)

,

i = 1, 2

(3.30)

which, thanks to Grassmann formula, gives
R N = Txi ( Gi )−1 (0) + Txi M

,

i = 1, 2.

(3.31)

The next step consists of taking advantage of relations (3.24)-(3.27) to recover
an extremal for problem (EOCP). This proceeds by properly gluing the coordinates
2 As

a matter of fact, let ϕ be a chart of xi in R N , adapted to M. In these coordinates, we have
j
j
= d xi gi (∂ xi ), for j = 1, . . . , n. If v = ∑nj=1 v j ∂ xi ∈ Txi M such that d xi Gi (v) = 0, we have

j
d xi G i ( ∂ xi )

j

j

d xi gi (v) = ∑nj=1 v j d xi gi (∂ xi ) = ∑nj=1 v j d xi Gi (∂ xi ) = d xi Gi (v) = 0. The conclusion then follows.
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of the tuple ( p̃0 , ã, b̃, ζ̃, η̃, ṽ, w̃) as follows. For every t ∈ [0, t2 ], define

x̃ (t) =

ã(t/t1 )

0 ≤ t < t1

b̃((t − t1 )/(t2 − t1 )) t1 ≤ t ≤ t2


γ̃(t) =

ζ̃ (t/t1 )

0 ≤ t < t1

η̃ ((t − t1 )/(t2 − t1 )) t1 ≤ t ≤ t2 .


ũ(t) =

ṽ(t/t1 )

0 ≤ t < t1

w̃((t − t1 )/(t2 − t1 )) t1 ≤ t ≤ t2

Thanks to the structure of (REOCP), we see that ( x̃, ũ) is feasible for (EOCP). Therefore, the tuple ( p̃0 , λ̃ = ( x̃, γ̃), ũ), where ( p̃0 , γ̃) is not trivial, is an extremal for
problem (EOCP), i.e., it satisfies Theorem 2 in the case M = R N . Indeed, Remark 2
ensures that (3.24)-(3.25) are equivalent to the adjoint equations (3.14) in the variable λ̃ in [0, t2 ], while, the independence of variables (u, v) ∈ U 2 and (3.26) leads to
the maximality condition (3.15). Finally, since gi−1 (0) ⊆ ( Gi )−1 (0), relations (3.27),
(3.30) gives the transversality condition (3.16).
By defining

γk ( t ) =

ζ k (t/t1 )

0 ≤ t < t1

ηk ((t − t1 )/(t2 − t1 )) t1 ≤ t ≤ t2 ,

we remark that relations (3.7.1)-(3.23) show that the tuple ( p0k , λk = ( xk , γk ), uk ),
where ( p0k , γk ) is not trivial, represents an extremal for problem (LEOCP)k and that
(3.28) leads to


• xk → x̃ , for the strong topology of C0





0
• γ |
k [0,t1 ) → γ̃ |[0,t1 ) , for the strong topology of C

• γk |[t ,t ] → γ̃|[t ,t ] , for the strong topology of C0

1 2
1 2




• uk → ũ , for the weak topology of L2
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giving the convergence statement provided in Theorem 3.

3.7.2 Projection onto a Geometric Extremal for (OCP)
The main objective of this section is to prove that the piecewise absolutely continuous curve λ̃ can be conveniently projected onto T ∗ M, providing then the sought
geometric extremal ( p̃0 , p̃, ũ) for the original problem (OCP).
We first introduce a useful projection operator. Consider the usual cotangent
bundles T ∗ M and T ∗ R N , and define
T∗ RN | M =

{q} × Tq∗ R N .

[

(3.32)

q∈ M

Equipped with the structure of pullback bundle, the projection π M : T ∗ R N | M → M
is a vector bundle of rank N. In particular, T ∗ M is identified to a subbundle of
T ∗ R N | M . We build a projection operator from cotangent spaces by considering the
usual orthogonal projection. For this, let q ∈ M and (V, ϕ) be a local chart of q in
R N adapted to M, i.e., ϕ(V ∩ M) = ϕ(V ) ∩ Rn × {0} N −n . Then, {dx j (·)} j=1,...,N
is a local basis for T ∗ R N | M and {dx j (·)} j=1,...,n is a local basis for T ∗ M around q.
Consider the cometric h·, ·i(·) in T ∗ R N | M induced by the Euclidean scalar product
of R N . The Gram-Schmidt process on {dx j (·)} j=1,...,N provides an orthonormal
frame { Ej (·)} j=1,...,N for T ∗ R N | M in V, satisfying
spanh E1 (·), . . . , Ej (·)i|V ∩ M = spanhdx1 (·), . . . , dx j (·)i

(3.33)

for every 1 ≤ j ≤ n. From the previous results, when restricted to V ∩ M, the
orthogonal projection operator
Pr : T ∗ R N +1 |(R× M) → T ∗ (R × M)


n
0
0
( p , x, γ) 7→ p , ∑ hγ, Ej ( x )i x Ej ( x )
j =1

(3.34)
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is well-defined and smooth. Finally, since the change of frame mapping between
two orthonormal frames is orthogonal, thanks to (3.33), it is easy to see that the
expression (3.34) is globally well-defined and smooth.
At this step, recall that any admissible trajectory for (EOCP) is also admissible for
(OCP) (see Lemma 4). Therefore, it holds that x̃ ([0, t2 ]) ⊆ M. By using the previous
projection operator, this allows us to define the following piecewise absolutely
continuous covector curve
p̃ : [0, t2 ] → T ∗ M : t 7→ π2 ◦ Pr( p̃0 , λ̃)
where

π2 : T ∗ (R × M) −→ T ∗ M

( p0 , p) 7→ p.

(3.35)

(3.36)

As a standard result for Hamiltonian systems, the curve p̃ satisfies the adjoint equations (3.14) in M related to the Hamiltonian (3.13). This is derived by combining
Remark 2 (compare with the local system (3.18)) with the following lemma, whose
proof is reported here for sake of completeness (see [80] for a more general statement).
Lemma 5. For almost every t ∈ [0, t2 ], choose a local chart (U, φ) of ( x̃0 , x̃ )(t) in R N +1
(see system (3.12)) adapted to R × M. For every i = 0, . . . , n, it holds that
 

 ∂
d
∗
0
Pr (exp( F0 ,Fũ ) (t2 ; t, ·))( x̃0 ,x̃)(t ) · ( p̃ , λ̃(t2 ))
(t)
2
ũ
dt
∂xi ( x̃0 ,x̃)(t)
 
n ∂( f 0 , f )
j
=−∑
( x̃ (t), ũ(t)) Pr (exp( F0 ,Fũ ) (t2 ; t, ·))∗(x̃0 ,x̃)(t2 ) ·
i
ũ
∂x
j =0

 ∂
0
( p̃ , λ̃(t2 ))
∂x j ( x̃0 ,x̃)(t)
where (·)∗ is the pullback operator for 1-forms.

(3.37)
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Proof. For every i = 0, . . . , n, denote
ai (t) = Pr (exp( F0 ,Fũ ) (t2 ; t, ·))∗( x̃0 ,x̃)(t ) · ( p̃0 , λ̃(t2 ))
2

ũ



∂
∂xi

( x̃0 ,x̃ )(t)



(3.38)

and let (V, ϕ) be an adapted local chart of ( x̃0 , x̃ )(t2 ). Since, for appropriate coefficients bi (t), the following relation holds

(exp( F0 ,Fũ ) (t2 ; t, ·))∗(x̃0 ,x̃)(t2 ) · ( p̃0 , λ̃(t2 )) =
ũ

N

∑ bj (t)dx j |(x̃0,x̃)(t)

j =0

(3.39)

∈ T ∗ R N +1 | R× M
from the span relation (3.33), we obtain

Pr (exp( F0 ,Fũ ) (t2 ; t, ·))∗( x̃0 ,x̃)(t ) · ( p̃0 , λ̃(t2 )) =
2

ũ

n

∑ bj (t)dx j |(x̃0,x̃)(t)

(3.40)

j =0

implying that
a j (t) = b j (t) , j = 0, . . . , n.

(3.41)

By inverting expression (3.39), we then have
n

0

( p̃ , λ̃(t2 )) =

∑ a j (t)(exp(Fũ0,Fũ ) (t; t2, ·))∗(x̃0,x̃)(t) · dx j |(x̃0,x̃)(t)

j =0

N

+

∑

j = n +1

(3.42)
b j (t)(exp( F0 ,Fũ ) (t; t2 , ·))∗( x̃0 ,x̃)(t) · dx j |( x̃0 ,x̃)(t) .
ũ

However, since the trajectory ( x̃0 , x̃ )(t) = exp( F0 ,Fũ ) (t; t2 , x̃ (t2 )) lies entirely in R × M
ũ

and the chart (U, φ) is adapted to R × M, we see that, for every i = 0, . . . , n and
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j ≥ n + 1, it holds that

(exp( F0 ,Fũ ) (t; t2 , ·))∗(x̃0 ,x̃)(t)
ũ



j

· dx |(x̃0 ,x̃)(t)

∂
∂xi


( x̃0 ,x̃ )(t2 )

∂
( x j ◦ exp( F0 ,Fũ ) (t; t2 , ·) ◦ ϕ−1 )( ϕ(( x̃0 , x̃ )(t2 )))
ũ
∂xi
= 0.

=

(3.43)

Therefore, for every i = 0, . . . , n, we have


∂
( p̃ , λ̃(t2 ))
∂xi
0


( x̃0 ,x̃ )(t2 )

n

∂
= ∑ a j (t) i ( x j ◦ exp( F0 ,Fũ ) (t; t2 , ·) ◦ ϕ−1 )( ϕ(( x̃0 , x̃ )(t2 ))).
ũ
∂x
j =0

(3.44)

The term on the left of the previous expression does not depend on t, and then, by
differentiating it with respect to t3 ,
n

∑




ȧ j (t)

j =0
n

+

(exp( F0 ,Fũ ) (t; t2 , ·))∗(x̃0 ,x̃)(t)
ũ

∑ a j (t)

∂( F0 , F ) j
∂x `

`=0
`



· dx |(x̃0 ,x̃)(t)

∂
∂xi



j

· dx |(x̃0 ,x̃)(t)

∂
∂xi


( x̃0 ,x̃ )(t2 )



( x̃ (t), ũ(t)) (exp( F0 ,Fũ ) (t; t2 , ·))∗(x̃0 ,x̃)(t)
ũ

(3.45)



=0.
( x̃0 ,x̃ )(t2 )

and this must hold for every i = 0, . . . , n. At this step, for the evaluation of
∂( F0 , F ) j
( x̃ (t), ũ(t)), we notice that, in the case ` = 0, . . . , n, any variation point
∂x `
φ−1 (y0 , . . . , y` + h, . . . , y N ), where φ−1 (y0 , . . . , y` , . . . , y N ) ∈ R × M, belongs to
R × M because φ is adapted to R × M, and then, from the construction of ( F0 , F ),
we obtain

∂( F0 , F ) j
∂x `

( x̃ (t), ũ(t)) =

∂( f 0 , f ) j
∂x `

( x̃ (t), ũ(t)).

(3.46)

3 We remark that, as soon as 0 6 i 6 n, quantities in (3.45) evolve in M. Therefore, indices grater
than n do not explicitly appear in computations.
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Moreover, by using (3.43), we have


(exp( F0 ,Fũ ) (t; t2 , ·))∗(x̃0 ,x̃)(t) · span dx n+1 |(x̃0 ,x̃)(t) , . . . , dx N |(x̃0 ,x̃)(t)
ũ


n +1
N
⊆ span dx |(x̃0 ,x̃)(t2 ) , . . . , dx |(x̃0 ,x̃)(t2 )

(3.47)

and since (exp( F0 ,Fũ ) (t; t2 , ·))∗( x̃0 ,x̃)(t) is an isomorphism,
ũ



(exp( F0 ,Fũ ) (t; t2 , ·))∗(x̃0 ,x̃)(t)
ũ



n

0

· span dx |(x̃0 ,x̃)(t) , . . . , dx |(x̃0 ,x̃)(t)


⊆ span dx0 |(x̃0 ,x̃)(t2 ) , . . . , dx n |(x̃0 ,x̃)(t2 ) .

(3.48)

Combining (3.48) with (3.45) gives
n

∑



n

j

ȧ j (t)dx |( x̃0 ,x̃)(t) +

j =0

∑ a j (t)

`=0

∂( f 0 , f ) j
∂x `



`

( x̃ (t), ũ(t))dx |(x̃0 ,x̃)(t) = 0.

(3.49)

and the desired result follows straightforwardly.
Lastly, we need to verify the maximality condition (3.15), the transversality
conditions (3.16) and the fact that the couple ( p̃0 , p̃) is not trivial. The first two facts
follow by simple computations on relations (3.26), (3.27), respectively4 .
By contradiction, assume that ( p̃0 , p̃) = 0. In particular, p̃(t1− ) − p̃(t1+ ) = 0 and
p̃(t2 ) = 0. On the other hand, the transversality conditions (3.27) read λ̃(t1− ) −
λ̃(t1+ ) ⊥ Tx̃(t1 ) ( G1 )−1 (0) and λ̃(t2 ) ⊥ Tx̃(t2 ) ( G2 )−1 (0). Therefore, relations (3.31)
provide that λ̃(t1− ) − λ̃(t1+ ) = 0 and λ̃(t2 ) = 0, which imply that γ̃ : [0, t2 ] → R N is
a continuous curve which is zero at t2 and satisfies a linear ODE. By uniqueness, we
have ( p̃0 , γ̃) = 0, which is a contradiction. Thus, Theorem 3 is proved.

4 As a matter of fact, the transversality condition on the adjoint vector (3.16) can be checked to hold
for p̃ as follows. For every orthonormal frame { E1 , . . . , EN } in Tx̃∗(t ) R N such that { E1 , . . . , En } spans
i
∼ T R N and T ∗∗ M =
∼
T ∗ M, the dual frames { E∗ , . . . , E∗ } and { E∗ , . . . , E∗ } span T ∗∗ R N =
x̃ (ti )

1

N

1

n

x̃ (ti )

x̃ (ti )

x̃ (ti )

Tx̃(ti ) M, respectively. Then, for v ∈ Tx̃(ti ) gi−1 (0) ⊆ Tx̃(ti ) M and λ ∈ Tx̃∗(t ) R N , using these orthonori

mal basis and relations (3.27) we can verify straightforwardly that λ(v) = (π2 ◦ Pr)( p̃0 , λ)(v), from
which the sought result follows. The previous equality is also used in what follows.

4 Hardware-Accelerated Ray-Tracing for
Collision Avoidance in Trajectory Optimization
Chapter Abstract The geometry of robot links and obstacles in the real world are
often very complex and highly nonconvex, complicating collision avoidance in planning and control algorithms. For real-time planning and control, these geometries
are often represented by a set of simplified geometries such as spheres or convex polyhedra, between which rapid collision-checking queries can be performed.
However, there is a major tradeoff between the conservatism of these representations and the number of simplified geometries required. These geometries can
be more faithfully captured through representations such as triangle meshes, but
collision-checking nonconvex triangle meshes requires broadphase-narrowphase
search methods such as bounding volume hierarchy (BVH) traversal, for which efficient GPU implementations are not available in commonly-used collision-checking
libraries. Alternatively, this chapter proposes leveraging the hardware-accelerated
BVH traversal capabilities of recently developed GPU ray-tracing cores to gather
information useful for collision-checking. We show that such an approach allows
collision-checking queries between complex triangle meshes at times orders of magnitude faster than commonly available collision-checking library. We then develop a
gradient descent method to scalably improve the accuracy of ray-traced signed distance queries and contact point search between triangle meshes. Finally, we develop
the first hardware-accelerated ray-tracing pipeline for rapidly querying poses across
102
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a multi-link robot and building collision constraints for trajectory optimization,
showing that hardware-accelerated ray tracing can allow accurate trajectory optimization between complex robot and obstacle triangle meshes at real-time speeds.

4.1

Introduction

A cursory glance at the objects populating the real world reveals a great deal of
geometric complexity. The world does not consist of a simple set of primitive shapes
or convex polyhedra, but rather of objects with extreme nonconvexity, varying
curvatures, holes, protrusions, etc. The same applies to living beings who must
interact with the world and leverage their geometry to perform various mobility
and manipulation tasks. For example, human hands, fingers, and feet already have
significant geometric complexity that we leverage fully for accomplishing various
tasks. However, we also leverage the geometry of our arms, elbows, chest, shoulders,
legs and other members when a task demands it, such as in hugging large piles of
objects to our chest to carry them, leaning on things with our elbows, pushing on
large objects with our shoulders, etc. The same applies to robots, which have often
have simple surfaces such as on feet or end effectors designed for contact, but have
more complex surfaces on the rest of the robot body which could potentially be
leveraged for useful manipulation or mobility if their contact with with complexity
environment geometries could be rapidly and accurately modelled.
Unfortunately, the full complexity of robot and obstacle geometries are not often
leveraged in trajectory optimization due to a lack of widely available computational
tools for doing so at real-time speeds. Indeed, the problem of performing collision
queries for trajectory optimization is quite complex. Unlike sampling-based motion
planning, which only requires a boolean check of whether a robot pose is in collision,
building collision constraints for trajectory optimization may also require finding a
set of points closest to collision, at the boundary of contact, or in deepest penetration, as well as the signed distance values of each of these points. Additionally, to
formulate constraint gradients, one needs to find the direction to closest contact for
close points out of collision, surface information such as robot or obstacle normal
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vectors for points at the boundary of contact, and the direction to closest penetration
exit for points that are in penetration.
To perform such complex collision queries, roboticists working on trajectory
optimization often represent robot and obstacle geometries by sets of simplified
geometries, pairs of which can be rapidly collision-checked using analytical methods
or standard widely-available algorithms. In particular, roboticists often represent
geometries by primitive shapes such as spheres [45], [81], [82], capsules [83], [84],
ellipsoids [15], [85], [86], cylinders [87], [88], boxes [89], [90], etc. which have
simple analytical collision-checking solutions. Unfortunately, these primitive shapes
are often sized and placed manually and there is unavoidable conservatism when
the original geometries do not exactly conform to the primitive shapes.
Alternatively, some works represent geometries by conservative convex polyhedra. From there, collisions between polyhedra can be detected using the separating
axis theorem (SAT) [91], [92], though this scales poorly with the number of polyhedra edges. If the convex polyhedra are out of collision or have shallow penetration,
distance can be computed using the well-known Gilbert-Johnson-Keerthi (GJK)
algorithm [93], [94]. If the convex polyhedra are deep in collision, the distance can
be computed using the more expensive Expanding Polytope Algorithm (EPA) [95]
(note that the GJK and EPA algorithms can be applied to any convex geometries for
which support functions are available). It is quite common to use a single convex
polyhedron for each robot link, either the convex hull of the link triangle-mesh
representations, or lower face-count proxies [51], [96]. There are also methods
for approximate decomposition nonconvex polyhedra such as triangle meshes into
multiple convex polyhedra [97]–[99] where one can trade off between conservatism
and number of convex polyhedra. However, for highly nonconvex geometries, minimizing conservatism in convex decomposition often leads to an explosion in the
number of convex polyhedra, making real-time collision-checking infeasible.
A further alternative is to create convex representations of free space to use as
constraints within trajectory optimization. For example, the IRIS algorithm iterates between finding separating hyperplanes between a collision-free ellipsoid and
obstacles and using semidefinite programming to find a new maximal inscribed
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ellipsoid [100]. Methods have also been proposed to generate collision-free polyhedrons around successive pairs of points in an initial collision-free path [101].
However, these approaches are only applicable to robots represented by points and
spheres and have therefore been mainly applied to UAVs, small wheeled robots, and
footstep planners. Even for point and sphere robots these collision-free regions will
be quite conservative around complex obstacles, but for general robot geometries
these collision-free regions are much more difficult to characterize.
There is also work representing geometries as precomputed signed distances
fields. For example, signed distance fields can be precomputed for known geometries
such as robot links and then collision-checked online against points from obstacle
representations such as point clouds and triangle meshes through table lookups,
where local table information can also be used to approximate gradients [102]–[105].
However, the accuracy of such approaches depends on the grid resolution of the
signed distance field tables, and the increased grid resolutions scales very poorly
with memory storage. Indeed, replacing a triangle mesh with a signed distance field
table is taking a compact 2D representation of a geometry and replacing it with 3D
representation which must contain information not just of the internal volume of
the geometry, but of volumes exterior to the geometry as well. For example, using
single-precision floating point signed distances, a 5123 grid would be 0.5 GB and a
10243 grid would exceed 4 GB.
In order to perform exact collision queries between nonconvex geometries such
as nonconvex triangle meshes, the most efficient approaches involve hierarchical
search, also known as broad-phase and narrow-phase search. Some hierarchical
search structures use spatial decomposition, such as the well-known octree data
structure [106], [107]. Octrees place a bounding box around a 3D geometry, splits it
into eight octants, and continues splitting occupied octants into further octants up
to some desired resolution. This effectively creates a tree where each node has eight
children, with the possible exception of the leaves which may consist of primitive
geometries such as triangles in a triangle mesh which occupy the parent octant. Then
for collision queries, one can traverse from the root of the tree, collision-checking
octants and skipping the children of those which are not in collision (broad-phase),
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until one has narrowed down the primitive geometries that are worth collisionchecking against (narrow-phase). Alternative spatial decompositions include k-d
trees [108], [109], which perform only one split at each node of the tree.
Another form of hierarchical search is bounding volume hierarchy (BVH) traversal. In this case, individual geometry primitives or small sets of geometry primitives
(e.g., triangles from a triangle mesh) are fit with bounding volumes. These bounding
volumes are then clustered and the clusters are fit with their own bounding volumes
and so on until reaching a single all-inclusive bounding volume which represents the
root of the BVH tree. Traversal of BVH trees can be faster than spatial decomposition
methods because BVHs allow each primitive geometry to be a member of only a
single lowest-level volume, whereas the splits in spatial decomposition methods often pass through primitive geometries. There are a wide variety of commonly-used
BVHs, including axis-aligned bounding box (AABB) trees [110], oriented bounding
box (OBB) trees [111], sphere trees [112], rectangular swept sphere (RSS) trees [113],
and discrete oriented polytope (k-DOP) trees [114], and in the most commonly used
open-source collision libraries, Flexible Collision Library (FCL) [115] and Bullet
Physics [78], BVH traversal is the method of choice for collision-checking nonconvex
geometries.
However, although collision-checking via BVHs has many opportunities for parallelism, both in their construction and their traversal. GPU-based implementations
are difficult to develop and maintain, and thus neither FCL nor Bullet Physics has
an implementation as of this writing.1
Fortunately, recent developments in computing have delivered new tools which
we can leverage to make this process easier. In addition to the trends of the past two
decades toward greater parallelism, through multi-core CPUs and general-purpose
GPU computing, there has been a recent surge in development of application-specific
integrated circuits (ASICs). Examples include specialized chips for accelerating tensor operations, driven by deep learning research and applications (NVIDIA tensor
cores, Google TPUs, Huawei NPUs), as well as ASICs for mining cryptocurrencies
1 Note

that Bullet Physics previously had an experimental implementation, but it is no longer
maintained and according to the main developer, it is now obsolete.
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at higher speeds and lower power consumption.
One of the most recent developments is ray-tracing cores, first developed by
NVIDIA. These were originally developed for graphics rendering, to accelerate
the simulation of light rays bouncing and scattering around an environment and
thus enable the rendering of highly photorealistic images at high speeds. Such
simulations are very computationally intensive, especially for complex scenes, which
is why real-time ray-tracing has been considered the holy grail of computer graphics
for many decades. However, ray-tracing cores, which are optimized at the transistor
level to perform this computation, have finally made this a reality.
The particular computation that ray-tracing cores accelerate is BVH traversal for
collision-checking a ray against a triangle mesh. Although this is not necessarily the
most ideal type of BVH traversal for collision checking (e.g., direct simultaneous
traversal of BVHs for pairs of triangle meshes or other common geometry representations such as point clouds may be faster if optimized in hardware), it gives
valuable information that can be leveraged for collision-checking and at a rapid rate.
Additionally, the ray-tracing cores as well as the software ecosystem developed for
using ray-tracing cores allow the complexity of BVH construction and traversal to be
treated as a block box, making them very amenable as a building block for simple,
maintainable collision-checking libraries. Additionally, since ray-tracing cores are
independent of CUDA and tensor cores on NVIDIA GPUs, a roboticist leveraging
ray-tracing cores for collision checking would be able to offload expensive BVH
traversals from CUDA and tensor cores, freeing them for other tasks.
Thus, the aim of this chapter is to explore repurposing hardware-accelerated ray
tracing for collision-checking, particularly for the application of enabling real-time
collision avoidance between complex robot and obstacle geometries in trajectory
optimization.

4.2 Statement of Contributions
The contributions of this work are as follows. (1) We develop the first application of
hardware-accelerated ray tracing for collision avoidance in trajectory optimization,
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allowing consideration of complex nonconvex triangle mesh representations of
robots and obstacles at real-time planning speeds. (2) We demonstrate signed
distance field queries using hardware accelerated ray-tracing can provide orders
of magnitude speed-up over implementations in the most commonly used opensource collision-checking libraries. (3) We develop a gradient descent method for
memory-efficient search for mesh-to-mesh contact points and refinement of signed
distance queries.

4.3 Hardware-Accelerated Ray-Tracing Background
To write applications that use ray-tracing cores, there are a number of available
software-development kits (SDKs), all of which have been developed for rendering
applications. These include Microsoft’s DirectX Raytracing, Vulkan, and NVIDIA’s
OptiX. For this work, we used the NVIDIA OptiX SDK. Like the other SDKs, OptiX
includes GPU-parallelized construction of triangle mesh BVHs, which it refers to as
acceleration structures, greatly simplifying the developer experience.
OptiX implement a ray-tracing pipeline which operates broadly as follows. After
building an acceleration structure in GPU memory, the user initiates a launch of a set
of rays on the ray-tracing cores, and then several types of ray programs that will run
depending on how the rays intersect the geometry represented by the acceleration
structure. The first is a miss program, which runs for rays that do not intersect any
geometry. The second is a closest-hit program, which runs for the closest intersection
between a ray and the geometry. The third is an any-hit program, which runs for
every hit between a ray and the geometry, i.e., running multiple times for rays that
intersect the geometry multiple times. Although any-hit programs may have some
uses for ray-traced collision queries, they are more computationally expensive than
closest-hit programs, so we disabled them in this work. Within the ray programs,
useful ray and hit information can be saved in GPU memory for use later.
Digging deeper into the ray-tracing pipeline, the ray launches actually consist
of two steps. First, the user specifies the size of a ray launch, choosing the number
of rays along up to three dimensions, as well as a pointer to a set of further launch
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parameters in GPU memory. This launches a task on the GPU’s streaming multiprocessors (SMs), which gather parameters for each ray from the launch parameters
to send ray-trace commands to the RT cores. In particular, for each ray, the SMs
transmit to the RT cores the acceleration structure to trace against, the ray origin, the
ray direction (which should be a unit vector), and the range of distances along the
ray to search for intersections, among other parameters. Within the ray programs,
there is a wide variety of information available, including the ray origin, the ray
direction, the ray hit distance and location (for hit programs), whether the ray hit
the front or back face of a triangle, and the IDs of the geometry and specific triangle
that were hit. The desired information can then be packaged on the RT cores into a
ray data payload which is transferred back to the SM. The SM can then organized
the ray-traced data in GPU memory for later use.0

4.4

Coarse Signed Distance Field Queries

To leverage RT cores for signed distance field queries between robot and obstacle
triangle-mesh geometries, we can formulate an initial approach as follows. First, we
sample points on the surface of each robot link mesh. Next we can uniformly sample
points on a 3D unit sphere to use as ray directions. Then, for a given robot pose
we can can trace, we can transform the robot surface samples into place, trace at
the obstacle mesh in each sphere direction from each surface sample, record the hit
distance for each ray, and minimize over ray distances for each sample to estimate
the distance of each sample from the obstacle mesh. We can then minimize over all
of the robot surface samples to estimate the overall distance.
To handle surface samples in penetration with the obstacle mesh, we can leverage
back-face hit information within the ray-tracer. Each triangle in a triangle mesh
has an orientation determined by the ordering of its vertices. This orientation can
then be used on the RT cores to determine whether a triangle was hit from the front
or back. Assuming that an obstacle mesh is watertight and that its triangles are
all oriented outwards, a back-face hit for the closest hit of a ray which is checking
all distances up to the hit indicates that the ray origin is in penetration with the
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Figure 4.1: Representative scenario used for benchmarking. Shown is a Franka Emika Panda
arm, consisting of a mesh with a total of 110k triangles, operating around the Stanford
dragon, represented by a mesh containing 871k triangles.

obstacle mesh. Thus, for back-face hits, we can attach a negative sign to the recorded
distance. Detecting ray origins in contact with the obstacle mesh also requires some
nuance as the ray tracer cannot detect zero-distance hits. Thus, we always offset the
ray origin by some small ε backwards along the ray direction, removing ε from the
recorded distance afterwards. Finally, for ray misses, we set the recorded distance
to some very large positive value.

4.4.1

Experiments Across Sample and Ray Densities

We can benchmark this initial approach for ray-traced estimation of signed distance
by considering the scenario in Fig. 4.1. This scenario consists of the Franka Emika
Panda robot, a 7-DoF manipulator arm, operating around the Stanford dragon, a
highly complex and nonconvex obstacle geometry. The Stanford dragon triangle
mesh consists of 871k, and we adapt the original visual meshes provided by Franka
Emika for the Panda arm, consisting of a total of 110k triangles for the robot link
meshes. We sampled the robot link meshes using the trimesh library [116], which
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Figure 4.2: Accuracy and timing data for signed distance field queries varying the density
of robot mesh samples and number of rays per sample. Each line represents a different
sample density, and the points on each line represent different numbers of rays per samples,
ordered according to the labels attached to the 0.1 cm line.

uses rejection sampling based on some minimum distance between samples. We also
precomputed uniform ray directions on the 3D unit sphere for different numbers
of rays using a toolbox which performs numerical minimization of the energy
configuration of equal electrostatic charges on the surface of the sphere [117].
The two key input parameters for this method are the minimum distance between
robot link mesh surface samples, corresponding to the surface sample density, and
the number of sphere ray directions per sample. We ran our approach for 1000
random close or penetrating Panda arm configurations (with close configurations
being those within 20cm of obstacle collision) using an NVIDIA RTX 3080Ti GPU,
and we recorded the average computation time and distance estimate error for each
pose signed distance query. The results are shown in Fig. 4.2, varying minimum
distance between samples from 0.1 to 2 cm and varying the number of rays from 20
to 700 per sample.
As one might expect, the distance error for each sample density decreased with
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higher numbers of rays per sample, levelling off at about half the minimum distance
between samples. Notably, the average computation time only ranged up to around
10 ms for extreme sample and ray densities, with very low error being achieved for
0.5 cm sample distances and 500 rays per sample in only 343 µs per signed distance
query.

4.4.2

Comparison to State-of-the-Art

Comparison to the state of the art is difficult due to the sparse availability of opensource tooling for performing full signed-distance queries between concave triangle
meshes. Bullet Physics [78] is a widely-used open-source library with collisionchecking functionality, using GIMPACT [118] for collision-checks between concave
triangle meshes. However, as of this writing, it has no implementation of positive
distance queries between concave triangle meshes as such information is not used
in collision physics. Similarly, NVIDIA PhysX [119] can currently only measure
penetration depth for a mesh paired with a convex shape and can only compute
positive distance between a convex mesh and a point. Additionally, gProximity [120]
presents GPU-based BVH construction and traversal, but its open-source implementation has not been maintained since its initial release and does not compile for the
most recent NVIDIA GPUs, as of this writing, in the Ampere micro-architecture.
This leaves FCL [115] as the most suitable library for comparison, as it can
perform full signed distance queries between concave triangle meshes. Although
FCL also performs BVH traversal for its queries, its implementation is CPU-based,
including an intensive updating of the BVHs to prime them for new robot poses.
Thus FCL required an average of 16.7 s for the Franka Panda arm and Stanford dragon
scenario, meaning our ray-traced approach achieves an over 48,000x speedup. In
practice, roboticists opt to use low-triangle-count models to avoid such long runtimes, but our hardware-accelerated ray-tracing approach appears to put real-time
signed distance queries between very-high-triangle-count models within reach.
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Distance Refinement and Contact Point Search via
Gradient Descent

While the approach in the previous section works well for coarse distance estimates,
performing trajectory optimization at close distances and with contact requires very
accurate distance measurements and exact discovery of contact points between the
robot and obstacle meshes. Unfortunately, increasing accuracy through increased
sample and ray density using the previous approach quickly runs into GPU memory
limits. A more scalable solution is to perform an initial coarse ray trace and then
refine the results using gradient descent on the ray-tracing cores. In particular, the
search for exact distances and contact points can be identified with the search for
the shortest line segment between the robot and obstacle meshes, which can be
found by bouncing rays between the robot and obstacle geometries, adjusting the
ray directions in a way that locally minimizes the hit ray length.

4.5.1

Implementing Ray-Traced Bounces Across Trajectories

While such a gradient descent scheme may seem straightforward, an efficient implementation useful for trajectory optimization would entail parallelizing the ray-traced
bouncing process across timesteps. However, this is complicated by the fact that
the robot has a different pose at each timestep. One potential solution is to exploit
a feature called visibility masks, which can make parts of a BVH invisible to the
ray-tracing cores during a ray-tracing launch. Then, one can populate a BVH with
the obstacle meshes and a copy of the robot link meshes for each timestep, updating
the pose of each robot sub-BVH for each link and timestep and using visibility masks
to choose whether a ray trace is against the obstacle mesh or the robot links for
a particular timestep. Unfortunately, NVIDIA RT cores are currently only able to
handle up to 8 visibility mask buckets, so such a solution would only work for up
to 7 timesteps. Alternatively, we can completely separate BVHs for the obstacle
geometries and for the robot link geometry of each timestep. However, such an
approach would become quite memory-intensive with complex robot meshes and
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increased numbers of timesteps.
To reduce the memory footprint, we instead chose to build a BVH for the obstacle
meshes and a separate BVH for each of the robot links. Separating the obstacle
and robot links into different BVHs ensures that gradient descent bounces correctly
alternate between hitting the obstacles and hitting the robot. To parallelize ray traces
against the robot link across timesteps, we simply transform the toward-link rays
from each timestep into the link frames, transforming the results back into the world
frame for each timestep for retracing against the obstacles. While this requires some
complex indexing for splitting rays by link across timesteps to trace against links
and re-aggregating their results by timestep, we found that the overall required
computation was more than acceptable, as demonstrated in Sec. 4.6.2.

4.5.2

Gradient Descent Step Design

In determining how to choose step directions and step lengths in the space of ray
directions, there is some useful information which we can gather within the raytracer. In addition to the ray origin, initial ray direction, and hit location, the ray tracer
can also return the ID of the triangle which we hit, allowing us to retrieve stored
information about that triangle. In rendering application, one would gather texture
information, among other things. However, in our case it suffices to precompute
triangle normals, allowing us to have on hand the hit and origin triangle normals
for each of our rays.
Unfortunately, naively computing a gradient of distance to the hit triangle with
respect to the ray direction vector shows that the steepest descent direction is a
change in the direction vector length. Instead, we can compute the direction of the
minimum distance line from the ray origin to the hit triangle plane, making the new
ray direction v̂new a normalized linear combination of that vector and the original
ray direction, i.e.,
vnew = αvold + (1 − α)vshortest ,

(4.1)

where 0 < α ≤ 1. We cap α at 1 to prevent rays from penetrating the mesh that
they start from. This helps to avoid rays going into collision, which could cause
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Figure 4.3: Strategy for using ray origin and hit information to adjust ray directions for
gradient descent distance refinement and contact point search. Successive ray direction
adjustments and retraces, bouncing between the robot and obstacle geometries, are shown
from left to right.

divergences in how the gradient descent ray minimization is processed for each ray.
This process is visualized for a 2D slice of a triangle mesh in Fig. 4.3, where the
green regions show the range of acceptable new ray directions.
The application of is shown in Fig. 4.4, which shows close-ups of a Panda arm
pose that is in collision with the Stanford dragon. The first frame shows in blue the
initial sample locations on the robot mesh surface for points that are determined
to be very close to collision according to an initial coarse sphere ray trace. In red
are the minimum-distance hit locations on the obstacle for initial coarse ray trace.
After three iterations of gradient descent, the second frame shows that the the robot
and obstacle hit locations have moved much closer to the locally closest locations
and contact points, and the third frame shows convergence after ten iterations.
Note that this example shows the case using a fixed α = 0.7 to determine new ray
directions. Performing a line search to determine step length at each iteration would
greatly decrease the number of iterations and improve accuracy and robustness
while adding some additional complexity.
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Figure 4.4: Gradient descent convergence of ray origin and hit locations on the robot and
obstacle geometries to closest points, including contact points.

4.6 Collision Constraints for Trajectory Optimization
4.6.1

GPU-Based Constraint Formation in Configuration Space

We can now gather this collision information to formulate collision constraints for
trajectory optimization. There are a variety of potential approaches that could be
used here. One approach is to aggregate the ray-traced hits into a collision sphere
or ellipsoid centered at the robot pose at each timestep. While such a strategy
works well when the robot is out of contact, once the robot is in contact, the volume
of these constraints would collapse to zero, leaving no freedom for adjusting the
trajectory. Additionally, searching for maximal inscribed spheres or ellipsoids would
require its own optimization problem, which could become quite expensive [100].
An alternative, pursued by Hauser in his recent work using precomputed signed
distance fields to form collision constraints [104], is to formulate the collisionavoidance problem as a semi-infinite program, using various heuristics to add
and remove collision constraints and penalties in workspace to the optimization
problem for different points on the robot. However, such an approach can result
in an unbounded number of collision constraints and penalties depending on the
heuristics used.
Instead, our approach is to add up to one collision constraint per timestep for the
point in deepest collision and as many additional independent collision constraints as
possible per timestep in the configuration space for points in contact or close to collision.
Crucially, this limits the maximum number of collision constraints per timestep to
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Figure 4.5: GPU pipeline for forming ray-traced collision-avoidance constraints for trajectory
optimization.

2N, where N is the number of degrees of freedom of the robot. Additionally, this
selection an formulation of independent constraints involves a relatively simple set
of operations that can be implemented on a GPU.
In particular, our ray-traced GPU-based collision constraint formulation pipeline
is as follows (depicted in Fig. 4.5). We begin with an initial coarse ray trace and find
sample distances as described in Sec. 4.4. Then we split the samples by distance, first
tossing out samples that are far from collision. For each timestep with penetrating
samples, we use the sample in deepest penetration to form one collision constraint.
We then take samples very close to collision and use gradient descent as described
in Sec. 4.5 to refine their distance measurements or find exact contact points. These
refined points are then used to form as many additional independent constraints as
possible (above some threshold of independence). Finally, the original very close
samples are aggregated with medium-distance samples to again form additional
independent constraints. To increase computation speed, we also parallelized this
pipeline across timesteps when possible, performing most of the operations on the
GPU.
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Trajectory Optimization Benchmarking

We tested this approach on a random set of start and goal poses for SCP-based trajectory optimization of the Panda arm around the Stanford Bunny, using a trajectory
with 10 timesteps, a minimum distance 0.5 cm between robot surface samples, and
500 rays per sample in the initial coarse ray-traced distance estimate. This resulted
in a total of 63,680 surface samples and 31.8 million rays across the trajectory in the
initial ray trace. To determine how computation time was distributed across the
pipeline we aggregated timing data at different stages, finding that the initial ray
trace took an average of 3.0 ms, finding the initial sample distances took 0.2 ms,
splitting the samples by distance took 0.3 ms, the gradient descent step took 1.6 ms,
and the formulation of independent constraints took 1.9 ms, for a total average of
7.0 ms for forming collision constraints across the trajectory. The average number of
SCP iteration required for each problem was 60, for an average total solve time of
507 ms, including the formulation of constraints.
Thus we have shown that ray-tracing-based collision avoidance is an effective
solution for real-time motion planning around complex robot and obstacle geometries. Indeed, while we have presented an initial demonstration of such a strategy,
there are many more opportunities for further parallelization, leveraging tensor
cores, etc. which would decrease these solution times even further. In addition,
we have shown that programming ray-tracing cores is quite accessible, with SDKs
handling the complexity of BVH construction and the RT cores themselves handling
the complexity of BVH traversal. Further, the stark lack of previous applications for
RT cores in planning and control makes them a source of nearly free computation
that we have shown can be effectively leveraged for motion design.

5 Conclusions and Future Work
This thesis addressed two key sources of geometric complexity faced by robot motion
planners and controllers operating in the unstructured environments of the real
world: (1) differential geometric complexity, due to robot configuration spaces
and task spaces often being characterized by non-Euclidean manifolds, and (2)
geometric shape complexity, due to the wide variety of complex, often nonconvex
geometries of objects in the world in addition to the robots themselves.
We tackled differential geometric complexity in control in Chap. 2 by presenting Multi-task Pullback Bundle Dynamical Systems (PBDS), a fast, easy-to-use
and geometrically consistent framework for generating composable motion policies
on non-Euclidean robot and task spaces. We showed by Riemannian metrics and
pseudometrics can be decoupled to separately drive individual task behaviors and
prioritize tasks against each other. We also showed how PBDS policies can leverage
Riemannian metrics for simple constraint enforcement without generating undesirable potential function local minima. Through examples and practical guidance,
we showed that although designing tasks on non-Euclidean manifolds can appear
daunting, in practice the design is often trivial (Table 2.1). Indeed, we highlight
that part of the strength of PBDS lies in its ability to seamlessly integrate different
tasks on different task manifolds that are designed in isolation. We also stress that
a rich, diverse set of complex behaviors can be produced from combinations of a
handful of common task design patterns, and that fast software frameworks such as
the Julia framework which we developed for the PBDS work can eliminate the main
complexities in performing coordinate transformations between charts and embeddings, making multi-task geometric control accessible to non-experts in differential
119
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geometry.
We then addressed differential geometric complexity in trajectory optimization in
Chap. 3 by presenting Embedded Sequential Convex Programming (E-SCP), an SCPbased method for trajectory optimization with manifold constraints. Our key insight
in this work was to leverage geometric embeddings to lift a manifold-constrained
trajectory optimization problem into an equivalent problem defined over a space
enjoying Euclidean structure, where SCP can be readily applied. We derived sound
theoretical guarantees showing that the E-SCP converges to trajectories enforcing the
operative manifold-type constraints without the constraints being explicitly imposed
at each SCP iteration. Additionally, we showed that indirect shooting methods could
be coupled with E-SCP to accelerate convergence, providing significant decreases in
the number of required SCP iterations in numerical experiments.
Finally, we addressed the shape complexity of robot and object geometries in
Chap. 4 by providing the first leveraging of hardware-accelerated ray-tracing to
build collision constraints for trajectory optimization. We showed that ray-tracing
cores could provide signed distance field queries between complex robot and object
triangle meshes orders of magnitude faster than commonly-used collision-checking
libraries. Further, we developed a ray-traced gradient descent approach for refining
distance estimates and finding exact contact points between robot and object triangle
meshes. Finally, we demonstrated a pipeline for transforming ray-traced information
into collision constraints for multi-link robot trajectory optimization, parallelizing
across timesteps and robot links to achieve formulation and solution of trajectory
optimization problems at real-time planning speeds.
In summary, the contributions of this thesis have provided significant advances
in addressing the differential geometric complexity and geometric shape complexity
of robot tasks in robot motion planning and control, with respect to both theoretical
guarantees and computational efficiency.
Moving forward, this thesis sets the stage for a variety of exciting directions of
future development. Indeed, the PBDS framework provides a starting point for
much more development in multi-task geometric control. For example, the metricbased constraint enforcement in our work focused mainly on position constraints.
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Metric-based velocity constraints may require extending the framework to Finsler
metrics, a generalization of Riemannian metrics that allow asymmetric metrics. This
would allow encoding preferential directions of acceleration into the metric, for
example prevent accelerating past a velocity limit without removing the freedom to
slow down. In addition, recent work has shown that Finsler metrics unlock a wide
variety of other behaviors desirable to motion designers [121]. Further, extending
Finsler-metric-based pullback bundle dynamical systems to higher tangent bundles
may allow higher-level metric-based constraint enforcement such as acceleration
and jerk constraints. There are also straightforward extensions to enforce metricbased control constraints for systems linear in control, but doing so for more general
control-affine systems with drift requires more development.
For trajectory optimization on manifolds, more work is needed to extend our
work to the free-final-time setting, both from a theoretical and numerical standpoint.
Additionally, it would interesting to consider multiple shooting methods for SCP
convergence acceleration, particularly for the case of trajectory optimization with
intermediate waypoints. Another interesting direction would be to leverage techniques from Lie group theory to improve performance when applying E-SCP to
such manifolds, which are particularly prevalent in robotics applications.
Finally, there are a wide variety of promising new directions for hardwareaccelerated ray-tracing for complex real-time collision-handling in motion design.
For example, there is a clear application for continuous collision-checking using
ray-tracing, both for collision checks in sampling-based planning and for forming
constraints for trajectory optimization. Also, there is potential low-hanging fruit
in handling the case of thin obstacle geometries in deep collision with a robot,
where preferred directions for pushing the obstacle out of collision is less clear.
Additionally, there is a remaining issue of how to handle non-watertight meshes,
which may be encountered frequently when using occluded perception data to form
obstacle meshes. Lastly, there are many additional features in ray-tracing engines
designed for rendering applications that could be repurposed for robot collisionhandling, such as updateable bounding volume hierarchies useful for handling
moving and deforming objects.
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