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Abstract— In this paper, we aim to design and implement a 

system that allows a user to quickly and accurately read values 

of points of interest in graphs. This system focuses on two types 

of graphs: simple line graphs and 2D grayscale images. These 

images are obtained through photographs of printed graphs 

taken with an Android phone. Our final product is a portable 

graph reader that compensates for the non-idealities that arise 

from a camera phone. Techniques used include perspective 

correction, lighting compensation, and feature detection.  

Key words—image processing, image segmentation, OCR, graph 

recognition 

I. INTRODUCTION  

A. Motivation 

Plots and diagrams play an important role as a medium to 
convey information. It is a way to compress information 
through simple geometric representations that otherwise 
could have taken many more words and space to describe 
and portray. These abstract forms of information are simple 
yet conveniently compact.  

As engineering students, we recognize the immense 
demand for graphs as a visual formatting device. However, 
though we come across graphs everywhere-- in our books, in 
our handouts and slides—oftentimes we are unable to 
quickly and accurately read points of interests off these 
graphs without inconvenience. With printed graphs and 
diagrams, one would have to resort to using a ruler and pen 
to draw out intersections to determine the point of interest. 
There are only a finite number of tic marks on the axes with 
limited information, so some interpolation by hand would be 
needed to determine the actual values of arbitrary points. 
However, this is a very cumbersome task.  

With this in mind, we aimed to create a portable system 

that could do these interpolations and obtain accurate 

estimates of point locations. Since smart phones are almost 

ubiquitous in our society today, we decided to develop our 

system for the Android smart phone. By using the Android 

phone as an interface, our MATLAB system could be made 

portable and accessible.  
 

B. Prior and Related Work 

There are a number of existing applications and applets 

that digitize scatter plots and line graphs.  However, most 

can only process scanned graphs or digital images of these 

graphs.  Most also require manual calibration or selection of 

curves. The two most advanced applications can perform the 

first of our two target functionalities to its entirety, though 

not on a portable platform.  However, we have not found 

any applications that deal with 2D grayscale images.  

 

C. Goals 

Our system has two target functionalities that focus on 
two difference types of graphs: simple line graphs and 2D 
grayscale images. 

1) Line plot 

  Graphs depicting a 1D function with relation y = f(x) fall 

into this category. Given a photograph of a simple line or 

curve plot with sufficient markings on a linear axes, our 

system will calculate the (x,y) coordinates of an arbitrary 

point and display this information to the user on the handset.  

 

 

 
Fig. 1   Simple Line Plot - Test Image A 

 

2) 2D grayscale heat maps 

These graphs depict a 2D functions with the relation z = 

f(x,y), where z is displayed as the grayscale value of the 

pixel at (x,y). Given a photograph of a simple 2D 

quantitative grayscale image with a color-bar legend, our 

system will calculate the (x,y) coordinates and the grayscale 

value of an arbitrary point of interest and display this 

information to the user on the handset.  
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Fig. 2   2D Grayscale Image - Test Image B 

 

II. USER INTERFACE 

 

In this system, we use an Android smart-phone as the 

user interface. We do not implement the whole system on 

the phone. The phone is used for image acquisition and the 

display of the resulting image that has been corrected and 

compensated for non-idealities. The image captured by the 

phone’s camera is uploaded to a remote server to process in 

MATLAB. Below is a run-through of the different states of 

the Android application. 

 

1) Camera Live Feed 

When the application starts running, the user chooses the 

type of graph—a simple line plot or a grayscale image. Then 

the user takes a picture of a graph after aligning the axes of 

the graph parallel to the red box on the screen. This is to 

reduce the distortion and to reduce the extent of non-

idealities our system has to deal with.   

 

2) Preview  

After the photo is taken, the user is asked whether they 

would like to “Retake” the photo or to “Analyze” the photo. 

If “Retake” is clicked, the system is taken back to the first 

state. Otherwise, the image is saved onto the SD card of the 

phone, and the system enters the processing state. 

 

3) Processing/Analysis 

In this state, the image is uploaded onto a remote 

MATLAB server where the bulk of our system lies. The 

image is corrected for non-idealities in stages described in 

latter portions of this paper. After the image is corrected, the 

resulting image is sent back to the device and the system 

enters the next state. 

 

4) Real-time Graph Reading 

This is the state where the main functionality of this 

application is performed. The user is able to touch any 

arbitrary point on the image and read the values of the 

coordinates relative to the image axes and tic marks. For 2D 

grayscale images, the z value will also be displayed. 

 

Fig. 3 is a state machine diagram of the states that the 

interface passes through as the application runs.  

 

 
Fig. 3   State Machine for User Interface 

 

III. METHODS 

A. Overview of System 

 Our system was tasked with being able to handle 

both curve plots and heat maps.  The block diagram is as 

shown in Fig. 4. We treat heat maps as a special case, which 

requires additional processing to determine the color scale 

in addition to the x, and y coordinates.  The input photo first 

goes through a pre-processing stage where lighting effects 

and perspective foreshortening are removed from the image.  

Then the cleaned up image is sent off to the main processing 

stage where the graph axes and tick marks are identified in 

the image.  The numerical labels associated with each tic 

mark are determined and cut out of the image to be sent to 

an optical character recognition (OCR) engine, Tesseract.  

This returns the values associated with each tick mark in the 

graph and the corresponding image location: everything that 

is needed to convert from image coordinates to graph 

coordinates.  The cleaned up image, coordinate information, 

and estimate of the uncertainty is then sent to the mobile 

phone.  Heat maps go through a bit more processing.  The 

color bar is treated as a separate axis whose tick marks and 

associated label values are also determined.  These data are 

packaged along with the others and sent to the phone. 

 The phone receives the output image and data and 

displays it to the user.  The user then selects a location of 

interest with their finger.  Piecewise-linear interpolation for 

locations between the tick marks is used to convert from 

image coordinates to graph coordinates.  This method is 

similarly used for grayscale values in heat maps.  The 

uncertainty data is also changed to graph coordinates by 

adding it to the requested (x, y) values and then 

interpolating.  The difference between the unaltered (x, y) 

result and this is the final uncertainty in the graph 

coordinates. 
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Fig. 4   System Block Diagram 

 

 

B. Preprocessing 

1) Lighting Compensation 

 Graph Reader’s performance is significantly 

affected by lighting.  Low contrast and lighting variation 

across the image interfere with feature detection functions 

and corrupt grayscale values of heat maps.  The user may 

ameliorate the problem by photographing the graph under 

bright even lighting, but it is impossible to attain ideal 

grayscale values.   

 To compensate for lighting, many researchers used 

1D or 2D polynomial fitting [1-4] across reference pixels, 

which are usually white background pixels.  In this proof-of 

concept system, we used two different algorithms.  Curve 

plots are nearly binary, so they are processed using an 

adaptive local lighting correction method.  On the other 

hand, the pixel variations in the plot area of the heat maps 

need to be preserved, so a global linear lighting model is 

more appropriate. 

 

a) Simple Line Plots 

      For simple line plots, we first estimated local pixel 

means and variances using 10x10 blocks.  Blocks with high 

variance contained dark foreground pixels, while others 

contained only lighter background pixels.  Using the mean 

values of the background-only blocks, we then estimated a 

lighting map for the entire image.  Subtracting this lighting 

map from the original image removed most of the lighting 

variation.  Finally, a sharpening function was used to 

increase the contrast of the image by altering pixel values 

 

 
 

Here, the constants determined the sharpness of the resulting 

image, while the threshold was determined empirically to be 

a fraction of the median pixel value of the image. 

 

      

  

 

 b) 2D Grayscale Images 

 For grayscale images, we again estimated local 

means and variances.  A conservative foreground mask was 

estimated using a combination of local mean, variance, 

binarization with Otsu’s method [5] and region analysis.  

Remaining pixels were classified as background.  A 2D 

linear lighting model was estimated from the background 

pixels using a maximum likelihood estimator [6] with 

uniform weighting.  Finally, we subtracted the lighting map 

from the heat map to remove most of the lighting variation 

before normalizing the resulting graph to cover the 8-bit 

grayscale range. 

 

2) Perspective Correction 

Perspective foreshortening is corrected with a simple 

projective transform.  This type of transform has eight 

degrees of freedom, so four points are needed to determine 

it.  Our algorithm requires the graph area to be surrounded 

with a complete box.  Fortunately, this is often the case with 

typical plots coming from MATLAB and Excel.  We use the 

corner points of this box and the assumption that the box is 

rectangular to compute the correct transformation.  The 

corner points are determined by first finding the edges of the 

box.  The image is split into top, bottom, right, and left 

halves.  The dominant line is found in each half by applying 

the Hough transform.  The four lines are then intersected to 

find the corner points of the box.  Importantly, the lines 

returned by the Hough transform are often several line 

segments with the same slope but different offsets.  This is 

actually advantageous because it we achieve better local 

accuracy by intersecting the line segments that are closer to 

the corner point of interest.  Using these as control points, 

we compute the projective transform that makes the box 

edges orthogonal.  This transformation is then applied to the 

lighting-compensated image. 

      The following images are step-by-step results from this 

stage. The Hough transform actually returns many line 

segments, this allows us to do better at localizing the corner 

points (green circles on right image).  



 
 

Fig. 5  

 

      The line segments that are intersected to find these 

points are shown in pairs, one red and one blue.  There is 

some inaccuracy in determining the upper corner points 

because the page is warped. Nevertheless, the algorithm 

does quite a decent job. The following figure is the image 

after perspective correction. 

 

 
 

Fig. 6 

 

C. Processing 

1) Graph Markers Segmentation 

For accurate conversion from image coordinates (pixel 

indices) to graph coordinates, we first isolated the graph’s 

axes and tick marks.  At the stage, we assume that lighting 

compensation and perspective correction have produced a 

near-ideal image, where all lines and tick marks are sharply 

defined and the axes are approximately at right angles and 

parallel to the edges of the image. 

Given that the four corners of the plot area have already 

been identified, we detected the entire bounding box formed 

by straight lines between corresponding corners.  Two sides 

of the bounding box are the horizontal and vertical axes of 

the graph.  A similar method was used to segment the 

bounding box of the color bar of heat maps. 

 

a) Main Plot Area 

Tick mark detection for the main plot area needs to 

process tick marks that point inwards, outwards or both.  

First, pixels forming the bounding box and tick marks are 

extracted using a dilated bounding box mask.  Then the 

width of the extracted region is measured at each location in 

the direction perpendicular to the corresponding axis.  

Clustering and thresholding by the widths allows us to 

locate tick mark candidates.  Then each candidate was 

projected onto the corresponding plot axis and localized to 

one point using Harris corner detection [7]. 

To account for missing or incorrect candidates, we then 

performed a refinement step for tick marks along each axis.  

First, the horizontal or vertical spacing between every pair 

of candidates was measured.  Assuming linear axes, the 

actual spacing between tick marks was estimated to be the 

most frequently occurring spacing.  Hence a full set of tick 

marks were predicted.  Acknowledging possible local non-

linear distortions, we retained the original tick mark 

candidates if they were sufficiently close to predicted 

locations. 

 

b) Color Bar 

Tick mark detection for color bars is particularly 

challenging because, by default, the tick marks point 

inwards and must be separated from the grayscale gradient 

in the interior.  Using 2D linear interpolation, the gradient 

was estimated and mostly removed.  We then boosted the 

image contrast to make the tick marks more prominent.   

As a result, lines in the color bar became quite jagged.  

This greatly reduced the specificity of the highly accurate 

Harris corner detector [7], resulting in too many false 

candidates.  An alternative corner detection method is the 

Features from Accelerated Segment Test (FAST) algorithm 

[8,9], which alone is inadequate as it returns clusters of 

points at each corner and causes difficulties in the 

localization of each tick mark.  However, by adding the 

outputs from Harris and FAST detectors, we increased the 

weighting of “true” tick mark candidates.  Subsequent 

Gaussian filtering and peak detection can then accurately 

locate each tick mark candidate. 

 Finally, the candidates are refined to produce a full 

set of tick marks using the same algorithm as that used for 

the main plot. 

 

2) Interpreting the Image 

a) Interpreting Graph Labels 

The labels are extracted from the plot through a series 

of morphological operations.  The primary goal of the 

algorithm is to connect the characters together in each label 

so that it can be treated as a single region.  This is 

accomplished by first estimating the character width.  All 

the black text in a binary version of the image is identified 

into regions and the width of the bounding box for each is 

found.  We take the median width as an estimate for the 

character width.  The image is then closed with a wide 

rectangular structuring element close to the character width.  

The element has very little extent in the vertical direction so 

that black text is only being connected horizontally.  The 

now connected text regions are identified as well as their 

centroids.  We associate each tick mark with the label region 

whose centroid is closest to it but not farther than the 



distance between ticks.  With the bounding boxes for these 

regions, cutouts are made from a version of the original 

grayscale image with only perspective correction, no 

lighting compensation.  The grayscale cutout gives a lot 

more freedom to tweak the label sub-image before it is sent 

out for OCR.  The sub-image is windowed so that white is 

assigned to values at the 55 percentile and above.  A strong 

unsharp mask filter is then applied to sharpen the characters.  

These operations tend to make the numbers thinner, which 

is preferred by the OCR engine we are using, Tesseract.  

“The Tesseract OCR engine was one of the top 3 engines in 

the 1995 UNLV Accuracy test. Between 1995 and 2006 it 

had little work done on it, but it is probably one of the most 

accurate open source OCR engines available.” 

[http://code.google.com/p/tesseract-ocr/]  It was originally 

developed by HP but is now under Google.  The results 

from Tesseract are read back into MATLAB and finally, the 

output is obtained: a list of tick mark coordinates and the 

values of their associated labels. 

 

b) Interpreting Color Bar 

Given the bounding box and tick mark locations, we 

interpreted the gray-level scale of the color bar and 

produced a calibration curve to convert grayscale values to 

corresponding numerical graph values.  After performing 

OCR on the color bar labels, we obtained the numerical 

values corresponding to each tick mark.  To improve the 

quality of the calibration curve, we doubled the number of 

points by interpolating between adjacent pairs of values.  

Then for each calibration point, we set the corresponding 

grayscale value to be the median of the pixel values in the 3 

closest rows, hence constructing a near-linear calibration 

curve. 

 

c) Coordinates transform 

      In order to process user input and to portray desired data 

accurately, conversion between coordinates of different 

interfaces is needed. When the user touches the screen of the 

smart-phone, the coordinates relative to the screen is 

transformed into coordinates for the actual image that is 

received from the server after non-idealities correction. 

Depending on if the scaling of the image to the screen is 

width-limited or height-limited, we calculate the ratio 

between the width (or height) of the actual image and the 

screen ImageView view size. This ratio is used as the 

scaling factor and coordinates at the touch points are 

converted accordingly to image coordinates. 

      To convert from image coordinates to graph coordinates, 

piecewise-linear interpolation for locations between the tick 

marks is. Similarly, this method is used for grayscale values 

in 2D grayscale images.   

IV. RESULTS AND DISCUSSION 

      The Graph Reader demonstrated good performance 

during offline and online testing in natural daylight. The 

lighting compensation algorithm successfully binarized the 

curve plots and removed most of the variation in 

illumination from the heat graphs.  The perspective 

correction algorithm removed the little skew that the images 

contained but preserved local non-linear distortions as 

shown by some slightly curved lines.  Overall, this didn’t 

affect the performance of the system.  Coordinate 

conversion and grayscale value conversion were shown to 

be accurate within the estimated uncertainties. 

A. Test Image Stage-by-Stage Results 

 
 

Fig. 7 

 

The original image has a large degree of lighting variation 

across the page. 

 

 
 

Fig. 8 

 

After lighting compensation with a linear gradient model, 

much of the variation is removed.  There is still some 

residual shading in the upper right and bottom left corners. 

 



 
 

Fig. 9 

 

      The perspective distortion is fairly mild in this image.  

Our perspective correction algorithm is effective at making 

the axes orthogonal.  We’ve tested it with much more severe 

cases and it has worked well there too.  Notice, however, 

that the color bar is slightly bent.  This is a nonlinear 

warping that our system cannot account for. 

 
 

Fig. 10 

 
 

Fig. 11 
 

      The tick mark and axes are found without any issue for 

the x and y axes as well as the color bar.  The corresponding 

number label is sent to OCR and the values returned are 

usually about 80-90% correct.  The erroneous values are 

found and fixed by using the assumption that the values on 

an axis should be linearly increasing. 

 

B. Precision and Uncertainty  

Several factors contributed to uncertainty in the final 

graph coordinates and numerical graph values.  These 

include camera distortion, lighting variation, lighting 

compensation, distortion correction, tick mark detection and 

image noise.  Ideally, we would examine the point-spread 

function of the system.  However, since that is not practical 

for a mobile application, we provided a rough estimate of 

the uncertainties instead. 

 

1) Coordinates Uncertainty 

The uncertainties in estimated graph coordinates of a 

point are the sum of three components: 

 

a) The tick mark detection algorithms do not 

always return a point exactly in the center of a multi-

pixel-wide tick mark.  Hence the detected position of the 

tick mark may be within one tick mark’s width of the 

actual center. 

b) The relationship between image and graph 

coordinates should be linear if camera distortion were 

completely removed. Hence the maximum deviation of 

the data from a straight line is a measure of the 

uncertainty introduced by distortion and subsequent 

correction. 

c) The low resolution of the Android phone touch 

screen added an additional uncertainty equal to the 

phone screen pixel size converted to image pixels. 

 

2) Numerical Uncertainty 

Similarly, the uncertainty in the numerical graph value is 

the sum of two components: 

a) Standard deviation of the lighting-compensated 

color bar pixel values used to estimate the grayscale 

value corresponding to each tick mark. 

b) Maximum deviation of the numerical value 

calibration curve from a straight line. 

C. Limitations  

Though we deal with non-ideal factors such as linearly 

uneven lighting and changes in orientation, we are still 

unable to account for all types of distortions. For example, 

we cannot correct for nonlinear page warping. Warped 

pages lead to curved axes, which greatly affect the ability to 

obtain tic marks and segment labels accurately. Another 

factor that proved difficult was nonlinear lighting 

differences across the graph. Other lighting irregularities 

such as shadows and reflections cannot be processed. 

Furthermore, if the lighting variation is such that a human 

cannot read the printed text or ascertain the grey level, 

Graph Reader also cannot. Lastly, the Tesseract OCR 

engine used in label recognition is the bottleneck to the 

performance of our system. This stage seems to perform 

poorly in low contrast environment.  

Several assumptions were made about the input images 

of our system. To ensure higher accuracy and robustness, 



we assume that the axes of the input images surround the 

graph and form a complete rectangular box. Our techniques 

require a sufficient number of white reference pixels, 

especially in the region around a heat map.  To ensure this, 

we require the user to align the camera image with a set of 

lines on the phone screen, hence improving the accuracy of 

lighting compensation as well as reducing perspective-

related distortions 

CONCLUSION 

       In this project, we present the Android Graph Reader as 

a successful proof of concept for a fully-automated graph 

coordinate and value reader with a mobile user interface.  It 

is able to compensate for uneven illumination and 

perspective distortion in good-quality images taken under 

natural light.  Using the Tesseract OCR software, the Graph 

Reader successfully interprets graph axes labels and color 

bar labels.  These values are then used to convert the 

coordinates of a user-specified point on the Android phone 

screen to the corresponding coordinates on the graph.  For 

heat maps, the gray value of the point is also converted to a 

numerical graph value.  Uncertainties in coordinates and 

numerical graph values are estimated to provide a measure 

of the precision of the system. Overall, the system 

outperforms human interpretation of the graph in accuracy 

and precision considering its speed.  

Suggested future work may involve improving the 

robustness of the system, especially in dealing with blurring 

in the graph.  A better lighting compensation model may 

increase the precision of numerical graph values for heat 

maps.  Additional features may include zoom options, 

logarithmic scales and different fonts.  There is also room 

for improvement in the processing speed of the system. 
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