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Abstract---In this paper, I describe a simple smartphone-
based system that translates signs written in Thai to
English. The system captures an image of a sign written
in Thai from the phone's camera and detects the text
boundaries using an algorithm based on K-means cluster-
ing. Then, it extracts the text using Tesseract 1 Optical
Character Recognition (OCR) engine and translates it
to English using Google Translate 2. The text detection
algorithm implemented works well for single-line signs
written in Thai that have a strong color distinction between
letters and background within the text's bounding box.
The algorithm assumes that the user placed the text at
the center of the viewfinder with a horizontal orientation.
By testing the system using a set of sign images, I found
that the performance of the overall system was limited
by the performance of the Thai OCR. Tesseract, with
the Thai language file available, gave inaccurate results,
especially classifying vowels that occurred above or below
the line of text. By limiting the number of characters that
Tesseract could recognize, the presented system was able
to successfully translate Thai signs from a subset of the
sign images considered.

I. Introduction
A common problem faced by travelers is that of

interpreting signs written in an unfamiliar language.
Failing to interpret signs when traveling can lead to
minor problems, such as taking a photograph in a place
where photographs are forbidden, or very serious ones,
such as missing a stop sign. With the computing power
and capabilities of today's mobile devices, it is possible
to design smartphone-based systems that can help travel-
ers by translating signs automatically to their language.
These systems are usually composed of three subsystems
that perform text detection, text extraction and text trans-
lation respectively. The extraction and translation parts
are relatively well developed and there exists a large va-
riety of software packages or web services that perform
these tasks. The challenge is with the detection. Current
available portable translation systems, such as Google
Goggles 3, and systems proposed in the literature such

1http://code.google.com/p/tesseract-ocr/
2http://translate.google.com/
3http://www.google.com/mobile/goggles/

as in [1], [2], [3], use different detection approaches,
ranging from manual to fully automatic. In this paper, I
present a simple smartphone-based system that translates
signs written in Thai to English. The system uses a
detection algorithm that requires a simple user input and
uses K-means for determining the boundaries of the text
region, taking advantage of certain features of the Thai
language.

II. Related Work

Several mobile translation devices have been proposed
and some are currently available for usage. For example,
Google Goggles is an Android and iPhone application
that can be used for translating text captured from a
phone's camera. The text detection part in this applica-
tion requires users to create a bounding box of the text
manually and the translation requires Internet connec-
tion. ABBYY's Fototranslate 4 is a Symbian application
that lets users capture text images and automatically
finds bounding boxes around the words to be translated.
This application currently supports English, French, Ger-
man, Italian, Polish, Russian, Spanish and Ukrainian and
does not require Internet connection.
The authors from [2] propose TranslatAR, a mobile

augmented reality translator. This smartphone-based sys-
tem implements a text detection algorithm that requires
an initial touch on the screen where the text is located.
Once the user provides such input, the algorithm finds
a bounding box for the text by moving horizontal and
vertical line segments until these do no cross vertical
and horizontal edges respectively. It then uses a modi-
fied Hough Transform to detect the exact location and
orientation of the upper and lower baselines of the text.
The text is then warped to have an orthogonal layout
and then the algorithm applies K-means to extract the
colors of the background and letters. The system then
extracts the text using Tesseract, obtains a translation
using Google Translate and renders the translation on
the phone's screen using the extracted colors.

4http://www.abbyy.com/fototranslate/



The authors from [1] propose a system for translating
signs written in Chinese to English. They describe a
prototype that automatically extracts sign regions from
images applying an adaptive search algorithm that uses
color information and performs edge detection at differ-
ent scales. The sign regions detected are segmented using
Gaussian mixture models before being fed to a comercial
OCR software. For translating the signs, their system
uses Example-Based Machine Translation (EBMT).
Alternatively, the authors from [3] propose a

smartphone-based translator that performs text detection
using a machine learning approach. Specifically, they use
the Adaboost algorithm to train a classifier that is able to
detect text in cluttered scenes. The features used for the
classifier are a combination of image derivatives. The
detection is done by sliding a window across the image,
computing the features for each subimage and classifying
them. The text extraction is done using Tesseract and the
translation using Google Translate.

III. System Overview

The system that I describe in this paper is composed
of two subsystems: An smartphone application and a
server. The smartphone application periodically captures
an image using the phone's camera of a sign written
in Thai. Once the image is captured, a text detection
algorithm based on K-means clustering is applied to
the image to obtain a bounding box for the text. The
algorithm assumes that the user previously moved the
phone as necessary so that the center of the viewfinder
lies inside the text region and the text has a horizontal
orientation. This can be easily done in most cases and
eliminates most of the challenges of text detection. Using
the two centroids found by K-means, the subimage
enclosed by the bounding box is binarized and packed
as an array of bytes, with one bit per pixel. This small
array is then sent to a server using the Internet. The
smartphone application then waits for the server to send
the translation of the text and once this is received,
it renders the translation on the screen on top of the
sign's original text. Figure 1 shows the architecture of
the smartphone application.
On the other hand, the server first waits for the

smartphone application to send the binary subimage.
Once this is received, the server extracts the text using
a Thai OCR engine, translates the text and sends it
back to the smartphone application. Figure 2 shows the
architecture of the server.
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Fig. 1. Architecture of smartphone application
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Fig. 2. Architecture of server

IV. Text Detection Algorithm

Let f : D → {0, . . . , 255}3 be the input RGB image
that contains the text to be translated, where

D = {1, . . . ,W} × {1, . . . , H},

W is the width of the image and H is the height of the
image. Let (xc, yc) be the coordinates of the center of the
image, which is assumed to lie inside the text region. To
find the bounding box of the text, the algorithm performs
the following actions:
1. Finds middle line
2. Applies K-means to middle line
3. Finds top line
4. Finds bottom line
5. Finds right line
6. Finds left line
7. Includes space for vowels
In step 1, the algorithm finds a horizontal line segment

centered at (xc, yc) that contains both letter pixels and
non-letter pixels. To achieve this, the algorithm initial-
izes the variable ∆ to ∆0, where ∆0 is a parameter
that controls the initial width of the line segment, and
computes the sample mean and sample variance of each
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color along the horizontal line segment

L(∆) = {(x, y) ∈ D | y = yc, xc −∆ ≤ x < xc +∆}.

That is, it computes

µi =
1

2∆

∑
(x,y)∈L(∆)

f(x, y)i

and
σ2
i =

1

2∆

∑
(x,y)∈L(∆)

(
f(x, y)i − µi

)2
for each i ∈ {1, 2, 3}. The algorithm repeats this proce-
dure, incrementing ∆ each time, until the condition

max
i∈{1,2,3}

σ2
i ≥ σ2

th

is satisfied, where σ2
th is a parameter that controls the

minimum color difference between letter and non-letter
pixels that the algorithm expects. A key feature of
this procedure is that it finds suitable line segments
regardless of the scale of the text and whether the point
(xc, yc) lies on a letter or a non-letter pixel.
In step 2, the algorithm applies K-means clustering,

with k = 2, to the set of points

F = {f(x, y) | (x, y) ∈ L(∆∗)},

where ∆∗ is the final value of ∆ found in step 1. In
this case, the K-means algorithm tries to find a partition
{S1,S2} of F that minimizes

2∑
a=1

∑
z∈Sa

d(z, c(Sa)),

where
d(v, w) = ||v − w||22, ∀v, w ∈ R3

and
c(S) = 1

|S|
∑
w∈S

w, ∀S ⊂ F .

If there is enough color difference along the line segment
L(∆∗) between letter and non-letter pixels, the centroids
c1 and c2 of the partitions found by K-means are good
representatives of the colors of these two classes of
pixels. I note here that the exact correspondance is not
important since the OCR system is assumed to handle
both white on black and black on white cases.
In steps 3 and 4, the algorithm shifts the line segment

L(∆∗) up and down respectively and at each step, it
classifies the pixels by value into two classes according
to their proximity to the centroids c1 and c2 found in step
2. The line segment is shifted until the number of pixels
assigned to either class falls below ε|L(∆∗)|, where ε ∈

(0, 1) is a parameter that controls the minimum number
of pixels that determine the presence of a class. The key
feature exploited in this step is that the text of a sign
is usually surrounded by a (possibly narrow) uniform
region with the same color as the regions between letters.
Let yt and yb denote y coordinates of top and bottom
boundaries found.
In steps 5 and 6, the algorithm shifts the line segment

M(yb, yt) = {(x, y) ∈ D | x = xc, yb ≤ y ≤ yt}

right and left respectively and classifies the pixels by
value along the shifted line according to their prox-
imity to c1 and c2. The algorithm keeps shifting the
line until the number of pixels assigned to either class
falls below ε|M(yb, yt)| for δ|M(yb, yt)| consecutive
horizontal shifts. The parameter δ ∈ (0, 1) controls the
width of the space between letters that the algorithm
can skip. I note here that in Thai, there are usually
no spaces between words inside clauses or sentences
[4], [5]. Hence, the shifting procedure described here
can obtain left and right boundaries for a text line that
contains more than just a single word. Let xl and xr

denote x coordinates of the left and right boundaries
found.
In step 7, the algorithm extends the top and bottom

boundaries found in steps 3 and 4 to include a space for
vowels. Specifically, it computes

ŷt = yt + η|M(yb, yt)|

and
ŷb = yb − η|M(yb, yt)|,

where η ∈ (0, 1) is a parameter of the algorithm that
controls the height of the regions added. After this step,
the algorithm returns the box with top-left and bottom-
right corners given by (xl, ŷt) and (xr, ŷb) respectively.

V. Implementation Details

A. Smartphone Application

I implemented the smartphone application on a Mo-
torola Droid phone running the Android 2.2 operating
system. The application used the OpenCV 5 C++ library
for implementing the K-means algorithm and SWIG 6

tools for interfacing C++ and Java code. The communi-
cation protocol chosen for transmitting the text image to
the server was the User Datagram Protocol (UDP).

5http://opencv.willowgarage.com/wiki/
6http://www.swig.org/
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B. Server
I implemented the server with Python and ran it on a

regular laptop. As mentioned above, the communication
protocol used for communicating with the smartphone
application was UDP. The server performed the text
extraction by running Tesseract 3.01. The 3.01 version
was used since this version has been trained for Thai and
the Thai language file is available. The server performed
the text translation using Google Translate. This required
using Python's urllib 7 and urllib28 modules, for
fetching data from the World Wide Web and Python's
json 9 module, for decoding JavaScript Object Notation
(JSON).

VI. Experiments and Results
To determine the parameters for the text detection

algorithm and test the performance of the system, I used
the set of sign images shown in Figure 3.

Fig. 3. Image set

A. Text Detection
The text detection algorithm requires the parameters

∆0, which controls the initial line width, σ2
th, which

controls the minimum color difference between letter
and non-letter pixels that the algorithm expects, ε, which
controls the boundary search, δ, which controls the
space between letters that the algorithm can skip, and
η, which controls the height of the regions added to
include vowels. By running the algorithm on the phone
and testing it using the sample images from Figure 3,
I found that a value of ∆0 of 50 provided enough

7http://docs.python.org/library/urllib.html
8http://docs.python.org/library/urllib2.html
9http://docs.python.org/library/json.html

number of pixels for obtaining meaningful initial values
of means and variances. For σ2

th, a value of 150 provided
robustness against image noise and resulted in line
segment that included both letter pixels non-letter pixels.
Also, I found that values of 1/8, 1/3 and 1/2 for ε, δ and
η respectively, worked well for the images considered, as
they resulted in correct bounding boxes, some of which
are shown on the top part of Figure 4 and Figure 5.

Fig. 4. Sample results: Bounding box, binary subimage and translation

Fig. 5. Sample results: Bounding box, binary subimage and translation

B. System Performance
To test the Thai OCR, I used the images that were

obtained by binarizing the subimages enclosed by the
bounding boxes found by the text detection algorithm.
Examples of these binary images are shown in the
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middle part of Figure 4 and Figure 5. As shown there,
these images are relatively nice and suitable for input
to an OCR engine. However, Tesseract provided inac-
curate results. This was a major problem for getting the
overall system to work since very simple OCR errors
resulted in meaningless translations. For this reason, to
get a working system and test the complete sequence
of detection, extraction, translation and display, I had to
limit the characters that Tesseract could recognize. The
largest subset of the set of all the characters present in
the signs shown in Figure 3 that I was able to find for
which Tesseract provided accurate results was the set
given by

{หยุดอกตรวจทางโแม}.
This set contains only seven of the nine signs from
Figure 3. With this, Tesseract gave results that were
accurate enough for getting correct translations and
hence a working system. Some of the results are shown
in the bottom part of Figure 4 and Figure 5. A video
showing the complete results obtained after this OCR
restriction can be found at www.stanford.edu/~ttinoco/
thai/translations.mpeg.

VII. Conclusions

In this paper, I described a simple smartphone-based
system that can translate signs written in Thai to English.
The system relies on a text detection algorithm that is
based on K-means clustering and requires user input
in the form of placing the text to be translated at the
center of the viewfinder with a horizontal orientation.
Furthermore, this algorithm works for signs that have
a strong color distinction between letter and non-letter
pixels within the text's bounding box, as is the case with
the images shown in Figure 3. The text extraction and
translation were performed on the server side by using
Tesseract and Google Translate respectively. I found that
the overall performance of the system was limited by the
performance of the Thai OCR obtained with Tesseract
and the Thai language file available. Accurate OCR
results were crucial since very few errors resulted in
meaningless translations. To get around this and obtain
a working system (for a subset of the sign images
considered), I had to limit the characters that Tesseract
could recognize. This was acceptable for demonstration
purposes but not for a real system. Perhaps other open
source Thai OCR engines can be considered or a new
Thai language file for Tesseract can be created. I spent
time looking for other Thai OCR engines and was only
able to find a description of Arnthai, a Thai OCR
software that is developed by Thailand's National Elec-

tronics and Computer Technology Center 10. It would be
interesting to test the system with this Thai OCR engine
instead of Tesseract, to see if more accurate OCR results,
and hence a useful mobile translation system for Thai,
can be achieved.
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