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Abstract

Chapter 2: The stability of party affiliations and the existence of social cleavages between
the parties are taken for granted as two fundamental features of American political be-
havior I examine the impact of the Great Depression on party identification using a new
dataset, the California Great Registers, voter lists documenting 57 million California voter
registrations for the beginning of the twentieth century, matched to contemporaneous cen-
sus records. Pre-realignment, political affiliation was fluid: 10% of voters moved back and
forth between the parties each cycle. Early in the century, party and social class were unre-
lated, but the realignment forged a Democratic majority among blue-collar workers, while
most white-collar workers remained with the GOP. Social cleavages like age, race and na-
tional origin only began to map onto partisanship in the 1930’s, indicating that the modern
period of stable partisanship characterized by voting in groups is historically contingent,
emerging out of the 1930’s.

Chapter 3: After 60 years of partisan stability, large numbers of voters are switching
parties. From 2014-2016, 10% of voters that identified with one party moved to the other
two years later. This marks themost rapid switching of party affiliation since the NewDeal
realignment. To contextualize this partisan volatility, I introduce a new dataset, the Cali-
fornia Great Registers, voter lists documenting 57 million voter registrations from 1908 to
1968, matched to census records covering the same period. Before the realignment, party-
switching rates were twice contemporary levels; 10% of voters switched parties every four
years. Women and young people, segments of the electorate one would predict to be espe-
cially prone to switch, are as stable as the rest of the electorate. This suggests that partisan
socializationwasweak across the board, which I attribute to theweak relationship between
group membership and party identification. The partisan instability early in the twenti-
eth century provided promising conditions for a realignment, which came about in 1932.
Because the recent increase in switching is concentrated among the young, who would be

iv



v

expected to have theweakest attachments, a broad-scale realignment is unlikely in the near
future.

Chapter 4: Probabilistic record linkage (PRL) is the process of determiningwhich records
in twodatabases correspond to the sameunderlying entity in the absence of a unique identi-
fier. Bayesian solutions to this problemprovide a powerfulmechanism for propagating un-
certainty due to uncertain links between records (via the posterior distribution). However,
computational considerations severely limit the practical applicability of existing Bayesian
approaches. We propose a new computational approach, providing both a fast algorithm
for deriving point estimates of the linkage structure that properly account for one-to-one
matching and a restricted MCMC algorithm that samples from an approximate posterior
distribution. Our advances make it possible to perform Bayesian PRL for larger problems,
and to assess the sensitivity of results to varying prior specifications. We demonstrate the
methods on a subset of an OCR’d dataset, the California Great Registers, a collection of 57
million voter registrations from 1900 to 1968 that comprise the only panel data set of party
registration collected before the advent of scientific surveys.
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Chapter 1

Introduction

It’s a pecuiar accident of history that the end of the New Deal realignment coincided with
the advent of modern polling and the beginning of the scientific study of political behav-
ior. The two most influential books from this early period, Voting (Berelson, Lazarsfeld
and MacPhee 1954) and The American Voter (Campbell et al. 1960), formed the basis for a
concensus in American political behavior that a voter’s social group and party affiliation
were hugely predictive of a voter’s political attitudes. A steady stream of confirmatory ev-
idence followed, and by 2015, nearly seventy years of survey evidence showed that these
two stylized facts held consistently since the advent of the subfield.

This dissertation demonstrates that these two facts are not laws of American political
behavior, but are instead contingent features of post-war political life. In the period before
and during the New Deal realignment, voters frequently switched from one party to the
other and social groupings weremuch less predictive of party than at any time in the twen-
tieth or twenty-first centuries. Not only was partisanship unstable during the New Deal
realignment, it was also unstable in the two decades prior, when consistent Republican
dominance obscured an electorate more prone to switching than later in the twentieth-
century.

The extraordinary stability of partisanship in the post-war period led to the folk the-
ory of strong partisan socialization. The theory holds that partisan socialization, observed
since the beginning of the American National Election Studies, also held in the past. Ob-
viously the theory cannot hold during periods of large-scale partisan change like the New
Deal realignment, but when macro-partisanship is stable, it’s often posited that individual
partisanship is also stable. Even during the Southern realginment, overall partisanshipwas
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2 Introduction

mostly stable, with just a small percentage of voters switching parties each election cycle.

Though this folk theory has not been explicitly characterized before, it pervades impor-
tant works in political science. In analyzing voting patterns in the American South, Key
(1949) noted that county-level voting in Tennessee was extremely stable in the decades af-
ter the Civil War, which he attributed to the ”extraordinary durability of voting habits” in
the state. That is, he attributed the observed macro-stability in county-level vote shares to
individual-level stability. Achen & Bartels (2016) are even more explicit about the strength
of socialization, claiming that not only is partisanship stable, but it is passed on from
generation-to-generation, ”[Absent realignments], as with religion, people are often adher-
ents of a particular political party because their great-grandparents favored it for entirely
different reasons.” In contemporary politics, partisanship is often passed from parent-to-
child, but the attribution of this stability to generations that came of age before the New
Deal realignment assumes partisan stability in a period before such direct evidence exists.
In essence, because individual party affiliations have heretofore been stable, political sci-
entists have assumed that they were stable in the past as well.

The folk theory is also implicit in one of the fundamental theories of American political
behavior, Converse’s (1966) normal vote. The notion that individuals have a stable parti-
sanship that anchors their voting choice is central to the Michigan School’s (1960) account
of political behavior, which puts partisanship at the center of individuals’ political atti-
tudes. Given the results available at the time and the decades of evidence that followed,
it is reasonable to believe that stable partisanship is an essential and timeless fact of the
American political system. Indeed, until recently, no evidence has pointed to the contrary.

In reviewing data their panel survey data covering the 2016 Presidential election, the
Pew Research Center (2017) found that an unusually high proportion of their respondents
switched parties. Between early 2015 and early 2017, 10% of panelists that affiliated them-
selves with one political party had switched to the other by the end of the election. An-
other 10% switched to the other party and then switched back. These switching rates were
unprecendented in the history of political polling and showed that sufficiently tumultuous
times, like the Presidential candidacy of Donald Trump, could cause a large uptick in party-
switching.

Given that this level of party-switchingwas unprecedented in survey research, it makes
sense to look to earlier periods, before the advent of survey research, to see if any earlier
period showed high levels of instability. One obvious candidate was the New Deal re-
alignment, when the Democratic party’s voter registration swelled, and Franklin Roosevelt
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achieved a higher vote share than any Democrat in history. Though the two decades be-
fore the realingment were characterized by stable Republican dominance, there were signs
from early survey data that partisanship was less stable before the realignment than after.

When the Literary Digest presidential Straw Polls began in 1916, they only asked for
the respondent’s state, presidential vote choice and the respondent’s vote choice in the
previous presidential electon.1 As such, the LiteraryDigest pollswere designed to be useful
for selling magazines, prognosticating and not much else. Modern surveys began in 1936,
just as the realignment was ending.

Research into early twentieth century elections has focused on the New Deal realign-
ment. From1928 to 1936, Democrats gained 138 seats in theHouse and 20 percentage points
in the popular presidential vote. This rapid turnaround, from an Al Smith loss with 41% of
the vote in 1928 to a Roosevelt landslide of 61% in 1936 was a cataclysmic event in Ameri-
can politics, inspiring a generation of scholars to study realignments. Realignment scholars
have treated the beginning of the twentieth century as a period of stable Republican domi-
nance between twowrenching realignments, the Republican realignment in 1894-1896, and
the New Deal realignment that followed just over three decades later. But for individual
voters, the period was far from politically stable.

Some hints of the distinctive political nature of this period have appeared in the lit-
erature. Walter Dean Burnham (1965), describing the changes in American politics of the
first sixty years of the twentieth century, noted that the 1920’s featured unusually large
variation in partisan vote shares up and down the ballot. This gap, which he uses as a
measure of split-ticket voting, suggests that voters felt less tied to voting for a particular
party, casting some votes for one party and some for another. Using aggregated data to
infer individual political behavior is fraught, but the result should at least be suggestive
that party attachments were weaker during the period.

A better way to learn about individual behavior is with individual-level data. Drawing
on the 1928 Literary Digest poll, Eriksen & Tedin (1981) show that 26% of respondents
voted for one of the twomajor parties in the 1924 election, only to vote for the other party’s
candidate four years later. A similar pattern appears in the 1916 Literary Digest Straw Poll,
which consisted of an opt-in sample covering five contested states. 15% of Hughes (Rep)
voters in 1916 reported voting forWilson (Dem) in 1912 while 30% ofWilson voters in 1916

1In 1920 and 1924, Literary Digest did not publish cross-tabulations of current vote preference and vote in
the previous presidential election.
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voted for Taft (Rep) or Roosevelt (Prog) in 1912.2 Again, the overall high rate of defection,
20%, is obscured by the smaller net shift of 8% towards Wilson between 1912 and 1916.

The rates of defection for 1912-1916 and 1924-1928 were appreciably higher than the
defection rates of 17% for 1936-1940 and 11% for 1940-1944 (Erikson and Tedin 1981; Key
1966). The disparity in defection rates before and after the New Deal realignment suggests
that a paradigm shift took place, not just in the partisanship of voters, but also in the degree
to which voters were attached to their party.

The evidence from the Literary Digest Straw Polls is certainly suggestive of a change,
but their value is limited by their opt-in design, which produced biased samples (Squire
1988). The polls also didn’t ask demographic questions that might help explain who is
changing their votes. Finally, the Straw Poll didn’t ask for the respondent’s party affilia-
tion, an essential piece of information to understand a voter’s political leanings, detached
from their preferences for a particular candidate (Campbell et al. 1960). Taken together,
the drop off in vote-switching between the pre-realignment Literary Digest polls and the
post-realignment Gallup polls suggests that American political behavior before the realign-
ment was characterized by weaker party attachments, but the evidence is hardly conclu-
sive. To throw out the conventional account of the party-driven American voter for the
pre-realignment period, more robust evidence is needed.

These early results hint at a different kind of mass politics before the New Deal re-
alignment. That political behavior operated differently in the past is not only a historical
curiosity, it also contributes to our contextual understanding of the NewDeal realignment,
the most consequential political change in American politics since reconstruction. Broadly
speaking, there are two theories that purport to explain the New Deal realignment: con-
version and mobilization. The conversion hypothesis, first articulated by Key (1955), ar-
gues that the realignment was caused by a large-scale switch to the Democratic party by
formerly-Republican voters.

The alternative account, the mobilization hypothesis, argues that new voters, mostly
women, young people and new immigrants, entered the electorate during the 1928-1936
period and gave their votes overwhelmingly to the Democratic party (Andersen 1979).
This accounts rests on the assumption that inexperienced voters, and especially those that

2Wilsonwon the 1912 election in part because Taft and Roosevelt split the Republican vote, allowingWilson
to win with 42% of the vote. Because there were two Republican-aligned candidates, the rate of Republican
and Progressive voters from 1912 voting forWilson in 1916 is probably higher than if only one had run, thereby
increasing the defection rate overall.
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weren’t socialized into a particular political stance by their parents, weremore easily swayed
bypartisan tides during theDepression. Andersen argures that their inexperiencewith pol-
itics made themmore easily mobilized for the Democrats when class-based concerns came
to the fore in the 1930’s. She argues that these concerns caused them to enter the electorate
in a swell, driving a massive increase in Democratic votes while the aggregate number of
Republican votes remained nearly constant.

These theories raise a number of questions about the pre-realignment period. While
the conversion hypothesis is a relatively clean explanation, we might ask how common
party-switching was before the realignment. If party-switching was rare, as has been the
case at least since the 1950’s (Campbell et al. 1960), then the Democrats had to overcome
the stickiness of Republicans’ partisan attachments to convert them to Democrats.

If partisanship was fluid, then Democrats simply had to tilt these fluid partisan attach-
ments in their favor. If this mass conversion took place in a period of partisan stickiness
similar to today, then a realignment in America’s future seems more plausible. If conver-
sion followed a period of partisan fluidity, then we might expect a realignment to take
place only after partisan attachments weakened to early twentieth-century levels. For mo-
bilization, rather than conversion, to have accounted for the growth of the Democratic vote
share, these nonmobilized groups must have already been overwhelmingly supportive of
the Democratic party. It is impossible to know the partisan attachments of people who
don’t participate in politics, but if there were large numbers of non-voting Democrats, we
can expect that those group members who did participate in politics would have have to
be more supportive of the Democrats.

An assumptionunderliesAndersen’smobilization account: that politics proceeds through
politically aligned groups competing for power. Mass poltics during and after the New
Deal was certainly characterized by divisions along class and ethnic lines, but the assump-
tion that those divisions also predate the Depression is not well supported. Alford (1963)
downplays the role of partisan class cleavages before the New Deal, while sociological ac-
counts of small-town politics (Lynd and Lynd 1929) do show class cleavages, they have
limited purchase on the question of whether these class cleavages extended to members
of a social class broadly rather than in the unique linkages of a local community. Social
group politics and the tools to study them both arose in tandem after the NewDeal. By the
time the most important early contributions to poltical behavior were written in the 1950’s
(Campbell et al. 1960; Berelson, Lazarsfeld and MacPhee 1954), social group politics had
matured.
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The remainder of this dissertation is split into three papers, which are written to stand
alone while relating to the overall topic of this dissertation: understanding partisanship
before the advent of modern polling in 1936. The first paper, Before The American Voter pro-
vides the first descriptive account of individual voter behavior in the period and introduces
the primary dataset used in this dissertation, the California Great Registers, voter rolls doc-
umenting Californians’ party registrations from 1908 to 1998. The second paper, Partisan
Socialization and the Foundations of Stable Partisanship builds on the theoretical and data foun-
dation of the first paper, but focuses more specifically on the implication of high rates of
party-switching on our theories of partisan socialization and partisan change. These two
papers contain some common analysis and text that are necessary to keep them coherent
as stand-alone works. The final paper, written with Jared Murray and Brendan McVeigh,
Scaling Bayesian Probabilistic Record Linkage with Post-Hoc Blocking: An Application to the Cal-

ifornia Great Registers develops a new record linkage algorithm that is better-suited than
existing approaches to working with the California Great Registers. Using the 1932 and
1936 Alameda County Great Registers, we show that the high rate of party switching ob-
served betwee 1932 and 1936 is robust to different linkage methods and across samples of
links.



Chapter 2

Before The American Voter

The stability of party affiliations and the existence of social cleavages between the parties
are taken for granted as two fundamental features of American political behavior I examine
the impact of the Great Depression on party identification using a new dataset, the Cali-
fornia Great Registers, voter lists documenting 57 million California voter registrations for
the beginning of the twentieth century, matched to contemporaneous census records. Pre-
realignment, political affiliation was fluid: 10% of voters moved back and forth between
the parties each cycle. Early in the century, party and social class were unrelated, but the
realignment forged a Democratic majority among blue-collar workers, while most white-
collar workers remained with the GOP. Social cleavages like age, race and national origin
only began to map onto partisanship in the 1930’s, indicating that the modern period of
stable partisanship characterized by voting in groups is historically contingent, emerging
out of the 1930’s.

2.1 Introduction

Imagine a time in American politics where young and old were indistinguishable in their
aggregate partisan affliations, where partisan class cleavages did not exist, where immi-
grant groups held similar politics to each other and to the native born. In this America,
party attachments are fleeting: one in ten voters switch their party affiliation from one
presidential election to the next. But despite this unstable and weakly-structured elec-
torate, election results were fairly stable, displaying about the same level of consistency
as results ten years later, after party registrations stabilized and the modern structure of
public opinion became manifest. This period of unstructured public opinion spanned at

7



8 Before The American Voter

least two decades, from 1908 to 1930, but ended abruptly in 1932, when Roosevelt and the
NewDeal realignment radically altered American politics, inducing class and ethnic cleav-
ages, stabilizing party registrations, reducing the rate of party switching by a factor of four
and inaugurating 60 years of Democratic ascendancy after 28 years of nearly continuous
GOP dominance.

This fantastically interesting period for American public opinion went largely undocu-
mented by the traditional tools of public opinion researchers. The modern multi-question
political survey wasn’t invented until 1936, at the end of the New Deal realignment. But
understanding the period that immediately preceded the largest partisan reshuffling of the
twentieth century is vitally important to understanding how a realignment might come
about again. One in ten partisans switched to the other party in a series of panel sur-
veys conducted before and after the 2016 election (Doherty 2017). Is this the type of party-
switching that predates a major realignment? To predict such an event, one would want to
know what would precede such a change. These is no guarantee that a future realignment
will operate similarly to realignments of the past, but history can be a good guide to the
future.

That the New Deal realignment marks the beginning of the period of modern under-
standing of public opinion is largely an accident of history. George Gallup conducted his
first national poll in 1936, the year that Roosevelt first won reelection. Famously, the Liter-
ary Digest Straw Poll predicted a 1936 landslide for Landon, the Republican, while Gallup
used a quota sample to accurately predict Roosevelt’s victory. Not only were Gallup’s polls
better-sampled, they also asked a battery of questions, making the poll results better suited
to social reseasrch.

This paper depicts a pre-realignment period quite different from the politics of the last
60 years. ModernAmerican politics is characterized by the intersection of numerous demo-
graphic and socio-economic cleavages, high rates of party loyalty and mass polarization.
The early twentieth century was quite different: overwhelmingly and uniformly Republi-
can, but with more frequent partisan defections.

2.2 Data

Lamenting the lack of data suitable for studying long-termpartisan change, V.O. Key (1959)
wrote, ”The ideal data for this purpose would consist of political life histories, extending
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over several generations, of random samples of population categories. Until such data
miraculously become available, the only alterative is to search out electoral areas in which
specific kinds of people are concentrated and to analyze the voting behavior through time
of the people of such areas.”

Ironically, such representative panel data already existed when Key wrote his 1959 ar-
ticle. Spread over 735 thousand pages in over 600 volumes, the California Great Registers,
the collected voter lists of every California county, chronicle the partisanship of every Cal-
ifornia voter from 1900 to 1944, and in some counties, even later. The Registers include the
name, address, party registration and, in most cases, occupation, of every Californian reg-
istered to vote during the period. California had closed primaries starting in 1910, which
incentivized voters to register with a major party, since unaffilated and minor party mem-
bers could not vote on the major parties’ nominees. From 1910-1932, voters re-registered
each election year, requiring that voters file a new registration before each general election
to vote.

After the passage of Proposition 14 in 1930, this requirement was relaxed. Beginning in
1934, registrations from the last election remained active so long as a ballotwas cast in either
a primary or general election during the previous two-year cycle. If a registrant didn’t vote,
as was the case for about 20% of voters registered in presidential years and between 25%
and 40% in midterm years, they would receive a notice indicating that they would need to
re-register to vote in the next election. This process of bi-annual re-registration before 1934,
and less frequently thereafter, provided the Registers with a regular update on the partisan
attachments of California’s electorate. Because they cover every county of a populous and
diverse state, the Registers capture the political behavior of a broad range of people with
individual-level data updated every two years.

The Great Registers were typeset by the counties, printed and bound, and deposited
in the California State Libary in Sacramento. They have proved valuable to genealogical
researchers because they provided an expansive (though not exhaustive) listing of Califor-
nians’ name, address and occupation. Genealogists used the Registers to track the move-
ments of their family members and to provide a connection to the past. In the last decade,
government records have been digitized, making genealogical research more accessible
and more efficient. Ancestry.com, a prominent commercial platform for genealogical re-
search, digitized and performed optical character recognition (OCR) on the registers, pars-
ing the digitized text into name, gender, address, party and occupation fields. For Ancestry
customers, this parsing allows individual names and addresses to be searched and located
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in the Registers. For research purposes, they provided a large tabular dataset that can be
analyzed at scale, without needing to refer to the original printed page.

One of the best properties of the Great Registers is that the a voter’s registration record
can be matched to their own records in successive years, creating a panel dataset for the
tracking of partisan change over time. For instance, each appearance of Ronald Reagan at
1669 SanOnofre Dr. would be linked, so that his partisanship can be followed from election
to election. In this way, a measure of the quadrennial change in a voter’s party registration
can be constructed for all voters for all the years covered by the dataset, analogous to the
Literary Digest measure of presidential vote-switching, but free from the sampling issues
that plague the Straw Polls.

Some counties, especially rural counties, archived many years worth of voter registers
into a single book. When this data was scanned by Ancestry.com, data on the specific
year to which a particular voter registration refers was lost. In Kern County, for example,
the Great Registers for 1900-1910 were all bound together, making it impossible to assign
specific voter registrations to specific years. Because all of the analysis in this paper involve
following a measurement across time, Great Register volumes that cover more than one
presidential election are dropped from the analysis. This means that the Kern records for
1900-1910 and 1924-1932 are dropped, but the 1920-1922 book is included in the analysis,
with all of the registrations, assigned to the presidential year, 1920.

A shortcoming of the registry data is that it lacks the kinds of demographic information
that would be available on a survey. Luckily, individually-identified U.S. census data is
released 72 years after the decennial census was conducted, meaning that the 1920, 1930
and 1940 censuses are available at the individually-identified level. These were matched to
the Great Registers, allowing the full set of census covariates to be analyzed together with
individual-level party registration data. Together, this amounts to a 57-million record panel
dataset attached to a population-level census providing detailed demographic, economic
and housing data for millions of Californians, spanning the period 1908 to 1968.

2.3 Methodology

The scope of this paper is broad: it tries to describe 20 years of American politics as expe-
rienced by millions of registered voters in California and compare that to Great Register
data after the realignment. Economy requires that only a limited number of results be of-
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fered, and that these results be interpreted in only a limited number of ways, with an aim
to advance the argument of this paper: that public opinion before the realignment was
considerably more fluid and less structured than public opinion post-realignment. These
same results could be understood in other ways, contributing to other arguments.

One obvious area of study is the realignment itself. Indeed, looking at politics before
and after the realignment, while ignoring the realignment itself, may seem odd. For the
sake of simplicity, the dynamics of the realignment will be given a brief treatment, set aside
for a fuller treatment of their own in later work.

The goal is to produce topline descriptive statistics that would form the basis for under-
standing public opinion before 1932 in a way broadly analogous to comparable measures
after the realignment. By computing the same measures using the same methods across
many years, concerns about using non-comparable metrics should be limited, making sim-
ple and direct comparisons before and after the realignment possible. Undoubtedly some
differenes could be explained by confounding variables. For instance, suppose one were
looking at the differences in Democratic registration rates between Swiss and Polish immi-
grants. While Poles are more likely to be registered as Democrats than Swiss immigrants
after 1940, this may not be due to their national origin directly, but instead attributable
to differences in the occupations and socio-economic class of members of those respective
groups. Trying to estimate the isolated effect of a particular characteristic on partisanship is
probably hopeless. The time for experimental manipulation has long passed, and in most
cases, descriptive analysis is all that is possible. As such, this papermakes no causal claims.

For the most part, results will consist of simple proportions, usually of the two-party
Democratic registration rate for various subgroups by year. As with any measurement,
these proportions are subject to uncertainty, but sampling variability plays a small role here.
For one, the Registers are official records: they represent a complete listing of the eligible
voters for each election. Some records are lost to transcription errors and bad scans, but this
is a minority of cases and happens randomly, a result of an imperfect technological process
rather than through some mechanism associated with voter behavior. The records that are
left are large in number, so much so that even deep cuts of the data usually have enough
elements that sampling variablility is small relative to the comparisons being made.
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2.3.1 Is party registration a substitute for party affilation?

Papers on partisan dynamics in public opinion usually rely on some version of the party af-
filiation question first developed by George Gallup in the 1930’s (Clarke and McCutcheon
2009). Because the question wasn’t invented until after the realignment, party registration
from the Great Registers will have to suffice. Luckily, the county-level two-party Demo-
cratic registration rate from the Great Registers and the county-level two-party presidential
vote have a correlation of .7, indicating that they both pick up on a latent quality of voters,
partisanship. To the extent that there is a divergence between the two measures, the reg-
istration rate is less variable, as shown in figure 2.1. This is in line with our conception of
party affiliation as being more stable than presidential vote choice, which includes a com-
ponent that reacts to the particulars of the candidate, rather than the party, which is by its
nature more stable.

One other explanation for the slow change in partisanship is that voters’ choice of party
is simply out of line with their actual party affiliation, with registrations reflecting a habit
of registering with the same party year-after-year rather than actual partisan feeling. For-
tunately, the rapid increase in the Democratic registration rate from 1930 to 1936 along
with the increase in the Democratic vote share, both in California and nationally, suggests
that when party allegiances truly do shift in the aggregate, as we know happened during
the NewDeal realignment, Californians’ party registration followed suit. Figure 2.1 shows
that from 1928-1936, when the New Deal realignment dramatically increased the level of
support for Democratic candidates, Democratic party registration also increased dramati-
cally.

One final concern is that voters were registering strategically, rather than expressively.
Before 1930, Democratic candidates were mostly not competitive in California. Since Cali-
fornia had closed primaries, the only way to influence the selection of the Republican can-
didate, who usually went on to win office, was to register with the Republicans. Thus,
voters might strategically choose to register with the Republican party, even though their
loyalties lay with the Democrats. Primary turnout varied from year-to-year, but it typically
stood at about a third of general election turnout, indicating that only a minority of voters
were interested enough in politics to cast a ballot in the primaries. The further level of po-
litical interest required for Democratic voters to register strategically with the Republicans,
in anticipation of voicing primary support for a candidate they would go on to vote against
in the general election, was probably rare.
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Figure 2.1: Two-Way Democratic presidential vote share and Two-Way Democratic Registration
share by year. Due to issues extracting data from the Great Registers, not every county has reg-
istration data for every year. For clarity, when data from the Great Registers is missing, data on
presidential vote for that county-year pair is also excluded. Only counties that had Great Register
data before 1930 and after 1936 were included in this plot.

Finally, many descriptive facts about partisanship learned after the New Deal are actu-
ally reflected in the data. After the realignment, partisanship is stable, blue-collar workers
are more alignedwith the Democratic party thanwhite-collar workers, and younger voters
are more likely to be Democrats than older voters, which aligns with other research about
the post New-Deal period (Campbell et al. 1960; Alford 1963). That these structural fea-
tures of the post-New Deal party system, gleaned from election returns and surveys, also
aligns with this California voter registration data should give us further confidence that
this data will give us valid inferences about politics before the New deal.

2.3.2 Is California a representative case?

Even if one accepts that the Great Registers provide a reasonable picture of Californians’
partisan attachments, the connection between California politics and those of America
broadly is still up for debate. Even in 1910, California was home to nearly 2.4 million
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people, a population that more than quadrupled by 1950. The political behavior of these
Americans should itself be of interest. But if these Californians are reasonable proxies for
the behavior of their eastern compatriots, a broader and more important story can be told.

One set of states that California should not be compared to is the South. Southern states
did not realign toward the Republicans in 1894, instead remaining consistently support-
ive of the Southern Democratic party, in contrast to Republican dominance in California.
Southern voters also had lower rates of turnout. The voter turnout rate was only about
a quarter in the Southern states, compared to just under half for the rest of the country
(Burnham 1965).

Counties are the lowest geographic unit for which election data is consistently avail-
able for the early twentieth century, and at this level voting in California looked broadly
similar to the rest of the non-Southern states. Figure 2.2 shows the distribution of county-
level presidential vote for 1912-1940 in California and in other non-Southern states. Except
in 1924, when Progressive presidential candidate Robert La Folette was popular among
historically-Democratic rural voters in California, the distribution of county-level Demo-
cratic presidential vote was near the median of the distribution of the same measure in
non-Southern states. One other way that California is unrepresentative is that in 1912, Taft
did not appear on the ballot. Instead, voters chose betweenWilson, running as a Democrat
and Theodore Roosevelt, running under the Progressive banner.

Returning to the LiteraryDigest polls discussed in the introduction, we can evaluate not
just presidential vote, but also vote-switching, an important theme of this paper. Califor-
nians had rates of political defection about as high as voters in non-Southern states overall.
Among Californians, 52% of Davis voters switched to Hoover in 1928, while 26% switched
from Coolidge to Smith. The comparable national numbers were 35% and 23%, respec-
tively. The rate of defection among Californians is higher than among voters nation-wide,
but both shared a rate of vote-switching much higher than typical in modern elections.

2.3.3 Two-Party Consolidation

Looking at election results before the New Deal, the influence of the Progressive party is
unmistakable. Hiram Johnson was elected governor of California as a Republican in 1910,
but went on to co-found the Progressive party with Theodore Roosevelt in 1912, serving as
its Vice-Presidential nominee in that year. When Johnson ran for re-election as governor in
1914, the Progressive party made huge gains in voter registration, taking about a quarter
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Figure 2.2: Density plots of county-level presidential vote share for California (the solid line)
and counties in non-Southern states (dashed line) for presidential elections 1912-1940. For the
purposes of this analysis, Alabama, Arkansas, Florida, Georgia, Kentucky, Louisiana, Mississippi,
North Carolina, South Carolina, Tennessee, Texas, Virginia and West Virginia were removed.
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Figure 2.3: Rates of party registration for the six most common parties, 1908-1944.

of Republican registrants and making them, for a time, Progressives.

Figure 2.3 shows that this swell of Progressive affiliation did not last, however. The
Progressives did not field a candidate in the 1918 gubernatorial election, and over time, the
party lost nearly all of its registrants. Though the Socialist and Prohibition parties never
received the ground-swell of support that the Progressives received in 1912 and 1914, they
too saw their numbers decline to a negligible level by 1920. By 1922, the rate of voters
declining to affiliate with a major party also declined, leading to an increasing proportion
of voters registering with the two parties. By 1930, the last year before the New Deal re-
alignment took place in California, 93% of voters were registeredwith one of the twomajor
parties, a rate that declined further in the coming years.

The high proportion of voters that registered with the two parties is helpful for measur-
ing partisan sentiments. On the 2013California voter file, only 72%ofCalifornias registered
with one of the two major parties. Many of the remaining voters themselves held strong
partisan preferences toward one party or the other, but this preference is unknowable from
voter file data alone. Luckily, many more voters on the Great Registers are affiliated with
a party. Except for 1914, when the shift in party registrations to the Progressives led 30%
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of California voters to be affiliated with the Progressive party, the two major parties’ share
of registrations never dipped below 75%. By 1928, the last presidential election before the
realignment, just 10% of the electorate wasn’t registered with one of the two parties.

The increasing dominance by the two major parties was an important precursor to the
realignment, as it reduced the opportunity for competition outside the two party system.
It is impossible to know what would have happened had the Great Depression struck in
1912, as Theodore Roosevelt mounted a run for the White House under the progressive
banner. Perhaps the Progressives would have made huge gains and formed a new party.
But by 1932, there was only a single organized alternative to the Republicans.

In 1932, President Hoover received a letter from an Illinois voter, ”Vote for Roosevelt
andmake it unanimous.” TheDemocrats tookpower amidst popular disapproval ofHoover’s
efforts to reverse the effects of the Depression. They were the recepients of vast numbers
of new registrations and twenty years of continuous control of the White House. In this
way, the narrower set of choices available to voters all but guaranteed that if voters were to
leave the Republicans en masse, as they did in the 1930’s, they defected to the Democrats,
the only other party with a significant number of registrants.

2.4 Party Switching

That partisanship is stable and central to a voter’s political attitudes has been fundamental
to the study of American political behavior since the publication of the The American Voter

in 1960. The simple descriptive fact that voters tend to form a party affiliation early in their
lives and retain it for many years has been measured repeatedly and confirmed to be a
consistent feature of American public opinion since the 1950’s (Green and Palmquist 1994;
Clarke and McCutcheon 2009).

Though the Literary Digest Straw Polls suggest that presidential vote choice was more
fluid before theNewDeal realignment, no direct evidence on partisanship is available from
survey data before 1936. Thismakes the Great Registers the only viableway to test whether
partisanship was stable during the fourth party system, as it is in the fifth. On this point,
the Registers are clear. It was not.

Before 1928, the Democratic party, already small, hemoraged an average of 23% of their
voters to the Republicans each election cycle. Figure 2.4 shows the rates atwhich each party
lost theirmembers to the opposing party in successive presidential election years from 1908
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Figure 2.4: Rates of party switching between successive presidential elections among voters
registered with the two major parties in both elections. The figure was generated by match-
ing records appearing in successive presidential years that share an address, surname, and first
name. This stringent requirement for matching excludes movers and records with transcription
errors, but keeps falsematches, which inflate the rate of party-switching, to aminimum. Frequen-
tist 95% confidence intervals are plotted as vertical lines.

to 1960, among members registered with the two parties in both elections. The Democratic
party held on to a relatively small proportion of its members through this period, losing
around 20% of its membership to the Republicans in each year from 1908 to 1924 (mean-
ing they appeared as members of the other party from 1912 to 1928). Despite the fact that
Democrats had already incurred huge losses in the 1896 realignment, the party contin-
ued to lose members until the New Deal realignment began in 1932. The only reason the
Democratic party membership did not shrink further is that these relatively large losses by
Democrats were offset by proportionally smaller losses from the Republicans. Because the
Republicans had a much larger base to begin with, the Republicans could lose an average
of just 5.5% of their voters to the Democrats each year and have those losses offset by de-
fecting Democrats, who on two occasions lost more than 30% of their members in a single
presidential election cycle.
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This pattern of partisan churn implies something extraordinary about the composition
of the Democratic party during the pre-realignment period: a significant proportion of
Democrats had recently been Republicans. Figure 2.5 shows that in 1916, nearly 30% of
Democrats were registered Republicans four years prior. Political scientists have come to
viewparties as coalitions of voters, led by political elites, that compete for votes. But if these
elites are leading an ever-shifting group of voters, as many as 30% of whom were recently
registered with the opposing party, this model cannot describe partisan competition in the
mass public.

This disconnect between the partisanship of office-holders, who rarely switched be-
tween the two major parties, and voters, who did so frequently, might be explained by the
kinds of issues contested in the fourth party system. Aside from prohibition and women’s
enfranchisement, two issues which drew much fervor but were not polarized along parti-
san lines, many of the partisan issues of the day were technocratic in nature. Debates about
how to handle railroad and industrial trusts, the proper levels of tariffs, the banking system
and the gold standard were quite disconnected from the lives of most Americans, particu-
larly relative to the politics of the New Deal, which focused on jobs and public assistance
programs during the Depression. As the issues attached to the two parties’ platforms be-
came more salient to voters, their attachments stabilized, and the weak attachments of the
fourth party system gave way to the strong partisan ties of the fifth party system, which
remain today.

The high level of churn in both parties, but especially among the Democrats, must have
posed tremendous challenges for party governance. How could party elites form a stable
hold over their state parties if so much of the membership turned over every four years?
For Democrats before 1936, at least 12.5% of their members were recently Republicans in
each election year, and nearly 25% of their members were previously Republicans or not
registered with a major party in the last election (this doesn’t count those members who
were not registered at all). One possibility is that primary voters were loyal to their party,
while the voters most likely to switch parties did not vote in primaries. Without turnout
data, this is impossible to know, but it seems that a full account of how parties operate
during the period must account for the transience in the Democrats’ ranks. The GOP’s
membership was more stable, but the party rolls were filled with fewer stable Republicans
than after the realignment, when both parties membership rolls stabilized at less than 5%
churn per year.

In 1932, this Republican-favoring equilibrium broke and a huge number of voters left
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Figure 2.5: Composition of the two major parties by members’ party registration in the previous
presidential election. Members not found on the rolls for the previous election are excluded from
the figure.
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the Republican party for the Democrats. Democrats became modestly better at holding
on to their voters, while Republicans became substantially worse at holding on to theirs.
Though Democrats were holding on to more of their voters than they had in the first three
decades of the century, many Democrats were still defecting to the GOP, indicating that
the realignment was not entirely one-sided. As the realignment wore on, Democrats lost
about 10% of their voters in each election, but Republicans grew worse at holding on to
their voters. 30% of Republican voters in 1932 became Democrats by 1936.

Then, in 1936, the party ledgers nearly froze. From 1936 forward, each party held on to
over 97% of their voters. Now that voters from both parties had stable attachments to their
party, the notion that party identification was the central component of attitude-formation
for partisans finally seems to be a plausible.

2.4.1 Proposition 14

Survey data collected after the New Deal realignment suggests that we should see a low
level of inter-party defections after theNewDeal. This pattern is unambiguous in the Great
Registers, only about 2.5% of registrants change their party registration from one presiden-
tial election to the next. The correspondence between these results shows that behaviors
observed on the Great Registers match survey results, thereby increasing the credibility of
the Great Registers as a research tool. It also makes the volatility of the pre-realignment pe-
riodmore striking; the volatility of the first three decades of the twentieth century is totally
out of line with the partisan stability of the post-realignment period.

The passage of Proposition 14 in 1930 changes the interpretation of the post-1932 data.
Themeasure amended the statute governing voter registration, requiring the state tomain-
tain registrations from the previous two-year election cycle and allow the previous cycle’s
voters to vote in the next cycle without re-registering. This meant that voters that voted
consistently would not need to file a new registration nor update their occupation or party
registration. Non-voters, however, would be removed from the rolls and sent a postcard
alerting them that they had to re-register in order to vote in the next election. About 20%
of registered voters didn’t vote in presidential general elections and 25-40% didn’t vote in
midterms, so many voters did have to file new registrations each year, in addition to those
that had to re-register due to a change in residence.

These re-registrants are key to creating a set of voters who made updates to their voter
registration, just as all registrants did before 1934. Among the set of registrants matched
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to their own registration from four years later in figure 2.4, I want to identify those that
were not registered in the midterm election, indicating that they had to re-register in ad-
vance of the next presidential election. The matching method used for the figure 2.4 panel
was quite conservative, only making matches when the match was nearly certain. This re-
striction surely missed many correct matches, but it kept the false positive rate to a minu-
mum, thereby minimizing the bias toward a higher rate of defections created by erroneous
matches. To identify registrants missing from the midterm election rolls, a more relaxed
match method is necessary. Such a match method should, to the extent possible, mini-
mize the false negative rate, so that panelists that might not have had to re-register can
be excluded. The goal is to find a subset of panelists that would have had to re-register.
The party switching rates for new and continuing registrations are plotted in figure 2.6.
Among the 10% of presidential-election registrants for which no midterm registration ap-
peared, the party-switching rate averaged just 3% and never exceeded 5%, indicating that
party-switching had indeed fallen from the 10% rate observed before the realignment.

2.5 Voting in Groups

The notion that voters have many intersecting social identities that characterize their par-
tisanship is central to the study of public opinion and political history. That divisions
among voters along racial, ethnic and generational cleavages would also lead to divisions
in their partisanship is a core tenet of descriptive work in American public opinion (Berel-
son, Lazarsfeld and MacPhee 1954). Sundquist (?) goes even further, ”The behavior of
individuals cannot be analtzed or discussed until they are grouped in some manner; there
are just too many of them.” But before the advent of public opinion polling, systematic
evidence of the kind now common in the field of public opinion was unavailable. The
Great Registers offer the first representative individual-level data of demographic partisan
cleavages before 1936.

Without detailed micro-level data, it is natural to characterize the divisions of the past
using the analytical tools of the present. Much of Andersen’s (1979) characterization of the
politics of the pre-realignment period is driven by the assumption that individual partisan-
ship is stable and that age, class and ethnic cleavages analogous to the post-realignment
period were present in the electorate, but only revealed later with scientific polling. But
just as individual-level data from the Great Registers has shown that partisan stability was
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Figure 2.6: Rates of party switching between successive presidential elections among voters
registered with the two major parties in both elections. The figure was generated by match-
ing records appearing in successive presidential years that share an address, surname, and first
name (using the corrected first and last names discussed earlier). Records for which no registra-
tion in the midterm election was found are classified as having a new registration, while voters
that were registered in the midterm are classified as having a continuous registration. For the
purposes of matching a midterm registration, a loose match method was used, leading to many
new registrations to be falsely classified as continuing. Frequentist 95% confidence intervals are
plotted as vertical lines.
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much lower in the period before the New Deal, so too were partisan divisions between
groups less pronounced.

Public Opinion before 1936 was nothing like public opinion of the post-realignment
period. Not only was the public altogether more Republican, but many dimensions of so-
cial difference showed little or no partisan differentiation at all. Before the realignment,
low-skilled blue collar workers were just 4 percentage points more Democratic than white
collar workers. After the realignment, this cleavage grew to 25 p.p. An age gap in par-
tisanship also emerged: there was no difference in the partisanship of the youngest and
oldest voters before 1932, but after, the youngest Californians were 10 percentage points
more Democratic that the oldest voters. Even in national origin, a common way to discuss
social divisions in the early twentieth century, the differences between ethnic groups’ av-
erage partisanship grew by a third. In the context of low political participation, low levels
of inter-party competition and abstract issues before the congress, there was less reason to
mobilize members of one’s social group for a particular party (Burnham 1965).

The observation that public opinion is driven by group identities is not new, but it has
received new attention recently, asAchen&Bartels (2016) have argued that group identities
are the best framwwork with which to understand individuals’ political choices. This is
surely a useful framework for thinking about the present, but the social groupings of the
pre-Realignment era did much less explanatory work before the New Deal.

2.5.1 Class

Itmight not bemere coincidence that that the freezing of partisan identities and the freezing
of the core cleavage defining the (non-Southern) American party system both occured in
1936. Before theNewDeal realignment, party registrationwas fluid, so large changes in the
issue orientation of the parties could be bolstered by a large pool of loosely attached voters
that could rally behind the party’s new platform. This is surely what happened during
the New Deal realignment, which led voters from across the social classes to coalesce and
solidify behind the Democrats. These voters, once captured by the Democratic party or
by the Republicans, stayed, and the issue orientation of the parties solidified. Would the
parties have been able to hold on to their newly-loyal voters if they changed their core
platforms? Perhaps so, but in the context of two nationally competitive parties with stable
bases, elites that sought to change the orientation of the party could not rely on an influx of
new party members to bolster reform against pressure from incumbent members invested
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Figure 2.7: Rates of Democratic partisan identification by class among men identifying with the
400 most common occupations, classified into the three class categories.

in the status quo. In the context of loyal partisans, a change in issue orientation may have
been too risky for parties committed to maintaining incumbents’ hold on power.

Before 1932, and particularly before 1918, the relationship between social class and par-
tisanship was remarkably weak. There was virtually no absolute difference in the parti-
sanship of people of different social classes. After at least 22 years of partisan competition
not organized along class lines, a class cleavaged emerged rapidly in the NewDeal realign-
ment. As the overall level of Democratic party identification increased rapidly, figure 2.7
shows how the absolute difference in party identification rates diverged. In 1930, the dif-
ference in partisanship between unskilled blue collar workers and white collar workers
grew to 7 points, a gap already larger than it had been earlier in the fourth party system.
Just six years later, the gap had more than tripled, with about 69% of unskilled blue-collar
workers registering with the Democrats, compared to 46% for white-collar men.

It’s clear that by 1936, unskilled blue collar workers were much more likely to identify
with the Democrats than higher-skilled (and presumably higher-paid) voters. But the rates
of Democratic party identification among white-collar workers also increased, leaving the
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relative levels of Democratic registration unchanged. The class composition of both major
parties remained nearly constant, even though there was a large aggregate move from the
Republicans to the Democrats. The same pattern holds at the level of occupations, an occu-
pations partisan composition in 1930 explains 60% of the variance in the occupation’s com-
position in 1940, with the average occupation increasing in the proportion of Democrats by
133%.

The stability of the class composition of the parties is shown in figure 2.8. Other than a
slight decrease in the proportion of skilled blue-collar occupations and a slight increase in
the proportion of white-collar workers, the class-composition of the Republican party was
quite stable. The Democratic coalition was even more stable, showing fluctuations in the
party composition over time, but no secular changes. Remarkably, the composition of the
two parties were quite similar to each other: Republicans had a marginally higher status
coalition than Democrats both before and after the realignment.

Though the New Deal period brought large changes in the platform of the two parties,
withDemocrats championing government intervention into the economy in the form of the
New Deal programs, the actual socio-economic composition of the parties did not change.
Extrapolating from two descriptive facts about the New Deal— the increasing proportion
of working-class voters identifying as Democrats and the new more left-wing platform of
the Democratic party— scholars understandably concluded that the New Deal coalition
was different in character than the Democratic coalition that preceded it. In some sense,
this is true. Millions of new voters joined the Democratic coalition, expanding its ranks
dramatically. This swell gave the Democrats vastly more political power, making the New
Deal reforms possible. But simply because the parties ranks had swelled, it does not mean
that they were drawing their members from new groups or that the character of its mem-
bership had changed. Instead, the same types of voters that had supported the party since
1918 drove its rise under Roosevelt.

This type of error is an understandable consequence of thinking about politics in terms
of groups. Democrats went from losing blue collar workers 4-to-1 towinning a comfortable
majority of blue-collarworkers. At the same time, Republicans held on tomostwhite-collar
workers, keeping a majority of those registered with the Republican party. From this type
of statement, it is tempting to conclude that Republicans were the party of the rich and
Democrats the party of the working-class, but this is simply not the case. In both parties,
the median voter was solidly blue-collar. Indeed, given the class makeup of the country,
no other configuration was possible.
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Figure 2.8: The proportion of each party from each socio economic class is shown above. The
class composition of both parties remained essentially constant over time, even as huge numbers
of voters flocked to the Democrats.
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2.5.2 Birth Cohort

The notion that different generations have distinctive politics is commonplace in politi-
cal science. Voters of different generations are socialized into politics during different po-
litical periods, and are usually thought to have unique partisan attachments that make
them different from younger or older voters, who came of age in a different political mo-
ment (Klecka 1971). This model of politics is undergirded by two stylized facts: that early
partisan socialization is important and that partisanship is mostly stable over-time. The
first idea is that events early in one’s life have more influence over political attitudes than
events that occur long after the voter has become politically active (Sears and Valentino
1997; Bartels and Jackman 2014; Ghitza and Gelman 2014). The second element is that once
socialized, the high degree of partisan stability observed in American public opinion will
preserve the effects of this early socialization for decades to come. But in the context of
low partisan stability in the early twentieth century, the effects of early socialization did
not persist later in life. In fact, partisan instability was so extreme that it created virtual
uniformity across age cohorts before the realignment.

This uniformity is clear in figure 2.9. In 1920 and 1930, voters across birth age cohorts
were about 15 to 20% Democratic. This uniformity is surprising, given that voters that
came of age before the 1894-1896 realignment would have started voting in a period where
California was more supportive of Democratic candidates than they were from 1896-1932,
when Republicans and Progressives dominated state politics. Andersen (1979) has sug-
gested that voters that came of age during a realignment, when partisan fervor is most ti-
tled toward one side, should be especially supportive of the ascendant party. But by 1920,
no distinctiveness of the 1896 realigning generation remained. It would seem that the parti-
san instability that characterized the period wiped away any gains Democrats would have
made. Conversely, socialization theory would suggest that voters born around 1876, who
would have come of age just as the 1896 realignment was taking place, would be more
supportive of Republicans. Though this group supports Republicans over Democrats by
a 4-to-1 margin, they are not unusually Republican, as socialziation theory would have us
expect.

After the New Deal realignment, age cohorts were significantly more differentiated.
There is essentially a linear relationship between age and Democratic registration, sug-
gesting that socialization theory works as predicted. The youngest voters, who came of
political age during the depression and the Roosevelt administration, were most support-
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Figure 2.9: Rates of Democratic partisan identification by the voter’s year of birth (inferred from
their age). Age is drawn from the 1920, 1930 and 1940Censuses, matched to theGreat Registers
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ive of Democrats, while the oldest voters were more likely to stay with the Republicans.
Despite the thrend of older voters being more Republican than their younger counterparts,
even themost elderly voters, whowere as old as 90 when the 1940 election took place, were
25 percentage points more Democratic than they had been ten or twenty years earlier. This
dramatic shift shows the power of the realignment in changing the attitudes of even those
voters one would expect to be most likely to stay with the Republicans.

2.5.3 National Origin

In the absence of clear individual-level partisanship data, it is often convenient to discuss
partisanship in terms of geographically concentrated groups. Because people of common
national origin tend to concentrate geographically and share cultural traditions, it is natural
to talk about ethnic groups as salient to political competition. Lubell (1952) believed that
the influx of immigrants in the early twentieth century had made a large partisan change
inevitable. Whether one believes the realignment was destiny, it does not follow that im-
mmigrants had distinctive political attachments before or after the realignment.

Compared to today, when African-Americans and hispanics are substantially more
likely to vote for Democrats than whites, the race and ethnic divisions of the time were
small. In both 1930 and 1940, the partisanship ofAfrican-Americans nearly exactlymatched
that of whites. This suggests that there was no racial cleavage for the black population,
which made up around 1.5% of the state’s voters.

Among immigrants and their children, there was at best a modest relationship between
ethnic origin before the realignment. Figure 2.10 shows the relationship by father’s na-
tional origin between parisanship in 1930 and 1940. In 1930, the standard deviation of the
two-way Democratic registration share (the horizontal variation) was 6.7%. After the re-
alignment, this variation (the vertical varation in figure 2.10) increased by a third, to 9.2%.
Though there was certainly some variation explained by immigrant group, the variation
explained is small. In 1930, 18%of Californianswith native fatherswereDemocrats. On av-
erage, 18% of Californianswith foreign-born fatherswere also Democrats. Indeed, with the
exception of a few ethnic groups, most ethnic groupswere also near the 18% average. After
the realignment, first and second-generation immigrants were 5 percantage points more
Democratic. In 2013, second-generation hispanic immigrants were 23 percengate points
more Democratic than the American public generally, while Asians were six points more
Democratic. Thus, the small nativity gap of the pre-New Deal period is anomolous both
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Figure 2.10: This figure shows the proportion of people registered with the Democratic party by
father’s place of birth. As usual, the proportion is calculated with respect to voters registered with
one of the two major parties.

by the standards of post-realignment politics and of today.

The partisanship of immigrants before the New Deal is not merely important as a de-
scription of public opinion before the New Deal, it also provides important context for un-
derstanding the mobilization account of the realignment. In the mobilization story, much
of the increase in Democratic votes during the realignment comes from the mobilization
of immigrants and their children. But if the mobilization account is to be believed, these
immigrants and their children must already have been Democrats (or disposed to become
Democrats) and simply were not voting. We cannot know the party registrations of people
thatweren’t registered to vote, but it stands to reason that those first and second-generation
immigrants that were registered to vote were politically similar to those that were not. If
this was the case, then the unregistered population was about as Democratic as those that
were registered to vote, making the mobilization account implausible.
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2.6 Conclusion

The tools of public opinion researchwere developed in an age of structured and stable party
affiliations. Individuals were loyal to their parties and social groupings had different par-
tisan attachments. But before the realignment, mass partisanship was descriptively quite
different. 10% of voters switched parties every four years, and social markers like age, race
and national origin explained far less of the individual variation in partisanship than in
later years. This meant that even in homophillic social networks, individuals would have
knownDemocrats and Republicans in roughly equal proportion to the general population.
This distinct period of political history occured just before the New Deal realignment, per-
haps themost consequential time formass politics in the twentieth century. Understanding
the period from 1910 to 1930 sheds new light on the realignment and helps contextualize
the differing accounts for how the realignment took place. In light of what we know about
the strong and remarkably uniform support of the Republican party, mass partisan conver-
sion of Republicans into Democrats seems to be the only plausible source for Democrats’
new support. There simply were not pockets of Democrats waiting to be mobilized.

That the distinctive character of politics before the realignment went undiscovered for
nearly 90 years is no surprise; the research tools to conduct this analysis simply did not
exist. The research tools simply did not exist. In the early years of the ANES, respon-
dents’ self-reported turnout was validated against county voting records. But this vali-
dation was eventually abandoned as too difficult for interviewers. Without the benefit
of contemporary optical-character recognition and data-management software, research
assistants would have to cross-reference individual voters within bound voter lists, later
finding these same voters in paper census records. It’s hard to estimate how proficient re-
search assistants could be trained for this task, but the benefits of modern technology are
clear. To study this period before surveys, computing power tied to suitable administrative
records is the best means of gathering individual data.

These records overturn many would-be laws of American public opinion. Research on
realignments conceives of partisanship as generally static, punctuated by periods of rapid
change. But before the New Deal, individual change was constant, even as macropoli-
tics were in a stable Republican-dominated equilibrium. When the earliest entries into the
canon of American political behaviorwerewritten in the 1950’s, America had enjoyed a rel-
atively stable two decades of partisan competition. Voters had stable party affiliations that
flowed in part from their membership in social groups. Had the survey-based architecture
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of American public opinion formed twenty years earlier, very different accounts of Amer-
ican political behavior would have been written. Partisan stability would be treated not as
an essential element of the American political mind, but instead as a historically contingent
phenomenon emerging out of the tumult of the 1930’s. Given the picture of partisanship
offered by the Great Registers, we now know that the cast of The American Voterwas forged
in 1936.



Chapter 3

Partisan Socialization and the
Foundations of Stable Partisanship

After 60 years of partisan stability, large numbers of voters are switching parties. From
2014-2016, 10% of voters that identified with one party moved to the other two years later.
This marks the most rapid switching of party affiliation since the New Deal realignment.
To contextualize this partisan volatility, I introduce a new dataset, the California Great Reg-
isters, voter lists documenting 57 million voter registrations from 1908 to 1968, matched to
census records covering the same period. Before the realignment, party-switching rates
were twice contemporary levels; 10% of voters switched parties every four years. Women
and young people, segments of the electorate one would predict to be especially prone
to switch, are as stable as the rest of the electorate. This suggests that partisan socializa-
tion was weak across the board, which I attribute to the weak relationship between group
membership and party identification. The partisan instability early in the twentieth cen-
tury provided promising conditions for a realignment, which came about in 1932. Because
the recent increase in switching is concentrated among the young, who would be expected
to have the weakest attachments, a broad-scale realignment is unlikely in the near future.

3.1 Introduction

Two core elements of our understanding of partisanship, stability and socialization, are
deeply entwined. The common explanation for why partisanship is stable is that young
people are socialized into a partisan identity, which they hold onto throughout their lives
(Green, Palmquist and Schickler 2004; Ghitza and Gelman 2014). The United States experi-

34
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enced rapid partisan realignments in the 1820s, 1860s, 1890s and 1930s, but no such rapid
change in the eighty years since the New Deal realignment. During these periods, voters
must have either been more weekly attached to a party or events must have been suffi-
ciently dramatic to overcome any such attachments. In the long period of partisan stability
that followed, important events like the Vietnam War, Watergate and the Great Recession
were not linked with major partisan realignments, even though the wars and economic
calamaties of the past were linked with major changes in the country’s partisanship.

That there has been no rapid partisan change in eighty years does not imply that Amer-
ica’s partisanmakeup is stagnant. Rather, the slow conversion ofDemocrats to Republicans
during the Southern realignment and the process of generational replacement have driven
gradual change in America’s partisan composition. These forces are sufficient to produce
change inAmerica’s partisanmakeup, but by their nature, could not drive the kind of rapid
shift in partisanship seen in critical realignments.

It remains a question why critical realignments have become less common. One pos-
sibility is contextual: no event has been sufficient to drive major changes in the partisan
makeup of the United States. But behavioral changes must also be considered; perhaps
Americans have become less willing to change parties in response to events. Why were
such critical realignments more common in the past than they are today and what does
that mean for the electorate’s ability to respond to major events?

In the latter half of the twentieth century, only about 5% of voters switched parties ev-
ery four years, but this long period of post-war partisan stability has recently come to an
end. From 2012 to 2017, the Voter Study Group found that 13% of partisans switched to
the opposite party. Similarly, the Pew American Trends Panel found the rate of switching
from December 2015 to March 2017 to be 10%, suggesting that the campaign and election
of Donald Trump played an important role in the uptick in partisan instability. Both panels
found that young people weremuchmore likely to switch parties than older voters, imply-
ing that those who have been most weakly socialized into belonging to a particular party
(young people) are also most likely to leave that party.

This paper proceeds from the observation that the most important tool for understand-
ing partisanship, the scientifically sampled political survey, was developed in 1936, just as
the New Deal realignment was ending (Norpoth, Sidman and Suong 2013). This accident
of history, that the period before the realignment was never probed by modern surveys,
has left open the question of whether the nature of voters’ partisan attachments before the
New Deal realignment were similar in stability and structure to after. If partisanship was
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stable in the 1920s, then the realignment came as a sudden bolt from the blue, unsticking
strong partisan attachments that voters had held for decades. If the realignment followed
a period of partisan fluidity, then there was less partisan stasis for events to overcome.

Understanding the circumstances of earlier realignments is vital in assessing the politi-
cal system’s capacity for change. If previous realignments emerged out of a stable partisan
environment then it is more likely that such a change could happen again. But if the re-
alignment instead came from a period of fluidity, then the transition from partisan stability
to rapid realignment would be harder to achieve. The current political moment, in which
partisanship is more unstable than at any moment in polling history, lends this question
urgency.

The New Deal realignment marked the largest partisan change of the twentieth cen-
tury, ending decades of Republican dominance and inaugurating a period of Democratic
ascendancy, including sixty years of continuous Democratic control of the House of Rep-
resentatives. After President Hoover was unable to stop the economic turmoil of the Great
Depression, Americans voted Franklin Roosevelt into office, giving him a 17-point higher
vote share than Al Smith, the Democratic nominee that lost in a landslide just four years
earlier. The stark consequences for Hoover and the Republicans demonstrates the power of
a democratic political system to bring about political changewhen politicians fail to deliver
positive economic results.

This paper shows that before the New Deal realignment, individual partisanship was
characterized by instability, even while overall partisanship was largely stable. 10% of
major party voters switched to the other party every four years, a rate higher than has been
observed in any ANES panel study. This instability was widespread and not concentrated
among particular age or demographic groups, suggesting that party attachments before
the realignment are not compatible with a theory of widespread partisan socialization.

The failure of the folk theory of partisan socialization to explain partisanship before the
NewDeal suggests that partisan socialization is not a fundamental feature of the American
political system. Rather, socialization emerged as a phenomenon when the country was in
considerable economic upheaval and government intervention in the economy increased
dramatically. Federal government spending tripled during the Great Depression, while at
the same time, voters’ attachments to the parties greatly increased. It’s impossible to deter-
minewhat precisely drove the change from the partisan instability of the 1910s and 1920s to
the partisan stability that followed the New Deal realignment, too much was changing all
at once to tease out the causal threads. But one can confidently declare from the evidence
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provided by the Great Registers that partisan stability is context-dependent.

Lipset & Rokkan (1967) note the party cleavages of several countries, including the
United States, froze around political competition between the political interests of the own-
ers of capital and those of labor. This realignment finished in the United States in 1936.
That the freezing of partisan identities and the freezing of the core cleavage defining the
(non-Southern) American party system both occured in 1936 leaves open the possibility of
a causal link. The coincidence of these two political phenomena suggests that the longevity
of America’s fifth party system may not be attributable only to the issue orientation of the
two parties, but also to the strength of the partisan attachments of their voters.

I’ll begin by introducing the California Great Registers in more detail and describing
the cross-sectional partisan composition of the electorate from 1908 to 1930. The rest of
the paper will focus on party switching. First, I’ll demonstrate that party-switching rates
from 1908 to 1928 were considerably higher than in the latter half of the twentieth century,
which is an indication that partisan socialization may be weaker in the period. I go on to
examine whether newer voters, who should be more weakly socialized into a party, mak-
ing comparisons with post-war and contemporary switching rates to show how partisan
socialization has strengthened over time. Finally, I’ll discuss the implications of today’s
pattern of party-switching for the prospects of a future realignment.

3.2 Data & Methodology

Lamenting the lack of data suitable for studying long-termpartisan change, V.O. Key (1959)
wrote, ”The ideal data for this purpose would consist of political life histories, extending
over several generations, of random samples of population categories. Until such data
miraculously become available, the only alterative is to search out electoral areas in which
specific kinds of people are concentrated and to analyze the voting behavior through time
of the people of such areas.”

Ironically, such representative panel data already existed when Key wrote his 1959 ar-
ticle. Spread over 735 thousand pages in over 600 volumes, the California Great Registers,
the collected voter lists of every California county, chronicle the partisanship of every Cal-
ifornia voter from 1900 to 1944, and in some counties, even later. The Registers include the
name, address, party registration and, in most cases, occupation, of every Californian reg-
istered to vote during the period. California had closed primaries starting in 1910, which
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incentivized voters to register with a major party, since unaffilated and minor party mem-
bers could not vote on the major parties’ nominees. From 1910-1932, voters re-registered
each election year, requiring that voters file a new registration before each general election
to vote.

The Great Registers were typeset by the counties, printed, bound, and deposited in
the California State Libary in Sacramento. They have proved valuable to genealogical re-
searchers because they provided an expansive (though not exhaustive) listing of Californi-
ans’ name, address and occupation. Genealogists use the Registers to track the movements
of their family members and to provide a connection to the past. Archival records have
increasingly become digitized, making genealogical research more accessible and more ef-
ficient. Ancestry.com, a commercial platform for genealogical research, digitized and per-
formed optical character recognition (OCR) on the registers, parsing the digitized text into
name, gender, address, party and occupation fields. For Ancestry customers, this pars-
ing allows individual names and addresses to be searched and located in the Registers.
For research purposes, they provided a large tabular dataset that can be analyzed at scale,
without needing to refer to the original printed page.

Some counties, especially rural counties, archived many years worth of voter registers
into a single book. When this data was scanned by Ancestry.com, data on the specific
year to which a particular voter registration refers was lost. In Kern County, for example,
the Great Registers for 1900-1910 were all bound together, making it impossible to assign
specific voter registrations to specific years. Because all of the analysis in this paper involve
following a measurement across time, Great Register volumes that cover more than one
presidential election are dropped from the analysis. This means that the Kern records for
1900-1910 and 1924-1932 are dropped, but the 1920-1922 book is included in the analysis,
with all of the registrations assigned to the presidential year, 1920. Since this archiving issue
only affects smaller counties, such records comprise a small part of the overall dataset.

One important distinction to make in discussing partisan stability is the difference be-
tween macro-stability and micro-stability. Macro-partisan stability is easily observable
from cross-sectional data. If one looks at candidate vote totals or party registration shares
year-by-year, one can infer how partisanship in the overall electorate is changing. From
1920 to 1930, for instance, overall support for Republicans increased in California. While
it’s likely the case that the Republican party’s ranks grew from 1920 to 1930, one can’t read-
ily infer from cross-sectional datawhether these gainswere characterized by large numbers
of people moving between the parties (with most of one party’s losses offset by new regis-
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trants from the other), or instead by high levels of stability, with just a fewmembers switch-
ing parties. Panel data, on the other hand, would tell us what the overall rate of instability
would be by comparing individuals’ party affiliations in 1920 to their party affiliation in
1930.

Voters’ registration records can be matched to their own records in successive years,
creating a panel dataset for the tracking of partisan change over time. For instance, each
appearance of Ronald Reagan at 1669 San Onofre Dr. would be linked, so that his partisan-
ship can be followed from election to election. In this way, a measure of the quadrennial
change in a voter’s party registration can be constructed for all voters for all the years cov-
ered by the dataset. For the purposes of constructing panel data for this paper, first names,
surnames and street names were matched to the most similar string known to be correct
with an edit distance less than four. So, for instance, ”fiflh” street would be corrected to
”fifth” street. After this correction was applied, I matched records from one year to the
other on full name and address. This matching method is very conservative, matching
about 7% of records to a record four years later. This conservative procedure keeps the rate
of false-positive matches to a minimum, minimizing any inflation of the party-switching
rate due to erroneously matching one person to another.

Recent advances in computation have made probabilistic record linkage easier, but sig-
nificant challenges remain in linking data of this size. McVeigh, Murray & Spahn (2018)
develop a bayesian probabilistic record linkage algorithm for linking the 1932 and 1936
Alameda County registers, which is itself the largest dataset to be linked using bayesian
techniques. Each of these registers contain about 250,000 records, orders of magnitude
fewer records than are present in the full dataset. Even at this smaller scale, computation
is extremely difficult, talking about 2 days to complete. Computationally cheaper non-
bayesian procedures are available for record linkage, but McVeigh et al show that these
perform poorly on the Great Registers, because the frequent transcription errors make sep-
arating the matching and non-matching cases difficult. Luckily, McVeigh et al’s preferred
record linkage algorithm, which they refer to as ”strict,” recovers the same match rate as
the exact-matching algorithmdescribed above. Though the Bayesian algorithm finds about
50% more matches, these additional matches don’t change the point estimate of the party-
switching rate. Further, the algorithm uncovers very little uncertainty in the linkages,
about a third themagnitude of the frequentist sampling variability for the samedata. Given
these results, the exact matching procedure can be reasonably substituted for a probabilis-
tic record linkage algorithm without significant concerns about the validity of the results
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relative to other matching procedures.

A shortcoming of the registry data is that it lacks the kinds of demographic information
that would be available on a survey. Luckily, individually-identified U.S. census data is
released 72 years after the decennial censuswas conducted,meaning that the 1920, 1930 and
1940 censuses are available at the individually-identified level. I matched these censuses to
the Great Registers, allowing the full set of census covariates to be analyzed together with
individual-level party registration data. Together, this amounts to a 57-million record panel
dataset attached to a population-level census providing detailed demographic, economic
and housing data for millions of Californians, spanning the period 1908 to 1944.

Though this paper compares trends in California with trends in the broader United
States, one set of states that California should not be compared to is the South. South-
ern states did not realign toward the Republicans in 1894, instead remaining consistently
supportive of the Southern Democratic party, in contrast to Republican dominance in Cal-
ifornia. Southern voters also had lower rates of turnout. The voter turnout rate was only
about a quarter in the Southern states, compared to just under half for the rest of the coun-
try (Burnham 1965). The implications of using California to investigate early 20th century
political behavior more broadly are discussed in the first chapter.

The scope of this paper is broad: it tries to describe 20 years of American politics as ex-
perienced by millions of registered voters in California and compare it to canonical results
in politial behavior after the realignment. Economy requires that only a limited number of
results be offered, and that these results be interpreted in only a limited number of ways,
with an aim to advance the argument of this paper: that partisanship before the realign-
ment was considerably more fluid than partisanship post-realignment. These same results
could be understood in other ways, contributing to other arguments.

One obvious area of study is the realignment itself. Indeed, studying politics before and
after the realignment, while ignoring the realignment itself, may seem odd. For the sake of
narrative economy, the dynamics of the realignment will be set aside for a fuller treatment
in other work (Spahn 2018).

For themost part, resultswill consist of simple proportions, usually of the party-switching
rate, either among partisans or all voters, for various subgroups by year. As with any mea-
surement, these proportions are subject to uncertainty, but sampling variability plays a
small role here. For one, the Registers are official records: they represent a complete listing
of the eligible voters for each election. Some records are lost to transcription errors and bad
scans, but this is aminority of cases and happens randomly, a result of an imperfect techno-
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logical process rather than through some mechanism associated with voter behavior. The
records that are left are large in number, so much so that even deep cuts of the data usually
have enough elements that sampling variablility is small relative to the comparisons being
made.

3.3 Two-Party Consolidation

Though Republicans were the dominant party in California before NewDeal, the influence
of the Progressive party is unmistakable. Hiram Johnson was elected governor of Califor-
nia as a Republican in 1910, but went on to co-found the Progressive party with Theodore
Roosevelt in 1912, serving as its Vice-Presidential nominee in that year. When Johnson ran
for re-election as governor in 1914, the Progressive party made huge gains in voter reg-
istration, taking about a quarter of Republican registrants and making them, for a time,
Progressives.

Figure 3.1 shows that this swell of Progressive affiliation did not last, however. The
Progressives did not field a candidate in the 1918 gubernatorial election, and over time, the
party lost nearly all of its registrants. Though the Socialist and Prohibition parties never
received the ground-swell of support that the Progressives received in 1912 and 1914, they
too saw their numbers decline to a negligible level by 1920. By 1922, the rate of voters
declining to affiliate with a major party also declined, leading to an increasing proportion
of voters registering with the two parties. By 1930, the last year before the New Deal re-
alignment took place in California, 93% of voters were registeredwith one of the twomajor
parties, a rate that declined further in the coming years.

The high proportion of voters that registered with the two parties is helpful for measur-
ing partisan sentiments. On the 2013California voter file, only 72%ofCalifornias registered
with one of the two major parties. Many of the remaining voters themselves held strong
partisan preferences toward one party or the other, but this preference is unknowable from
voter file data alone. Luckily, many more voters on the Great Registers are affiliated with
a party. Except for 1914, when the shift in party registrations to the Progressives led 30%
of California voters to be affiliated with the Progressive party, the two major parties’ share
of registrations never dipped below 75%. By 1928, the last presidential election before the
realignment, just 10% of the electorate wasn’t registered with one of the two parties.
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Figure 3.1: Rates of party registration for themost common parties, 1908-1930. The Socialist and
Prohibition partymembers have been aggregated together with independents into the category,
”Other” category. The vast majority of such registrants were listed as independents.
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3.4 Party Switching

That partisanship is stable and central to a voter’s political attitudes has been fundamental
to the study of American political behavior since the publication of the The American Voter

in 1960. The simple descriptive fact that voters tend to form a party identity early in their
lives and retain it for many years has been measured repeatedly and confirmed to be a
consistent feature of American public opinion since the 1950s (Green and Palmquist 1994;
Clarke and McCutcheon 2009).

Though the Literary Digest Straw Polls suggest that presidential vote choice was more
fluid before theNewDeal realignment, no direct evidence on partisanship is available from
survey data before 1936 (Erikson and Tedin 1981). This makes the Great Registers the only
viable way to test whether partisanship was stable during the fourth party system, as it is
now in the fifth. On this point, the Registers are clear. It was not.

One straightforward piece of evidence that party attachments were weak before the
realignment is the rapid rise and fall of the Progressives during Hiram Johnson’s campaign
for governor in 1914. The Progressive share of registration rose to almost 30% in 1914, only
to crater two years later. For these voters, the particular appeal of Johnson was enough to
overcome any attachments they had to the Republican party. They moved in spite of the
fact that none of the other major offices featured close primaries and Johnson himself ran
unopposed in the primary. That is, they didn’t move for instrumental reasons. Rather, they
wished to express support for the party by registering as Progressive. This interpretation
of party registrations as an expressive act is corroborated by contemporaneous newspaper
accounts, which interpreted party registration rates as an indicator of the level of support
for each party in the state. After Johnson failed to foster a progressive wave down-ballot,
these newProgressives left the party nearly as quickly as they joined, withmost Progressive
registrants leaving the party by 1916.

Figure 3.2 shows the quadrennial party-switching rate from 1908 to 1928. About 10%
of partisans switched from one party to the other in consecutive Presidential elections in
each of these five cycles. While one or two cycles of higher party-switching rates could
be a fluke, the Great Registers reveal that in California during this period, party-switching
rates were consistently about twice the post-war average. This is true even though the
population being studied in this subset of California registrants, people who registered
to vote in consecutive Presidential elections and who did not change address, were more
politically stable than the population as a whole.
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Figure 3.2: Rates of party switching between successive presidential elections among voters reg-
istered with the two major parties in both elections. The year on the x-axis refers to the earlier
year in the panel. So that the left-most points refer to the percentage of each group switching
to the other from 1908 to 1912. The figure was generated by matching records appearing in
successive presidential years that share an address, surname, and first name. This stringent re-
quirement for matching excludes movers and records with transcription errors, but keeps false
matches, which inflate the rate of party-switching, to a minimum. Frequentist 95% confidence
intervals are plotted as vertical lines.
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Matching over a longer period of time and relaxing the restriction that voters must
maintain the same address shows that the rate of party switching is by some measures
higher than the 10% rate shown in figure 3.2. I began by exact-matching the 1920 and 1930
censuses to the Great Registers from the corresponding year on name and address. Be-
cause the 1920 and 1930 censuses contain stable covariates that aren’t included on the Great
Registers, one can confidently match between subsequent censuses without requiring that
matching cases share an address. I matched the 1920 and 1930 censuses on full name, age,
county, city, the respondent’s birthplace and the birthplace of their parents. 16% of major-
party registrants switched to the other party ten years later. That the ten-year switching
rate is higher than the four-year switching rate shows that most voters change parties and
then remain with their new party, rather than quickly switching back. This pattern is con-
sistent with voters switching parties for substantive reasons, rather than simply choosing
a party at random, only to randomly switch back later on.

The party-switching rate before 1930 is considerably higher than at any time in the latter
half of the twentieth century. On the 1965-1973 Youth-Parent Socialization Panel Study
(Jennings and Niemi 1981), a group of parents were interviewed about politics in 1965 and
again in 1973; the proportion of parents that identified as partisans in both panel waves
who switched from one party to the other was 6%. Similarly, in both the 1972-1976 and
1992-1996 ANES panel studies, respondents that identified as a Democrat or Republican in
both waves of the panels switched from one major party to the other about 5% of the time.
The correspondence between the post-1936 Great Registers and survey data is considered
in the ”Proposition 14” section of the previous paper.

One question to consider is how independents are treated in the analysis. The number
of independents among California voters varied substantially, from less than 5% in 1910
to over 20% of registered voters in 1916, yet despite this substantial variation in the role of
independents in the electorate, there was very little variation in the party switching rate. If
people that sometimes register as independents or with a third party have especially weak
partisan attachments, then one would expect a negative correlation between the number
of independents and the party-switching rate. But in fact the switching rate is quite stable.
To make a direct comparison, in both the 1916 Great Regiseters and the 1972 ANES, about
20% of voters didn’t identify as members of either party, but from 1916 to 1920, the party-
switching rate was 10%, while from 1972 to 1976, the party-switching rate was half that.
Thus the unusually high rate of switching before the realignment can’t be attributed to the
number of independents at the time.



46 Partisan Socialization and the Foundations of Stable Partisanship

In some sense these survey measures are incompatible: partisanship from the Great
Registers is a measure of party registration, while partisanship from these panel surveys
comes from the classic party identification survey question. These twomeasures are not as
different as they might appear. California’s voter registration affadavit invited registrants
to ”affiliate” with a party, calling to mind party membership. This is not unlike the ANES
party identification question, which asks respondents whether they think of themselves as
Democrats, Republicans or something else. Further, because voters had to register anew
for each election, they are expressing their partisan preference without reference to their
previous partisanship, just as a respondent does on a panel survey. Finally, county-level
presidential vote correlates closely with county-level partisanship, as one would expect
from a genuine measure of partisan preference.1

It might seem that contemporary party registration, rather than party identification
might be the better analogue for party affiliation on the Great Registers, but California’s
registration laws early in the century are too different than the current laws of any state.
No state requires voters who vote and remain at their address to re-register, making any
appearance of continuity in party registration an artifact of the registration process. People
that move often have to re-register, but moving is often related to other major life changes,
which further confounds the comparison.

One final concern is that voters were registering strategically, rather than expressively.
Before 1930, Democratic candidates were mostly not competitive in California. Since Cali-
fornia had closed primaries, the only way to influence the selection of the Republican can-
didate, who usually went on to win office, was to register with the Republicans. Thus,
voters might strategically choose to register with the Republican party, even though their
loyalties lay with the Democrats. Primary turnout varied from year-to-year, but it typically
stood at about a third of general election turnout, indicating that only a minority of voters
were interested enough in politics to cast a ballot in the primaries. The further level of po-
litical interest required for Democratic voters to register strategically with the Republicans,
in anticipation of voicing primary support for a candidate they would go on to vote against
in the general election, was probably rare.

It would obviously be preferable to have the same question asked before and after the
realignment, but since it is impossible to re-survey voters in the pre or post realignment era,
we must make the best inferences possible using available data from the Great Registers.

1The relationship between county-level Presidential vote share and county-level registration share is dis-
cussed further in the ”Is party registration a substitute for party affilation?” section of the previous paper.
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3.5 Unstable Partisanship and Implications for Socialization

The preceding section showeds that rates of party switching were considerably higher be-
fore the New Deal realignment. This fact requires a re-evaluation of the folk theory of par-
tisan socialization. The most widely-accepted account of partisan stability is that young
people are socialized into having a particular party affiliation by their parents and social
environment early in life, and that these attachments persist and strengthen into adulthood.
It follows that certain groups who have experienced less partisan socialization should be
less stable in their partisanship. Though Green et al (2004) note that heterogeneities in par-
tisan stability haven’t been observed in the literature, this can be attributable to the few
party-switching cases available in twentieth-century post-war panels. With the Great Reg-
isters matched to census data from the same period, sample size become less of a concern
and heterogeneities in stability should be easier to observe.

A core element of partisan socialization is habituation: the theory predicts that those
that have supported a party for longer would be more strongly socialized into supporting
that party. Thus, the more time a person has been actively supporting one party or the
other, say by voting for the party’s candidates or registering as a member of the party, the
stronger the individual’s attachment should be. The most straightforward way that voters
might expect to vary in the strength of their habituation is in the length of their voting
history; more experienced voters should be more habituated to supporting a particular
party, and thus be more stable in their party registration.

California enfranchised women in 1911, allowing women to vote for the first time in
1912. The entry of women into the electorate is not merely remembered as a victory for
the Suffragists, it’s also seen as a contributor to the New Deal realignment (Corder and
Wolbrecht 2016; Andersen 1979). To explain the massive increase in the political success
of Democrats during the New Deal realignment, Andersen suggests that new entrants to
the electorate, especiallywomen and immigrants, became politically active during a period
very favorable to Democrats, and as such, were more likely to be socialized by their social
environment to favor the Democratic party. Implicit in this theory is the idea that women,
who as a group were newer to voting than men, were more effected by the dynamics of
the current political environment. This provides us with a clear prediction to test: women,
whowere newer to voting thanmen, should change their party registrationmore often. The
difference should be especially pronounced in 1912, when California womenwere allowed
to vote for the first time, while men had the opportunity to vote their whole adult lives.
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Figure 3.3: Rates of party switching by gender and party. Pre-realignment, men and women had
nearly identical partisan registration rates, both genders registered with the Democrats about
20% of the time.
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Figure 3.3 shows the party switching rates for men and women. They are virtually
identical. All of men’s accrued experience registering and voting for a party did not in-
crease their partisan stability relative to women. Though women surely read about and
discussed politics before they won the right to vote, they weren’t allowed to express their
preferences at the ballot box.

The extraordinary closeness of the party-switching rates of men andwomen brings into
question the role of early socialization in forming stable partisan attachments. It’s likely
that parents would invest less time teaching their daughters about politics than their sons,
as would teachers and political institutions, as they wouldn’t expect those girls to grow up
to vote (or might be less likely to do so than young boys).

Andersen’s (1979)mobilization account of theNewDeal realignment rests in part on the
expectation that men, who have more experience voting, would be immunized against the
partisan tides of the 1930s, while women and immigrants, groups newer to voting, would
not be. But the experience of women in California from 1912 to 1928 suggests that women
were no more immunized to partisan tides than men. Both men and women switched
parties frequently, bearing none of the partisan stability that the folk theory would predict.

Another way in which partisan habituation varies is in age. Younger voters are nec-
essarily less experienced than their older counterparts, and thus have had less time to be-
came habituated to voting for one party or the other. Thus, I can compare the differences in
party-switching between age groups during different periods to understand how partisan
socialization varies across time.

I’ll consider three periods: the pre-realignment period, which has been treated at length
in this paper, the post-war period of partisan stability and the recent period of increased
party switching. For the pre-realignment period, the only available panel data comes from
the Great Registers matched to the 1920 and 1930 censuses (the censuses provides a source
for age, which is unavailable on the Great Registers). 16% of voters had a different party
in 1920 than in 1930. For the post-war period, I use two ANES panel studies, the 1972-1976
panel and the 1992-1996 panel. Both showed overall switching rates of about 5%. For the
current period, I use data from Wave 1 (March 2014) and Wave 23 (December 2016) of the
Pew American Trends Panel. On a weighted basis, 10% of panelists switched parties in
that period. Note that while the Great Registers only included registered voters, the others
survey the U.S. adult population (in the case of the ANES, the adult citizen population).

The data for 1992-1996 in figure 3.4 summarizes what political scientists have seen for
most of the last 70 years in american political behavior: stable partisanship across all age
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groups.2 Why exactly there’s no variation is hard to say. If there was variation to be found,
it might simply be hidden by the sample size of the ANES. In the early age groups, where
we would expect to find the most switching, the linear fit of party switching has a 95%
uncertainty interval of �� percentage points, which meant it would be unable to detect
a doubling of party switching among the youngest respondents. But the party switching
rate from 1992-1996 is clearly much lower than in either of the two high-switching periods:
pre-realignment and the present day.

In the pre-realignment period, party-switching was common across all age groups.
Though there is a slight negative slope to the line of best-fit (ԟ � ����), the overwhelming
impression is that age has a very weak relationship with party-switching. Age explains
less than .2% of the variation in party-switching, implying that marginal increases in the
length of time voters are habituated to voting for a party does little to increase their partisan
stability. Twenty year-olds only switch parties about a third more often than sixty year-old
voters, despite having spent many more years becoming habituated to their partisan reg-
istration.

This change has implications for the theory of realignments. Campbell et al (1960) posit
that those that come of age during a realignment should hold stronger partisan attach-
ments. But from the graph, no such pattern is evident. People that were around age 45 in
1920 came of political age during the 1894-1896 realignment, but they don’t seem to differ
in any systematic way from older or younger cohorts in their partisan stability. This result,
combined with the weak systematic effects of habituation, suggest that partisan socializa-
tion in the early twentieth century was not operating in the same way socialization theory
would predict.

A particularly interesting hybrid case is themost recent period, 2014-2016, which shows
the power of partisan socialization at work. Voters 50 and over switch at similar rates to
voters in the latter half of the twentith-century, with about 5% of voters switching in these
two years. But before and immediately after the election of Donald Trump, younger people
switched at much higher rates than older voters, suggesting that those that have spent
less time identifying with a party found it easier to leave it. Though education and race
received the most attention as axes across which voters defected from their parties in their
presidential vote choice, it was age that was most predictive of a switch in party.

This recent change in partisan attachments has important implications for the future of

2Similar data for 1972-1976 is omitted for clarity, but it looks very similar to the data and fit for 1992-1906.
In both cases, the line is close to flat, with an average switching rate of about 5%.
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Figure 3.4: Rates of party switching by age for three different sets of panel data. The 2014-2016
rates are weighted according to the ATP panel weights. Each solid line shows a bivariate linear
regression fit to the data, with a 95% confidence interval shown in grey. The circumscribed area
of the symbols is proportional to the number of people represented by each point.

American politics. In the next few decades, a much higher proportion of the electorate will
have switched parties in their lifetime, meaning that many more voters will have a short
history of partisan attachment. If these higher rates of party-switching for young people
persist, younger voters may become better targets for partisan persuasion efforts, relative
to otherwise similar older voters. But most importantly, it suggests the power of partisan
socialization in curtailing political change.

Responding to the same set of political circumstances, demographically similar voters
of different ages had different responses. Younger voters, newer to suppporting one party
or the other, switched, making the Democratic party more highly educated and racially
liberal, while moving the Republicans in the other direction. Though older voters may
have switched parties at slightly higher rates than in the past, the difference among young
people is remarkable, and, in the post-war period, unprecedented.



52 Partisan Socialization and the Foundations of Stable Partisanship

3.6 Generational Distinctiveness

The relative responsiveness of young people to political tides has produced a characteris-
tic feature in American public opinion: generational distinctiveness. Different generations,
which came of age during different political climates, tend to have distinctive partisan com-
positions. Those that came of age during the NewDeal, a timewhen Democrats were over-
whelmingly popular, tend to be more supportive of Democrats. Younger Americans who
came of age during the Reagan years, a time of Republican ascendancy, tend to be more
supportive of Republicans.

Generational distinctiveness relies on two features of American political behavior: the
sensitivity of young people to the political environment and the stability of partisanship
after an initial partisan identity is formed. Though differences in partisan stability by age
have not been directly observed until recently, that people’s long-term partisan preferences
aremost sensitive to the political environment in the years of their teens and early-twenties
implies that this must be a period of greater fluidity (Ghitza and Gelman 2014). After this
generational distinctiveness is forged in young adulthood, it is preserved by the stability
of partisanship later in life.

The phenomenon of generational distinctiveness tells us that for the most part, par-
tisan change proceeds through the replacement of one generation with another. As the
silent generation declines in their share of the electorate, millennials replace them. Since
millennials are 27 percentage points more supportive of Democrats than the silent gener-
ation, strict replacement, without any partisan change in either group, represents a large
advantage to the Democrats (?).

Generational replacement has replaced realignment as the driver of partisan change in
America. Despite the partisan instability of today’s electorate, broad-scale partisan change,
of the kind seen during the NewDeal realignment, is unlikely to occur because the present
instability is concentrated among the youngest voters. Older voters, who have had longer
to be socialized into a particular political party, hold on to their partisanship at similar
rates to the period after the New Deal. In contrast, the instability at the beginning of the
twentieth-century was broad-based, consistent with an electorate that has not been social-
ized into supporting one party or the other. In some sense, this means that the whole
electorate was more open to change, whereas now, this openness is concentrated among
the young. In the absense of partisan socialization, dramatic events like the Great Depres-
sion and the NewDeal are able to reshape the whole electorate. But in today’s era of strong
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Figure 3.5: Rates of Democratic partisan identification by age. For the twentieth-century data,
age is drawn from the 1920 and 1930 censuses, matched to the Great Registers of the same year
with exact matching on name and street. The 2014 data comes fromwave 1 of the Pew American
trends panel. The lines represent loess fits to the aggregated data.

partisanship, these events primarily affect the youngest voters.

Figure 3.5 shows that before the realignment, there was virtually no variation in the
partisanship of different age groups in California. In both 1920 and 1930, voters of all ages
registered with one of the major parties registered with the Democrats about 20% of the
time. Following the realignment, party switching rates dropped overall and there ceased
to be any meaningful variation in party switching by age group. Relative to today, when
generational differences in partisanship are a prominent feature of American public opin-
ion, no such differences were present in pre-realignment California (Bartels and Jackman
2014).

3.7 Conclusion

The tools of public opinion research were developed in an age of structured and stable
party affiliations. But before the realignment, mass partisanship was descriptively quite
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different. 10% of voters switched parties every four years, a rate of party-switching that
was higher than post-realignment levels across demograpic groups. This distinct period
of political history occured just before the New Deal realignment, perhaps the most con-
sequential time for mass politics in the twentieth century. Understanding the period from
1908 to 1928 sheds new light on the realignment and helps contextualize the differing ac-
counts of how the realignment took place. In light of what we know about the high rates of
partisan fluidity in the pre-realignment period, mass partisan conversion of Republicans
into Democrats seems like a more plausible reasoanble account of how the realignment
took place.

Social identities may provide a clue as to why partisanship became more stable after
the realignment. In the 1910s and 1920s, major demographic categories related to class,
national origin, age and gender had no partisan valence: every demographic group was
similarly majority-Republican (Spahn 2018). In modern times, partisan differences exist
along all of these dimensions, strengthening individuals’ ties to their party and insulat-
ing them from cross-cutting pressures (Mason 2016). Partisan class differences emerged
sharply during the realignment, aligning identity, policy interests and party attachments.
It is impossible to causally tie the emergence of class cleavages with the emergence of parti-
san stability, but the fact that the two emerged in tandem is highly suggestive of the mech-
anism in play. The observation that public opinion is driven by group identities is not new,
but it has received new attention recently, as Achen&Bartels (2016) have argued that group
identities are the best framwwork with which to understand individuals’ political choices.
This is surely a useful framework for thinking about the present, but the social groupings
of the pre-Realignment era did much less explanatory work before the New Deal.

The pervasiveness of party-switching before the realignment might also explain the
longevity of the post-New Deal party system. If the New Deal realignment was facilitated
by weak and fluid partisan attachments in the period that preceded it, any realignment
occuring later would not benefit from these same fluid attachments. There are some in-
dications, however, that partisan fluidity is increasing. Recent panel data from the Pew
Research Center (2017) has shown an uptick in party-switching rates, with 10% of parti-
sans changing parties from 2015-2016. This rate of party-switching is higher than has been
observed in any period of stable partisanship since the advent of modern polling, but it
has been occuring for a relatively short period. The pre-realignment fludity persisted for
at least twenty years.

That the distinctive character of politics before the realignment went undiscovered for
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nearly 90 years is no surprise; the research tools to conduct this analysis simply did not
exist. To understand how difficult it is for humans unaided by computers to work with
voter list data, it helps to draw an analogue with turnout validation. In the early years of
the ANES, respondents’ self-reported turnoutwas validated against county voting records,
but this validation was eventually abandoned as it was too difficult for interviewers. To
produce a panel analysis of theGreat Registerswithout the benefit of contemporary optical-
character recognition and data-management software, research assistants would have to
cross-reference individual voters within bound voter lists, later finding these same voters
in paper census records. It’s hard to estimate how proficient research assistants could be
trained for this task, but the benefits of modern technology are clear. To study this period
before surveys, computing power tied to suitable administrative records is the only viable
means of gathering individual data.

These records overturn many would-be laws of American public opinion. Research on
realignments conceives of partisanship as generally static, punctuated by periods of rapid
change. But before the New Deal, individual change was constant, even as macropoli-
tics were in a stable Republican-dominated equilibrium. When the earliest entries into the
canon of American political behavior were written in the 1950s, America had enjoyed a rel-
atively stable two decades of partisan competition. Voters had stable party affiliations that
flowed in part from their membership in social groups. Had the survey-based architecture
of American public opinion formed twenty years earlier, very different accounts of Amer-
ican political behavior would have been written. Partisan stability would be treated not as
an essential element of the American political mind, but instead as a historically contingent
phenomenon emerging out of the tumult of the 1930s. Given the picture of partisanship
offered by the Great Registers, we now know that the cast of The American Voterwas forged
in 1936.



Chapter 4

Scaling Bayesian Probabilistic
Record Linkage with Post-Hoc
Blocking: An Application to the
California Great Registers

1

Probabilistic record linkage (PRL) is the process of determining which records in two
databases correspond to the same underlying entity in the absence of a unique identifier.
Bayesian solutions to this problem provide a powerful mechanism for propagating uncer-
tainty due to uncertain links between records (via the posterior distribution). However,
computational considerations severely limit the practical applicability of existing Bayesian
approaches. We propose a new computational approach, providing both a fast algorithm
for deriving point estimates of the linkage structure that properly account for one-to-one
matching and a restricted MCMC algorithm that samples from an approximate posterior
distribution. Our advances make it possible to perform Bayesian PRL for larger problems,
and to assess the sensitivity of results to varying prior specifications. We demonstrate the
methods on a subset of an OCR’d dataset, the California Great Registers, a collection of 57
million voter registrations from 1900 to 1968 that comprise the only panel data set of party
registration collected before the advent of scientific surveys.

1This paper was written jointly with Brendan McVeigh (Ph.D. Candidate, Department of Statistics Data
Science, Carnegie Mellon University) and JaredMurray (Assistant Professor of Statistics, Department of Infor-
mation, Risk, and Operations Management at the University of Texas’ McCombs School of Business).
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4.1 Introduction

Probabilistic record linkage (PRL) is the task of merging two or more databases that have
entities in common but no unique identifier. In this setting linking records typically must
be done based on incomplete information – attributes of the records may be incorrectly or
inconsistently recorded, or may be missing altogether. Early development of PRL meth-
ods was motivated by applications in merging vital records and linking files from surveys
and censuses to provide estimates of population totals (Newcombe et al. 1959; Fellegi and
Sunter 1969; Jaro 1989; Copas and Hilton 1990; Winkler and Thibaudeau 1991). Recent
applications of PRL cover a wide range of problems, from linking health care data across
providers (Dusetzina et al. 2014; Sauleau, Paumier and Buemi 2005; Hof, Ravelli and Zwin-
derman 2017) and following students across schools (Mackay et al. 2015; Alicandro et al.
2017) to estimating casualty counts in civil wars (Betancourt et al. 2016; Sadinle 2017). In
all these applications record linkage is uncertain (probabilistic) and this uncertainty should
be propagated through to subsequent statistical analyses.

Bayesian approaches to PRL provide an appealing framework for uncertainty quan-
tification and propagation via posterior sampling of the unknown links between records.
Bayesian methods have been deployed in a similar range of applied problems: Capture-
recapture or multiple systems estimation, where the quantity of interest is a total popula-
tion size (Liseo and Tancredi 2011; Tancredi, Liseo et al. 2011; Steorts, Hall and Fienberg
2016; Sadinle et al. 2014; Sadinle 2017), linking healthcare databases to estimate costs (Gut-
man, Afendulis and Zaslavsky 2013), and merging educational databases to study student
outcomes (Dalzell and Reiter 2016).

One drawback of Bayesian approaches to PRL is their computational burden – in the
best of circumstances Bayesian inference can be computationally demanding, and mak-
ing inference over a large combinatorial structure (the unobserved links between records)
is particularly difficult. Computational considerations have largely limited Bayesian in-
ference for PRL to small problems, or large problems that can be made small using clean
quasi-identifiers through pre-processing steps known as indexing or blocking. For exam-
ple, we may only consider sets of records as potential matches if they agree on one or more
quasi-identifiers, such as a geographic area or a partial name match.

However, these pre-processing steps can lead to increased false non-match rates if the
quasi-identifiers are subject to error. Manydatasets lack the requisite clean quasi-identifying
variables to make aggressive indexing or blocking feasible. Our application in this paper
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is one such example: Using Bayesian PRL we link extracts of the California Great Reg-
isters (historical voter registration rolls from the early 20th century). Like many histori-
cal datasets, the Great Registers contain few attributes available to perform linkage, all of
which are subject to nontrivial amounts of error.

In this paper we introduce an approach to approximate Bayesian inference for PRL that
is model agnostic and can provide samples from posterior distributions over record links
between databases of hundreds of thousands of records in a practical time frame of sev-
eral days, even in settings where traditional indexing or blocking is difficult to implement.
We realize these gains using a data-driven approach we call “post-hoc blocking” to limit
attention to distinct sets of record pairs where there is significant ambiguity about true
match status. Unlike methods for calibrating traditional indexing or blocking schemes,
post-hoc blocking requires no known sets of “true” links and non-links to implement (al-
though our approach can utilize this data if available). Our approach builds on previous
work by McVeigh and Murray (2017).

The paper proceeds as follows: Section 4.2 collects background material and reviews
model-based approaches to record linkage. Section 4.3 introduces post-hoc blocking and
describes the approach in generality. Section 4.4 introduces a new estimation technique
for generating point estimates of links and efficiently obtaining inputs used in post-hoc
blocking. Section 4.4.3 examines the performance of our methods on a real small-scale
data. Section 4.5 applies our methods to an extract from the Great Registers, comparing it
to a recent proposal in the political science literature (Enamorado, Fifield and Imai 2018).
Section 4.6 concludes with some discussion and directions for future work.

4.2 Approaches toModel-Based Probabilistic Record Linkage

Early approaches to probabilistic record linkage (such as the seminal work of Fellegi and
Sunter (1969), described below) take what might be called a model-based clustering ap-
proach to record linkage were they developed today. This remains a popular approach.
While the models and modes of inference have changed, the basic idea is the same: Each
record pair corresponds to either a true match or a true non-match, and the goal in PRL is
to use observed data to infer the latent match status for each pair of records under consid-
eration. In this paper we consider matching two files which have no duplicates, a special
but important use case of probabilistic record linkage. In this case a record from one file
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ID Surname Age County
aȯ Williams 33 Alameda
aɞ Smith 24 Alameda
aɘ Jones 47 Santa Cruz

(a) Data A

ID Surname Age County
bȯ Jonnes 45 Santa Cruz
bɞ Sauter 22 Napa
bɘ Wiliams 35 Alameda

(b) Data B

Record Pair Surname Age County	aȯ bȯ
 7 12 1	aȯ bɞ
 8 11 1	aȯ bɘ
 1 2 0

(c) Record Comparisons

Table 4.1: In (a) and (b) we show examples of records to which PRL can be applied. (c) then shows
comparisons between the first record in (a) and each record in (b).

can match at most one record from the other. The “one-to-one” matching assumption is of-
ten useful even when the input files are not exactly deduplicated, as it provides important
regularization during modeling.

To fix notation, suppose we have two collections of records, denoted Ӷ and ӷ, contain-
ing ԝԬ and ԝԭ records respectively. Records Ԑ ୮ Ӷ and ԑ ୮ ӷ are said to be “matched” or
“linked” if they refer to the same underlying entity. In this case the latent true match status
for each record pair can be represented by an ԝԬ  ԝԭ binary matrix Ӹ, where

ӸՆՇ �  � if record Ԑ matches record ԑ� otherwise
(4.1)

Since there are no duplicated records in Ӷ or ӷ, the matching between the two files must
be one-to-one and the row and column sums of Ӹ must all be less than or equal to one. Our
goal is to infer Ӹ using observable attributes of the records.

4.2.1 Comparing records for PRL

The matrix Ӹ describing the linkage structure between the two files is unobserved. How-
ever, for each record we obtain a set of attributes that partially identify the individual to
whom the record corresponds. Common examples include names, addresses, or other de-
mographic information. These features serve to weakly identify the individual to whom
the record belongs – intuitively, pairs of records that appear similar are more likely corre-
spond to true matches (ӸՆՇ � �).

A popular approach to model-based PRL is to begin by generating comparisons be-
tween record pairs on these attributes. These record comparisons then constitute the ob-
served “data”. The specific comparisons used can be tailored to the specific features avail-
able – for example, wemight use a similarity score or the edit distance between two names,
or the absolute difference between two dates of birth. Table 4.1 provides a simple example
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of the reduction of record pairs to comparison vectors. The first two tables (a and b) are
records from file Ӷ and file ӷ, respectively. Panel (c) shows the constructed comparisons
between the first entry in (a) and each entry in (b). Here surnames are compared using a
Levenshtein (edit) distance, ages are compared using the absolute difference between the
values, and counties are compared using a strict matching criterion (1 if the counties are
identical and 0 otherwise). Many specialized comparison metrics have been developed,
such as the Jaro-Winkler similarity score which was designed for comparing names in the
presence of typographical error (Winkler 1990). See (Christen 2012, Chapter 5) for a de-
tailed account of generating comparisons for different data types.

Suppose ԓ separate comparisons are generated for each record pair. We collect these in
a vector: ᅭՆՇ � 	ᅭȯՆՇ ᅭɞՆՇ w  ᅭՉՆՇ
� (4.2)

and denote the collection of comparison vectors for all record pairs as စ. These comparison
vectors constitute the observed data in our model-based approach to PRL. Throughout we
will assume that each ᅭՏՆՇ is a categorical measure of similarity or agreement, with higher
levels corresponding to higher similarity. This is not the only approach to model-based
PRL; one could alternatively model the error generation process and work directly with
the observed field values (as in e.g. Tancredi, Liseo et al. (2011); Tancredi et al. (2013);
Gutman, Afendulis and Zaslavsky (2013); Steorts et al. (2015); Steorts, Hall and Fienberg
(2016); Dalzell, Reiter and Boyd (2017)). While this strategy has some advantages over
working with comparison vectors it becomes unwieldy with more complicated fields like
names and addresses.

4.2.2 The Fellegi-Sunter Framework

Fellegi and Sunter (1969) provide an early approach to PRL using comparison vectors. The
basic idea is to model comparison vectors as arising from two distributions, one corre-
sponding to true matching pairs and one corresponding to true non-matching pairs. Re-
calling that each element of the comparison vector takes on a discrete set of values, defineԜ	Ԗ
 � Pr 	ᅭՆՇ � Ԗ ੮ ӸՆՇ � �
Ԥ	Ԗ
 � Pr 	ᅭՆՇ � Ԗ ੮ ӸՆՇ � �
  (4.3)

for Ԗ ranging over the possible values of the comparison vector. These parameters are often
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referred to as “Ԝprobabilities” and “Ԥprobabilities” in the literature, a convention we
adopt here.

The Fellegi-Sunter Decision Rule

Fellegi and Sunter (1969) provided a procedure for estimating Ӹ using the values of Ԝ andԤ, or estimates thereof. Define a weight for each record pair:ԦՆՇ � logভԜ	ᅭՆՇ
Ԥ	ᅭՆՇ
 ম � (4.4)

This weight summarizes information about the relative likelihood of a record pair being
a link versus non-link. Informally we can think of ԦՆՇ as a log-likelihood ratio statistic
for testing whether ᅭՆՇ was generated by comparing matching or non-matching records.
Intuitively, when a comparison vector Ԗ indicates significant agreement between the fields
of two records we would expect Ԝ	Ԗ
 �� Ԥ	Ԗ
, so if ᅭՆՇ � Ԗ then ԦՆՇ �� �. To generate a
point estimate ࣞӸ ofӸ Fellegi and Sunter (1969) provide a simple decision rule: A record pair	Ԑ ԑ
 with ԦՆՇ � ԉᆡ is called a match ( ࣞӸՆՇ � �), and a record pair with ԦՆՇ � ԉᆠ is called
a non-match (ӸՆՇ � �). Any remaining pairs have “indeterminate” match status and are
evaluated manually. The thresholds ԉᆡ and ԉᆠ are set to simultaneously control the false
positive rate ᅷ (the probability a non-matching pair is called a match) and false negative
rate ᅶ (the probably amatching pair is called a non-match). Fellegi and Sunter (1969) prove
that this procedure minimizes the size of the indeterminate set for given values of Ԝ andԤ.
Parameter estimation

Fellegi and Sunter (1969) proposed computing Ԝ and Ԥ from known population values for
some special cases, or estimating Ԝ and Ԥ via the method of moments. However, it has
become more common to estimate these parameters using the EM algorithm to maximizeԁ	Ԝ Ԥ ᅺ� စ
 � ః	ՆӱՇ
୮Ԭԭ ᅺԜ	ᅭՆՇ
 � 	�  ᅺ
Ԥ	ᅭՆՇ
 (4.5)
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the likelihood under a simple mixture model:

Pr	ӸՆՇ � �
 � ᅺ
Pr	ᅭՆՇ � Ԗ ੮ ӸՆՇ � �
 � Ԝ	Ԗ
 Pr	ᅭՆՇ � Ԗ ੮ ӸՆՇ � �
 � Ԥ	Ԗ
 (4.6)

where each constructed comparison vector is treated as an independent observation (Win-
kler 1988).

Regardless of the estimation strategy employed it is generally necessary to impose fur-
ther structure on the Ԝ and Ԥprobabilities. (A simple parameter counting argument
shows that themodelwith unrestricted component probabilities is not identifiable.) A com-
mon assumption originating with Fellegi and Sunter (1969) is conditional independence of
each comparison given the true match status, in which case the model in (4.6) reduces to a
latent class model with two classes.

Define ԜՏՍ � Pr ५ᅭՏՆՇ � ԗ]ӸՆՇ � �६ԤՏՍ � Pr ५ᅭՏՆՇ � ԗ]ӸՆՇ � �६  (4.7)

for � ମ ԙ ମ ԓ and � ମ ԗ ମ ԚՏ, where comparison ԙ has ԚՏ possible levels. Under conditional
independence we have Ԝ	Ԗ
 � ՉఃՏ�ȯ

ՐՏఃՍ�ȯ Ԝ1	ՌՏ�Ս
ՏՍ
Ԥ	Ԗ
 � ՉఃՏ�ȯ

ՐՏఃՍ�ȯ Ԥ1	ՌՏ�Ս
ՏՍ � (4.8)

Less restrictive models impose log-linear or other constraints on the Ԝ and Ԥ probabil-
ities (Thibaudeau 1993; Winkler 1993; Larsen and Rubin 2001).

One-to-one matching in the Fellegi-Sunter Framework

As originally constructed, neither the methods for inferring Ԝ and Ԥ nor the decision rule
for generating an estimate of the matching structure Ӹ respect one-to-one matching con-
straints. In particular, in the Fellegi-Sunter decision rule, if ԦՆՇ � ԉᆡ and ԦՆՇ � ԉᆡ
then both would be declared links even though this would violate one-to-one matching.
Jaro (1989) proposed a three-stage approach for adapting the Fellegi-Sunter decision rule
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to respect one-to-one matching. The first stage generates estimates of Ԝࣞ and Ԥࣞ by maxi-
mizing (4.5). The second stage generates Ӹ, an estimate of Ӹ that satisfies the following
assignment problem: Ӹ � maxԮ ంՆӱՇ୮Ԭԭ ӸՆՇԦࣞՆՇ

subject to ӸՆՇ ୮ \� �^ంՇ୮ԭ ӸՆՇ � � Ԑ ୮ ӶంՆ୮Ԭ ӸՆՇ ମ � ԑ ୮ ӷ
(4.9)

where we assume that ԝԬ ମ ԝԭ. Despite its combinatorial nature this optimization
problem can be solved relatively efficiently with standard linear programming techniques
(solving assignment problems is discussed in Section 4.4.2). In the final stage, thematching
estimate Ӹࣲ is obtained from Ӹ by setting ࣞӸՆՇ � ӸՆՇ1	ԦࣞՆՇ ଯ ᅶ
, where ᅶ plays the same
role as in the FS decision rule.

While this procedure leads to an estimate of Ӹ that respects one-to-one matching, it
is critically dependent upon good estimates of Ԝ and Ԥ. However, it has been observed
empirically that failing to enforce the one-to-one constraint during estimation can lead to
poor estimates of Ԝ and Ԥ (Tancredi, Liseo et al. 2011; Sadinle 2017). One-to-one matching
could be enforced using a more realistic model for Ӹ that incorporates one-to-one con-
straints. However, the relatively simple and scalable EM algorithm for estimating Ԝ andԤ probabilities marginalizing over Ӹ no longer applies. In Section 4.4 we introduce a new
estimation algorithm that could be used for jointly estimating Ԝ, Ԥ, and Ӹ, but to date the
most common solution to this problem appears to be full Bayesian modeling.

4.2.3 Bayesian Modeling for Probabilistic Record Linkage

Bayesian models for PRL naturally enforce one-to-one matching via support constraints in
the prior distribution over Ӹ. Prior information on the matching parameters or the total
number of linked records can be incorporated as well. But perhaps the strongest advantage
of employing Bayesian modeling is that it naturally provides uncertainty over the linkage
structure (through posterior samples of Ӹ) that can be propagated to subsequent inference.

Early approaches to Bayesian PRL utilized the same comparison-vector basedmodel as
in (4.6), typically replacing the independent Bernoulli prior distributions on the elements of
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2005)). Other Bayesian approaches avoid the reduction to comparisons by modeling pop-
ulation distributions of fields and error-generating processes directly (Tancredi, Liseo et al.
2011; Tancredi et al. 2013; Steorts et al. 2015; Steorts, Hall and Fienberg 2016) or specify joint
models for Ӹ and the ultimate analysis of interest, such as a regressionmodel where the re-
sponse variable is only available on one of the two files (Gutman, Afendulis and Zaslavsky
2013; Dalzell, Reiter and Boyd 2017). While we focus on comparison based modeling here,
our post-hoc blocking procedure is model-agnostic and could be utilized in any of these
models.

Most implementations of Bayesian PRL under one-to-one matching update Ӹ using lo-
cal Metropolis-Hastings moves. At each step the algorithm proposes to either add or drop
individual links, or swap the links between two record pairs, as described in e.g. For-
tini et al. (2002); Larsen (2005); Green and Mardia (2006). A notable exception is Zanella
(2019), in which the current values of matching parameters are used to make more effi-
cient local MCMC proposals (often at significant computational cost). This is particularly
effective when the records in both files can be partitioned or “blocked” such that links
between records can only occur within elements of the partition (the blocks). With high-
quality blocking variables some of these blocks can be small enough to enumerate, which
admits simpler Gibbs sampling updates of the corresponding submatrices of Ӹ (Gutman,
Afendulis and Zaslavsky 2013; Dalzell and Reiter 2016).

TheMCMCsteps for othermodel parameters are generally standardGibbs orMetropolis-
Hastings updates conditional onӸ. For all the Bayesian PRLmodels of whichwe are aware
the most computationally expensive operations by far are the updates of the matrix Ӹ, due
to its size and the local nature of the proposals. In the next section we propose a strategy
for scaling Bayesian inference to much larger problems.

4.3 Scaling Probabilistic Record Linkagewith Post-Hoc Block-
ing

Probabilistic record linkage is inherently computationally expensive; with files of size ԝԬ
and ԝԭ there are ԝԬԝԭ record comparisons to be made, which is prohibitively large for
even seeminglymodest file sizes. Comparisons such as string similaritymetrics commonly
used for names or addresses are much slower to compute than simple agreement mea-
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sures and further add to the computational complexity of PRL. Regardless of the approach
taken to PRL it is generally necessary to reduce number of record pairs under considera-
tion during data pre-processing, a process known as indexing or blocking. We provides a
short overview of traditional pre-processing steps before introducing our new strategy of
post-hoc blocking for scaling Bayesian PRL.

4.3.1 Traditional approaches: Indexing, blocking and filtering

Traditional approaches to reducing the number of potentially matching record pairs can be
separated into three categories: indexing, blocking, and filtering (Murray 2016). Indexing
refers to any technique for excluding a record pair from consideration before performing a
complete comparison; for example, we might exclude record pairs from different counties,
or any record pairs with years of birth that differ by more than five. A blocking scheme is
an indexing scheme that requires candidate record pairs to agree on a single derived com-
parison, known as a blocking key. This induces a nontrivial partition of the records such that
all links must occur within elements of the partition (the blocks). For example, indexing
by requiring that matching record pairs agree on a county defines a blocking scheme, since
matches can only occur within a county. Filtering refers to excluding record pairs after a
complete comparison has been made. Little reference is made to filtering in the literature,
but it is featured in many implementations of PRL (e.g. the U.S Census Bureau’s BigMatch
software (Yancey 2002)).

Reducing the number of comparisons by blocking is particularly attractive since it effec-
tively leads to a collection of smaller PRL problems that can be solved in parallel. However,
it is relatively rare to have a single blocking key that leads to an effective reduction in the
number of candidate pairs without excluding many true matches in the process. In ap-
plications it is more common to combine the results of multiple blocking passes (see e.g.
Winkler, Yancey and Porter (2010) for a high-profile example), which Murray (2016) calls
indexing by disjunctions of blocking keys. For example, we might include all record pairs
that come from the same county ormatch on the first three characters of their first name. In
general indexing by disjunctions of blocking keys does not itself yield a blocking scheme.

4.3.2 Post-Hoc Blocking for Bayesian PRL

Given their computational complexity, Bayesian implementations of PRL tend to require
stricter blocking or indexing than competing methods, such as the simpler Fellegi-Sunter
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approach. Stricter indexing increases the risk of false non-matches. Yet Bayesian approaches
lead to better estimates of Ӹ under one-to-one matching when the records contain limited
information, and provide ameaningful characterization of uncertainty in the linkage struc-
ture. To scale Bayesian inference we construct a high-quality blocking key from the avail-
able fields which excludes most of the obviously non-matching pairs. Critically, to obtain
low false non-match rates and meaningful estimates of uncertainty we need to construct
this blocking key such that it assigns both records in a record pair to the same block, when-
ever there is significant uncertainty about whether the record pair is a true match. Given
such a blocking key the MCMC algorithm could efficiently target the “interesting” areas ofӸ, i.e. those areas with significant posterior variability, by fixing the elements of Ӹ outside
of the blocks to zero.

We propose constructing such a blocking key using post-hoc blocking. The procedure is
straightforward: First, if necessary, perform traditional blocking or indexing only to the
extent necessary to make computing the comparison vectors feasible. Second, estimate
matching weights or probabilities for each record pair. We refer to these generically as
post-hoc blocking weights. The only criteria for these weights is that they reliably give
high weight to true matching pairs and low weight to true non-matching pairs. Third,
conduct an additional blocking pass using the estimatedweights to define the blocking key,
reducing the number of record pairs just enough to make running an MCMC algorithm
feasible. Using the weights to construct a blocking key incorporates all the information
available in the comparison vector, with the goal of obtaining relatively compact blocks
containing most of the pairs that are plausible matches.

Figures 4.1a - 4.1d illustrate the process of post-hoc block generation. The rows and
columns of the heatmaps correspond to records from file Ӷ and file ӷ, respectively. Figure
4.1a shows a heatmap of the post-hoc blocking weights for each pair, with darker squares
signifying larger weights. To generate a set of post-hoc blocks we begin by thresholding
the matrix of weights at some value Ԧɱ. Figure 4.1b shows the thresholded matrix, where
black boxes correspond to the record pairs with weights over the threshold.

At this point we have defined a bipartite graph between the records in files Ӷ and ӷ; an
edge is present between records ԐՎ and ԑՏ if the weight for the record pair exceeds Ԧɱ. The
sets of records corresponding to the nodes in each connected component are the post-hoc
blocks; these are labelled in Figures 4.1c and 4.1d (the latter merely reorders the records to
emphasize the block structure, and adds links below the threshold to complete the block
structure). In this example, post-hoc blocking reduced the number of candidate pairs by
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Figure 4.1: An example of post-hoc blocking (a) shows an example of estimated weights with
dark cells corresponding to larger weights. (b) We construct a binary matrix where ones indicate
weights above the threshold; this is the adjacency matrix of a bipartite graph. (c) We number
and color the connected components of the graph; these are the basis of the post-hoc blocks.
(d) We reorder the records to group them into the post-hoc blocks. Note that record pair 	ռȃӴ սȯ

(labelled φ) is included to complete post-hoc block one, even though its weight was below ֒ɱ.
nearly 80%while identifying a block of records that appear to have multiple plausible con-
figurations (post-hoc block 1, the record pairs in blue).

The procedure for sampling from an approximate posterior distribution for Ӹ employ-
ing post-hoc blocking is summarized in Algorithm 1 below; implementation details follow.

Algorithm 1 Post-hoc Blocking with Restricted MCMC

Input: Comparison vectors စ for a set of record pairs, initial weight threshold ԦՒՎՓ, max-
imum component size ԃՈ

Output: Approximate posterior distribution for Ӹ and other model parameters

1. Estimate post-hoc blocking weights ԦࣞՆՇ.
2. Compute the matrix Ӻ where ԔՆՇ � 1	ԦࣞՆՇ � Ԧɱ
 with Ԧɱ � ԦՒՎՓ
3. Find the connected components ofӼ, whereӼ is defined as the bipartite graphwith

adjacencymatrixӺ. The set of records corresponding to the nodes in each connected
component are the post-hoc blocks

4. For post-hoc blocks larger than ԃՈ repeat 2. and 3. with a threshold Ԧɱ � Ԧɱ.
Apply recursively on any resulting post-hoc blocks larger than ԃՈ

5. Run a standard MCMC algorithm, fixing ӸՆՇ � � for all record pairs outside of the
post-hoc blocks.

Step 1: Weight estimation. Clearly the performance of post-hoc blocking will depend on
the quality of the weights. However, for the purposes of post-hoc blocking they can be
somewhat inaccurate, record pairs need only be included in a post-hoc to be considered by
the restricted MCMC algorithm. But at a minimum these weights must avoid giving low
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weight to truly matching and ambiguous record pairs, while giving low weight to clearly
non-matching pairs.

If labelled true matching and non-matching record pairs are available we could use
these to predict the probability that the remaining pairs are a match using standard classi-
fication methods. Used in isolation these predicted probabilities will often fail to be well
calibrated; for example, when a record in file A has multiple plausible candidates in file B
they may all receive high matching probabilities despite the one-to-one constraint. How-
ever, this is not a concern in the construction of post-hoc blocks, these records will be gath-
ered into the same post-hoc block and the uncertainty in the matching structure will be
represented in the posterior distribution.

Alternatively, in the absence of labelled record pairs we could use EM estimates of the
Fellegi-Sunter weights in (4.4) as post-hoc blocking weights. This can work well in settings
where there are several attributes available formatching andwheremost of the records inӶ
also appear inӷ. When the two files have few fields in common, or there is significant error
in the fields available, or when there is limited overlap between the files, EM-estimated
weights can perform quite poorly (Tancredi, Liseo et al. 2011; Sadinle 2017). More reliable
weights can be obtained by estimating the Ԝ and Ԥ probabilities while accounting for
the one-to-one matching constraint, which we explore in Section 4.4.2 below.

Step 2: Maximum component size selection. Choosing the maximum component size ԃՈ
requires balancing statistical accuracy (the quality of our posterior approximation) against
computational efficiency. Smaller values of ԃՈ are more likely to exclude true matching
pairs, increasing the false non-match rate, and even excluding truly non-matching pairs
which are not obviously non-matches risks misrepresenting posterior uncertainty.

Selecting a larger ԃՈ decreases bias by admitting more record pairs, which tends to
yield a smaller number of (larger) post-hoc blocks. Larger post-hoc blocks andmore record
pairs lead to increased computation time during MCMC; the most significant computa-
tional gains from post-hoc blocking accrue when a large portion of the post-hoc blocks are
small.

Given these considerations we should choose the largest ԃՈ that leads to a computa-
tionally feasible MCMC. What constitutes a “feasible” problem will naturally be context
dependent, but a maximum post-hoc block size is at least straightforward to consider. We
recommend setting the initial threshold ԦՒՎՓ to at most zero, but an appropriate value is
ultimately dependant on the observed distribution of post-hoc blocking weights.

Step 3& 4: Finding post-hoc blocks. For a given thresholdԦɱ, finding the post-hoc blocks is
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equivalent to finding the connected components of a bipartite graph. This is a well-studied
problemwith efficient solutions (Tarjan 1972; Gazit 1986). Post-hoc blocks smaller than ԃՈ
can be obtained recursively: As the threshold is increasedwe need only repeat the post-hoc
blocking procedure within each current post-hoc block larger than ԃՈ.
Step 5: Restricted MCMC Post-hoc blocking typically achieves massive reductions in scale
relative to traditional blocking schemes for even moderate threshold values. Generally, a
large number of small or singleton blocks are produced, in addition to a smaller number of
larger blocks. This distribution of block sizes makes it possible design a restricted MCMC
algorithm which mixes much more efficiently than standard approaches.

For very small blocks it is possible to enumerate all possible values of the corresponding
submatrix of Ӹ and compute the corresponding unnormalized posteriors (conditional on
the rest of Ӹ), allowing us to perform a Gibbs sampling update instead of a Metropolis
step. Balancing increased computational time against decreased mixing time, this only
makes sense for very small blocks. For example, there are only 7 possible linkage structures
within a block of size �� and 34 for a block of size ��, but for a �� block there are 1,546
possible structures. Other implementations of Bayesian PRL have taken advantage of this
enumerability when a large number of high-quality traditional blocking fields are available
(Gutman, Afendulis and Zaslavsky 2013). However, post-hoc blocking is by design much
more likely to produce a large number of small blocks than traditional blocking.

Formoderately sized blocks, informative locally balancedMetropolis-Hastings propos-
als can be used instead of simple add/drop/swap proposals (Zanella 2019). Zanella (2019)
showed that locally balanced proposals can dramatically improve mixing over standard
Metropolis-Hastings proposals in Bayesian PRL models. However, locally balanced pro-
posals also become prohibitively costly for large blocks: For a ԚԬ  Ԛԭ block containing ԁ
links at one iteration, the likelihood (up to a constant)must be computed �	ԚԬԚԭԁ	ԁ�


times to perform a single locally balanced update. Zanella (2019) mitigated this issue by
including random sub-block generation as part of the locally balanced proposal. But as
the file sizes increase these completely random sub-blocks are increasingly unlikely to cap-
ture all or even many of the plausible candidates for each record in the block. In contrast,
the post-hoc blocks are specifically constructed to capture all the plausible candidates for
a given record in the same block.

The integration of post-hoc blocking with locally balanced moves and Gibbs updates
produces an MCMC algorithm which mixes substantially faster for large problems than
standard approaches. However, the posterior distribution obtained under post-hoc block-
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ing is only an approximation, as the posterior probability of links between record pairs
outside of the post-hoc blocks is artificially set to zero. In small problems where we can
check against the full posterior the practical effect of this approximation seems to be lim-
ited (Section 4.4.3). In large problems, an approximation of this sort seems unavoidable – it
is infeasible to run any currentMCMCalgorithmover datasetswith hundreds of thousands
of records generating hundreds of millions of candidate record pairs, even after indexing.
However, post-hoc blocking and restricted MCMC can function well in this setting (Sec-
tion 4.5).

4.3.3 Post-hoc blocking versus traditional blocking, indexing, and filter-
ing

Post-hoc blocking combines ideas from indexing (specifically blocking) and filtering. How-
ever, it is not a special case of either. In traditional indexing and blocking, the goal is to
avoid a complete comparison of the record pairs. As a result, the record pairs excluded by
indexing are simply ignored and have no impact on model fitting. The same is typically
true when filtering is employed – the record pairs that are filtered after a complete com-
parison have been made are ignored during model fitting, even though their comparison
vectors have been generated.

In post-hoc blocking we use of all the generated comparison vectors by fixing ӸՆՇ � �
for record pairs outside the post-hoc blocks. Even though they cannot be matched, data
from these record pairs will be used to estimate the model parameters (for example, theԤparameters in Bayesian variants of the basic Fellegi-Sunter mixture model in (4.6)). This
makes efficient use of the comparison data, and avoids some of the more pernicious ef-
fects of filtering on subsequent parameter estimation described by Murray (2016). In Sec-
tion 4.5.1 we examine the effects of additionally fixing ӸՆՇ � � for all record pairs outside
of the initial blocking or indexing scheme. This has the effect of de-biasing the estimatedԤparameters, which we find to be important in practice. Under a conditional indepen-
dence assumption we are able to compute the set of comparisons that would be observed
exactly. If this is not feasible then weighted sampling can be used to estimate the set of
comparisons.
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4.4 Post-HocBlockingWeights underOne-to-OneConstraints

High-quality weights are important for efficient implementation of the post-hoc blocking
algorithm. In applications of PRL to historical datawe often have relatively few fields avail-
able to perform matching, many or all of which are subject to error. At the same time we
know that the constituent files are at least approximately de-duplicated, so imposing a one-
to-one matching constraint makes sense. We also have limited or no labelled matching and
non-matching record pairs with which to construct weights or validate results, suggesting
the use of EM-estimated Fellegi-Sunter weights in post-hoc blocking.

However, we have observed that in this setting (one-to-onematchingwith a small num-
ber of noisy fields) the Fellegi-Sunter weights can be unreliable. We provide some evidence
of this in Section 4.4.3. Similar observations have beenmade by Tancredi, Liseo et al. (2011);
Sadinle (2017). In this section we propose a new method for estimating post-hoc blocking
weights under one-to-one matching constraints by enforcing the constraints during esti-
mation.

4.4.1 Penalized Maximum Likelihood Weight Estimates

Jaro (1989)’s three-stagemethod for producing estimates ofӸ (summarized in Section 4.2.2)
involved three steps: Estimating the weights by maximum likelihood ignoring the one-to-
onematching constraint, obtaining an optimal completematching, and discardingmatches
with weights under a threshold to obtain a partial matching between the two files. Better
estimates of the weights can be obtained by incorporating all three steps in a single-stage
estimation procedure, simultaneously maximizing a joint likelihood in Ӹ, Ԝ, and Ԥ while
penalizing the total number of matches.

The penalized likelihood takes the following form, where the last term in (4.10) is the
penalty and the leading terms are the same complete data log likelihood corresponding to
the standard two-component mixture model in (4.6):ԛ	Ӹ Ԝ Ԥ� စ
 � ంՆՇ <ӸՆՇ log	Ԝ	ᅭՆՇ

 � 	�  ӸՆՇ
 log	Ԥ	ᅭՆՇ

>  ᅲ ంՆՇ ӸՆՇ (4.10)� ంՆՇ log	Ԥ	ᅭՆՇ

 � ంՆՇ ӸՆՇ<log	Ԝ	ᅭՆՇ

  log	Ԥ	ᅭՆՇ

>  ᅲ ంՆՇ ӸՆՇ� ంՆՇ log	Ԥ	ᅭՆՇ

 � ంՆՇ ӸՆՇ<ԦՆՇ  ᅲ> (4.11)
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The form of the penalized likelihood in (4.11) shows that ᅲ plays a similar role to ԉᆡ in
the FS decision rule; only pairs with ԦՆՇ � ᅲ can be linked without decreasing the log-
likelihood. This is also the unnormalized log posterior for Ӹ, Ԝ, and Ԥ under the a prior forӸ introduced in Green and Mardia (2006); the penalized likelihood estimate corresponds
to a maximum a posteriori estimate under a particular Bayesian model.

Finding a local mode of (4.10) is straightforward via alternating maximization steps,
which are iterated until the change in (4.10) is negligble:

1. Maximize Ӹ, given values of Ԝ and Ԥ. To maximize the penalized likelihood in Ӹ we
need to solve the following assignment problem:

maxԮ ంՆӱՇ୮Ԭԭ ӸՆՇԦ࣠ՆՇ
subject to ӸՆՇ ୮ \� �^ӸՆՇ � � if Ԧ࣠ՆՇ � �ంՇ୮ԭ ӸՆՇ ମ � Ԑ ୮ ӶంՆ୮Ԭ ӸՆՇ ମ � ԑ ୮ ӷ�

(4.12)

where Ԧ࣠ՆՇ �  ԦՆՇ  ᅲ ԦՆՇ ଯ ᅲ� ԦՆՇ � ᅲ (4.13)

We discuss how to efficiently solve these thresholded assignment problems in Sec-
tion 4.4.2.

2. Maximize Ԝ and Ԥ probabilities, given a value of Ӹ. These updates are available in
closed form under the conditional independence model (Equation 4.8):

ԜՏՍ � ԝՒՏՍ � ௴ՆՇ ӸՆՇ1	ᅭՏՆՇ � ԗ
௴Ս ԝՒՏՍ � ௴ՆՇ ӸՆՇ (4.14)

ԤՏՍ � ԝ՚ՏՍ � ௴ՆՇ	�  ӸՆՇ
1	ᅭՏՆՇ � ԗ
௴Ս ԝ՚ՏՍ � ௴ՆՇ	�  ӸՆՇ
 � (4.15)

where the ԝ’s are optional pseudocounts used to regularize the estimates. (These
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terms correspond to an additional penalty, omitted from (4.10)-(4.11) for clarity.) We
suggest their use in practice to avoid degenerate probabilities of zero or one. They
are easy to calibrate as “prior counts” – i.e., ԝՒՏՍ is the prior count of truly match-
ing record pairs with level ԗ on comparison ԙ, and the strength of regularization is
determined by ௴Ս ԝՒՏՍ (with larger values implying stronger regularization).

Conceptually this optimization procedure is straightforward, but iteration to a global
mode is not guaranteed. In general a global mode in all the parameters need not exist – for
example, if a record in Ӷ has two exact matches in ӷ then the penalized likelihood function
will have at least two modes with the highest possible value. However, the values of theԜ and Ԥprobabilities will be the same in both modes and these are the only objects of
interest for defining weights. Of course it is also possible for an alternating maximization
approach to get trapped in sub-optimal local modes. Our experience running multiple
starts from different initializations suggests that this not common – that is, when we iterate
to distinct local modes they tend to have similar values for the Ԝ and Ԥ probabilities.

4.4.2 Maximal Weights for Post-Hoc Blocking

The estimated Ԝ and Ԥ probabilities obtained via penalized likelihood maximum es-
timation can depend strongly on the value of the penalty parameter ᅲ. In general higher
values of ᅲ correspond to lower numbers of matches, and one could potentially try to cali-
brate this parameter based on subject matter knowledge and prior expectations. However,
rather than banking on our prior expectations we propose a more conservative approach:
Rather than fixing a value of ᅲ and obtaining weights for each pair, we vary ᅲ over a range
of values, obtain estimated weights for every value of ᅲ, and take the maximum observed
weight for each record pair as the post-hoc blocking weight. This obviates the need to
calibrate ᅲ and assigns relatively high weight to any record pair that is a plausible match
candidate for some value of ᅲ.

To define the sequence of values we suggest starting with ᅲ � � and then selecting
successively larger penalty values. The actual sequence of penalty values can be chosen via
a variety of different rules. A useful rule of thumb is that the next penalty in the sequence
should be larger than the smallest weight in the previous solution, to ensure a change in the
solution to the assignment problem. Specifying a minimum gap size between successive
values of ᅲ provides further control over computation time.

A naive implementation of maximal weight estimation is computationally intensive –
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standard algorithms for solving the assignment problems (such as the Hungarian algo-
rithm, Kuhn (1955)) have worst-case complexity that is cubic in the larger of the two file
sizes. Each step of the penalized likelihood maximization involves solving multiple as-
signment problems, and this must be repeated for each distinct value of ᅲ. However, there
are three features of our assignment problems that make them dramatically easier to solve:
The weight matrices involved are usually extremely sparse, exact solutions are often not
necessary, and assignments from previous iterations can be used to effectively initialize the
next iteration.

Solving Sparse Thresholded Assignment Problems

Given a set of estimated weights, Jaro (1989) suggested solving (4.16) by constructing a
canonical linear sum assignment problem, which assumes that each record in Ӷ will be
matched to some record in ӷ. If ԝԬ � ԝԭ Jaro (1989) does this by constructing an ԝԭ ԝԭ augmented square matrix of weights Ԧࣜ and an augmented assignment matrix Ӹ and
solving the following canonical linear sum assignment problem (LSAP):

maxԮ ՓԭంՆ�ȯ
ՓԭంՇ�ȯ ӸՆՇԦࣜՆՇ

subject to ӸՆՇ ୮ \� �^ՓԭంՇ�ȯ ӸՆՇ � � Ԑ ୮ ӶՓԬంՆ�ȯ ӸՆՇ � � ԑ ୮ ӷ
(4.16)

where ԦࣜՆՇ � ԦࣞՆՇ (the estimated weight) if Ԑ ମ ԝԬ and is otherwise set to the smallest ob-
served weight or another extreme negative value. In a final step any matches with weights
under a threshold are dropped, which necessarily removes anymatches that correspond to
augmented entries in Ӹ.

Unfortunately, in general this procedurewill not lead to the estimate ofӸ with the high-
est total weight assigned to the matched pairs. Figure 4.2 provides a simple counterexam-
ple. Figure 4.2a shows an example of estimated weights. Since the LSAP above makes a
complete assignment, there are two feasible values of Ӹ that could be returned: Either Ԑȯ
matches ԑȯ and Ԑɞ matches ԑɞ, or Ԑȯ matches ԑɞ and Ԑɞ matches ԑȯ. The latter matching
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Figure 4.2: Simple assignment problem with and without threshold (a) shows an example of esti-
mated weights. (b) Highlights the assignment that maximizes the assigned weights for the costs
given in (a). (c) Adjusts the costs shown in (a) by thresholding at 0. (d) the maximal assignment
solution if the thresholded costs are used and zero cost assignments are then deleted. We note
that the resulting assignment has a higher weight than the one given in (b).

(Figure 4.2b) provides the solution to the assignment problem above, because of the rela-
tively large negative weight on the pair 	Ԑɞ ԑɞ
. But inspecting the weight matrix shows
that the best overall matching – accounting for the subsequent thresholding – is obtained
by linking Ԑȯ and ԑȯ, leaving Ԑɞ and ԑɞ unmatched.

The solution to this problem is to incorporate the threshold into themaximization prob-
lem by setting any weights below the threshold to zero (and adding a constant to make the
remaining weights positive if necessary). In the final step, any entry of Ӹ with a corre-
sponding zero weight is dropped. Figure 4.2c shows the thresholdedweight matrix, which
leads to the correct solution (Figure 4.2d). This is how we construct the weight matrices
during penalized likelihood estimation; see (4.13).

Adopting the formulation in (4.12) has the added benefit of making the assignment
problem easier to solve. While relatively efficient algorithms exist for solving dense LSAPs,
(e.g. the Hungarian algorithm (Kuhn 1955)), they have a worst case complexity of Ԅ	ԝɘ

where ԝ � max	ԝԬ ԝԭ
 (Jonker and Volgenant 1986; Lawler 1976). However, after thresh-
olding our weight matrix will be very sparse. Indeed, depending on the degree of overlap
between the two files there may be entire rows and columns of zeros – effectively reducingԝ and yielding an easier optimization problem.

Even greater benefits can be realized by partitioning the sparse weight matrix to derive
many small optimization problems to be solved in parallel. Similar to our procedure for ob-
taining post-hoc blocks, we can employ graph clustering to separate the records into blocks
(defined by the connected components of the weighted graph defined by the thresholded
post-hoc blocking weights) such that links are only possible within and not across blocks.
This allows us to decompose the full assignment problem into a set of smaller problems
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that can be solved in parallel, as summarized in Algorithm 2.

Algorithm 2 Connected-Component Based Assignment Problem

Input: Thresholded weight matrix Ԍࣾ (from Eq (4.13))
Output: Estimate Ӹࣲ partial assignment with highest total weight

1. Find the connected components of the bipartite graph Ӽ which has edges between
nodes Ԑ and ԑ where Ԧ࣠ՆՇ � �.

2. Solve the assignment problem for each component separately.

3. Merge assignment solutions.

Finding the connected components of a bipartite graph has computational complexity
of Ԅ	]Ӻ] � ԝԬ � ԝԭ
 (linear time with respect to the number of edges in the graph, i.e. the
number of nonzero weights after threshholding) (Tarjan 1972). This is loosely bounded byԝԬԝԭ above. After partitioning the graph, computational demands are driven primarily
by solving the LSAP corresponding to the largest connected component. Since the compu-
tational complexity of this step is at worst Ԅ	Ԛɘ
, with Ԛ being the maximum number of
records from either file appearing in the component, we can obtain dramatic reductions in
computational complexity by partitioning the original problem.

Practical performance is often much better than these worst-case complexity results
might suggest. Many of the sub-matrices of Ԍ࣠ corresponding to connected components
will remain sparse. In computational studies many algorithms for solving LSAPs show
substantially faster results on sparse problems (Carpaneto and Toth 1983; Jonker and Vol-
genant 1987; Orlin and Lee 1993; Hong et al. 2016). In fact previous work suggests, but
does not prove, that it may be possible to solve sparse assignment problems in near linear
time with respect to the number of edges (Orlin and Lee 1993). The only case of proven
complexity improvements that we are aware of is for auction algorithms (Bertsekas and
Eckstein 1988; Bertsekas and Tsitsiklis 1989).

We adopt the auction algorithm for solving sparse LSAPs in all of our algorithms. In
addition to its performance guarantees, the auction algorithm allows us to use previous
solutions to specify initial values for new problems. This is useful in the iterative max-
imization problems in both the penalized maximum likelihood and the maximal weight
procedure. Further, we have the option to stop the auction algorithm early to save on com-
putation time. This is useful in penalized likelhood estimation, where we need not neces-
sarily find the optimal assignment in order to improve the objective function at each step.
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Last Sex Edu Count EMWeight MaximumWeight
1 1 1 25 5.27 6.16
1 1 0 13 -0.95 2.55
1 0 1 8 3.77 0.45
0 1 1 126 2.68 0.23
1 0 0 21 -2.45 -3.15
0 1 0 601 -3.54 -3.50
0 0 1 78 1.18 -5.58
0 0 0 658 -5.04 -9.31

Table 4.2: Maximum weights used for post-hoc blocking, and EM weights for comparison

For a more complete overview of auction algorithms see Bertsekas and Tsitsiklis (1989);
Bertsekas (1998, 1992).

4.4.3 Illustrations of Post-Hoc Blocking and RestrictedMCMC: Italian Cen-
sus Data

We consider a small scale example from the existing literature to illustrate the performance
of post-hoc blocking with maximal weights. The data in this example come from a small
geographic area; there are 34 records from the census (file A) and 45 records from the post-
enumeration survey (file B). The goal is to identify the number of overlapping records to
obtain an estimate of the number of people missed by the census count using capture-
recapturemethods. This small scale example allows us to compare the results of estimation
performed employing post-hoc blocking with the results from considering the full set of
record pairs.

Each record includes three categorical variables: the first two consonants of the family
name (339 categories), sex (2 categories), and education level (17 categories). We gener-
ate comparison vectors as binary indicators of an exact match between each field. The
prior over the linkage structure is set to a Beta-bipartite distribtuion with ᅫ � ��� andᅬ � ���, which is uniform over the expected proportion of matches (Fortini et al. 2001,
2002; Larsen 2005, 2010; Sadinle 2017). We assume a conditional independence model forԜ and Ԥprobabilities as in (4.8). Each vector of conditional probabilities is assigned a
Dirichlet prior distribution. We assume that ԜՏ  Dir	��� ���
 and ԤՏ  Dir	��� ���
 forԙ � � � � independently. These priors where chosen to contain modes near 0.9 and 0.1
respectively, with a reasonable degree of dispersion.
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We estimate post-hoc blocking weights using the maximal weight procedure in Sec-
tion 4.4.2. The resultingweights for each possible comparison vector are shown in Table 4.2,
alongwith EMweights for comparison. Notable discrepancies are in gray. The EMweights
consider a record pair agreeing on sex and education alone to be a more probable match
than a record pair agreeing on last name and sex, assigning such record pairs weights of
2.68 and -0.95 respectively. While we have no ground truth here, this seems unlikely. More
striking is the EMweight assigned to record pairs that agree solely on education – its value
of 1.18 under this model would suggest that these such a pair is more likely than not a true
match. Overall the maximumweights seem to provide a more reasonable rank ordering of
the comparison vectors.

Given the small size of the problem we select only a single post-hoc blocking thresholdԦɱ to implement the restrictedMCMC. In our post-hoc blocking procedurewe limit the size
of the largest post-hoc block to fewer than 100 record pairs. The resulting post-hoc blocks
contain only 94 of the 1530 possible record pairs. These are spread across 21 separate post-
hoc blocks. Of the 21 post-hoc blocks, 14 contain only a single record pair, 4 contain 2 record
pairs, the remaining three contain 4, 8, and 60 record pairs respectively.

We then run both aMCMC algorithm containing all 1530 record pairs and our restricted
MCMC under identical model specifications. Results from both models are displayed in
Figure 4.3a, with the post-hoc blocks overlayed. Nearly all of the posterior link density
is contained within the post-hoc blocks, but a few pairs with modest posterior probability
are omitted from the post-hoc blocks. (Lowering the threshold to capture thesewould have
resulted in a single large block.)

In Figure 4.3bwe compare the posteriormatch probability estimated by the fullMCMC,
our post-hoc blocking restricted MCMC, and posterior probability estimates as computed
from the EM output. The full and restricted MCMC probabilities are quite similar, except
the small cluster of points on the x-axis near the origin. These are points that had mod-
est posterior probability – less than 0.12 – in the full MCMC but were excluded from the
post-hoc blocks and assigned zero probability in the approximate posterior. Even in this
small example we obtain a significant improvement in runtimes: Using identical imple-
mentations posterior sampling takes 13.6 seconds for the full MCMC algorithm versus 1.0
seconds when employing post-hoc blocks. This factor of 13 is almost certainly an under-
statement if we also consider themixing time of the two chains – the restricted chain targets
its moves carefully and tends to mix much faster.

The EM fit provides estimates of posterior probabilities, albeit posterior probabilities
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Figure 4.3: (a) Post-hoc blocks overlayed on posterior link probabilities estimated via MCMC
using all record pairs (b) Posterior probabilities from EM and restricted MCMC versus posterior
match probability considering all record pairs.

that do not respect one-to-one matching constraints. These estimates do not align well
with theMCMCoutput. This is in part due to the problematic weight estimates in Table 4.2.
But the failure to account for one-to-one matching seems to play a larger role – in general
we would expect omitting the constraint to lead the posterior probability estimates to be
too high, which is what we see here – nearly all the EM posterior probabilities exceed the
Bayesian estimates.

4.5 Linking the Great Registers: Alameda County Case Study

Beginning in 1900, each California county was required to publish a typeset copy of their
voter registers in each election year. The California Great Registers, which contained the
name, address, party registration and occupation of every registered voter, served as a
record of the county’s voters and as poll books on election day. The Great Registers pro-
vide a fine-grained tool for measuring the dynamics of partisan change over an especially
interesting period of American history, the New Deal realignment. From 1928 to 1936, a
substantial number of Americans switched their partisan allegiance from the Republicans
(the party of Herbert Hoover) to the Democrats (the party of Franklin Roosevelt). While
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this change is known to have taken place at the macro-level, the Great Registers are the
first individual-level dataset that follows this change. Though every California county
published a register, we focus on Alameda county, where Oakland is located, as a case
study.

Though the structure of the data is simple, transferring it from the printed page into dig-
ital format is challenging. Ancestry.com scanned and performed optical character recogni-
tion (OCR) theGreat Registers, enabling use of the data by their subscribers for genealogical
research. This process is only partially successful because the quality of the scan as well as
the original organization of the page can make the OCR fail to produce recognizable text
or can mistranscribe words and letters.

One quantity of interest to historians and political scientists is the frequencywithwhich
voters changed between the parties from 1932 to 1936, during Roosevelt’s first term as pres-
ident. Though voters rarely switch parties, this period featured the most dramatic and
rapid change in partisanship in the twentieth century, making individual-level panel data
from this period especially interesting. To make such a panel, we link records from the
1932 voter register to the 1936 register using name, address and occupation. Though party
might be an informative field in making a match, it is withheld from the matching pro-
cess so that our estimate of the key quantity of interest, the party switching rate, is not
biased toward stability by the matching process. Because erroneous matches will inflate
the match rate (a randomly selected voter from 1932 will share a party affiliation with a
randomly selected voter from 1936 51.4% of the time), making quality matches, and cor-
rectly estimating the probability of a match, is essential to estimating the party-switching
rate successfully.2 In our analysis we present two estimates of the links between the 1932
voter file and the 1936 voter file. First, we estimate a Bayesian model using the post-hoc
blocking and restricted MCMC procedure outline in Section 4.3. Second, we estimated the
links using the fastLink R package (Enamorado, Fifield and Imai 2018), which estimates a
Fellegi-Sunter based PRLmodel using an EM algorithm. We present comparisons between
the estimated model parameters and pairwise posterior probabilities in Section 4.5.3 and
differences in estimated party switch rates in Section 4.5.4. Due to constraints on the block-
ing schemes and comparison vectors which can be employed within the fastLink package
the models differ somewhat in both the set of record pairs considered and the comparison
vectors computed. We include a comparison between fastLink and a Bayesian model es-

2To simplify the presentation of results, the 14.7% of voters that were registered as neither Democrat nor
Republican in either of the two elections are excluded.
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timated on a set of record pairs and comparison vectors identical to that used by fastLink
in Appendix 4.6 to demonstrate that the differences in results are driven almost entirely by
the choice of estimation procedure.

4.5.1 Bayesian Model

Before constructing comparison vectors we undertake a number of pre-processing steps.
The suffix field is coded as missing so frequently that we are forced to discard it entirely.
Prefix is also largely missing but is useful in that the vast majority of non-missing entries
are either “mrs”, “ms”, or “miss” indicating that the individual is awoman, a featurewhich
is not coded explicitly in the original data. We construct an indicator variable for probable
females if one of these prefixes appears, or if the occupation is recorded as “housewife”
or a variant thereof. We then code the occupation variable as missing for housewives; as
chance agreement on occupation for housewives is very common. Next, we split the given
name field into separate first name and middle name fields. Finally, we split the address
field into three parts: street number, street name, and street type. Street number is coded as
missing in caseswhere the street number is not included in the address. The street typewas
re-coded (e.g. mapping both ”rd” and ”road” to ”road”) to standardize common abbrevi-
ations. The street name contains the remains of the original address field after removing
the street number and street type from the original address string.

After discarding records missing two or more of the first name, surname, occupation,
and street name fields the files comprised 259,162 records from 1932 and 288,087 from
1936, yielding almost 75 billion record pairs. Before generating comparison vectors for
our Bayesian model, we reduce the set of record pairs under consideration by employing
indexing by disjunctions of blocking keys. A record pair was included if the first three
characters of the given name or the first three characters of the surname matched exactly.
Because many women’s first name begins with “mar”, a pairing in which both first names
begin with “mar” is included only if the first four characters of the first name match, or
the first three characters of the surname matched. The result is a total of 850 million record
pairs, for which we compute comparison vectors.

Construction of Comparison vectors

To generate comparison vectors we employ a Jaro-Winkler string similarity score with a
scaling factor of ԟ � ��� for the first name, surname, occupation, and street name fields.
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Similarity Level Similarity Range
6 [1]
5 [0.85, 1)
4 [0.6, 0.85)
3 [0.45, 0.6)
2 [0.25, 0.45)
1 [0.0, 0.25)

Similarity Level Similarity Range
5 [1]
4 [0.75, 1)
3 [0.5, 0.75)
2 [0.25, 0.5)
1 [0.0, 0.25)

Table 4.3: String similarity to ordinal mapping. Jaro-Winkler string similarity (left) and zero-
padded Levenshtein string similarity (right).

We compare the street number field with a Levenshtein distance, using zero-padding to
ensure the distance is calculated between strings of equal length. The string similarities
are converted to comparison vectors by binning, with the specific bins listed in Table 4.3.
Modeling the similarity in the middle name field requires a more nuanced approach be-
cause in many cases only a middle initial was recorded. We therefore distinguish between
records where a full middle name was recorded and those containing only a middle ini-
tial. We considered three cases: two full middle names are recorded, two middle initial
initials are recorded, and one record contains a full middle name and the other record con-
tains only a middle initial. When two full names are present we employ the same string
comparison used for first name and surname, for two initials we employ exact matching
and when one initial and one full name is present we employ exact matching between the
initial and the first letter of the full middle name. The result is �� possible similarity levels
for middle name, the six in Table 4.3 for comparisons between two full middle names, two
for comparisons betweenmiddle initials (exact agreement, and disagreement), and two for
comparisons between amiddle initial and a fullmiddle name. We compare our constructed
female indicator and the street type using strict matching, assigning a similarity level of �
for an exact match and a � otherwise.

Post-Hoc Blocking and Restricted MCMC

After computing the comparison vectorswe construct post-hoc blocks usingmaximalweights,
which we estimate using a sequence of penalized likelihood estimators. The runtime is
about two and a half hours on a desktop machine. When constructing post-hoc blocks we
set ԃՈ, the maximum block size, to 250,000 record pairs and initializing the post-hoc block-
ing procedure with ԦՒՎՓ � �. The resulting set of over 90,000 distinct post-hoc blocks
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Figure 4.4: Posterior means of ֈ-parameters (top) and parameters- (bottom) with and without
de-biasing the .parameters-

containing approximately 1.5 million record pairs, less than 0.2% of the record pairs re-
turned by the indexing procedure.

We then estimate the model using our restricted MCMC algorithm. For first name,
surname, occupation, and street name we set the prior distribution over Ԝparameters toԜՏ  Dir	�� � � � � �
. Formiddle name the prior is adjusted toԜՏ  Dir	�� � � � � � � � � �

with the weights of 5 and 3 corresponding to exact matching between two initials and ex-
act matching between an initial and the first letter of a full middle name respectively. For
street number we use a prior of ԜՏ  Dir	�� � � � �
 and for female and street type we
set ԜՏ  Dir	� �
. We again employ a Beta-bipartite prior with ᅫ � ��� and ᅬ � ���. We
estimate the posterior distributions with and without including the comparison vectors
from record pairs outside of the indexing scheme as described at the end of Section 4.3.3.
We referred to these models as with and without “U-correction”, employing the same set
of post-hoc blocks for both models. The restricted MCMC algorithm is run for a total of
10,000 steps, the total runtime is approximately 3.5 days. The first 2,500 steps are discarded
as burn-in and excluded from all subsequent analysis, standard diagnostics indicated the
MCMC converged.

Posterior means for the Ԝ, and Ԥ-parameters are shown in Figure 4.4, in all cases the
posterior distributions of theԜ, and Ԥ-parameterswere unimodal and highly concentrated.
The posterior means of the parameters are consistent with our expectations, with the Ԝ-
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Figure 4.5: Posterior distribution of number of links for our Bayesian model with and without
U-correction (left).

parameters generally increasing for higher similarity levels and the Ԥ-parameters almost
exactly matching the observed empirical distributions of the comparison vectors. As ex-
pected making the U-correction results in significantly different Ԥ-parameter estimates for
first name and surname, the variables used for indexing, as well as for the constructed
female variable which we expect to be correlated with first name. By including the com-
parison vectors excluded by the indexing we are able to correctly evaluate the likelihood,
which sets ӸՆՇ � � for all record pairs outside of the post-hoc blocks. In contrast when the
correction is not made only the record pairs included in the indexing scheme are included
in the likelihood. The former approach is clearly preferable and yields more reasonable pa-
rameter estimates. While the correction only directly affects observations classified as non-
matches (the U component of the mixture model) the correction affects the Ԝ-parameter
estimates as well, altering the set of record pairs classified as likely matches by the model.

Posterior distributions for the number of links with and without the U-correction are
shown in Figure 4.5. The posterior distribution for themodel with the U-correction (center)
indicates both a larger number of links, approximately 136,000with the correction and only
87,000 without, as well as more dispersion in the number of links. The right panel shows
the number of matches that would be returned by eachmodel as a function of the posterior
probability threshold for declaring a record pair a match. In addition to identifying more
matches, for all match thresholds, the larger slope of the U-correction line indicates that the
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model identifies many more record pairs with a non-trivial level of uncertainty about the
match status, perhaps better characterizing thematching uncertainty. An inspection of a set
of links assigned a substantially high link probability by the model with the U-correction
suggests that most of these additional links correspond to true matches. In particularly,
essentially all of the mover matches identified by the Bayesian model discussed in Section
refsec:false_match_rates are assigned a non-trivial link probability only by the model with
the U-correction. Given the clear advantages, both theoretical and practical, we employ
only the model with the U-correction in later sections, which we will referred to as our
“Bayesian model”.

4.5.2 Estimating Matches with fastLink

As a basis for comparison we also estimate linkages in the data employing the fastLink R
package (Enamorado, Fifield and Imai 2018). We were unable to implement indexing by
disjunctions within the fastLink package, so we relied on internal functions to block on
first name. Using the built-in clustering function to generate blocks we elected to generate
123 separate blocks as this resulted in block sizes of no more than 10,000 by 10,000 (much
larger than our post-hoc blocks). The resulting blocks contained a total of 1.1 billion record
pairs. To generate comparisonswith fastLinkwe used a Jaro-Winkler similaritymetricwithԟ � ��� on all fields except for female and street type, for which we rely on exact matching.
We are limited to three categories for the string comparisons by the fastLink package. To
set thresholds we let string similarity above 0.92 correspond to an “exact” match, between
0.88 and 0.92 a partial match, and below 0.88 a non-match.

Running the fastLink estimation procedure on each block individually yields 123 sep-
arate estimates for each parameter, we show a histogram of these estimates in Figure 4.6
along with the posterior means from a Bayesian model estimated on the same set of com-
parison vectors as fastLink. We refer to this Bayesian model as our “Comparable” model,
additional details on this model are provided in Appendix 4.6. In cases where there is dis-
agreement between the models it appears to be at least in part a result of the contraint,
incorporated into the fastLink estimation procedure that ԜՒՆՙՈՍ ଯ ԜՕՆՙՎՆՑՒՆՙՈՍ ଯԜՓՔՓՒՆՙՈՍ and ԤՒՆՙՈՍ ମ ԤՕՆՙՎՆՑՒՆՙՈՍ ମ ԜՓՔՓՒՆՙՈՍ (Enamorado, Fifield and
Imai 2018). It does not appear that this assumption is reasonable in our application. Con-
sider the case where random agreement on a field is relatively common but transcription
errors are either uncommon or, more plausibly, generally result in a comparision which is
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Figure 4.6: Distribution of fastLink parameters across blocks. Vertical lines show posterior means
of parameters for the Comparable model.

classified as a non-match. In this scenario it may be the case that partial agreements are
observed less frequently than either matching comparisons among non-matched record
pairs (due to random agreements) or non-matching comparisons among matched record
pairs (due to parsing or transcription errors). However, as long as partial matches are rel-
atively more common among matched record pairs then an observed partial match will
still, other features held constant, indicate that the record pair is more likely to be a match
than a record pairs for which a non-match comparison was observed. Thus, we might
expect to observe monotonously among the ratios of the parameters, ԜՒՆՙՈՍ�ԤՒՆՙՈՍ ଯԜՕՆՙՎՆՑՒՆՙՈՍ�ԤՒՆՙՈՍՒՆՙՈՍ ଯ ԜՓՔՓՒՆՙՈՍ�ԤՓՔՓՒՆՙՈՍ, but not, in general, among
the parameters themselves.

Because fastLink, like other EM-basedmethods, does not incorporate a one-to-onematch-
ing constraint we employ the built in deduplication procedure to produce a set of record
pairs consistent with a one-to-one matching assumption. Depending on the match thresh-
old used the number of matches returned ranges from around 76,000 matches to 80,000
matches, substantially fewer than the number returned by our Bayesian model. We con-
sider only the record pairs returned by this procedure in our comparison between the
matches identified by fastLink and those found by our Bayesian model. An appropriate
comparison between the two methods is difficult given the lack of ground truth labels for
record pairs.
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4.5.3 Estimating False Match Rates

In order to objectively evaluate the performance of our Bayesian model and fastLink we
hand code a sample of record pairs classified as a match by one of both of the models. Us-
ing these labels as a reasonable proxy for ground truth we are then able estimate the false
match rates achieved by both models. For our Bayesian model we classify any record pair
with a posterior match probability of greater than 0.5 as amatch, the Bayes estimator under
squared error or balanced misclassification loss functions (Sadinle 2017). For the dedupli-
cated fastLink posterior estimates we use a more conservative threshold of 0.9, which is
within the recommended range of 0.75 to 0.95 (Enamorado, Fifield and Imai 2018).

Applying these thresholds yields three disjoint sets of estimated matches: the between
intersection of themodels, record pairs classified as amatch by bothmodels, Bayesian only
matches, record pairs classified as a match by our Bayesian model but not by fastLink, and
fastLink onlymatches, recordpairs classified as amatch by fastLink but not by our Bayesian
model. We further subdivide these sets of matches into two types: “mover” and “non-
mover” matches. We define a matched record pair as a mover match if the string similarity
between the street names is less than 0.85 or the similarity between the street numbers is less
than 0.5, otherwise the record pair is classified as non-mover. These similarity thresholds
correspond to a similarity level of less than 5 for street name and less than 3 for street
number as listed in Table 4.3. Matches where the address information is missing for one or
both of the records are categorized as a non-mover for the purposes of labeling.

For both mover and non-mover matches we draw a stratified sample from the set of
matches as follows: 100 matches from the intersection stratum and 150 matches from each
of the Bayeisan only and fastLink only strata. The resulting set contains 800 estimated
matches, 400 mover matches and 400 non-mover matches3. Each matched record pair is
then labeled as either a false match (FM), a true matches (TM) or no determination (ND),
for record pairs where there is not enough information to classify the record pair as either
a match or a non-match with a reasonable level of confidence. Results of the labeling are
shown in Table 4.4.

Excluding matches labeled as ND we estimated the mover and non-mover false match
rates for both our Bayesian model and for fastLink, including the record pairs classified as
matches by both algorithms as well as the matches identified only by our Bayesian model
and fastLink respectively. Population variances are calculated for the stratified sample

3This study design was pre-registered http://egap.org/registration/5452.
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Mover Non-Mover Overall
Stratum FM TM ND Labeled Total Matches FM TM ND Labeled Total Matches FM TM ND Labeled Total Matches
Intersection 2 88 10 100 13,618 3 97 0 100 39,134 5 185 10 200 52,752
Bayesian Only 15 114 21 150 17,719 25 122 3 150 60,932 40 236 24 300 78,651
fastLink Only 96 36 18 150 22,302 99 50 1 150 4,221 195 86 19 300 26,523

Table 4.4: Hand-coding results from mover (left) and non-mover (center) matches and overall
(right). Each matched record pair is labeled as either a false match (FM), a true matches (TM) or
no determination (ND), when insufficient information is available.

ND Excluded ND as Non-match
Mover Non-Mover Overall Mover Non-Mover Overall

Bayesian Model 0.08 [0.04, 0.11] 0.12 [0.08, 0.15] 0.11 [0.07, 0.14] 0.19 [0.14, 0.24] 0.13 [0.09, 0.17] 0.14 [0.11, 0.17]
fastLink 0.46 [0.41, 0.51] 0.09 [0.06, 0.12] 0.26 [0.23, 0.29] 0.52 [0.47, 0.57] 0.09 [0.06, 0.12] 0.28 [0.26, 0.31]
Absolute Difference 0.38 	ԟ � ������
 0.02 	ԟ � ����
 0.15 	ԟ � ������
 0.33 	ԟ � ������
 0.03 	ԟ � ����
 0.14 	ԟ � ������


Table 4.5: Estimated false match rates with 95% confidence intervals excluding ND record pairs
(left) and counting ND record pairs as false matches (right) by model.

making a finite sample correction (Rice 2006). Formovermatches the estimated falsematch
rates are 0.075 [0.042, 0.109] for our Bayesianmodel and .460 [0.412, 0.508] for fastLink. The
absolute difference between these estimates, 0.38, is statistically significant 	ԟ � �����
. For
non-mover matches the difference in model performance is much smaller, we estimate a
false match rate of 0.115 [0.076, 0.154] for our Bayesian model and .092 [0.061 0.123] for
fastLink. The absolute difference in performance among the non-mover matches, 0.02, is
not statistically significant 	ԟ � ����
. We also estimate an overall false match rate for
each model, aggregating the mover and non-mover matches, of 0.106 [0.075, 0.137] for the
Bayesian model and of 0.259 [0.231, 0.286] for fastLink.

Amore conservative approach than excluding theND recordpairs is to count allmatched
ND record pairs as false matches. While this is likely to overestimate the true false match
rate, assuming some ND matches correspond to true matches, it proves a reasonable up-
per bound for the true false match rate. We therefore repeat the analysis counting all ND
record pairs as false matches, instead of excluding them. Taking this more conservative ap-
proach yields higher estimated false match rates across the board, but results in the same
conclusions as when ND record pairs are excluded from the analysis. Both sets of results
are summarized in Table 4.5.

Examining the estimated false match rates for the individual stratum, as shown in Ta-
ble 4.6, helps to explain the differences shown in Table 4.5. As expected, the false match
rate among matches found by both models, the intersection stratum, is significantly lower
for both movers and non-movers than it is for either the Bayesian only or fastLink only
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ND Excluded ND as Non-match
Mover Non-Mover Overall Mover Non-Mover Overall

Intersection 0.02 [0.00, 0.05] 0.03 [0.00, 0.06] 0.03 [0.00, 0.05] 0.12 [0.06, 0.18] 0.03 [0.00, 0.06] 0.08 [0.04, 0.11]
Bayesian Only 0.12 [0.06, 0.17] 0.17 [0.11, 0.23] 0.14 [0.10, 0.19] 0.24 [0.17, 0.31] 0.19 [0.12, 0.25] 0.21 [0.17, 0.26]
fastLink Only 0.73 [0.65, 0.80] 0.66 [0.59, 0.74] 0.69 [0.64, 0.75] 0.76 [0.69, 0.83] 0.67 [0.59, 0.74] 0.71 [0.66, 0.76]

Table 4.6: Estimated false match rates with 95% confidence intervals excluding ND record pairs
(left) and counting ND record pairs as non-matches (right) by stratum.

strata. However, we can see that the false match rate increases much more in the fastLink
only strata. In fact, for both mover and non-mover matches, we estimate that most of the
matches in the fastLink only strata are false matches. In contrast the false match rates in
the Bayesian only stratum are less than a third of what they are in the fastLink only stra-
tum. The results for the Comparable model shown in Appendix 4.6 suggest that this is
primarily a result of the modeling rather than of the difference in blocking scheme or fea-
ture construction.

A limitation of the estimates reported in Table 4.6 is that they correspond to only a sin-
gle threshold for each model. In practice the match threshold may be selected to achieve
a desired false match rate, so it is necessary to consider how the false match rate varies as
the match threshold is adjusted. Using our hand-coded matches we estimate a false match
rate for thresholds greater than those used in the sampling and thus generate a more com-
plete picture of how the false match rate varies for each model as the threshold is adjusted.
Selecting a match threshold for a model yields both a number of record pairs which are
classified as matches and a (estimated) false match rate. Because the posterior probabili-
ties against which a match threshold is compared are produced by different they are not
directly comparable and therefore the total number of matches produced by a threshold
provides a better basis for comparison (Hand and Christen 2018). Figure 4.7 shows the
number of matches produced by each threshold against the corresponding false match rate
for both models. The confidence interval displayed are calculated by taking a union of the
95% (pointwise) confidence interval when ND record pairs are excluded and of the 95%
confidence interval when ND record pairs are counted as non-matches.

It is clear from Figure 4.7 that the Bayesian model identifies more matches at essentially
any false match rate, or alternatively that for any number of matches the associated false
match rate is lower. Althoughmost apparent in the overall plot (right panel)we can also see
that the slope of the false match rate appears to be lower for the Bayesianmodel, indicating
that the increase in false match rate associated with adding additional matches is generally
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Figure 4.7: Estimated false match rates for mover matches (left), non-mover matches (center),
and all matches (right) for deduplicated fastLink (blue) and Bayesian model (green). False match
rate relative to hand-coding base estimates excluding ND record pairs (dashed) and counting
ND record pairs as non-matches (solid) with pointwise confidence interval.

lower. In the particular case of estimating voter switch rates properly accounting for the
false matches is essential to properly estimating the switch rate. We discuss the importance
of accounting for this in the next section.

4.5.4 Estimating Party Switching Rates

When using a dataset comprising over 100,000 high-probability linked record pairs, uncer-
tainty due to sampling is small. Even in politically important subgroups like unmarried
women or white-collar men, there is enough data to measure party switching rates with
reasonable precision if one assumes a fixed set of links. However, because we know that
there is uncertainty in the link structure, it’s necessary to account for that uncertainty in
inferences. PRL allows for two kinds of uncertainty to be captured: uncertainty in linkages
conditional on a model, and uncertainty in linkages over a range of models. To illustrate
these differences, we compare our Bayesian model to the fastLink implementation of the
EM model with posterior probability ମ ��� excluded.

Political scientists have postulated that the conversion of Republicans into Democrats
was led by working class voters and women, arguing that more members of these groups
switchedparties than other segments of the electorate (Corder andWolbrecht 2016; Sundquist
1983). That such a change occurred is readily apparent in the Great Registers. Because oc-
cupation is identified and gender can be inferred, with a high degree of confidence, for
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Figure 4.8: A stacked bar plot of the number of matches made by each algorithm, broken out
by whether the match is a mover record or kept the same address. This section focuses on the
estimation of party-switching rates, so only record-pairs that belonged to a major party in both
1932 and 1936 are included. Figure 4.5 includes matches without observed party affiliation and
are therefore higher than the totals in this plot. Because the total variation in the number of links
is small, we plot the posterior mean for the Bayesian model. For fastLink all links with a posterior
link probability greater than Јӳν are included.

each individual in the Great Registers, it is straightforward to estimate the cross-sectional
partisan composition and the party-switching rates for individuals and aggregate up to
groups to shed light on these theories. Before the realignment, in 1928, all demographic
groups had a Democratic registration rate of about 20%, though this rate rose significantly
during the realignment period, indicating that most party switches were from the Repub-
licans to the Democrats. Among men registered with one of the two major parties, blue
collar men were 21 percentage points more likely to register as a Democrat in 1936 than in
1932. Among white collar men, the change was just 14 points. In Alameda county, women
and men moved about the same amount, each increasing their support for the Democrats
by a bit less than 20 percentage points. We focus here on the overall party-switching rate
because it highlights differences in the linkage methods, but analyses that confront the pol-
itics of the period will be explored in another venue.

Figure 4.8 shows the number of matches for each algorithm broken out by residen-
tial stability. FastLink returns fewer matches, identifying around 69,000 record pairs. The
Bayesian model returns a posterior mean of 117,000 record pairs. All of the additional
matches for the Bayesian method come from non-movers, meaning that the set of matches
for the Bayesian algorithm has about half the proportion ofmovers as the fastLinkmatches.

To characterize its uncertainty, the party-switching rate is computed for every fourth
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MCMC iteration of the Bayesian model, after discarding the first 2,500 iterations as burn-
in, to approximate the posterior distribution. Because fastLink returns only a single set of
links we estimate the switch rate for the set of links for which fastLink estimates posterior
link probability greater than ���. Enamorado, Fifield and Imai (2018) recommends weight-
ing by the posterior match probabilities to account for linkage uncertainty. However, for
the purpose of estimating the party switching rate it is necessary to account for uncertainty
both in the individual links and in the total number of links. We are unaware of an ad-
justment that appropriately characterizes the distribution of this ratio and therefore report
only point estimates for fastLink.

If an algorithm that returns a higher number of matches is returning correct matches
(or at least, correctly calibrated probabilities), then the number of data points available
for analysis is increased without inducing additional bias. But if erroneous matches are
returned (or matches with miscalibrated probabilities) we should expect a positive bias in
the party switching rate, since falsematches aremore likely to show a switch in parties than
true matches. Estimating the total number of false matches by multiplying the estimate
false match rates from Section 4.5.3 by the number of matches in Figure 4.8 indicates that
about a quarter of fastLink matches are false, whereas only about 11% of the matches from
the Bayesianmodel are falsely linked suggesting the Bayesianmodel identifies significantly
more true matches.

The distribution of the mean party-switching rate overall and for interesting subgroups
is displayed as a violin plot by linkage algorithm in Figure 4.9. With the exception of non-
movers, fastLink consistently shows higher unadjusted rates of party-switching than the
Bayesian model. The higher switching rate could be the result of substantive differences
in the types of people being linked, particularly because the set of links returned fastLink
contains a greater share of movers, but it could also be the result of fastLink making more
incorrect matches.

Looking at the bottom-right panel of Figure 4.9, we see that among non-movers, where
the two algorithms estimate similar false match rates, the difference in switching rates is
tiny. Amongmovers, where the rate of falsematches differed considerably, the party switch
rates diverge by about 6 percentage points. If links aremade completely randomly, without
regard to the matching fields, then the links will shows a party-switch about half the time.
Suppose a set of matches is composed of a mixture of false matches with proportion ᅺԱ
who have a switching rate of �� and true matches, with proportion �  ᅺԿ who have a
switching rate of ᅻԿ . The observed switch ratewill then be ᅻՔՇՊ՛ՊՉ � ���ᅺԱ �ᅻԿ 	�ᅺԱ 
.
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Figure 4.9: Violin plots of the distribution of the mean party switching rate for interesting sub-
groups across samples of record-pairs for the Bayesian model. The square points show the com-
parable benchmark from fastLink, using only pairs with a match probability greater than ӳν. The
distribution of the bias-adjusted switch rate (“Adjusted”) and the bias-adjusted switch rate treat-
ing indeterminate matches as false matches (“Adjust+”) are also plotted. The relatively flat dis-
tribution of the party switching rate shows that the differences between models (and between
categories) are much higher than the within-model variation.
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Therefore, given an estimate of the false match rate, a bias-adjusted switching rate can be
estimated which corrects for the bias introduced by the false matches. Using the labeled
data discussed in Section 4.5.3 we estimate a false match rate for each model and then
estimate a corresponding bias-adjusted switching rate. As with the unadjusted switching
rate we report the approximate posterior distribution for the Bayesian model, re-running
the calculation for each thinned MCMC sample, and report a point estimate for fastLink.
The “Adjusted“ switching rate in Figure 4.9 corresponds to using a false match rate in
which ND labels are excluded while the “Adjust+” switching rate counts ND labels as
non-matches4.

One other area of interest is uncertainty propagation. In this setting, there are three
important sources of uncertainty: uncertainty in the correct set of links conditional on the
model, uncertainty due to sampling error (of the typical frequentist kind) and uncertainty
in the linkage model. The first two sources of uncertainty are quite small here. Differences
between models, however, are substantial. For this reason, choosing a reasonable model
that minimizes incorrect linkages is essential.

Though the absolute estimates of switching rates differ between the models, their rela-
tive variation across categories is consistent, allowing for an unpacking of important ques-
tions about which voters drove the realignment. The high switching rates among blue col-
lar voters confirm what’s long been known: that blue collar workers led the realignment
towards Roosevelt’s Democratic party. This fact is well-established because blue collar
and white collar workers tend to be geographically separated, allowing ecological infer-
ence methods to tease apart the voting behavior of different kinds of workers.

Separating the political attitudes of men and women is considerably harder because
they tend to be clustered together in space, voting in the same places. Though Corder &
Wolbrecht (2016) use ecological inference methods to try to separate the political behavior
of men and women, such approaches will always prove difficult because of low variation
in the gender ratio. Individual-level data is much better suited to the task.

Figure 4.9 shows that men switched parties at a considerably higher rate than women,
contrary to what one would expect from Corder & Wolbrecht’s analysis. Indeed, the re-
alignment forged a partisan gender gap where none existed before, with married women
lagging men by 5 points in Democratic party affiliation, with unmarried women lagging

4In estimating the falsematch rate for the Bayesianmodel record pairs falling into none of the strata sampled
for labeling, because they were assigned a low posterior link probability by every algorithm, are assumed to
have either themaximumestimated falsematch rate across strata (Adjusted) or a falsematch rate of 1 (Adjust+).
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by a further 4 points. Though it’s hard to say for sure why unmarried women (who are
presumably younger) would have realigned less than their married women counterparts,
one possibility is that they were more influenced by the parents who are older (and, on av-
erage, more Republican) than married women’s spouses, who are closer to their same age.
The clarity that panel data can bring to questions of individual behavior demonstrates the
promise that new data and improved linkage methods bring to social science.

Bias-adjustment is also helpful in parsing out the differences in switch rates for men
and women. Using the unadjusted switching rates, fastLink and the Bayesian method pro-
vide very different accounts of the differences in switching between men and women. The
Bayesianmodel assignsmen the highest switching rate (though notmuch higher thanmar-
ried women), whereas fastLink showsmarried women having by far the highest switching
rate among the three gender categories. However, bias-adjustment bring the results of
the two algorithms more into line, taking married women from 7.5 points more likely to
switch than men to about 4 points. Still a substantively important difference, but only half
as large inmagnitude. This example shows the important of bias-adjusting estimates, since
differences in falsematch rates between linkage estimators can lead to erroneous estimates.
Though bias-adjusting doesn’t fully account for differences between the two algorithms, it
does bring the empirical conclusions of the two algorithms’ links closer into line.

4.6 Discussion

Bayesian probabilistic record linkagemodels provide an appealing framework for perform-
ing record linkage: They can provide accurate point estimates of links between records, and
they allow for uncertainty in the links between to be quantified and propagated through
to subsequent inference. The main barrier to their adoption in practice has been computa-
tional. Post-hoc blocking and restricted MCMC make Bayesian modeling for PRL feasible
for much larger problems, as demonstrated in our Great Registers case study. Our case
study also reiterated the importance of correcting the bias introduced into the Ԥ-parameters
by blocking; an issue that is widely known (see e.g.. Murray (2016)) but often ignored in
practice. A serious Bayesian analysis is obliged to consider sensitivity to the prior and
model specification. Sensitivity analysis at this scale is only possible because of post-hoc
blocking and restricted MCMC. While our development of post-hoc blocking focused on
merging two files under one-to-one matching constraints, this general approach can be
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adapted for record linkage and de-duplication with more than two files. We expect this
will be a fruitful line of research moving forward, and bring Bayesian PRL to bear on a
host of new and important scientific problems.
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Comparable Bayesian Model

From the results presented in Section 4.5.3 it is clear that the estimates produced by the
Bayesian model (Section 4.5.1) and fastLink (Section 4.5.2) differ substantially. However,
these models differ not only in the estimation procedure used, but also in the comparison
vectors computed (due to constraints in the fastLink procedure) and even in the specific set
of record pairs considered (due to differences in the blocking and indexing schemes). Thus,
it is not clear from the examination of the presented faslse match rates which of these dif-
ferences is the driver for the lower false match rates produced by the Bayesian model. We
therefore estimate the linkage structure of the Alameda county voter files using a second
Bayesian model, our “Comparable” model, on the set of record pairs and comparison vec-
tors used by the fastLink estimation procedure. As described in Section 4.5.2 we block on
first nameusing internal fastLink functions and compute comparison vectors using the “ex-
act”match, partial match, and non-match bins defined by default values from fastLink. We
do however share the model parameter estimates across blocks as in the Bayesian model,
whereas fastLink estimates model parameters separately within each block.

Aswith out Bayesianmodelwe construct post-hoc blocks via estimatedmaximalweights
using a sequence of penalized likelihood estimators setting ԃՈ to 250,000 and initializ-
ing the post-hoc blocking procedure with a ԦՒՎՓ value of zero. This produces a set of
86,000 distinct post-hoc blocks containing 21.7 million record pair, somewhat fewer post-
hoc blocks but substantially more record pairs than the post-hoc blocks than our Bayesian
model. The cause for this appears to be the smaller number of bins used in the fastLink
comparison vectors making the maximal weight matrix “flatter”, taking fewer distinct val-
ues, and therefore harder to separate into small post-hoc blocks.

For the restrictedMCMCalgorithm theprior over theԜ-parameters is set toԜՏ Dir(10,5,1)
for first name, middle name, surname, occupation, street number, and street name, the
fields for which partial matches are computed. For female and street type, where only ex-
act matches and non-matches are computed, we set the prior to ԜՏ Dir(10,1). For the Ԥ-
parameters flat priors of ԤՏ Dir(1,1,1) and ԤՏ Dir(1,1) are used for partial matching and
exact matching fields respectively. As with our Bayesianmodel we employ a Beta-bipartite
prior with ᅫ � ��� and ᅬ � ��� over the link structure and run the MCMC algorithm for
10,000 steps, discarding the first 2,500 steps as burn-in. We run the estimation procedure
with the U-Correction which, as discussed in Section 4.5.1, is essential to correctly evaluat-
ing the likelihood.
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We begin our comparisons of the model results with an examination of the differences
in the blocking schemes. The blocking used for fastLink and the comparable consider a to-
tal of 1.1 billion record pairs, compared to the 850 million record pairs included using our
indexing scheme. While there is a substantial degree of overlap, a total of 630 million pairs
appear in both indexing schemes, the overlap among record pairswith a high posterior link
probability is even more substantial. Of the 131,403 record pairs for which the Bayesian
model estimates a posterior link probability greater than 0.5, 120,189 (91.5%) are included
in the fastLink blocking scheme. The Bayesian model blocking scheme includes an even
greater fraction of the links estimated by the other models containing 118,011 (99.9%) of the
118,118 record pairs assigned a posterior match probability greater than 0.5 by the Compa-
rable model and 79,044 (99.7%) of the 79,275 assigned a posterior link probability greater
than 0.9 by fastLink, despite including several hundred million fewer record pairs than the
fastLink blocking scheme.

We next examine the posterior link probabilities estimated by the models at the record
pair level. After first excluding all record pairs for which all three models (Bayesian, Com-
parable, and fastLink) estimate less a posterior link probability of less than .0001 we plot a
heat map showing counts on a log scale of the posterior link probabilities estimated by the
different models in Figure 10. We compare the probabilities estimated by fastLink with the
Comparable model in the left panel and the Comparable model with the Bayesian model
in the right panel. Record pairs for which the models estimate similar posterior link proba-
bilities appear near the diagonal while those where the models estimated link probabilities
which differ substantially appear closer to the top left and bottom right corner.

It is clear that between the Comparablemodel and fastLink there is essential zero agree-
ment on posterior link probability, outside of the near certain non-links (bottom left) and
near certain links (top right) record pairs. In contrast, the Bayesian model and the Compa-
rable model plot shows substantial mass near the diagonal, indicating broad agreement on
the posterior link probabilities. This occurs despite the models relying on different com-
parison vectors. There does exist a set of several thousand record pairs for which the Com-
parable model estimates zero link probability which the Bayesian model classifies as near
certain links (shown in the top left corner of the right panel). However, upon further ex-
amination we determined that this disagreement is the result of differences in blocking
scheme already described rather than different estimates for record pairs included in both
models. Overall it is clear that there is substantially more agreement between the Bayesian
and Comparable models, both estimated using our post-hoc blocking procedure, suggest-
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Figure 10: Heat map of estimated posterior link probabilities Comparable model vs fastLink (left)
and Comparable model vs. Bayesian model (right).

ing that the choice of estimation procedure is significantly more important in determining
model performance than specifics of the comparison vectors or blocking scheme.

.0.1 False Match Rate

As a final comparison between the modeling approaches we expend the false match rate
analysis from Section 4.5.3 to cover the Comparable model. Links identified by the Com-
parable model appear in all strata, Bayesian only, fastLink only, and intersection as well
as a small number, 4,314, which are linked by neither fastLink nor the Bayesian model and
thus appear in none of the previous strata. We therefore label 200 additional records pairs,
100 mover and 100 non-mover matches, identified (assigned a posterior link probability
greater than 0.5) by the Comparable model which are classified as non-matches by both
the Bayesian model (using a threshold of 0.5) and fastLink (using a threshold of 0.9) in
order to estimate the false match rate achieved by the Comparable model. We reproduce
Table 4.4 with the additional labels added in Table 7.

We then repeat the analysis in Section 4.5.3 including the Comparable model updat-
ing Table 4.5 and Figure 4.7 in Table 8 and Figure 11 respectively. Figure 11 in particular
shows that while the Bayesianmodel identifies some additional matches, largely due to the
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Mover Non-Mover Overall
Stratum FM TM ND Labeled Total Matches FM TM ND Labeled Total Matches FM TM ND Labeled Total Matches
Intersection 2 88 10 100 13,618 3 97 0 100 39,134 5 185 10 200 52,752
Bayesian Only 15 114 21 150 17,719 25 122 3 150 60,932 40 236 24 300 78,651
fastLink Only 96 36 18 150 22,302 99 50 1 150 4,221 195 86 19 300 26,523
Comparable Only 17 59 24 100 2,770 37 59 4 100 1,544 54 118 28 200 4,314

Table 7: Hand-coding results from mover (left) and non-mover (center) matches and overall
(right). Each matched record pair was labeled as either a false match (FM), a true matches (TM)
or no determination (ND), when insufficient information was available.

ND Excluded ND as Non-match
Mover Non-Mover Overall Mover Non-Mover Overall

Bayesian Model 0.08 [0.04, 0.11] 0.12 [0.08, 0.15] 0.11 [0.07, 0.14] 0.19 [0.14, 0.24] 0.13 [0.09, 0.17] 0.14 [0.11, 0.17]
fastLink 0.46 [0.41, 0.51] 0.09 [0.06, 0.12] 0.26 [0.23, 0.29] 0.52 [0.47, 0.57] 0.09 [0.06, 0.12] 0.28 [0.26, 0.31]
Comparable Model 0.07 [0.04, 0.11] 0.06 [0.03, 0.09] 0.06 [0.04, 0.09] 0.20 [0.15, 0.24] 0.06 [0.03, 0.09] 0.10 [0.07, 0.12]

Table 8: Estimated false match rates with 95% confidence intervals excluding ND record pairs
(left) and counting ND record pairs as false matches (right) by model.

blocking scheme, the performance of the two models is extremely similar with substantial
overlap between the estimated false match rates. These results should be unsurprising
given the agreement observed in Figure 10 but do provide yet more evidence that, at least
for this problem, the estimation procedure matters far more to the modeling than do the
specific comparison vectors or blocking scheme.
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Figure 11: Estimated falsematch rates formovermatches (left), non-movermatches (center), and
all matches (right) for deduplicated fastLink (blue) and Bayesian model (green). False match rate
relative to hand-coding base estimates excluding ND record pairs (dashed) and counting ND
record pairs as non-matches (solid).
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