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Abstract

Information technology security has become a critical component of managing the

risks associated with communication networks that support the global economy. Un-

like the financial markets where a rich set of tools exist to measure and control the

risks associated with financial decisions, no such tools exist for risk associated with

information technology. Quantitative methods that have been studied to date are

quantitative only in that they involve the measurements of some metrics. A model,

however, should enable management to explain current phenomena or potentially

provide qualitative arguments for policies. The tools today do not permit such dis-

cussion.

In this dissertation, the models I develop address some of the fundamental nuances

of information technology security. First, the topology of the network influences the

nature of the risks associated with each node and should be accounted for. Second,

such a model must incorporate the non-symmetric relationship found in the network.

The relationships are typically bi-directional with unequal weights. Within this con-

text, the models here attempt to answer the fundamental question: ”How should I

allocate my resources in order to manage the information technology risks I face?”

This allocation can occur at an industry level amongst multiple corporations, within a

company amongst a multitude of nodes or even at the vulnerability level. Within this

context, I present three models. First, I develop a prioritization model that balances

the impact of the topology of the network and the level of potential impact of an in-

dividual vulnerability. Second, I create a class of interdependent security investment

models to incorporate asymmetries of utility functions and a mixture of positive and

v



negative externalities. Lastly, I generate a novel formulation of a dynamic risk net-

works model with interdependent states. Overall, the models provide anchor points

in the largely uncharted field of IT risk management.
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Chapter 1

Introduction and Background

Public and private communication networks that facilitate the global exchange of

data have become critical to our nation’s security, economic viability and social fabric.

With the advent of the digital economy and the proliferation of information traversing

the networks and devices that access this information, we have found that the very

technology that has improved economic output and extended information exchange

has inherent vulnerabilities that threaten its further progress. The ubiquitous nature

of information technology has emerged at a time when the threats to it are increasing

everyday. There is a large potential for malicious actors to leverage the weaknesses

in our IT infrastructure to bring a halt to businesses and uncover state secrets. It is,

as President Barack Obama noted, “a weapon of mass disruption.”(3)

Governments, businesses and individuals must have confidence that their commu-

nication infrastructure is resilient and that their data is protected. Even with major

advances in security research, the lack of a fully integrated approach to security that

encompasses technology and the limitations imposed by the constraints of available

resources poses a continued threat to our economic and national security interests.

Against this backdrop, a new practice of risk management in IT security is emerg-

ing. With the renewed interest from all sectors (e.g. board of directors, government,

consumers) in managing risk associated with IT, there is also greater demand to, in

turn, measure the associated risk and optimize decision around those measurements.

Today, it is not uncommon for a Chief Information Security O"cer (CISO) to be

1



2 CHAPTER 1. INTRODUCTION AND BACKGROUND

asked by the CEO or board of directors to cut his or her budget by a certain amount.

In so doing, a natural question one might pose is: “How does the CISO decide which

part of the budget to cut?” The level of quantitative rigor expected to answer this

question vastly exceeds current capabilities. Without agreement on what metrics to

measure, a consistent response to such a basic question cannot be expected.

In this chapter, I begin this discussion by exploring the nature of IT Security

and Risk Management today. Following this analysis, I explore the various methods

currently used in managing risk for IT systems. For the most part, these methods are

simulations rather than quantitative models and lack the ability to make predictions

or lay the groundwork for general principles and heuristics for decision making. The

space of quantitative modeling of IT security risk is clearly large and fairly undefined

at this point. In my research, I have taken the approach of laying the groundwork

for several types of quantitative models that serve to provide some insight into how

resources should be managed in relation to IT security. These models leverage cutting

edge research in queuing, game theory, and optimization to illustrate how we might

gain qualitative insights from these quantitative models.

In Chapter 2, I present one such model called SecureRank which ranks nodes

according to the urgency of patching that node. This model takes into account

the topology of the network as well as the relative significance of the vulnerabilities

residing on that node. Current methods tend only to look at the vulnerabilities and

ignore how high risk nodes potentially increase risk for neighboring nodes.

In Chapter 3, I develop a risk networks model which shows how a manager of

information technology could use a dashboard showing the level of risk residing on

various nodes to determine how resources should be allocated over time. Here, I

introduce the notion of inherent risk which is the risk that is observable such as

number of vulnerabilities on a node or number of open trouble tickets at a node

and induced risk which is the risk that is translated to neighboring nodes due to the

level of interaction between those nodes or the dependence of one node on the other.

Typically, decisions are made only on the observed inherent risk. I argue in this

chapter that the induced risk is also important since the translated risk needs to be

taken into account. This ultimately changes the ways in which decisions are made. I



1.1. MOTIVATION 3

explore some heuristics that can lead to near-optimal decisions within this context.

In Chapter 4, I describe a model for security decision-making using a linear in-

fluence networks. The linear influence model uses a matrix to represent linear de-

pendence between security investment at one organization and resulting security at

another, and utility functions to measure the overall benefit to each organization.

A matrix condition implies the existence and uniqueness of Nash equilibria, which

can be reached by an iterative algorithm. I explore the nature of this equilibrium

and apply this framework to investigate three examples within a security setting. I

further improve this equilibrium using an algorithm that changes the weights in the

matrix to reduce investments made by two parties while maintaining investments at

the same level for all other parties. In Chapter 5, I bring these models together to

consider the spectrum of quantitative models considered in my research and suggest

future directions for research in this area of risk management.

1.1 Motivation

There is no doubt that threats to cyberspace constitutes one of the biggest challenges

to the stability of our economy and security of our nation states. The origins of these

threats, whether they are individuals, criminal organizations, or state-sponsored ter-

rorists who seek to exploit information networks and threaten critical systems are

increasingly financially motivated. In fact, the Cyberspace Policy Review, a 60-day

review directed by President Obama in May 2009, notes, ”The growing sophistica-

tion and breadth of criminal activity along with the harm already caused by cyber

incidents, highlight the potential for malicious activity in cyberspace to a!ect U.S.

competitiveness, degrade privacy and civil liberties protections, undermine national

security, or cause a general erosion of trust, or even cripple society.”(3) Several recent

examples indicate the extent of these threats.

In September 2009, Albert Gonzalez was indicted for five corporate data breaches

including Heartland Payment Systems and convenience store enterprise 7-Eleven Inc.

In what is believed to be the largest identity theft case ever prosecuted, Gonzalez was

accused of stealing 130 million accounts from Heartland alone. A previous indictment
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in 2008 for his role in stealing nearly 40 million accounts from TJ Maxx, Barnes

and Noble and a number of other retail chains proved to be only the tip of the

iceberg. In the case of the retail chains, Gonzalez and his team of hackers used

a relatively unsophisticated technique known as ”wardriving” in which individuals

drive around in search of vulnerable wireless networks into which they can install

sni!ers to capture credit and debit card data. The more recent indictment shows a

much more sophisticated attack leveraging a SQL injection attack to break into the

networks of several companies. The hackers also installed back doors in order to access

the networks at later dates. They tested their malware against anti-virus software

to avoid detection and programmed the malware to erase itself. The devastating

nature of these attacks is still not fully understood. The TJ Maxx incident has cost

the company at least $200 million to date.(4; 5; 6) After a similar incident in 2005,

CardSystems Solutions was not able to survive as a stand alone company after its

primary customers Visa and American Express dropped it as a credit card processing

company.(7) With so much financially at stake, the risks associated with unpatched

systems is clearly an important issue for companies today.

In July 2009, a series of sensitive corporate documents from Twitter were leaked

to the press.(8; 9) Using a combination of publicly available information and some

street smarts, the attacker known as Hacker Croll, managed to first infiltrate the per-

sonal accounts of Twitter employees and used that information to access the Twitter

corporate network. He first gathered email addresses for Twitter employees using

publicly available information. He then sought to access these email accounts by

leveraging a weakness in the password reset mechanism on Gmail. For one particular

account, he found that a password reset would send a message to an inactive Hotmail

account. Hacker Croll reactivated this Hotmail account and reset the Gmail password

so that he could access the account. To evade detection, he needed to reset the Gmail

password to the original password. He guessed the correct one by trolling the emails

for a web service that had sent a password back to the user in clear text. As we are

all likely to do, this user happened to be using the same password everywhere. From

here, he was able to access Google Apps email which was the Twitter corporate email

account. From the content of the emails, Hacker Croll gathered further information
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on his target and infiltrated further services this user was accessing. In cases where

the password was unknown and a ”secret” question could be asked, the process of

gathering information was even easier since that information was readily available to

Hacker Croll, even on the public domain. From this starting point, he gained access

to the accounts of at least three senior executives at Twitter including Evan Williams

and Biz Stone. Not only did he access corporate documents such as financial projec-

tions and notes from strategy sessions, he also gained entry into phone logs, Amazon

purchasing history and iTunes. The interlinked nature of personal and professional

data combined with the tendency to store more and more sensitive information in

cloud based services suggests that security vulnerabilities found in casual entertain-

ment sites can ultimately prove dangerous to corporations. Information Technology

risk, then, cannot be contained and isolated and is, in fact, very much interdependent.

More recently, there have been multiple examples in which national interests may

have been compromised as a result of vulnerabilities within government and military

systems. In one case, hackers in November 2009 with likely connections to the North

Korean government accessed a set of 11 PowerPoint slides that are part of Operation

Plan 5027 which calls for sending roughly 700,000 US troops to Korea if a full scale war

begins.(10) The hackers breached the system when a USB drive containing these files

was not removed by a military o"cer prior to his change from a restricted intranet to

the public internet. In December 2009, it was reported that Iranian-backed insurgents

in Iraq had, using freely available software costing $26, intercepted live video feeds

from U.S. Predator drones on military surveillance missions.(11) Although military

o"cials claimed that there is no evidence that militants were able to interfere with the

flights, these intercepts likely damaged the security of military operations by revealing

what exactly was being monitored and what that might mean for future operations.

These examples only serve to highlight some of the more recent public and well

known security problems. Presumably, many more consumer, corporate and govern-

ment security problems are either unknown today or are being negotiated without

being made public. To many, the problem of IT security can be solved simply with

the right technology and policies. What these examples illustrate and what I have
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found in my research is that the problem of defending digital information and IT net-

works is increasingly an optimization problem with multiple competing objectives:

growth, privacy, security, and user experience, just to name a few. This optimization

problem is further complicated by the nature of the underlying model: a well defined

network topology with interdependence but simultaneous lack of symmetry in the

relationships between entities. With security as only a component of this complex

equation, the ability to e!ectively defend ones’ data and networks is an increasingly

di"cult problem to manage.

1.2 IT Risk Management Framework

IT risk management should enable business managers to view IT security spend as

a critical value driver rather than a pure cost center. Global software security spend

was estimated by Gartner to be $10.5 billion in 2008(12) and was expected to be close

to $13.1 billion by 2012. Part of this growth has been fueled by compliance regulation

such as Sarbanes-Oxley but another growth driver is the intensified focus on security

by small and medium businesses. Security is impacting all types of organizations

today and this increase in spend only serves to underscore the need for measuring

the relative value of those investments. There is rarely a single correct method for

protecting information and network security and given the overwhelming number of

choices and decisions to be made, a common framework by which decisions can be

made is critical.

Attackers today have a multitude of methods by which they can create problems

for individuals, organizations, businesses and nation-states. These include denial of

service attacks, worms, malware, port sni"ng and cache poisoning. At the same time,

the individual or group responsible for protecting these IT systems have a portfolio of

tools by which they can protect their assets including firewalls, redundancy, intrusion

detection or prevention, anti-virus software, user authentication and physical security.

IT risk management is the process by which this portfolio of methods is selected to

mitigate against the various methods of attack.

The scope of IT Risk involves two general categories of risk:
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1. Performance risk or operational risk involves whether the IT group delivers

the service levels needed and expected by the organization. Performance risk

can be further divided into performance that is threatened by malicious attack

(e.g. worms, DDOS) and risk that is inherent in its day to day operations (e.g.

cable cuts, power outages, etc.). This type of risk is generally measured by the

availability of the service and the associated service level agreements.

2. Information security is the protection of data from misuse, loss or unauthorized

access or change. More commonly, the categories of problems associated with

information security are Confidentiality, Integrity and Access. These, too, can

happen as a result of both malicious activities and regular day to day operations.

Within this type of risk is compliance risk or regulatory risk. This type of risk

is related to information security in that it defines the context and definition for

how data can be misused. As an example, HIPAA regulations very specifically

limit how patient information can be accessed and shared. National security

concerns also place restrictions for military personnel on how social networking

sites such as Facebook or Twitter can be used and what data can be shared.

A natural first question to pose when evaluating IT Risk is how one might mea-

sure the extent of the risk taken on by an organization given the current methods of

operation. Surprisingly, while defense of one’s IT network and information has be-

come a critical component of the ability of businesses to seamlessly operate, IT risk

(especially with respect to security) is still a concept that is hard to measure. Costs

associated with security problems are hard to quantify as are the benefits associated

with mitigation of those very security risks. While the e!ective prevention of attacks

can be cumbersome and costly, the ultimate financial impact of an attack is di"cult

to prove or calculate and even more di"cult to predict.

How can we know if spending on security products is being e!ectively allocated

if measurement is not done? A formalized model for security risk management the

likes of Value at Risk in financial institutions has not been widely adopted. With the

financial crash in 2008, even these financial models have been called into question.

Instead, the US government and large IT corporations like Microsoft and IBM have



8 CHAPTER 1. INTRODUCTION AND BACKGROUND

provided guidelines by which corporations can best mitigate risk associated with IT.

Although these guidelines are relatively high level, it is a good starting point in the

discussion of mathematical models used to inform decision making with respect to

Information Technology Risk.

A commonly proposed metric for IT risk is the Annual Loss Expectancy (ALE),

the expected value of the loss that will be incurred in a given year.

ALE =
n

!

i=1

ViFi (1.1)

where:

Vi = Value of Incident Type

Fi = Frequency of Incident Type

For example, suppose we are trying to understand the risk associated with a web

server for an e-commerce company. The web server goes down once every 2 years

and so the frequency is 1
2 annualized. Suppose the website brings in $5,000 per hour

and when the web server goes down, it takes roughly two hours for the reason to be

identified, fixed and rebooted. As a result, the value of the incident is $10,000. In

this case, the ALE is 1
2 x $10,000 or $5,000.

In fact, ALE has made its way into the vernacular of risk management for informa-

tion technology, even becoming part of the Risk Management Guide for Information

Technology Systems published by the National Institute of Standards and Technol-

ogy (NIST) by the US Department of Commerce.(13) ALE is typically broken down

into multiple components that separate out the economic impact of incidents from

the evaluation of how common those types of incidents may be. Since this infor-

mation generally exists in separate silos within the enterprise organization (business

versus technical organization), breaking out the ALE into its components enables the

individual or group collecting the information to e!ectively gather the needed data

through interviews. In many ways, ALE was a metric that was easy to gather at a

high level that seemed to produce a directional indication of the risks impacting an

IT system.
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Metrics
Asset Valuation AV Business value of a technology as-

set (e.g. Dollars of sales flowing
through a e-commerce Web site)

Event Impact EI Percentage of Asset Valuation
lost as a result of a threat being
realized a single time

Single Loss Expectancy SLE AV*EI
Annual Rate of Occurrence ARO Number of times a threat is real-

ized in a given year.
Annual Loss Expectancy ALE SLE*ARO Expected damages

from a particular threat each
year

Table 1.1: Components of Annual Loss Expectancy

A significant disadvantage of ALE is found in the question often posed by Chief

Information Security O"cers (CISO): ”Do high impact, low frequency events matter

more or less than low impact, high frequency events?” ALE would suggest that these

types of events are identical in the risk that they pose. This may lead to overprovi-

sioning for highly unlikely events or may unnecessarily sta! up for events that happen

frequently but have very little impact. Even so, this is the most common metric in

use today. As a result, we should consider the types of models that have been built

to leverage this metric to inform decisions involving IT risk. IT Risk Management

for the most part has been a largely qualitative process used to identify the priority

risks to mitigate.

Generalized Method for Risk Management

For the most part, the risk management team will collect the same information no

matter which risk management approach they adopt. The big di!erence is in how of-

ten they collect the information and what decision models they use. The fundamental

framework generally looks like the following:

There are fundamentally five components in IT risk management:
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Figure 1.1: Generalized Method for Risk Management

1. System Characterization: Collect information about the IT assets and the busi-

ness processes supported by those assets

2. Threat Model: Uncovers the nature of the hazards that jeopardize the stability,

reliability and trustiworthiness of the system

3. Vulnerability Assessment: Maps how a threat leverages vulnerabilities within

the system to access a critical target

4. Attack Impact: Assesses a dollar figure to and qualitative description for the

consequences of the attack

5. Decision Model: Creates a method by which actions are prioritized

System characterization: Using questionnaires, onsite interviews, network map-

ping tools and audit or policy documentation, the risk management team records the

hardware and software assets, data collected and stored within the system, knowledge

of how the technology assets interface with one another, business value of the processes

supported by these assets and the system requirements for supporting these processes.

System characterization also involves understanding the current set of safeguards that
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have been implemented. In general, there are two categories of safeguards: preventa-

tive (the methods used to avert the realization of a threat) and detective (the methods

used to catch attacks that are in progress or have already occurred). One may also

consider a further categorization of the safeguards: technical (hardware/software)

and non-technical (operational controls, physical security, etc.). The potential safe-

guards that are considered ranges from a combination of introducing new technologies

(e.g. IDS systems, routers, cloud computing, virtualization) to tighter controls at the

perimeter (e.g. firewall policies, spam filters) to company policies (e.g. manager ap-

proval for access to databases, securing laptops prior to introduction to network). It

is important to develop a complete set of possible safeguards that can be implemented

today or with the available budget.

Threat Model: The threat is the actor - defined as the person(s) or event that

leverages the weaknesses in the IT system to further propagate damages. Character-

izing the threat involves understanding who is involved - whether it is a person or

organization or a natural hazard such as an earthquake or flood or an environmental

hazard such as a power outage. For a threat originating from a person or organization,

it is also important to understand their motivation (e.g. monetary gain, mischief, ego,

destruction, etc.), capability and available resources. The team leverages incident re-

ports, vulnerability scanners, available vulnerability databases, audit documentation

and interviews to study the ways in which various threats can materialize.

Vulnerability Assessment: The threat uses the vulnerabilities within the system

(points of weakness in security) to access a target with business value. Vulnerabilities

are only important within the context of a valuable target and a threat that have

the ability and resources to access that vulnerability. As such, the vulnerabilities of

the system are studied and characterized in relation to the target to which it enables

access. Vulnerabilities are generally classified according to the level of di"culty asso-

ciated with exploiting the flaw. Once the current and planned controls are described,

a complete analysis of the current situation can be undertaken. The analysis begins

by calculating the likelihood that using the current set of controls, the vulnerability-

threat combination will be realized. Since granularity of data is di"cult to assess, the

likelihood is generally categorized into three buckets: High, Medium and Low. The
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assessment of this probability takes into account the controls that would be in place,

the resources available to the threat, the cost associated with and the di"culty of

exploiting the vulnerability. Moreover, if multiple vulnerabilities need to be exploited

in order to gain access to a target, the risk management team calculates the product

of the likelihood of successfully attacking each vulnerability along the path.

Attack Impact: Lastly, the threat and vulnerability are characterized by the

impact of the realized threat-vulnerability combination. Typically the impact is a

description of the ultimate loss at the target site. This could be a loss of confidential-

ity, integrity or availability (CIA). Depending on the type of loss, the impact may be

time based or event based. For example, a loss of confidentiality can happen multiple

times but really only matters the first time it happens. The impact of loss of data

integrity or service availability is determined by the time that elapses. Given the

controls in place, one can develop an estimate of the time a service may be down.

Once again, the levels here are categorized into three buckets: High Medium and Low

to maintain simplicity of the model. Finally, the level of risk is determined in this

model by multiplying the likelihood value against the impact value.

Decision Model: Given the quantities calculated in the Attack Impact phase, the

decision makers can prioritize the highest order threats and take action whether it

may be placing new safeguards or changing the existing policies. Once the actions

have been implemented, the process needs to happen once more in order to continue

the process of identifying the most important risks.

Cost-Benefit Approach to Risk Management

The Risk Management Guide put forth by the National Institute of Standards and

Technology (NIST) is a commonly sited reference for Chief Information Security Of-

ficers (CISO) seeking to find systematic ways in which they can monitor and control

their IT risk.(13) This study, released in 2002, provides a template by which organi-

zations can gather the needed information and make decisions based on a cost-benefit

analysis. Utilizing the generalized method described above, the risk management

team puts together a comprehensive list of every conceivable security compromise sce-

nario (threat-vulnerabilities-target combination) and develops a set of recommended
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safeguards for those events. The risks are prioritized by the ALE value. The orga-

nization then determines its appropriate level or appetite for risk from its original

requirements specified in the system characterization process. It now has a priori-

tized list of vulnerabilities to manage. The risk management team can leverage its

cost benefit analysis to ensure that new safeguards that are introduced into the sys-

tem are justified by the resulting reduction in risk. The highest priority risks are

evaluated using a cost-benefit decision model. The assessment involves estimating

the following values:

• Impact of implementing the new or enhanced safeguards

• Impact of not implementing the new or enhanced safeguards

• Costs of implementing safeguards

Cost for a set of safeguards includes the direct cost of purchasing, testing, de-

ploying and maintaining new technology (or policies) as well as the indirect cost to

the impacted employees or customers for reduced operational e"ciency. In balancing

the costs of implementing safeguards with the benefits, the risk management team

considers whether the safeguards are worthwhile. Naturally, if the costs exceed the

benefits, there is little reason to implement them. The safeguards should also reduce

risk only to the extent needed or a less expensive alternative should be considered.

If the benefits outweigh the costs to the degree desired, the risk management team

recommends the implementation of the safeguards.

Another version of this method has been proposed by Microsoft. In that case, the

decision model is as follows:

ALEbs ! ALEas + Cs =

"

> 0 New safeguards are worth implementing

" 0 No new safeguards
(1.2)

where ALEbs is the ALE prior to safeguards being introduced, ALEas is the ALE

after the safeguard is implemented and Cs is the annual cost of the safeguard. After

implementation, residual risk is measured and system characterization begins once

more.
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The major issue with this cost-benefit approach to risk management is the explo-

sion of possible scenarios given the complexity of today’s IT networks. In networks

where there are tens of thousands of end points not to mention additional thousands of

internal nodes, a system that requires the detailed analysis of vulnerabilities at each

possible point of failure is overwhelming in the amount of information required to

make the model work. In addition, a model that considers such detail cannot tolerate

uncertainty in its data. Otherwise, the uncertainty propagates through the model and

builds until the output is rather meaningless due to the noise that has compounded

at every level. It is not surprising, therefore, that this model has not been adopted

widely amongst enterprises. Furthermore, the granularity of the model is ultimately

sacrificed by creating High/Medium/Low designations for both likelihood and impact

on the system. Ultimately, this lack of granularity means that a vast swath of poten-

tial problems will be lost in the sea of ”Medium” risk: high impact/low likelihood,

medium impact/medium likelihood and low impact/high likelihood. It is still not

clear how these vulnerabilities should be rank ordered.

Risk Management Using Attack Trees

Another method by which risk management is accomplished by IT executives today

is through the construction of what has become known as attack trees.(1) At a high

level an attack tree maps the various known paths from where an attacker enters

the network to the point of the high value target. Scenario analysis utilizing attack

trees is the most automated method by which IT risk is managed today. By lever-

aging technology to gather most of the information required to make these decisions,

this method enables the organization to cycle through the generalized framework on

virtually a daily basis as opposed to the quarterly or annual process that is more

common when the process is more manual in nature. The ability to iterate quickly on

evaluation of risk is critical if the attackers are continuously evolving their strategies.

The generalized model for risk management also applies when constructing an

attack tree. In this case, however, the emphasis is placed on key business assets and

tracking paths to those assets. By starting with this focus, the risk management team

can prioritize the scenarios it really needs to understand so that a comprehensive list
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of potential attacks is no longer necessary. The point of the exercise is not so much

to map the entire system as it is to focus on understanding all of the known paths to

the critical assets.

This process of determining paths that an attacker might take to access an asset

generates what is known as an attack tree. Generally, the attack path is represented

by individual nodes that represent technology or business assets. The links between

the nodes are vulnerabilities or configurations on a technology asset that enable an

attacker to move from one node to the next. In some cases, automated tools that sni!

out a network and associated vulnerabilities can also create a more complete attack

graph of known attack paths (e.g. Skybox as attack tree generator with Qualys as a

vulnerability scanner)

Figure 1.2: Example Simple Attack Graph from Bruce Schneier (1)

As a simple example, consider the case of an attack graph that represents the

possible paths a burglar could take to steal the contents of a safe. In this type of

attack graph first introduced by Bruce Schneier, the root node is the target while

the leaf nodes are attacks. In this case, the vulnerabilities are implicit in the attacks
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that are outlined in the leaf nodes. Another method of constructing an attack graph

makes each node within the attack graph a physical node within the network with the

links representing a vulnerability that enables the attacker to compromise the node

that is the next level up. This is the type of attack tree that is generated currently

by companies like Skybox.

In order to analyze this attack graph and create a decision model by which we

can prioritize paths along the graph, the vulnerabilities or configuration errors are

matched with a likelihood that an attacker would successfully traverse that link. The

information used to assess this likelihood includes the expertise and time required to

exploit that vulnerability as well as the resulting reward for successfully traversing

that link. Multiplying the likelihoods together along a path and taking the product

of that value with the value of the business asset that is compromised gives the

equivalent of the ALE for that attack path. This method generally takes the paths

with the highest ALE and searches for the best vulnerabilities to patch along those

paths. The algorithm for determining the best vulnerability can depend on the system

being used but a common one would be to start at the perimeter since cutting those

links generally mean that any downstream path will no longer be possible to traverse

thus maximizing the impact on the attack graph.

The major issue with this method is the lack of consideration for the cost of the

implemented safeguards. In any optimization problem, the cost of the policies needs

to be considered in order to avoid over or under-provisioning the system. Fundamen-

tally it doesn’t make sense to use safeguards that cost more than the potential benefit

that could be incurred. However, given a critical asset, an attack tree decision model

may suggest a policy in which a very expensive technology is used to mitigate a risk

that is highly unlikely to be realized. In practice, this decision model also promotes

a perimeter defense rather than defense in depth since patching edge vulnerabilities

creates cuts in the attack graph that technically leave the attacker impotent. If all

vulnerabilities are known and starting points for all attacks are also known, this would

likely be a fairly e!ective method for protecting the network. The concept of defense

in depth enables a system to have some elasticity in terms of these uncertainties and
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ensures that risks associated not only with technology but also personnel and oper-

ations can be taken into account. Finally, the attack tree model places a significant

focus on the known vulnerabilities and doesn’t make an explicit statement as to the

uncertainty with respect to location of vulnerabilities or even full knowledge of the

threats to the system. The risk modeler will tend to focus on known security prob-

lems and may cause security professionals to feel a false sense of security based on

the fact that known vulnerabilities have been patched while unknown vulnerabilities

and associated security risk may still be present.

Decision Analytic Framework

By focusing on the decision rather than the complexity of the network, the decision

analytic framework takes a more tops down approach to modeling the problem of

IT risk management . The basic notion of Decision Analysis as statistical decision

theory was laid out by Rai!a and Schlaifer in 1961(14) with further refinement of

the framework in 1966 by Ron Howard (15). This concept was applied to IT decision

making in Kevin Soo Hoo’s thesis in 2000.(2) In this model, data is only gathered as

it is needed for decisions. Rather than distilling knowledge to a single number, the

fundamental uncertainties of the values collected are noted. Security is considered

as a set of decisions and not individual decisions so that the interactions (whether

they are technical or financial) can be accounted for. In addition, influence diagrams

record the relationships between decisions being made, information being collected

(deterministic and probabilistic) and values being calculated. This enables individuals

within the organization to have an active dialog about the process of risk management

and provides transparency so that decisions are not surprising.

The decision analytic framework, as its name implies, focuses its approach on

the decisions that need to be made, the uncertainties associated with those decisions

and the preferences of the actors involved. Using influence diagrams, the approach

makes explicit the impact of the decisions being made as well as the uncertainties of

the parameters involved in making those decisions. The primary di!erence between

the Decision Analytic Framework and the previous models described is that this

framework focuses on a decision rather than an overall dashboard that provides the
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Figure 1.3: Influence Diagram (2)

state of the network to a decision maker. Within that context, the team performs the

information gathering detailed in the generalized method for risk management only

for the parts of the system that are impacted by that decision.

For a particular investment decision, the IT manager conducts a cost-benefit anal-

ysis in which the net benefit is calculated. This adds that additional cost of the

implemented safeguards, additional profits enabled by the new safeguards and the

annual loss. The annual loss is, in turn, calculated by estimating the frequency of

bad events after the new safeguard is put in place and by estimating the resulting

impact of the bad events with the new safeguards in place.

The most common complaint against the Decision Analytic Framework usually

has to do with the numbers that must be collected. The data does not fundamentally

di!er from the previous models discussed and certainly the amount of data requested

will be significantly smaller than the previous models since this does not aim to be

a comprehensive model. That said, there is significant uncertainty that is associated

with some of these values since the data required is not readily observable data.. As

an example, the percent reduction of frequency once a set of safeguards is in place is

very hard to determine. Even considering data from other similar companies would be
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challenging since complex IT systems tend to be unique to a given organization and

the dependencies that cause reduction of frequency in events cannot be necessarily

tied solely to the implementation of a set of safeguards. The hope is to create models

that are directionally correct so that decisions can be studied and justified on a

qualitative basis.

1.3 Motivation for Quantitative Modeling

Quantitative modeling of IT risk is not purely defined by the introduction of nu-

meric values to the model. A quantitative modeling approach creates mathematical

representations of preferences, objectives, and requirements and seeks to understand

optimal behavior. Most models to date have sought to model behaviors in order to

create a reactive plan. The research presented here attempts to lay out the relatively

uncharted landscape of quantitative modeling approaches that can be applied to IT

risk. In so doing, I present a set of models that create anchor points within the space

that focuses on two of the three levels of decision making in IT risk management:

• Industry level or inter-organizational investments

• Enterprise level resource allocation

• Physical layer control

At the highest industry level, I explore the notion of how investments would be

made by organizations with independent motivations that have relationships or ties

to one another. At the enterprise level, a manager such as a CIO is seeking to

allocate his or her budget spend by prioritizing the risks within the organization.

Finally at the physical layer, decisions are made around the design of the physical

infrastructure to meet reliability and security requirements. My focus to date in my

research has been on the top two levels of investment although one paper explored

the notion of reliability of optical networks given the design of the physical layout of

the networks(16). Between levels of decision making, there are common elements to

the fundamental models discussed. First, whether we are considering decisions at a
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multi-national, national, industry, enterprise or physical level, a network topology can

be created that shows how information flows between these organizations or nodes.

This is known as the topology of the network. Second, the organizations or elements

of the network are not independent. Due to the information flows and relationships

(whether they are financial or based on overlapping interests), nodes within this

network are very much interdependent. Lastly, the relationship between these nodes

is not necessarily symmetric and so the preferences are not identical and the strength

of the relationship is directed in nature.

My contribution through my research and work in information technology risk

management and quantitative modeling is the following:

1. Generated a prioritization model that successfully balances the impact of topol-

ogy and the level of potential impact of a vulnerability

2. Created a new model within the class of interdependent security investment

models to incorporate asymmetries of utility functions and a mixture of positive

and negative externalities

3. Created a novel formulation of a dynamic Risk Networks model with interde-

pendent states

When I began my exploration of this space in 2003, there were few research scien-

tists who were attempting to model the risks associated with information technology.

In fact, I was once told, ”Why would you need to model risk? Security is fundamen-

tally a technology problem and should be solved using technology.” Standing here in

2010, I am privileged to have seen the growth of a whole research field. Economists,

computer scientists, operations research engineers alike are entering into this realm of

IT risk modeling. This area of research is certainly ripe for innovation and modeling

and I am optimistic that my contributions will create new impetus for research in

Information Technology Risk Management.



Chapter 2

SecureRank

In the early part of 2009, the Conficker worm was found to have infected nearly 7

million computers in over 200 countries. Even though the patch that should have

protected against the Conficker worm had been made public by Microsoft in October

2008, the worm which was first detected in late November 2008 was able to penetrate

corporate and government systems alike. As an example, in mid-January 2009, flights

within the French military were grounded because they were unable to download flight

plans. Even though the patch for the vulnerability used by the Conficker worm had

been available for nearly 3 months, these military systems, for the most part had

been not been updated.(17)

Information Technology systems have become a key part of day-to-day business

operations for many enterprises. As the complexity of IT infrastructures continues

to grow, their e!ective and e"cient management is becoming an overwhelming task

rife with problems. One area in which this becomes a clear issue is the area of

vulnerability management. In spite of the fact that enterprises have been hit with

potentially millions of dollars in damages from loss in shareholder value, fines or

lawsuits, prevention of these very losses can be di"cult due to the massive number

of vulnerabilities that exist or are discovered at any given point within an enterprise

network.

The constant announcements of new vulnerabilities require IT managers to prior-

itize in some meaningful way, which vulnerabilities to patch and which to leave alone

21
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in the presence of limited infrastructure management resources. A patching event

come at a significant cost to an organization. For each patch that is applied, there

are a series of activities that precede the distribution and application of the patch.

In general, there is a three step process(18):

1. Threat Assessment: After a vulnerability has been disclosed, the threat must

be analyzed in the context of the enterprise. The IT security team conducts a

risk and impact assessment to decide if the patch should be applied given the

vulnerability it applies to and the systems which would be impacted.

2. Patch Assembly and Testing: The IT security team selects the appropriate

response (e.g. should we change the firewall settings, apply a software patch,

turn o! a server, etc.). If a software patch is selected, the patch must be

assembled and thoroughly tested. In particular, if the system that is to be

patched is custom software or is integrated with custom software, the process to

resolve any dependency issues is critical. Unless this final step is done carefully,

seemingly innocuous patches could end up freezing critical systems. in some

cases, testing can take as long as two weeks.

3. Distribution and Application: In some cases, thousands of end hosts must ulti-

mately receive the patch. For critical systems that must be rebooted in order

to apply the patch, careful choreography is required to ensure uptime for the

supported services. Support and failure resolution also need to be taken into

account since all dependencies may not be caught in the testing phase.

This multi-step process has been known to take as many as two weeks for a single

patch within an enterprise. The resulting total cost for patching a single server can

be as high as $80(18).

One approach often taken by companies is to categorize known vulnerabilities

into high, medium and low risk. Moderate severity vulnerabilities are ones that could

“result in a partial compromise of the a!ected system, such as those by which an

attacker gains elevated privileges but does not gain complete control of the target

system.” High severity vulnerabilities are ones that, “if exploited successfully, could
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result in a compromise of the entire system.”(19) Only high risk (or severity) vul-

nerabilities are dealt with as quickly as possible. In the last half of 2005, Symantec

reported that 1896 new vulnerabilities were announced of which 50% were rated high

severity and 45% were rated medium severity (19). This amounts to roughly 70 new

vulnerabilities per week. Given that any of these vulnerabilities could potentially be

on thousands (if not tens of thousands) of machines, the IT department has a large

and serious vulnerability management and prioritization problem on its hands.

Even for high risk vulnerabilities, the process of quickly patching them may not

be so fast at all. Patching a vulnerability may include reconfiguration of system

parameters, as well as tweaking proprietary code and testing the systems to make

sure other systems are not negatively impacted by the patch. Deploying a patch once

it is properly coded and tested requires additional time. Given that some systems

are not online when the patches are initially deployed or may require additional user

intervention in order to activate a patch, it may take a couple of weeks before half of

the systems are patched even for critical vulnerabilities(20).

Resolving vulnerabilities is becoming increasingly time sensitive, since the time

between announcing a vulnerability and releasing an exploit which enables easy de-

velopment of malicious code for that vulnerability is becoming smaller. For exam-

ple, in 2001, the Code Red worm was released 25 days after the vulnerability was

announced(21). In comparison, a patch distributed by Microsoft in August 2006 re-

vealed a vulnerability which was exploited by a worm within five days(22). When

vulnerabilities are left unpatched, viruses, worms and other types of attackers are able

to leverage these weaknesses in the IT infrastructure to hinder or even halt businesses.

Let us first consider some intuitive methods to prioritize vulnerabilities and nodes

to patch. They form the state-of-the-art in IT industry today and we consider them

as benchmarks against which we compare our own results later.

1. Density Prioritization: We prioritize nodes by the number of neighbors they

have. Vulnerabilities residing on nodes with higher number of neighbors.The

density method has its roots in research done to identify how we could most

e!ectively immunize scale-free networks. Researchers have found that epidemics

in scale free networks can be controlled most e!ectively with a policy biased
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towards hubs (23) are patched first.

2. Source Prioritization: Higher priority is given to nodes that can serve as sources

of an attack. It is assumed that once these nodes are immunized. Today,

security companies(24) determine attack graphs within IT systems and identify

such source nodes. They may suggest that these nodes should be immunized

first, so that other nodes deeper within the attack graph can be considered

“safe” without actually being immunized against attacks.

3. Type Prioritization: Companies today already categorize vulnerabilities into

high/medium/low risk (25) and give priority to high risk ones. There may be

other methods to categorize vulnerabilities, such as the type of node where they

reside (for example, the dollars of business the node supports, how easily it can

be exploited, etc.) Ideally, the vulnerability type would take all of these ideas

into account.

Current methods available for prioritizing vulnerabilities for patching do not pro-

vide a su"ciently clear picture of the risks involved. Indeed, one should not only

take into account the characteristics of the vulnerabilities and the nodes upon which

they reside (which is the current state of the art), but also the topology of the net-

work through which attackers can gain access to successive nodes. In fact, neighbors

transfer risk to one another through the relationships they have. As an example, two

friends who share links with one another frequently over social networks are more

likely to open malicious links that are sent by a virus through that social network

than if that behavior is rarely seen. In this setting, the implicit trust established by

a set of behaviors that is established can generate and transfer hazards. Therefore,

analyzing vulnerabilities without taking into account the network topology and node

interactions will fail to recognize certain types of risks.

2.1 Background

There have been three general lines of research that have contributed to my think-

ing. The first involves epidemiological models of virus/worm spreading across an IT
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network. The second is oriented towards actions that can be taken to contain the

spread of an attack or alter the overall behavior of the network. The last involves

the study of incentives and how those incentives influence behavior with regards to

software patching

The first line of research has used epidemiological models (26) to study the pa-

rameters involved in network attacks. Recent work in this area has focused on the

structure of IT systems/networks and its implications on epidemiological models. In

particular, scale-free networks (networks whose degree distributions have power-law

distribution structure) have received much attention as being resilient to random node

failures, due to the inhomogeneous nature of their degree distribution (27); however,

an attack targeting high-degree nodes could be particularly devastating. Therefore,

random node immunization could be largely ine!ective and a virus can easily cause an

epidemic in a scale-free environment (28; 29). On the other hand, additional research

has indicated that general IT networks are not scale-free (30) and also attacks can be

tailored to “change” the structure of a network (31). Thus, researchers have started

to look beyond scale-free networks to analyze how the choice of topology can impact

epidemic spread (32).

The second line of research seeks to control the damage done by network attacks.

It attempts to balance investments made in network security against the risks faced

due to budget/resource constraints. Some researchers have approached risk from

the perspective of an economic optimization problem, aiming to find the optimal

investment level given the structure of potential losses and costs (33). The operation

of information systems, however, is more than an investment problem, also involving

managerial risk that decision-analytic frameworks have sought to tackle (34; 35).

Lastly, the use of incentives to model how software users may or may not patch

software has become an increasingly powerful way of describing currently observed

behavior where interested parties seemingly ignore the potential of extraordinary loss.

August and Tunca (36) study how a network of individual users make the choice

of patching when taking into consideration the cost of patching and the potential

negative externalities associated with not patching. Based on the risk level and

patching costs, several policies such a usage taxes, rebates are evaluated and are
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shown to be e!ective in certain settings. Interestingly enough, mandatory patching

is shown to be suboptimal. Choi (37) explores a model in which a software vendor’s

disclosure policy impacts the ability of an attacker to reverse engineer an attack thus

increasing probability of attack. This, in turn, impacts the purchase decision for users

depending upon how they value the software. They derive the conditions under firms

choose to disclose or not disclose vulnerabilities. Arora (38) creates a model in which

the timing of vulnerability disclosure (from the time of discovery) is studied. A social

planner sets a time at which the vulnerability will be announced with or without

a patch and the software vendor subsequently determines the timing of when they

will release a patch. Png et al (39) consider the incentives of the users of software

in patching against attack and how those incentives interact with the incentives of

hackers to attack those software vulnerabilities. They note that increasing patching

activity will likely diminish an attackers appetite to target those vulnerabilities but

that in turn, this decrease in appetite may lead to a diminished sense of urgency to

patch those vulnerabilities. Cavusoglu et al (40) study the frequency of patching

and its impact on balancing the operational cost of applying the patch and the risk

associated with leaving a vulnerability unpatched. They model how a vendor patch

release cycle and a users patching cycle are not necessarily matched and the impact

that this may have on the risks faced by the users. Along these lines, Mastroleon et

al (41) studies the optimal policy for patching groups of servers in a dynamic context

using a social planning and dynamic programming framework. Here they study the

optimal policy for balancing the speed at which to patch a set of systems versus the

cost incurred and determines some near optimal heuristics.

Our approach deviates from the aforementioned lines of research on multiple

fronts. We focus on vulnerability management and develop a risk-mitigation per-

spective for e"ciently deploying our security resources. We assume that IT risk

comes from three sources. First, known vulnerabilities reveal how easily a node can

be attacked and penetrated. Second, the overall importance of a node (e.g. its rev-

enue contribution, support for mission-critical services, etc.) indicated how much

damage may be inflicted when a vulnerability is exploited. Third, the topology of the

network also influences the vulnerability of a particular node since highly vulnerable
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nodes make their neighbors more vulnerable as well. By considering these elements

of risk, we provide a decision mechanism to prioritize vulnerabilities. The question

I seek to answer is not so much how we motivate users to patch their systems but

rather how they ought to use a model of attacker behavior and network topology to

influence their prioritization schemes. In this case, I do ignore costs but given the

fact that most methods of prioritization today ignore costs and only seek to give a

prioritization of risks, this is not considered to be a large problem in this setting.

Given the very simple heuristics used today to prioritize vulnerabilities, a new mech-

anism that takes into account a model of an attacker and the importance of network

topology can begin to improve upon these heuristics.

The benchmark methods discussed earlier are quite e!ective in many scenarios.

However, none incorporates the node importance and the risk posed by a particu-

lar vulnerability in conjunction with the impact of topology on how risk permeates

throughout the network. To achieve this we introduce a vulnerability prioritization

scheme, called SecureRank, which incorporates the impact of network topology in risk

propagation. It is akin to PageRank (42; 43) for web-graphs, where the link structure

of the World Wide Web helps discern the importance of a particular web page. We

propose this new modeling approach and demonstrate how it is able to better defend

a network in certain scenarios, some of which we explore. Related results for this

model are found in (44).

2.2 Problem Formulation and the SecureRank Scheme

We consider an IT system/network consisting of nodes representing elements within

the network (such as firewalls, databases, hosts, etc.) The nodes contain vulnerabil-

ities (misconfigurations, software bugs etc.) that allow attackers to move from one

node to the next and compromise them. In this model, we are considering attackers

that are motivated to attack nodes that are more “valuable”. Links between nodes

may be logical and/or physical. The IT administrator needs to know which nodes

are most at risk and decide in what order vulnerabilities should be patched. A prior-

itization scheme of nodes and vulnerabilities is required such that patching resources
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can be used in the most e"cient manner.

2.2.1 The Network Model

In general, each node can have a variety of vulnerabilities on it. We begin by ranking

the nodes according to the risk they face and then rank their vulnerabilities.

The IT system/network is represented by a graph of nodes Ni (hosts, servers,

databases,etc.) and edges Eij denoting potential “connections/interactions” between

nodes. An edge could be a physical or logical connection (for example, through email

contact lists or social network friends) with an associated vulnerability that makes it

possible for an attacker to traverse from node Ni to node Nj. The graph represents the

network topology from the perspective of a potential attacker (hacker, virus, worm,

etc.) We define this adjacency matrix G:

Gij =

"

1 if node i is a neighbor of node j

0 otherwise
(2.1)

Each node has a risk of attracting an attacker relative to other nodes. For example,

this may reflect its value and/or the ease of compromising the node depending on how

the attacker should be modeled.

There are many di!erent vulnerabilities, each one having some severity value/degree.

Let sj # 0 be the severity of vulnerability j and s = {sj} the corresponding severity

vector of vulnerabilities. The common method of categorizing vulnerabilities into

high/medium/low risk can be used, as an example, to generate this vector. Define

the matrix W by

Wij =

"

1 if node i contains vulnerability j

0 otherwise
(2.2)

and the total vulnerability value/score of node i as vi =
#

j Wijsj or

v = W $ s (2.3)
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where v = {vi} is the vulnerability value/score/risk vector of all nodes.

If we want to incorporate node importance along with vulnerabilities, vi could

also include some node importance score zi where vi is now a function vi(zi). In such

a case, the attacker chooses nodes to attack based on node value and how easily it

can exploit its vulnerabilities.

Defining now the diagonal matrix V (using the node vulnerability scores vi) as

follows

Vij =

"

vi if i=j

0 otherwise
(2.4)

we obtain the risk-weighted adjacency matrix A

A = G $ V (2.5)

which maps the vulnerability scores to the topology of the network. In other words,

this matrix represents the map of vulnerability scores within the network.

2.2.2 The Attacker Model

Now suppose we introduce at random an attacker on this network. In every time slot,

if the attacker is at node i, the attacker moves from node i to node j with probability

Pij = (1 ! #)
Aij

#

k Aik

+ #
1

n
(2.6)

where # % (0, 1) and n is the total number of network nodes. In words, the attacker

moves from a node i:

1. with probability (1! #) to one of its neighbors j with a probability that reflects

the weighted vulnerability scores of the neighbors (Aij/
#

k Aik)

2. with probability # gives up the current attack, resets, and starts a new attack

by jumping to a random network node with probability 1/n

Hence, the attacker performs essentially a type of random walk on the graph

with a reset probability, much like the random web surfer found in the PageRank
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algorithm. Several worms can potentially be described in this manner as they generate

IP addresses according to some set of rules which map into this probabilistic path.

Even an attacker with a deterministic path can be described by setting the probability

of its path to 1 and all other nodes as 0. One variation on the model is to designate

particular “start” nodes to which the attacker can reset, that is, nodes from where

attacks can originate. Writing the probabilities (2.6) in matrix form, we get

P = (1 ! #)R $ A + #
1

n
[e $ eT] (2.7)

where

Rij =

"

1
P

k Aik
if i=j

0 otherwise
(2.8)

and e = {1} is the vector of ones. We seek to find the long run (equilibrium) dis-

tribution of this random attacker on the network nodes. Let xi be the probability

that the attacker is at node i in equilibrium and {xi} the corresponding distribution

vector. Note that xi is the long term average percentage of time the attacker spends

attacking node i.

Proposition 2.2.1 (General Reset) When the attacker resets to any of the n nodes

randomly (with weight #), the equilibrium distribution x for given vulnerability scores

is

xT =
#

n
$ eT $ [I ! (1 ! #) $ R $ A]!1 (2.9)

Proof: Since the attacker’s evolution is a Markovian random walk, we need to find a

vector x such that xTP = xT and xT e = 1. We substitute (2.7) into the first equation

and get

xT = xT $ ((1 ! #)R $ A + #
1

n
[e $ eT ]) (2.10)

Given that xT e = 1, this simplifies to:

xT =
#

n
$ eT $ [I ! (1 ! #) $ R $ A]!1 (2.11)
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Now suppose that not all nodes are candidates for a starting point of attack. For

example, suppose we are certain that no insider would ever be an attacker and so any

attack must begin at the perimeter of the network. In such a case only a selective

subset would be available when the attacker flips a coin and decides to reset instead

of continuing to attack a neighbor.

Proposition 2.2.2 (Selective Reset) Suppose the attacker resets randomly to any

node within the node subset S (with weight #) where an attack can start from. Then

its equilibrium distribution x for given vulnerability scores is

xT = #fT $ [I ! (1 ! #) $ R $ A]!1 (2.12)

where the vector f = {fj} has elements

fj =

"

1
|S| j % S

0 otherwise
(2.13)

Proof: Again, since the attacker’s evolution is a Markovian random walk, we want

to find a vector x such that xTP = xT and xT e = 1 We must change equation (2.7)

to reflect that we are starting from only a subset S of nodes. Indeed, equation (2.7)

now becomes

P = (1 ! #)R $ A + # e $ fT (2.14)

Substitute 2.14 into xT P = xT we get

xT = xT $ ((1 ! #)R $ A + # e $ fT ) (2.15)

Given that xT e = 1, this simplifies to

xT = #fT $ [I ! (1 ! #) $ R $ A]!1 (2.16)
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The equilibrium distribution x is a metric for the relative amount of time a random

attacker would spend at a particular node. It also represents the relative probability

the attacker can access that node relative to other nodes. If there are many pathways

of high likelihood into a node, that attacker will find itself at that node more often

than at nodes with links into it with very low probability. Since each time slot is of

equal length, the total number of times the attacker visits a node over a long period

of time represents the ease with which that node is found. Thus, x provides a natural

ranking of the nodes and the risk each one faces with respect to a random attacker.

We call this ranking SecureRank.

2.2.3 Node Prioritization

If the highest risk node has more than one vulnerability, say, a set T , the question

arises how to prioritize the vulnerabilities. In order to find the priority vulnerability

to patch, we find the vulnerability within the highest risk node that has the largest

vulnerability score product (that is, the vulnerability that is not only easily exploited

but is also prevalent):

Priority Vulnerability = arg max
i"T

si $
!

j

Wji (2.17)

Once a node has been cured, we run SecureRank again to receive a new ranking

of the nodes, adjusted for the fact that the cured node no longer appears in the new

adjacency matrix.

2.3 SecureRank Performance

In this section we compare SecureRank to the benchmark methods discussed in sec-

tion I. We should pause here to define exactly how we compare the two methods of

immunization. In immunizing the network we have two things to consider:

1. Prioritizing nodes such that the highest risk nodes (where the attacker spends

the most time) are immunized first
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2. Minimizing the number of total nodes we need to immunize in order to restrict

the ability of an attacker to penetrate the system

Although these objectives generally work in concert with one another, it may be

the case that the highest risk nodes are not the nodes that e!ectively render the

system completely immune to attack. The following is an example of such a case:

Start 1 2
0.5

0.51

Figure 2.1: Example in which prioritizing highest risk nodes (nodes 1 and 2) is not
the same as the node which would be most impactful when immunized (Start node).
The start node is the designated start point of any attack. Therefore, if we immunize
this node, an attacker would not be able to attack the system at all. If we consider
the place where the attacker would spend the most time, it would end up being node
1 and 2 over a long period of time. Node 1 and 2 are therefore considered highest
risk.

These two objectives are both important. In di!erent types of situations one can

become more important than the other. Prioritizing high risk nodes is important if

we believe that an attack may occur before we are finished patching our network. In

this case, we want to cure the most “at risk” nodes first. Suppose there is a malicious

attacker propagating through the network at large that has not made it onto our

systems yet. It is a matter of time before our network is attacked. While it takes

some time to patch the vulnerability, the attack propagates quickly and we won’t

have a chance to respond once the attack is underway. Therefore, we want to quickly

and intelligently patch our system to minimize the damage should an attack occur.

This objective is focused on minimizing damage and not so much on containing the

attacker to a limited number of nodes.

The second is important when we believe that we can fully immunize our network

before an attack occurs and we seek to do it as quickly as possible. If we want to

contain an attacker and the total number of nodes that she is able to access matters,

this objective becomes critical. In this case, we evaluate the number of time steps

before we get to a “stable” state:
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1. All of the nodes are either immunized or have no non-immunized neighbors, or

2. All of the start nodes have been immunized.

We call these “stable” states since any attack is either contained to 1 or 0 nodes.

This allows us to measure how quickly an algorithm breaks apart the network to limit

the damages an attacker can inflict.

2.3.1 Comparison to Benchmarks in Example Network

In order to explore more fully what situations might warrant the use of SecureRank,

we first start this discussion with some examples in which SecureRank is able to more

quickly immunize the network to a stable state than the benchmark methodologies.

We count the time steps it takes until a stable state is reached. We generate a single

network topology and show how vulnerability scores and number of start nodes can

impact the benchmark methods for prioritizing nodes to the SecureRank algorithm.

The first benchmark we explore is Source Prioritization. In Source Prioritization

we cure the nodes that are attacked first (the start nodes) within a network. The

theory is that if we can cure these nodes, the attackers will be unable to access the

rest of the network. This method is most e!ective if the percentage of source nodes

for attack within a network are low. If this is the case, then we can easily focus

our resources on these select nodes and our prioritization is done. Unfortunately,

there are many examples where there is a high degree of uncertainty as to where

sources of attacks may be. For example, many enterprises ultimately face a high

degree of concern regarding insider attacks on their networks. This may happen as

a result of a malicious employee or a social engineering attack that has compromised

the credentials of an employee. If such attacks are to be considered, the number of

sources of attacks vastly exceeds the perimeter and can become a large percentage of

the nodes within the system. In figure 2.3.1 we have an example of such a situation

in which the Source Prioritization method vastly underperforms SecureRank. In this

case, the vulnerability score for each node is 1 and as can be seen, there is a high

degree of uncertainty where a source of an attack may be located. Depending on which
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order Source Prioritization undertakes (Source Prioritization chooses randomly the

source node it cures) it can take as many as 40 steps before this method to reach

stability. Comparatively, SecureRank always takes 14 steps since it naturally focuses

on the central nodes.

Figure 2.2: SecureRank outperforms Source Prioritization

In Density Prioritization, we prioritize the nodes that have the largest number of

neighbors first. In particular, this method is e!ective in scale-free networks where

there are a small number of nodes with a very large number of neighbors. Since these

nodes tend to be the “super-transmitters” for attacks or tend to be the bottlenecks

through which attacks are transmitted, making these nodes unavailable to transmit

an attack can be very e!ective in a scale-free network. In more uniform networks, this

method becomes more problematic. For example, if we change our example figure so

that there is only one start node as in figure 2.3.1, SecureRank outperforms Density

Prioritization. Again, the vulnerability score for this example is 1 for all nodes. In
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this case, SecureRank immediately focuses on the single source node and immunizes

it so that only 1 step is required. Since Density Prioritization prioritizes nodes by the

number of neighbors they have and doesn’t take into account how an attack is likely

to behave, Density Prioritization would randomly select one of the 14 nodes which

has four neighbors. As a result, Density Prioritization could take as many as 14 steps

to reach stability.

Figure 2.3: SecureRank outperforms Density Prioritization

Type prioritization is the method most commonly used in practice today. In this

case, the vulnerability or node is characterized into buckets of risk (typically high,

medium and low). This method can be problematic if the high risk nodes are at

the periphery of the attack graph. In other words, if we care about the ability to

quickly (with respect to time as well and the ability of the attacker to damage a large

number of nodes) neutralize an attack, the type prioritization ignores the topology of

the network and can enable an attacker to stay in the system longer than necessary.
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As a result, there are many examples in which Type Prioritization does not perform

well compared to SecureRank. We modify the previous example as in figure 2.3.1 so

that all of the nodes are points of initiation for attack and the vulnerability scores of

the central nodes are 2 while the outer “legs” are all 5. Type prioritization is not able

to take apart the network e"ciently to isolate the damage to a single node in a given

attack since it is blind to the topology of the network. Therefore in this example, it

will take at least 37 steps for this method to reach stability whereas SecureRank can

reach stability in 14 steps.

Figure 2.4: SecureRank outperforms Type Prioritization

2.3.2 Simulation

With these examples in mind, it becomes clear that in certain situations, SecureRank

is able to outperform the standard methods in use today for prioritizing vulnerabili-

ties. When, in general, should SecureRank be considered as the optimal method for
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prioritizing vulnerabilities? In order to answer this question, we consider the case of

random graphs and perform a set of simulations to find how SecureRank compares

to the other methods relative to two metrics:

1. Average damages: For the duration of an attack, we calculate the average sum

of vulnerability scores of the nodes that are reached by the random attacker.

Here we try to minimize the damages if an attacker is already in the system.

2. Number of steps to reach stability: Suppose an attack is imminent but has not

begun. In that case, we want to quickly neutralize the system so that an attack

would not be able to propagate through the system. We measure this by the

number of steps required to reach stability.

These two metrics should ultimately be balanced: we should quickly protect nodes

that will minimize damages but we should also try to neutralize the system as quickly

as possible so that an attack could not propagate. In order to show how SecureRank

compares, we measure the performance for each of these two metrics on a random

graph on which there is a single vulnerability. This vulnerability is prevalent amongst

all of the nodes and takes some non-trivial amount of time to patch. Given our budget

constraint, we can only cure 1 node at a time. Since the vulnerability is the same for

all of the nodes, the vulnerability score associated with each node, vi is the relative

importance of the node. We ask, “What is the most e!ective prioritization of the

nodes?”

In the first experiment, we simulate an attacker who enters the network and

proceeds to jump from node to node. When a node is first attacked, the vulnerability

score of that node is added to the total damages incurred. As we progressively cure

nodes based on the prioritization specified by the algorithm, we can see how well the

various algorithms work in avoiding extensive damages. This test is relevant if we

were fairly certain that an attack would occur during the patching process and so

it was critical to get to the most important nodes associated with high degrees of

damage first.

In such a scenario, SecureRank and Type Prioritization outperform the other

methods. We create 50 random graphs each with 50 nodes and 30% probability of
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connections. Each node receives a random vulnerability score uniformly distributed

between 1 and 100. For each graph, we calculate the order in which the nodes would

be cured for each of the four methods. After curing a node, we attack the system

with 50 random attackers, each of whom are able to bounce around the network

for 15 time steps. We calculate the damage incurred by the system or the sum

of vulnerability scores of the nodes that are reached by the random attacker. We

average these numbers and see how the methods perform relative to one another.

In this experiment, we assume that multiple visits to a single node in a particular

attack does not add to the damages. We then took the mean along the 50 graphs

generated to get figure 2.5 which illustrates that secureRank is able to mimic Type

prioritization in terms of the damage incurred. This is interesting since we are not

removing the most dangerous node first when we use SecureRank and yet the average

damage incurred suggests that the end e!ect is the same.

Figure 2.5: Damages Incurred as Nodes are Attacked (Retracing not rewarded)

Clearly Type Prioritization is particularly e!ective at managing damages incurred

by an attack that is already in progress.
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For this type of network, why would we use SecureRank over Type Prioritization.

This returns us to the other notion of what it means to “e!ectively” immunize a

network: to do so quickly. We measure this by the number of time steps it takes for

us to either completely break apart a network so that no node has a neighbor or we

immunize all of the start nodes. In general, if we take 100 random graphs with 50

nodes and 30% probability of connections and gradually increase the number of start

nodes, we find in figure 2.6 that Type prioritization performs the worst (especially

in this case since there is no correlation between type and topology). In addition,

the performance of Source Prioritization degrades compared to the other methods.

SecureRank performs well if the start group is a relatively small subset of the nodes.
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Figure 2.6: Performance with increase in size of start group

SecureRank provides a good balance between the two objectives of quickly and

e!ectively immunizing the network. SecureRank is able to prioritize the right nodes

so that the most important nodes are dealt with first . At the same time, it is able
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to do so quickly especially if the start nodes are a relatively small subset of the total

nodes. As such, there are significant reasons we should consider more thoroughly

how an algorithm like SecureRank can be e!ectively used to prioritize nodes and

vulnerabilities in the immunization and patching of networks. We do not argue that

SecureRank works well in all situations. Indeed, figure 2.6 shows that there are times

when other methods are preferred if we know the percentage of nodes that are targeted

in the start group and if total expected damages is not the main concern. In this

sense believe that SecureRank warrants further research to fully understand where it

would be most appropriately used.

2.4 Conclusions

SecureRank is an e!ective method by which we can prioritize nodes in the network.

If there is significant risk that all of the nodes will not be patched before the network

is attacked, SecureRank provides a good balance between the speed at which the

network will reach a more stable state and the damages the system will incur. With

current benchmark methods for prioritizing vulnerabilities or nodes to patch, there

is not enough emphasis on the topology of the network and the secondary impact of

the manner in which risk transfers from one node to the next. Neighboring nodes

with high risk ultimately impact neighboring nodes even if those nodes are inherently

low risk in nature. For these reasons, we should consider not only the vulnerabilities

themselves and the nodes on which they reside but also the ways in which these nodes

are ultimately connected to one another.



Chapter 3

Interdependent Security Games

An interesting development in the study of computer security happened upon the

observation that incentives were as important as technology when it came to securing

a system (45). Events over the past few years have shown that with humans that

configure, implement and interact with our computer networks and systems, mis-

alignment of incentives could mean that even a system that is perfectly configured

could be attacked using social engineering mechanisms. A good setting in which we

can study these types of incentives is by using traditional economic theory in order

to understand how agents within a system would react to one another and their en-

vironment. In particular, the game theory construct enables us to see how varying

parties react to one another.

In this chapter, we study one such model in which organizations impact others

through their security investment decisions. In many settings, the security of one

organization may not depend solely on its own actions but will also depend on the

security measures taken by others. For example, many web users enter the same

password at multiple sites (46; 47). In such a case, the security measures taken to

protect the username and password information at one website will impact others as

well. Compromise of a low-security site such as a high school reunion web site may

provide valid user names and passwords for sensitive sites such as banks or online

merchants. In fact, one study (48) found that 73% of users share passwords between

their online bank and at least one nonfinancial website. Within that same group of

42
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users, 47% used the same user ID and password.

In such situations, it is not immediately clear how a bank should best protect

its assets: should it invest more in protecting its own sites from compromise that

might reveal its passwords, or donate security services to non-profit organizations

that could share users’ credentials? Perhaps the banking industry would be well

served by forming a consortium to provide better authentication and web security

to non-profits, who may be measurably free-riding on banking industry consumer

education programs already. In order to address such questions, I propose a model for

evaluating risks, benefits, incentives, and investments by independent organizations

with interdependent operations.

The quantitative model used in this paper is a variation of a class of recently pro-

posed “linear influence networks” in joint work done with Benjamin Yolken(49; 50; 51;

52) and found also in economics(53). The theoretical basis for this model is replicated

in this chapter to provide the basis by which we apply the model in a security in-

vestment setting. In this model the dependence between a security investment at one

organization and the resulting security benefit at another is assumed linear. While

there are likely to be non-linear relationships in some situations, it seems reasonable to

use a linear approximation within certain decision-making ranges. Further, in many

situations of interest, it is not clear how to obtain meaningful estimates of numerical

parameters for more complex non-linear models; a linear approximation is consistent

with the accuracy of numerical input into the model. The model also includes a utility

function for each organization, representing the generally non-linear relationship be-

tween improved absolute security (measured, perhaps, in the probability of a break-in

on a given day) and the total value of all deployed security mechanisms to the firm.

The use of a non-linear utility function is critical for modeling rational decision mak-

ing, and distinguishes our model from simple probabilistic fault tolerance and failure

models that aim only to provide probability estimates of break-ins or failures. This

framework is able to provide quantitative evaluations of possible investments, given

su"ciently accurate quantitative estimates of the governing parameters. In addition,

as I illustrate with sample case studies, it appears possible to derive reasonable quali-

tative insight from ballpark estimates of relevant input quantities. The model enables
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the investigation of the interdependent nature of security investments by modeling the

relationships in a flexible manner. The relationships need not be symmetric and can

be either beneficial or detrimental to neighboring nodes. The investments themselves

are restricted only to non-negative real numbers.

Game theoretic models of interaction “networks” have attempted to explicitly

model how agents, connected by a set of links, make decisions based on the positive

or negative interactions found between players across these links (see section 3.1). The

interactions represented by links in such a network, commonly known in economic

circles as externalities, represent the additional cost or benefit incurred by one player

due to other players’ actions. Typically, these externalities can lead to “suboptimal”

investments on the part of the players in one of two ways:

1. Free-riding in which one player invests less than they would in isolation due to

the benefit accrued to them through the network dynamics

2. Deviation from a social optimum which is determined by an objective third

party that maximizes the well being of all players in concert.

In this stream of research, I focused on the measurement of free-riding. A common

theme found in the security scenarios I investigated is that there are both positive

and negative interactions between independent agents. Intuitively, an investment in

security by one agent may benefit others because the investment reduces a risk shared

by both players. A negative interaction usually results from the fact that given two

potential victims, an attacker will likely choose the path of least resistance. In other

words, an investment in security by one party will increase the likelihood that the

other agents within the network are attacked instead. The model we use in this

paper incorporates both positive (beneficial) as well as negative (detrimental) exter-

nalities. In mathematical terms, the immediate consequences of an agent’s actions

are augmented by a linear function of others’ actions. The coe"cients of this linear

function can be either positive or negative, corresponding to net positive and negative

influences, respectively. Each player’s cost, however, is a function of its action alone.

Under these conditions, we consider the single stage, complete information game in
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which each player e!ectively announces its strategy and receives some utility as a

function of its neighbor-augmented decision. The model and its theoretical underpin-

nings were jointly developed with Benjamin Yolken. All application in the security

settings and extensions made are my independent contribution to this body of work.

3.1 Related Work

The literature which provides the context for this area of research can be divided into

the economics of information security and network game theory.

The concept that security policy can be optimized through modeling is a growing

area of research. Anderson (45) provides an overview of the body of work that

has been created around this discipline. They argue that fundamentally, divergent

interests create as much a problem as technical design with regards to information

security. One of the foundational concepts that has been richly discussed is that the

lack of information security is often considered to be a negative externality much

like air pollution (54). As such, investment in information security causes positive

externalities. While this is largely true, we argue in this paper that the externality

caused by investment in security can be both positive and negative.

The extent to which these externalities impact the level of investment by each

party depends on not only the network, it depends on the nature of the relation-

ships between the parties. Varian (55) examines free riding and welfare for several

symmetric, two player models, including a “total e!ort” structure that is similar to

our linear influence formulation. Our work extends some of these ideas by allowing

for arbitrary numbers of players with potentially asymmetric relationships. We also

introduce a metric for quantifying the extent of free riding, something not addressed

in Varian’s work.

Another influential model along these lines is by Heal and Kunreuther (56) which

notes the interdependent structure of information security and studies the impact of

this structure within a game theoretic framework. They characterize the equilibrium

of a model in which agents choose to either invest or not invest where an investment

in a particular shared resource (the canonical example was airline baggage security)
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leads to increased security. Other models have built upon this one (57) to show

they compute network externalities as a function of the parameters of the epidemic

on the network and show the separation of the public and private partitions of the

network externalities. Here, too, the agent decides whether or not to invest and does

not specify a level of investment. Our work, in contrast, takes into account a specific

level of investment in [0,&) and allows for situations in which investments in security

cause negative externalities. Within the context of information security modeling, our

major contribution here is a model that allows asymmetric relationships that can be

characterized as either beneficial or detrimental with an arbitrary number of players.

Various network game theoretic models have been studied in the existing litera-

ture. Most of these have assumed symmetry in either the underlying network or player

utility functions. In particular, we call the reader’s attention to Galeotti et al. (58),

a working paper that posits a general model for network games in which the payo!

of each player is dependent only on its number of neighbors while these players have

incomplete information about the network structure. Our model allows for players

to have asymmetric payo!s and neighbor relationships but under an assumption of

complete information.

In a working paper, Yolken et al. (49), we provide deeper theoretical results as-

sociated with this linear influence model. Ballester et al. (53) similarly considers

interdependent games and explore existence and uniqueness conditions relating these

to the Katz centrality measure for the underlying network of player-to-player inter-

actions. The fundamentals of our model, although developed independently, are the

same in that they too, recognize the connection between the optimality conditions

with respect to the Nash Equilibria and a linear complementarity problem. But where

they focus on the the implications of their theory for the various cases of strategic

substitutes and complements, my work here applies this model specifically to the case

of information security and discusses the implications of the assumptions made within

this context with some qualitative insight into the information security context. The

original motivation to study this linear influence model came from the interdependent

relationships I observed in the security setting. Therefore, I consider the application

in this setting not only natural but also quite important.
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3.2 Motivating Example

The current password-based authentication method used widely at banks, financial

institutions, retail sites, and many non-commercial sites provides an interesting case

study. Given the opportunity, many users will use the same username and password

for multiple websites, regardless of the content of the site (46; 47). As an example,

some users might use the same username and password combination at Citibank and

the New York Times. If the user database at one website is more vulnerable to attack

than at a more vigilant website, then the security e!orts at the more vigilant websites

are undermined by user behavior and the lax security at other sites. In one sense, the

increased investment in security of one website could help other websites whose user

base overlaps significantly with the website with increased investment. On the other

hand, one website’s increase in security investments could simply lead to attackers’

shifting to other websites with lower security requirements. Since security does not

hold the same value for all websites and yet users use the same login information on

multiple websites, the risk faced by one website turns into shared risk by all websites

with overlapping users that replicate their information at multiple sites. This often

neglected negative impact to others of an investment in security is important to

recognize and can play a role in how decisions are made. One can imagine that for

many organizations, they need to spend at least as much as their closest competitors

in order to ensure that their organization is not targeted by attackers relative to

its competitors. This motivating example generates questions around the level of

investments each player commits in equilibrium and whether or not we can improve

the performance of this equilibrium by changing parameters within the model. We

seek to understand qualitative answers to these questions by studying the following

model.

Consider a collection of web-enabled firms. In our model, each firm makes an

investment in computer / network security which makes them less susceptible to

hostile attacks on their data or network. In this specific example, we have two types

of firms: “high risk” firms are those firms for whom security is a must. Due to the

nature of their business, they are commonly targeted by attackers. This category



48 CHAPTER 3. INTERDEPENDENT SECURITY GAMES

includes financial institutions and government agencies, among others. “Low risk”

firms are ones for whom security is nice to have. These firms are generally more

social in nature (e.g. Classmates.com, Flickr). They are not the ultimate target of

an attack but can be used as the inception point for an indirect attack on a “high

risk” firm. In general, we can have the number of types be as large as needed.

A connection between two firms implies that they have customers in common who

use the same username and password on both sites. If an attacker were able to steal

the user database from one firm and try the username and passwords on a neighboring

site, they may be able to access confidential data or even worse, drain the funds out

of an account. The level of security at one firm, then, impacts the risk faced by a

neighboring firm.

The reuse of usernames and passwords has been been observed both anecdotally

as well as in studies of user behavior (48). One of the interesting aspects of this

model is that when two firms from the same type are connected to one another, each

is negatively impacted by its neighbor’s investment in security. Should a neighboring

firm of the same type invest in security, it makes that firm less attractive to attackers

and the neighboring firms relatively more attractive to attack. When a “high risk”

firm is connected to a “low risk” firm, they both benefit from a neighbor’s investment

in security although this relationship is not symmetric; the benefit the “high risk” firm

experiences from a neighboring “low risk” firm’s investment is larger than the benefit

the “low risk” firm experiences from the same investment made by a neighboring

“high risk” firm. This asymmetry results from the fact that an attacker will generally

not attack a “high risk” firm in order to get access to one of its “low risk” neighbors.

3.3 The Generalized Model

Due to the asymmetric nature of relationships between companies, a new model

needed to be created that could enable us to analyze how these interactions would

impact the decisions made by each company. In this model jointly developed with

Benjamin Yolken and further extrapolated in Yolken et al (49), we overlaid a network

model on top of an incentive structure.
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3.3.1 Network Model

We begin by considering a network of N autonomous players or nodes N with links

or edges E we call interdependencies. These edges are asymmetric and bi-directional.

The network forms a weighted directed graph G = {N , E}. Each node is an inde-

pendent decision maker (e.g. an enterprise making security investment decisions).

The directed link between two entities represents a relationship between those play-

ers where the security decisions of the originating node impact the security of the

destination node. As a simple example, this could happen if two companies exchange

a high volume of email and one company decides to change its email anti-virus invest-

ments. Each node is indexed as ni for i = 1 . . .N while each edge, eij exists if node

i influences node j. The degree of influence is indicated by a weight associated with

each edge, $ij % R, which we combine into a single matrix W % RN#N as follows:

Wij =

$

%

%

&

%

%

'

1 if i = j

$ij if eij % E
0 otherwise

(3.1)

An example web authentication network and the associated W matrix is shown in

Fig. 3.1. For mathematical tractability, we call W = WT . Each individual element

of W is wij.

3.3.2 Incentive Model

Each node or player, i, chooses a level of investment xi % [0,&). The investments by

all players is represented in vector form, x % RN . The security of a node is determined

not only by the investment it chooses for itself but also by the investment levels of

its neighbors. The e!ective investment made by player i is not just the investment it

made itself, xi. It is (Wx)i =
#N

j=1 wijxj , the sum of all of the weighted investments of

its neighbors and itself. This total e!ective investment results in some level of security

for the player which in turn is of some kind of benefit or value to the company. We

represent this investment to benefit translation in a function we call Vi.

Assumption 3.3.1 The following assumptions are made regarding Vi(·):
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Facebook

Citibank

Y elp

F lickr

0.6

0.1

0.2
0.2

0.1!0.2
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0.2
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6

6

6

6

6

6

4

1 !0.2 0 0
0.1 1 0.1 0
0 0.6 1 0.2

0.3 0.2 0.2 1

3

7

7

7

7

7

7

5

Figure 3.1: Web authentication network and matrix, W. For the purposes of the
matrix, Facebook is node 1, Citibank is node 2, Yelp is node 3 and Flickr is node 4.
This relationship matrix suggests that the investments made by Citibank or Facebook
would have no impact on the security of Flickr whereas an increase in investment by
Facebook would drive more attacks towards Citibank creating a negative externality.

Notation Description
Wij weight of player i’s influence on j for i '= j; otherwise 1
wij weight of player j’s influence on i for i '= j; otherwise 1; (= Wji)
x vector of player strategy / investment choices

x!i vector of strategies of all players other than i
(Wx)i total “e!ective investment” experienced by i
Vi(·) “value” received by i as a function of the previous term
Ui(x) total utility of i (i.e., “value” - “cost”) given its own strategy and those of all other players
gi(x) player i’s utility-maximizing, “best” response to x

ci cost experienced by i for each unit of its own investment
bi point at which V $

i (·) = ci

%i “free riding ratio” experienced by i

Table 3.1: Summary of notation.



3.4. EQUILIBRIUM PROPERTIES 51

1. continuous

2. strictly increasing, and

3. strictly concave

on [0,&). Moreover

4. Vi(0) = 0

5. V $
i (0) > ci and

6. limx!>% V $
i (x) < ci

The fourth condition suggests that if no e!ective investment is made, there is no

value produced. The fifth condition requires that the costs be low enough so that

investment is feasible for each user; the sixth ensures that the optimal investment

level for each user is finite. This form also suggests diminishing returns for each

additional dollar of investment in security

This total “benefit” is represented in a utility function that quantifies preferences

for each player based on the level of investments made. This function includes the

linear cost associated with the investment:

Ui(x) = Vi((Wx)i) ! cixi (3.2)

where ci > 0 for each user.

3.4 Equilibrium Properties

At this point, we begin analysis of this model by considering a single stage, complete

information game in which all players simultaneously and independently announce

investment levels. We consider outcomes which are commonly known as Nash Equi-

libria (NE) in pure strategies. These are investment levels from which all players

have no incentive to deviate. If xi is the level of investment for player i and x!i is the

vector of investment for all other players, the Nash Equilibrium is the point at which
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Facebook

Citibank

Y elp

F lickr

0.6

0.1

0.2
0.2

0.1!0.2

0.3

0.2

(Wx)citi = xciti + 0.6xyelp + 0.2xflickr ! 0.2xfb

Vciti((Wx)citi) = "citi log((Wx)citi + 1)

Uciti(x) = Vciti((Wx)citi) ! ccitixciti

Figure 3.2: Web authentication network and incentive model. In this example, the
equations associated with incentives are built for Citibank starting with the e!ective
investment, the benefit associated with that investment and finally the net utility
generated by that investment

Ui(xi,x!i) # Ui(x
$
i,x!i) (i, xi % [0,&) (3.3)

Another perspective is that each player at the point of a Nash Equilibrium is

making a best response to the strategies of the other players. The best response

function is

gi(x) = arg max
xi&0

Ui(xi,x!i) (3.4)

with g(x) = (g1(x), g2(x), . . . , gN(x)). It then follows from the definitions above that

a feasible investment vector, x, is a Nash Equilibrium if and only if

x = g(x) (3.5)

In other words, x is a fixed point of g. We denote the Nash Equilibrium investment

vector as x'.
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3.4.1 Optimality Conditions

Given that the agents are acting independently but rationally, we can assume that

they will seek to maximize their individual utility function. To that end, we take the

original utility function and set U $
i(x) = 0. This is the point at which V $

i (·) = ci.

Given the assumptions on Vi, we know that this point is a single strictly positive

value which we will call bi. bi is the optimal investment level by player i if there were

no network e!ects.

Figure 3.3: bi is the optimal investment for player i. It is where the marginal benefit
of an additional increment of investment in security is equal to the cost associated
with that investment.

We now take into consideration the neighbors’ contribution to a players’ security.

If the neighbors’ cumulative contribution exceeds the optimal level of investment,

player i has no incentive to make any additional investments. On the other hand, if

the neighbors’ contribution falls short of the optimal investment level, player i will

make up the di!erence. In mathematical terms:

(Wx)i = bi if xi > 0

(Wx)i # bi if xi = 0
(3.6)

By the concavity assumptions made previously, these conditions are also su"cient.

Equivalently, we can express the optimality conditions in terms of finding vectors

x and the slack variable y such that
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y = Wx ! b

yTx = 0

x # 0, y # 0

(3.7)

Any solution (x',y') encodes both the NE investment levels and the “slacks” on those

users who invest nothing. These conditions take the form of a linear complementarity

problem (LCP) (59)(60). Because, as mentioned previously, these optimality condi-

tions are both necessary and su"cient, it follows that finding a NE for our game is

equivalent to solving the associated LCP for x'. In this game, we can show that

the NE is not only a natural point of stability, it is an important point to study

as the convergence result shows that it is the point to which rational decision mak-

ing will gravitate. By leveraging LCP results, we can easily derive strong existence,

uniqueness, and convergence results for the given game as shown in the next section

3.4.2 Existence and Uniqueness

We begin with the following definition:

Definition 3.4.1 A matrix A % Rn#n is strictly diagonally dominant in the row

sense if
#

j (=i |wij| < |wii| = 1 (i.

Suppose W is strictly diagonally dominant. This has the interpretation, in the

case of our model, that the investment by all companies or nodes other than i of some

fixed amount produces less value for i, in absolute value, than individual investment

of the same fixed amount. However, an entity’s investment in itself may end up

being more valuable to another entity than to itself. The value of an investment

is reflected in the utility function which can be di!erent between entities. In other

words, even if a fixed amount of investment by one entity that doesn’t value security

very much may lead to a small amount of utility for that company, that investment

and subsequent improvement in security may lead to a relatively larger increase in

utility for a neighbor that values security.

Based on this diagonally dominant feature, we now have the following uniqueness

theorem from LCP literature:
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Theorem 3.4.2 If W is strictly diagonally dominant, then the given game has a

unique Nash Equilibrium.

Proof: If W is diagonally dominant, then it is also a P-matrix (i.e. the principal

minors of W are positive). A P-matrix is a matrix in which every real eigenvalue

of each principal submatrix is positive. A diagonally dominant matrix with positive

diagonal elements and therefore has only positive real eigenvalue (from the Gersh-

gorin circle theorem (61)). Since each submatrix of a diagonally dominant matrix

with positive diagonal elements is also diagonally dominant with positive diagonal

elements, it must be a P-matrix. For W that is a P-matrix, the associated LCP has a

unique solution for any b (see (59)(60)). This provides an equilibrium for the game.

3.4.3 Convergence

In general, the Nash Equilibrium is of interest because it is a point of stability. The

practical value of the NE can be demonstrated only if players converge to it as they

independently make decisions. If we start at a point that is not a NE and individual

players are updating their investment levels based on the strategies they see other

players making, this updating process will hopefully converge on a NE. Fortunately

in this setting, we can show that this is the case leveraging results found in literature

and in (62). We first begin by letting time be slotted and indexed as t = 0, 1, 2, . . ..

If each player updates their level of investment asynchronously, we let T i be the set

of times that player i revisits their investment decision. The algorithm for updating

investments is as follows:
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Algorithm 1 Asynchronous Best Response Dynamics (ABRD)

1: Given x(0) # 0

2: Set t ) 0

3: repeat

4: for i = 1 . . . N do

5: if t % T i then

6: xi(t + 1) = gi(x(t))

7: else

8: xi(t + 1) = xi(t)

9: end if

10: end for

11: t ) t + 1

12: until converged

The stopping criterion is ||x!g(x)||% < # for some # > 0. The best response function

is of the following form:

g(x) = max(0, (I !W)x + b) (3.8)

Theorem 3.4.3 Suppose that W is strictly diagonally dominant. Then, ABRD con-

verges to the (unique) game NE from any starting point, x(0) # 0.

Proof: Let G = |I ! W|, a non-negative matrix with all 0 diagonal elements and

a maximum row (or column) sum strictly less than 1. By the Gershgorin circle

theorem (61), it follows that necessarily &(G) < 1. Thus, from linear algebra theory,

we have that there exists some N-component vector, w > 0, such that ||G||w% < 1

The weighted infinity matrix norm is here defined as ||G||w% = maxx (=0
|Gx|w!
|x|w!

and the

weighted infinity vector norm is defined as |x|w% = maxi
|xi|
wi

.

In (63), it is proven that the synchronous algorithm satisfies:

|x(t + 1) ! x'| " G |x(t) ! x'| (3.9)

Taking the Lw
% norm of both sides, we have
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|x(t + 1) ! x'|w% " | G |x(t) ! x'| |w%
" ||G||w% |x(t) ! x'|w%
= "|x(t) ! x'|w%

(3.10)

for some constant 0 < " < 1. Thus, the synchronous algorithm represents a pseudo-

contraction with respect to the weighted infinity norm.

Using the notation from (62), define the sets

X(k) = {x % R
N
+ : |x ! x'|w% " "k|x(0) ! x'|w%} (3.11)

We then have that:

1. . . . * X(k + 1) * X(k) * . . . * X(0)

2. g(x) % X(k + 1) (k and x % X(k)

3. For any sequence xk % X(k) (k, limk)% = x'

4. For each k, we can write X(k) = X1(k)+X2(k)+. . .+Xn(k) for sets Xi(k) * R+.

It then follows from the Asynchronous Convergence Theorem in (62) that the

corresponding asynchronous algorithm, ABRD, also converges. We thus arrive at the

desired result.

3.4.4 Application to Web Authentication Example

In order to illustrate what an equilibrium might look like, we further develop the Web

Authentication example by building out a slightly more complex example network.

Assume the utility function for firm i takes the form Ui(x) = "i log((Wx)i + 1)!
cixi where "i indicates the relative importance of security for that particular firm and

is the same for any two firms of the same type. Naturally, "i is higher for a “high

risk” firm than a “low risk” one. With this model in mind, we consider the example

shown in Figure 3.7 above. Firms 1 (Citibank) and 2 (Bank of America) are “high

risk” while the rest are “low risk”. All edge weight values are denoted in the Figure

caption.
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3 Citi BofA

7 8 9

4 5 6

Figure 3.4: Network for web authentication example. Citibank and Bank of America
are “high risk,” whereas all others are “low risk.” Dotted links have weight !0.1,
thin, solid links have weight 0.1, and thick, solid links are assigned a weight of 0.2.

Firm xi bi

Citibank 11.09 10
Bank of America 11.11 10
3 0.09 1
4 1.01 1
5 0 1
6 0 1
7 1.01 1
8 0 1
9 0 1

Table 3.2: Equilibrium for web authentication model compared to investments in
isolation
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We set c1 = c2 = 2 and ci = 1 for all other nodes. We initially set "1 = "2 = 22,

with "i = 2 for the remaining, “low risk” firms. The optimal level of investment for

each firm in isolation was [10 10 1 1 1 1 1 1 1]. The system equilibrium was computed

using an ABRD algorithm. As shown in Table 3.4 above, the “high risk” firms are

forced to invest more than their fair share in equilibrium (in this case by more than

10%) while firms 5, 6, 8, and 9 invest nothing. Firm 3 invests only a tiny amount

because of the strong positive influences of firm 1’s investment. Firms 4 and 7, on the

other hand, invest nearly what they would if they were isolated nodes. Translating

this to the real world, it is fairly intuitive that the “high risk” companies such as

banks end up spending a lot more on security when compared to content focused

websites as this equilibrium indicates.

3.5 Free Riding and Fair Share Ratios

A natural question to ask once we arrive at a Nash Equilibrium is whether that equi-

librium is a “good” one. Although there are many ways to analyze this question,

one of the key problems we observe in investment decisions where benefits are shared

is the notion of free riding. This is the concept that individual investors will not

contribute in proportion to the benefit they receive. For example, if a negative ex-

ternality exists, a player may actually have to invest more than it would in isolation

whereas a player that benefits from positive externalities may invest considerably less

if at all. This is the notion we seek to address in this section.

3.5.1 Free Riding Ratio

To quantify the e!ects, we propose the following metric:

Definition 3.5.1 (Free Riding Ratio) Given the game parameters W, Vi(·), and

c, we then define the free riding ratio for each user, i, as:

%i =
(Wx)i ! xi

bi

(3.12)

Likewise, define the vector % as (%1, %2, . . . , %N).
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%i can take any value in R. Since bi > 0 and ,x, < &, %i is finite and well defined.

%i is the contribution made by i’s neighbors relative to the investment i optimally

needs. This tells us how much of the total investment is made by i’s neighbors and

not i. %i can become negative in the face of negative externalities. This means that

player i is being forced to over invest in order to compensate for the negative impact

incurred by the neighbors. At 0, there is no free riding and player i is investing the

full amount that is optimal for itself. This also means that player i doesn’t benefit

from network e!ects. When 0 < %i < 1, player i is making a positive contribution

but is benefiting from the investments of its neighbors. Finally, if %i > 1, we have

“complete” free riding and player i contributes nothing.

3.5.2 Fair Share Index

We propose yet another metric for measuring the contribution of player i relative to

other players:

Definition 3.5.2 (Fair Share Index) Given W, Vi(·) and c, we define the fair

share index for each user, i, as:

µi =

xi
P

j xj

bi
P

j bj

(3.13)

We define the vector µ as (µ1, µ2, . . . , µN).

Again, bi > 0 so the denominator is always well defined and finite. We assume

that measuring this value is only relevant when at least one player is making an

investment so that the numerator is also well defined and finite. The fair share index

measures something slightly di!erent from the free riding ratio. In this case, we use

the optimal investment levels in isolation as a baseline for the relative contribution

each player should be making in relation to one another. This denominator value is

represented as the percentage contribution of player i relative to all of the players.

In the numerator, we analyze the contribution of player i at equilibrium relative to

other players. Both of these values are positive. Therefore if µi < 1, player i is, in
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some sense, not contributing their “fair” share while if µi > 1, they are contributing

more than their fair share. At µi = 1, they are contributing exactly the amount they

should according to this fairness index.

3.5.3 Application to Web Authentication Example

In our web authentication example, two high risk nodes (Citibank and Bank of Amer-

ica) ended up over investing by more than 10% while four nodes ended up not investing

at all when they should have invested 1 unit. In the following table, we calculate the

free riding ratio as well as the fair share index:

Firm xi bi %i µi

Citibank 11.09 10 !0.11 1.23
Bank of America 11.11 10 !0.11 1.23
3 0.09 1 0.91 0.10
4 1.01 1 !0.01 1.12
5 0 1 1.10 0
6 0 1 1.11 0
7 1.01 1 !0.01 1.12
8 0 1 1.10 0
9 0 1 1.10 0

Table 3.3: Equilibrium for web authentication model

Where the free riding index gives a sense of who is contributing and who is not, the

fair share index gives a sense of the magnitude of the problem with respect to a notion

of fairness.

3.6 Pareto-improving investments

A natural question that arises once we have established and analyzed the equilibrium

is how we might improve upon this equilibrium. Suppose we have two nodes that are

mutually interested in cooperating such that their investments decrease. Intuitively,

it is possible that by strengthening !ij and !ji, we should be able to decrease the

investments made by i and j. However, in such a case, it is unclear what impact this
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n1

n2

n3

n4

n5

n6

n7

A B

Figure 3.5: Illustration of Lemma 3.6.1. As long as the flows along the bolded links
(edge set D) do not change, then the equilibrium in A will be invariant to changes
inside B.

may have on other nodes within the network. Specifically, if nodes i and j invest

less and a player k /% i, j has either !ki or !kj that is positive, then k receives lower

positive externalities forcing it to invest more in order to compensate. Note that

this e!ect can be mitigated, however, if these weights are also increased in the right

proportion to the changes in x'
i and x'

j . Before we proceed to the result, we make the

following observation:

Lemma 3.6.1 Let A and B represent some partition of the nodes in G. Let C and

D represent, respectively, the set of edges completely within A and those connecting

from B to A.

Suppose also that we have two weight matrices satisfying Theorem 3.4.2, Ŵ and

W̄, with corresponding (unique) equilibria x̂' and x̄'. If both

ŵmn = w̄mn ((m, n) % C

x̂'
l ŵkl = x̄'

l w̄kl ((k, l) % D
(3.14)

then x̂'
k = x̄'

k for all k % A.

Proof: Consider the LCPs for the corresponding equilibria. It follows that, in each

case, we can partition the W columns for the A players into two sets, WC and WD

representing, respectfully, the weights on those edges in C and D. Moreover the
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solution for each equilibrium must satisfy the “subLCP” corresponding to just those

players in A:

yA = WCxA + WDxB ! bA

yT
AxA = 0

xA # 0, yA # 0

(3.15)

Let

WC = ŴC = W̄C

b̃ = ŴDx̂B ! b = W̄Dx̄B ! b
(3.16)

Now suppose by contradiction that the lemma does not hold. This implies that

the LCP

yA = WCxA + b̃

yT
AxA = 0

xA # 0, yA # 0

(3.17)

has two distinct solutions, a clear contradiction of Theorem 3.4.2. Thus, we must

have x̂'
k = x̄'

k for all k % A, as claimed.

Theorem 3.6.2 Suppose that x'
i > 0, x'

j > 0 for some i '= j. Then, there exist

continuous trajectories W(t) = (wkl(t)) and x'(t) = (xk(t)) with t % [0, T ] such that:

1. x'(0) = x', W(0) = W

2. x'(t) is the (unique) equilibrium under W(t) for all t

3. xi(t) and xj(t) are strictly decreasing in t

4. xk(t) is constant for all k /% {i, j} and all t

5. W(t) is componentwise di!erentiable and increasing in t (weakly, in magnitude)
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Proof: Using notation similar to that of the lemma, partition the players into two

sets, A and B, with the latter containing just i and j and the former containing all

other nodes/players. Correspondingly, let C and D be edge sets as defined before

with an additional set, E, representing those links from A back to B. Let

b̃ = bB ! WE(0)x'
A(0) (3.18)

and

wij(t) = wij(0) + t

wji(t) = wji(0) + 't
(3.19)

for some positive constant ' (defined later). For notational simplicity, we suppress

the “(0)”s on the initial weights in the remainder of this proof.

Now consider the system for calculating x'
i (t) and x'

j (t) under the assumption that

all flows along E are fixed:

(

1 wij + t

wji + 't 1

) (

xi(t)

xj(t)

)

=

(

b̃i

b̃j

)

(3.20)

implying

x'
i (t) = b̃i!b̃j(wij+t)

1!(wij+t)(wji+!t)

x'
j (t) = b̃j!b̃i(wji+!t)

1!(wij+t)(wji+!t)

(3.21)

and
dx"

i

dt
= (wji b̃i!b̃j)+!wij(b̃i!wij b̃j)+f1

n(t)
((wjiwij!1)+fd(t))2

dx"
j

dt
= !!(b̃i!wij b̃j)+wji(b̃j!wji b̃i)+f2

n(t)
((wjiwij!1)+fd(t))2

(3.22)

where

f 1
n(t) = 't(2b̃i ! 2b̃jwij ! b̃jt)

f 2
n(t) = 't(2b̃j ! 2b̃iwji ! 'b̃it)

fd(t) = t(wji + 'wij + 't)

(3.23)



3.6. PARETO-IMPROVING INVESTMENTS 65

Note that the former functions are smooth and all equal to 0 at t = 0. Let ' =
x"

j (0)

x"
i (0) > 0. From the previous analysis and the diagonal dominance of the underlying

weights, it then follows that both dx"
i

dt
(0) < 0,

dx"
j

dt
(0) < 0, as desired. Now, define the

times:

t1 = inf{t # 0 : (b̃i ! b̃j(wij + t)) < 0}
t2 = inf{t # 0 : (b̃j ! b̃i(wji + 't)) < 0}
t3 = inf{t # 0 : ((wij + t)(wji + 't)) > 1}
t4 = inf{t # 0 : !(wjib̃i ! b̃j) + 'wij(b̃i ! wij b̃j)

< !f 1
n(t)}

t5 = inf{t # 0 : !'(b̃i ! wij b̃j) + wji(b̃j ! wjib̃i)

< !f 2
n(t)}

t6 = inf{t # 0 : (wjiwij ! 1) < !fd(t)}
t7 = 1

(3.24)

and

T =
min{ti, i = 1 . . . 7}

2
(3.25)

Because of the assumed strict diagonal dominance of W and the strict positivity

of x'
i (0) and x'

j (0), it follows that T is well defined and, necessarily, T > 0. Hence, x'
i ,

x'
j are well-defined, smooth, strictly positive, and strictly decreasing on the interval

t % [0, T ].

Now let
wki(t) =

wkix
"
i (0)

x"
i (t)

wkj(t) =
wkjx"

j (0)

x"
j (t)

(3.26)

for all k /% {i, j}, which are necessarily well-defined and smooth. Furthermore, take

wkl(t) = wkl for all edges k /% {i, j}, l '= {i, j}.

It thus follows that all flows from B to A are invariant at all times. By Lemma

3.6.1, we also have that x'
k(t) = x'

k(0) for all k % A. Thus, the flow back into B is

time invariant, validating our original assumption.

We have therefore constructed the desired W(t) and x'(t) trajectories.
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Since these trajectories are smooth, there exists a corresponding direction of per-

turbation, d, which produces the same e!ects.

Thus, it follows that we can strictly improve the welfare of i and j in a Pareto

manner, i.e. while not hurting any other player. This involves infinitesimally increas-

ing the “strength” of all links except, possibly, negative links eminating from i and j

which may become more negative. If we repeat this procedure for multiple pairs in a

sequential fashion, we can therefore make a pareto improvement to any, arbitararily

large, set of players in the current basis. Players for whom x'
k = 0, moreover, will

not be made any worse o! by this procedure. This result matches the general in-

tuition from above- strengthening links between users increases free riding but can

also increase welfare. We apply this algorithm in the following section to the web

authentication example.

3.6.1 Improving the Web Authentication Equilibrium

As stated previously, it is possible to find a change in the W such that two nodes

decrease their investments while all other nodes maintain their level of investment.

Within this context, a positively weighted link will increase in magnitude if the influ-

encer is increasingly protecting information that can be used to attack both sites such

as common user names and passwords. A negatively weighted link will become less

negative if the influencer chooses to reallocate its budget from something that only

protects themselves (e.g. multi-layer authentication) and therefore moves attackers

to focus on its competitors to protecting something they may have in common with

their competitor.

For example, suppose nodes 1 and 2 (the banks) choose to implement changes

to influence the strength of links between themselves and their neighbors in order to

lower their overall investments. One step, they should take according to this theorem

is that they should reallocate their budgets to more mutually beneficial policies. In

fact, if they both increase protections of usernames and passwords, that same policy

will strengthen the links out from node 1 to all of its other neighbors. They can change

the degree to which they are strengthening the links by selecting which usernames
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Figure 3.6: Web Authentication model: Linear changes in the W matrix result in
nonlinear benefits for nodes 1 and 2 while all other nodes maintain their levels of
investments
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and passwords they choose to strengthen in protection. The greater the number of

overlapping usernames and passwords they protect, the stronger the links between

those nodes will be.

3.7 Examples and Simulations

3.7.1 Further Analysis of Web Authentication Example

3 1 2

7 8 9

4 5 6

Figure 3.7: Network for web authentication example. Nodes 1 and 2 are “high risk”
(previously Citibank and Bank of America) whereas all others are “low risk.” Dotted
links have weight !0.1, thin, solid links have weight 0.1, and thick, solid links are
assigned a weight of 0.2.

Although we have analyzed the basic model with respect to the web authentication

example, we have not varied many of the parameters in order to understand how

changes will impact the equilibrium. In this section, we further delve into the web

authentication example in order to test how resilient the model is with respect to

variances in the parameters. In many risk management models put into practice,

one of the major issues encountered is the lack of data and robust models that can

withstand uncertainty in many of its parameters. As a result a natural question to

post with respect to this model is the sensitivity of the Nash Equilibrium to the

choices of the model parameters, namely the W matrix. Within the context of this
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Figure 3.8: Sensitivity of investments to changes in W. The error bars shown are
the range of values seen when 25% of the links (randomly selected) experience a 25%
change in the associated W value either up or down.

example, we tested how robust these investment decisions would be to changes in W

by randomly selecting 25% of the nodes to experience a 25% change in its value. As

can be seen in figure 3.8, the error bars are are not significant in the range of values

seen as W is changed. Therefore, a relatively significant, but random perturbation of

the W matrix leaves the investment levels relatively stable. Further, the qualitative

observations of which players over invest and which players under invest continue to

be consistent even with perturbations in the data.

Now suppose that individual companies could set policies to influence the W ma-

trix. We discussed in the previous section a way in which two organizations could

positively impact their investments while maintaining investment levels for all other

players. Here, we consider a more basic set of changes: ones in which a single organi-

zation unilaterally decides to create policies that impact the weights without concern

for how it may impact other players. Suppose, for example, firm 1 wants to change the

degree to which other smaller companies influence its security. One could drive this

down through customer education e!orts or even drive this down to zero by creating

incompatible requirements for the username and password with those of the neighbor

firms. In particular, fix "1 = 22 and let w13 = w15 = w16 = w18 = w19 = ! for

some parameter ! > 0. Note that W will remain strictly (row) diagonally dominant

provided that |!| < 0.6. We would expect firm 1’s investment level to be decreasing
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in ! since firm 1 can rely more heavily on its neighbors for its security. On the other

hand, we would expect that, as ! increases, firms 3, 5, 6, 8, and 9 increase their

security investments because of the decreased investment from firm 1. The plots in

Figures 3.9a and 3.9b show that this intuition is correct. Again, we have just shown

the results for firms 1 and 3; the plots for 5, 6, 8, and 9 look similar to the latter and

are omitted for brevity. Clearly, then, there is a tradeo! in lowering the ! value.
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Figure 3.9: Web Authentication model: variation in investment levels (solid curves)
and free riding ratios (dotted curves) of firms 1 and 3 as function of the parameter !.

In order for firm 1 to reduce the level of investment it has to make, another

strategy it could implement is to collude with a subset of firms. For example, it

might choose to help some non-profit organizations that currently underinvest in

security but have strong dependencies on the investing organization. In this web

authentication example, firm 1 could share its web authentication resources with

firms 5 and 8 to bolster their security. One way of doing this could be by providing

federated identity management for these nodes, along the lines of Windows Live ID

Federation (? ) or Liberty Alliance (? ). To implement this within our model,

we changed the W matrix to reflect a “collapsed” version of the network. Although

we did not fully explore what the correct algorithm would be for collapsing these

matrices, we considered one possibility here that allowed us to preserve the diagonal

dominant structure of the matrix. We leave a more detailed exploration of what kind

of algorithm can be used to collapse this matrix for future research.
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Firm xi %i µi

1 11.09 10 !0.11 1.23
2 11.11 10 !0.11 1.23
3 0.09 1 0.91 0.10
4 1.01 1 !0.01 1.12
5 0 1 1.10 0
6 0 1 1.11 0
7 1.01 1 !0.01 1.12
8 0 1 1.10 0
9 0 1 1.10 0

(a) Equilibrium for Fig 2

Firm xi %i µi

1/5/8 10.43 !0.04 0.94
2 11.04 !0.10 1.00
3 3.35 !2.35 3.05
4 1.34 !0.34 1.22
6 0 1.04 0
7 1.34 !0.34 1.22
9 0 1.04 0

(b) Equilibrium when nodes 1, 5 and
8 are combined

Table 3.4: Equilibrium for web authentication example. All values are rounded to
the nearest hundredth.

In this particular example, firms 1,5 and 8 collapsed into node 1. The strength of

the connection between firms 1 and 3 was changed to w31 = !.2 since we wanted to

reflect the fundamental competition between firm 3 and firms 5 and 8. Running the

ABRD algorithm on this modified matrix, we derived the Nash equilibrium shown in

3.4. We find that firm 1’s overall investment decreases as it implements the federated

identity for firms 5 and 8. If firm 1 implements federated authentication for itself

and firms 5 and 8, firms 5 and 8 will have the same e!ective investment in web

authentication as firm 1. Firm 3 must now increase its investments or else it will

attract attackers that would have otherwise attacked nodes 5 and 8 in its weaker

state. This, in turn, means that firm 1 can invest less in security overall because

of firm 3’s contribution. The impact of firm 3’s increase in investment also extends

to firms 4 and 7 which must increase their investments as well. Qualitatively, this

suggests that certain firms may have motivation to implement federated identity

management with a select group of other web sites.

3.7.2 Phishing and Customer Education

Our second case study is based on customer education e!orts aimed to combat phish-

ing and online identity theft (see, e.g., (64)). Many banks are investing a significant
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portion of their security budget in customer education, in an e!ort to combat phish-

ing. Whether it is through advertising or direct communication with their valued

customers, financial institutions must clearly communicate what customers can ex-

pect from the banks to ensure that the email customers receive or the website the

customer just visited is legitimate. However, di!erent institutions have di!erent email

policies, and sometimes undercut each others’ e!orts. This may even occur within

a single institution. For example, in confidential discussion with a large bank, we

found that two di!erent policies are used: customers are informed that no links will

ever be included in “service” email from the bank, but customers are not told that

marketing email from the marketing division may include links. In such a situation,

the information security division’s e!orts to educate bank customers undercuts the

marketing divisions e!ort to sell bank products, and conversely. We model how the

customer education e!orts at various institutions (or even departments within a single

institution) impact one another based on the consistency of the messaging between

di!erent organizations in an example network. We show the resulting over-investment

by a subset of the parties within the network due to a single entity with conflicting

customer communication policies and show that the subset includes parties that have

consistent messaging with the majority.

Consider a collection of firms or departments within a single company. Two firms

may have customers in common. In order to prevent phishing attempts, the firms

invest in educating their customers about their firm’s communication policies using

direct mail, advertisements and even email. For example, one firm may tell their

customers that in email communications, they will never include a link. Another

policy might be that any link included must begin with www.companyname.com.

Many banks display an image chosen by the user that is embedded in the website of

the firm to verify that the user is indeed at the firm’s website.

Should two firms that share customers have the same communication policies, any

customer education e!ort done by one firm would clearly benefit the other. On the

other hand, if the communication policies contradict one another in any significant

way, the customer education e!ort by one firm would serve to confuse the shared

customers with respect to the other firm’s policies. The customer education e!ort at
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one firm, then, impacts the risk faced by a neighboring firm.

1

2 3 4

5 6

Figure 3.10: Network for customer education example. Firm 1 has inconsistent poli-
cies relative to the other firms. Those firms (2 - 6) have policies that are consistent
with one another. Dotted links have weight !0.2, and thin, solid links have weight
0.1.

There are three factors that determine the degree of influence one firm has on

another:

1. The number of shared customers

2. The degree to which policies agree or disagree

3. The importance or prevalence of those characteristics the policy impacts (e.g.

the number of emails that go out with embedded links)

Using the linear influence model described, each node is a company with a cus-

tomer communication policy and a link exists between two nodes if there are shared

customers between the nodes. One unique feature of this situation is that the in-

teraction matrix W is symmetric since consistency or inconsistency of the customer

communication policy will impact both parties. In this particular example, each node

has identical utility functions, Vi(x) = 2
-

x. This can be justified by assuming that

each node represents a similar company (e.g. a financial institution of roughly the

same size). Suppose the cost is all ci = 0.50 for all users. This implies that b = 0.25e.

With a six user example shown in figure 3.10, we assume that consistent consumer

policies results in a 0.1 influence factor where inconsistent policies result in a -0.2
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Firm xi %i

1 0.41 !0.66
2 0.29 !0.16
3 0.24 0.04
4 0.29 !0.16
5 0.18 0.28
6 0.18 0.28

Table 3.5: Equilibrium for phishing example. All values are rounded to the nearest
hundredth.

influence factor. An inconsistent policy serves to confuse the consumer more than the

reinforcement a consistent policy would provide.

We obtain the equilibrium for customer education investment levels and free riding

ratios as listed in table 3.5. In this example, the positive externalities experienced by

node 3 serve to counteract the negative externality from node 1. Node 3, therefore is

able to invest less than it otherwise would, 0.25. Nodes 2 and 4, on the other hand,

must compensate for the negative externality they experience from node 1 and must

invest more than they otherwise would. In total, the nodes invest 1.59 where they

should be investing a total of 1.50 if there were no interaction. If node 1 changes its

policy to be consistent with all of the other firms, everyone collectively invests less

(0.15 for node 3 and 0.20 for all other nodes) so that the sum total of investment

is 1.13, a 25% improvement in the level of investment needed by all of the firms.

This model, then, serves to show the degree to which customer education costs could

potentially be cut should policies actually be consistent between departments within

a particular firm. Anecdotally, we have heard that even within a particular bank,

the di!erent product groups might have conflicting policies with regards to their

customer communication. Such discrepancies clearly lead to increased cost either due

to customer confusion or in the increased customer education e!ort required.
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3.7.3 Spam and email path verification

The third case study discussed in this paper is based on anti-spam e!orts through

email routing path verification, such as Sender ID, Sender Policy Framework (SPF),

and Domain Keys (65; 66; 67). Generally speaking, these frameworks allow an orga-

nization that sends or routes email to insert information into the email that can be

verified by the receiver. The verification method generally relies on extended DNS

information, in some cases merely requiring additional DNS records, and in other

requiring cryptographic information in email and verification keys in DNS records.

At first glance, these mechanisms may appear to appeal only to an organizations

altruistic motives: if organization A adopts an email sender verification system, this

appears only to benefit an organization B that receives email from A and verifies its

sender. However, the true value of these mechanisms is more complex. As outlined

in Microsoft’s Sender ID Whitepaper (68), an organization that adopts Sender ID

benefits directly by protecting the organization’s brand against spammers who forge

email from the organization. Another direct benefit is the enhanced delivery of au-

thentic email from the organization, as we discuss in section 3.7.3. While vendors

claim that the cost of deploying these methods is low, because the computational

load on servers is relatively low (68), there are still system administration and main-

tenance costs that must by balanced against the direct and indirect benefits. In order

to evaluate the situations in which an organization may rationally decide to adopt

Sender ID or related mechanisms, we consider a model in which we have two types

of nodes, businesses and email service providers. Modeling an example network with

six nodes, we show how in this case, email service providers have no incentive to

invest in an email routing path verification framework. Despite the negative exter-

nality still present in this system, we find that overall, the businesses benefit from the

relationships and in general invest less than they otherwise do as an isolated node.

In Sender ID, which evolved from SPF and the CallerID proposal developed by

Microsoft, domain owners must identify their sending mail servers by IP Address in

new DNS records. Receivers then verify the Purported Responsible Address (PRA)

against the information stored in DNS to reject unauthorized messages (69). In the

functionally similar Domain Keys approach developed by Yahoo!, domain owners
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must include a digital signature in outgoing messages and publish their public key in

new DNS records. Receivers then verify the signature against the public key available

in DNS to reject unauthorized messages (69). If the signature is not verified, the email

is clearly suspicious. However, the signature can be verified and found to be suspicious

due to the originating domain address. This is generally accomplished using some

type of reputation system.

At first glance, these mechanisms may appear to appeal only to an organizations

altruistic motives: if organization A adopts an email sender verification system, this

appears only to benefit an organization B that receives email from A and verifies its

sender. However, the true value of these mechanisms is more complex. As outlined in

Microsoft’s Sender ID Whitepaper (68), Sender ID protects the sending organization’s

brand against spammers who forge email from the organization. (However, the degree

to which this occurs depends on how many receiving organizations deploy Sender

ID.) Another direct benefit is the enhanced delivery of authentic email from the

organization. Specifically, suppose organization A adopts Domain keys and this gives

organization B a reliable way to identify legitimate email from A. Not only does this

give B a better way to reject unsolicited email that purports to come from A, but

B can be more certain about accepting legitimate email from A. In particular, email

from A that might have been accidently blocked by a content-based spam filter can

now be accepted by B and delivered to its intended recipient. If email from A to B

has business value to A, then this increased delivery of legitimate email from A to B

provides useful return on A’s investment in Domain Keys (or other such mechanisms).

For all of these reasons, if organization A adopts a email sender verification framework,

this also benefits other organizations that communicate with A by email. This leads

to a very natural instance of the general linear influence network model, with influence

between A and B based on the quantity or business value of email exchanged by the

two organizations.

While vendors claim that the cost of deploying these methods is low, because

the computational load on servers is relatively low (68), there are still system ad-

ministration and maintenance costs that must by balanced against the direct and

indirect benefits. In particular, the administrative costs can be high in maintaining
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a comprehensive inventory of all IP addresses that can legitimately send email on

that organization’s behalf. This can actually be quite complicated given the wide

range of partners or third party vendors that may do so on a fairly regular basis (e.g.

public relations firms, investor relations, event marketing, help desk). Since there are

several competing frameworks at present, an organization can choose to deploy one

or more of them, with increasing cost. In addition, a large organization can choose

to leverage an email sender verification method for all of its incoming and outgoing

email, or only a fraction, with costs varying accordingly.
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Figure 3.11: Spam filtering model: variation in investment levels (solid curves) and
free riding ratios (dotted curves) of business 1 and email service provider 3 as function
of the parameter " which is changed for nodes 4 and 5.

The level of e!ort particularly implemented in recognizing “suspicious email”

within a reputation system will lead to increasing e!ectiveness which also shows di-

minishing returns (e.g. eventually an additional unit of e!ort in recognizing spam has

very little e!ect). A link between two organizations is the existence of email tra"c

between those two organizations. The weight associated with a link is determined by

two competing interests:

1. Positive influence is derived from the volume of email as well as the business

value of the email that traverses a link as long as both parties have implemented



78 CHAPTER 3. INTERDEPENDENT SECURITY GAMES

the email routing path verification. The outgoing email for a legitimate orga-

nization benefits from increased investment in email path verification by any

neighbor since legitimate email tra"c should pass through spam filters more

reliably. Corporate communication will also now be verifiable, ensuring that

customers are less likely to become victims of phishing scams. The incoming

email should benefit as well since increased investment by others should trans-

late to a larger percentage of incoming email tra"c with verifiable email routing

paths. In general, any adoption of path verification should improve the load on

the network by dropping spam.

2. Negative influence is derived from the fact that increased investment by one

entity in email path verification will likely focus spammers on other organiza-

tions. Since spammers are trying to bypass spam filters with the least amount

of e!ort, they are more likely to focus on organizations with smaller invest-

ments in spam filters. As such, we can expect larger amounts of spam to be

directed at organizations that have less e!ective email path verification or no

such protection at all.

In order to evaluate the situations in which an organization may rationally decide

to adopt Sender ID or related mechanisms, we consider a system in which there are

two types of nodes: businesses that are potential targets for phishing scams (e.g.

banks, payment services, online businesses) and email service providers (e.g. hotmail,

yahoo, gmail). As mentioned above, a link indicates email tra"c between the two

nodes. Each link has varying weights depending on the types of nodes it connects:

1. Business to email service provider: The externality is positive since an email

service provider is more e!ectively able to filter for spam with more businesses

participating. However, the impact of a single business on an email service

provider is relatively small

2. Email service provider to business: The externality here on one hand is minimal

since verifying the email service provider does little to reduce spam since spam

tends to originate from many of these service providers. On the other hand,
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when the email service provider implements email path verification, this allows

businesses who can verify their identity with their emails to ensure that their

communication will reach their end customer without being falsely identified as

spam. This is actually quite valuable to the business and results in a positive

externality for the business.

3. Business to business: The externality is positive since the path verification for

an email from another business is valuable in identifying spam. There is a slight

negative externality resulting from the fact that any increase in investment for

one business will result in phishing scams focused on other businesses (e.g. if

I know that you have put in place an email path verification system, I am less

likely to try to phish your customers since those emails are more likely to be

filtered out). The net externality is still positive since the sheer number of

businesses makes that e!ect minimal.

4. Email service provider to email service provider: The externality is a net neg-

ative. Whereas when a business’ verification gives the author of the email

credibility, the verification of an email service provider does little to ensure that

the email received is not spam. In addition, similar to the business to business

case, the implementation by another email service provider of email path verifi-

cation or increase in investment will focus phishing scams and spam away from

that email service provider potentially making its neighbor more susceptible to

phishing attacks and spam.

As an example, we generated a small network of 6 nodes as seen in figure 3.12.

Two nodes, 4 and 5, are email service providers while the others are businesses. The

utility function for each node is Ui(x) = "i((Wx)i)!i . We set 'i = 0.3 (i. We start

with "i = 4 for all businesses and "i = 1 for email service providers. This results in

the following:

In this setting, as seen in table 3.6, the email service providers have no incentive

to invest in providing email routing path verification. They are able to free-ride o!

of the investments made by the businesses. If the "i for email service providers is

gradually increased as seen in figure 3.11, the email service providers eventually have
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1

2

3

4 5

6

Figure 3.12: Network for email routing path verification example. Firms 4 and 5 are
email service providers and the others are businesses. Dashed links have weight 0.2,
thin, solid links have weight 0.1, thick, solid links are assigned a weight of !0.1 and
dotted links have weight 0.05.

Firm xi %i

1 5.18 0.29
2 5.18 0.29
3 5.18 0.29
4 0 1.14
5 0 1.14
6 7.25 0

Table 3.6: Equilibrium for email verification example. All values are rounded to the
nearest hundredth.

incentive to invest in routing path verification (roughly when "4 = "5 = 3). What

this means is that the email service providers need to value this service (whether it is

motivated by penalties imposed or by customer migration away from service providers

who don’t provide this service) more in order for them to invest in this service.

The value of this model is not to say that these results are representative of ac-

tual relationships between businesses and email service providers. Rather, a decision

maker with better knowledge of the incentives and quantitative data on the benefits

associated with these decisions could use this type of model to create policies that
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serve the best interest of all involved parties.

3.8 Conclusion

The game theoretic models of interaction “networks” is a useful framework by which

we can address the interdependent nature of security investment decisions. The trade-

o! between the risk associated with information technology versus the cost of imple-

menting security policies is a long standing problem. We o!er in this paper one such

model that can be applied in a number of di!erent scenarios to help inform better

policy decisions.

We have developed a general quantitative model based on “linear influence net-

works” to model interdependent security investments. The agents in this model in-

teract in a game of perfect information resulting in a unique Nash Equilibrium. We

show that an asynchronous, iterative strategy by all agents will converge to the unique

Nash Equilibrium from any starting point.

We applied this model in three di!erent settings. In the first, we modeled the

password-based web authentication method used in a wide variety of websites. We

noted that many users use the same username and password at multiple sites. We

showed how in this case, the overlap in users between websites created interdepen-

dencies that ultimately resulted in certain types of websites investing more than their

fair share. Within this context we tested how robust the equilibrium was relative to

random perturbations of the interaction matrix and found that the investment levels

were relatively stable. We also collapsed the matrix to represent the introduction of

federated identity management by one firm with a select group of other firms. We

found that this reduced the level of investment required by the company sponsoring

federated identity management for the nodes.

In a second scenario, we modeled the customer outreach e!orts that aim to edu-

cate them on phishing and identity theft. Clearly inconsistent messaging results in

significant over-investment in customer education. With this model, we can see which

departments or firms are forced to over-invest as a result of inconsistent messaging.

Last, we applied this model to the email routing path verification setting. Here,



82 CHAPTER 3. INTERDEPENDENT SECURITY GAMES

we model two types of entities: businesses and email service providers. Based on the

email tra"c between these entities, various levels of externalities are exerted on the

agents in the model. We found that in general, the email service providers were not

always inclined to invest in routing path verification. It required making sure that the

email service providers valued the routing path verification service (through penalties

for lack of installation or added benefits for installation) in order to motivate email

service providers to invest.

These examples serve as case studies rather than true models of these scenarios.

We hope that these examples can motivate the use of economic modeling and in partic-

ular, “network” game theoretic modeling of security problems to highlight incentives

and risks associated with organizations that have interdependent operations.



Chapter 4

Risk Networks

4.1 Introduction

The virtual world created by computing and networking infrastructures has liter-

ally transformed the ways in which business is conducted today. Whether it is the

inventory levels that are dynamically adjusted as customer data flows in from retail

locations or the team sitting in Madras, London, New York and Tokyo simultaneously

updating a presentation or the billions of dollars of transactions that flow through

the New York Stock Exchange on any given day, this cyberspace is a very real part

of our lives.

Paradoxically, the ubiquitous nature of technology is also its fundamental weak-

ness. Our dependence on technology comes with it a very significant cost. Those who

want to disrupt and destroy the lifestyle and economic abundance this technology has

enabled can do so by leveraging technology itself.

Given limited resources to cover the vast surface area of possible attacks, one

must start to consider how risk can be dynamically managed and not erased. As a

result, a key problem faced by chief information o"cers and security risk managers

in enterprises and organizations is how to reconfigure and allocate security resources

(information and infrastructure protection capacity) in response to changing risk pro-

files. Given the human and technical resources available, how can an organization

best deploy those resources to e!ectively and e"ciently find and track vulnerabilities,

83
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detect adversaries and patch systems?

In information technology, there are management tools that enable system admin-

istrators to provision and monitor applications and services on the fly. Typically these

tools come with some sort of dashboard that displays metrics that enable management

to make better decisions. As an example, one such metric in a application manage-

ment dashboard could be the usage of the applications purchased by that department

in order to cut licensing costs for applications that are underutilized while increasing

licenses for widely used applications. These measurements enable managers to make

informed decisions based on the current state of their systems.

These same managers are today being asked to make decisions on IT security

with very little measurement in place. Compliance regulations such as Sarbanes-

Oxley have placed increasing focus on information technology risk. These regulations

will hold business leaders legally liable for the risks that go unchecked within their

organization. These risks extend to those found in information technology. Although

many types of dashboards have existed for executives to monitor issues they care

most about, such a dashboard does not exist for risk associated with information

technology. Such a dashboard would monitor all of the critical infrastructures and

the attacks on those systems or critical vulnerabilities that may lead to an attack.

Security has been a di"cult area to monitor since the fundamental metrics to

be measured have not been widely accepted. In interviews with senior executives at

large corporations, there was significant disagreement about what these measurements

should take into account. For example, one executive noted that he needed his metrics

to look like they were increasing to the right if he was doing well (not decreasing).

He felt that business executives tended to view increasing graphs to be positive news.

The methods for decision making based on these metrics also vary widely between

organizations. While the underlying risk metrics still require some work to gain

widespread acceptance, there are certain traits that we can assume will likely be true

in order for these metrics to be actionable. Metrics that measure security risk (how

vulnerable a particular part of the IT system is to attack) should have the following

characteristics:

1. Risk metrics increase in time or persist if no action is taken
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2. Risk metrics decrease in time if a mitigating action is taken

3. Metrics associated with high risk is correlated with potential size of damage

and the likelihood a new threat will materialize

Decision models presumably have not been widely studied for security primarily be-

cause of the lack of agreement on these metrics. In reality, the decisions and the

models should ideally drive the metrics that are collected. The models generally

identify the tolerance for uncertainty and the level of granularity expected in the

data gathered. Therefore, we presume here that as long as the metrics hold to the

above characteristics, we can create a dynamic decision model for IT security risk.

A complicating factor in creating these models is that there are significant inter-

actions between nodes within an IT system. Given the physical and logical network

that exists between end hosts and intermediary nodes such as routers, switches, or

firewalls, there exists an interdependence between nodes that ultimately transfers risk

between nodes. For example (recognizing that I am vastly oversimplifying a situa-

tion), suppose a bu!er overflow at a server leads to an attacker achieving root access

to that server. This vulnerability could potentially translate into the attacker’s ability

to easily access a related database where confidential financial information is stored.

It may be that this database when analyzed on its own was completely free of vulner-

abilities that were open to attack. The networked nature of this database introduced

risks that were dependent on the nodes to which it was connected.

This interdependence, then, points to a weakness in the dashboard concept for IT

managers. Typically, the metrics that are measured on a dashboard correspond to the

apparent risk value or the risk value that is directly measured on the node. This could

be metrics such as the number of vulnerabilities that have yet to be patched on a host

or the number of phishing messages received at an email inbox. What these metrics

don’t take into account is the surrounding network that could potentially create

additional or induced threats to the node. In other words, the current dashboard

presents an internal view of the threats and not a complete view. Decisions should

not be based purely on the internal view of the threats but should be based on the

total e!ective risk faced by each node which takes into account the induced risks.
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A seemingly unimportant node with vulnerabilities may have significant impact on

important downstream nodes that appear completely safe.

In this chapter, we develop a set of models and a language around these models

that enable us to describe how such a dashboard may be created for a manager and

how resource allocation would be optimized on such a system.

4.2 Related Work

Many models of optimizing investments in security to date have focused primarily

on epidemiological modeling of worms and virus spreading and defending against

this specific type of attack (70; 71). The models are typically analyzed for how the

results depend on particular network structures. As attackers have evolved in their

intelligence and inherent incentives have become more apparent, models also have

evolved to incorporate the dynamics between attackers, defenders and users to model

how varying policies (including taxes or mandatory patching) can get us closer or

further removed from the socially optimal investments (33; 72).

The concept of metrics has been a hotly debated one in IT security. Beyond the

publications by Ross Anderson (45; 73), which discuss the nature of incentives and its

impact on the IT security industry, Hulthen(74) presents an example metric, Value

at Security Risk which draws from financial literature.

Cavusoglu et al (75) discusses the critical decision points for an IT security man-

ager which are: estimation of security breach cost, a risk management approach, cost

e!ective technology configuration and defense-in-depth. The paper does not go into

tremendous depth regarding how to actually implement a risk management approach

as we propose here.

In the BORIS framework (76), each potential investment is evaluated using the

framework which essentially conducts an analysis of the investment based on the

impact of the investment versus the risk faced if the investment is not made. It

enables IT managers to tie their technology investments to business impacts but

also does little to take into account the inevitable tradeo!s managers need to make

between a variety of risks they face as we do in this chapter.
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The model discussed here and related results are found in (77).

4.3 Model Formulation

The language surrounding a dashboard that monitors information security risk in-

volves a description of the actual state space and the flows of risk that happen through

the system.

4.3.1 State Space

A node in this model, much like nodes in previous chapters is a discrete network ele-

ment that potentially contains vulnerabilities. Such nodes may correspond to network

elements, such as hosts, servers, routers, databases, domains, firewalls, etc. or even

logical processes running on or across them. Consider a network of N such nodes.

In this model, these nodes are not independent actors but are interdependent when

modeling the nature of risk associated with them.

For example, if we consider an email virus, the nodes would be individual email

accounts. The fact that one individual is relatively careless in opening emails that

potentially contain viruses translates into additional risk for friends of that individual

who receive frequent emails from him or her. Within an enterprise, the fact that one

server contains software with a bu!er overflow that enables an attacker to get root

access would translate into additional risk for neighboring nodes that can be accessed

from that root account.

The interdependencies are described by links or edges E connecting them. These

edges are asymmetric and bi-directional creating a weighted directed graph G =

{N , E}. Each node is indexed as ni for i = 1 . . .N while each edge, eij exists if

node i “influences” node j. Influence is used here in a fairly loose manner implying

some sort of relationship in which it makes it easier for an attacker to access that

node once the node ni is compromised.

The “total” risk of a node is known as the e!ective risk which is made up of two

components:
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(a) Example interdependent risk profiles:
Inherent risk (red) and the Induced risk
(pink)

(b) Associated matrix representing inter-
dependencies

Figure 4.1: Total E!ective Risk as a result of interdependent relationship and inherent
risk

1. Inherent risk, rn(t) % [0,&): The risk present on node n at time t due to

vulnerabilities that reside directly on that node. The vector of inherent risk

profiles for each node is the system risk profile r(t) = (r1(t), r2(t) . . . rN(t))

where r(t) % RN.

2. Induced risk, re
n(t) % [0,&): The external risk or the risk imposed upon node

n at time t due to the risk residing on other nodes within the network.

The sum of the inherent risk and induced risk at a node n is known as the total

e!ective risk, &n(t) = rn(t) + re
n(t) and the vector or e!ective risk profile !(t) =

(&1(t), &2(t), ...&N (t)). Generally, we represent this as some function, !(t) = f(r(t)).

As a simple example, one may consider rn(t) to be the number of announced software

vulnerabilities on node n, which have not already been patched by time t. More

elaborate examples can also be considered within such a risk-based framework. The

set of all possible inherent risk profiles is R which, in turn, determines the set of

all possible e!ective risk profiles, P. For short hand, we drop the time dependency

unless it is relevant to the discussion and refer to the system risk profile and e!ective

risk profile as r and ! respectively.
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One example of such a function f that calculates the induced risk is a linear

relationship in which neighboring nodes impose the additional risk determined by

weights indicating the degree of influence on each edge, $ij % R. We combine the

weights into a single matrix W % RN#N as follows:

Wij =

$

%

%

&

%

%

'

1 if i = j

$ij if eij % E
0 otherwise

(4.1)

We take the transpose of this matrix W and call it W = WT . Each element of W is

wij where i is the row number and j is the column number within the matrix. The

total e!ective risk in this case is &n(t) =
#N

j=1 wnjrn.

The state of the system we track is the inherent risk since these are the directly

measurable risks but decisions should be made based on the total e!ective risk as

rewards and costs are based on the total e!ective risk. For example, it may be that a

single vulnerability may have impact on a node without tremendous business impact

(e.g. a server in a research lab) but the access it provides to neighboring nodes creates

second order e!ects that have tremendous impact. These second order e!ects should

be taken into account when making resource allocation decisions.

Within this set of all possible e!ective risk profiles, P, we define zones of total

e!ective risk. For example, if we were to adopt a rating system for the current state

of e!ective risk, we may define certain subsets of P to be red, yellow and green levels

of risk. These levels would, in turn, represent high, medium and low levels of risk

respectively. Suppose we have a set of B boundaries, B = (b1, b2, ...bB). A boundary

b % B represents a set of points within P. The boundaries could be defined in many

ways:

1. &n " &b All nodes cannot exceed a specified risk tolerance level. The boundary

is a box.

2.
#

n"N &2
n " ( with 0 " ( The squared sum of the e!ective risk at each node

cannot exceed a specified risk tolerance level. The boundary is spherical.

Other risk zone shapes (using various vector norms of !) can similarly be defined,
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Figure 4.2: Low (green), medium (yellow), high (red) zones of the total e!ective risk
profile.

reflecting various risk management concerns. If there are roughly three categories

(high, medium and low risk ) as there are in many industry settings, we would call

these categories respectively, PH , PM , PL. In general, it is natural to assume that:

1. The green zone PL includes the fully de-risked zone &n = 0 ( n

2. The fully de-risked zone corresponds to the fully de-risked state r = 0

3. Both the green PL and red PH zones are ‘connected’ sets (in the discrete sense

of the integer lattice P), and are disjoint PL
*

PH = .

4. The medium risk (yellow) zone is simply PM = P ! {PL
+

PH}.

The high risk boundary, given the current e!ective risk profile !, is the lowest

boundary that is still larger than !. This set of e!ective risk profiles is labelled Pu.

The low risk boundary is similarly defined as the highest boundary that is still

smaller than !. This set of e!ective risk profiles is labeled Pl.We call the state in

which e!ective risk for all nodes is zero the de-risked state.
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In addition to the de-risked state, we define the set of states where the accumulated

risk is so large that the system is no longer operable. For example, at some point a

distributed denial of service attack sends so many attack messages that it is successful

at forcing a shutdown of a web site or service. We call this set of states the maximum

allowable risk, R̄. For each node, the risk level associated with this maximum

allowable risk is rmax
n . Then R̄ = {r : rn = rmax

n }We apply this designation to the

inherent risk and as this is the observable risk which is more in line with the shutdown

of a service. The e!ective risk, in contrast, is used for penalties and rewards.

The impact of the interaction between nodes is that they warp the shape of the

various zones when comparing the e!ective total risk versus the inherent risk. Suppose

we define the “red zone” as follows: {r : /Wr, 10 > H}
+

{r : rn = rmax
n }. In other

words, the red zone is where either the combined e!ective risk at all nodes exceeds

some threshold, H, or where at least one node is at the maximum tolerable risk level.

We define the “green zone” as follows: {r : /Wr, 10 < L} where L is a lower bound

threshold for the combined e!ective risk at all nodes. In figure 4.3, we observe how

in a simple two node scenario, the red, yellow and green zones are warped by the

impact of the W matrix.

Figure 4.3: Mapping of inherent risk to e!ective risk zones with various W matrices
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4.3.2 Risk Flows

Risk levels at each node increase at time t according to a risk flow at each node:

A(t) = (A1(t), A2(t), . . . , AN(t)) % R
N
0+ (4.2)

where An(t) is the magnitude of the additional inherent risk that has been generated

at that point. Such an event may occur as a result of many di!erent reasons including

the release of an exploit on a vulnerability that resides on that node or the discovery

of a policy at a node (a firewall) that allows malicious tra"c through. The IT security

risk manager has a finite set of available risk mitigation modes or defense modes D
which are essentially resource allocation configurations. Each defense mode, Sd(t)

where d % D is an N -dimensional vector

Sd(t) = (sd
1(t), s

d
2(t), . . . , s

d
N(t)) % R

N
0+ (4.3)

where sd
n(t) represents some mechanism by which the risk level decreases. In some

cases, it is deterministic while in other models it represents a probability. The defense

modes typically map to combinations of protection resources that the system manager

can deploy across the nodes to reduce risk, for example, by patching nodes and

removing existing vulnerabilities, reconfiguring firewalls, etc. The resources could be,

for example, people or automated processes that patch the nodes at certain rates

(more resources invested implies a higher rate), or do deeper packet inspection for

intruder detection, extensive host anti-virus scanning and cleanup, etc.

4.3.3 Markovian Model

In order to analyze a base case of this model, we form a Markovian model of risk

evolution and control. Here, we restrict the risk profiles, rn(t) and re
n(t) to the

space of non-negative integers. Risk flows are independent Poisson (in the case of

continuous time) and Bernoulli (in discrete time): A = (a1, a2, . . . , aN). Similarly,

the risk mitigation mode, Sd(t) = (sd
1(t), s

d
2(t), . . . , s

d
N(t)) consists of risk mitigation

rates at each node, sd
n(t). The risk mitigation rate is applied only to the inherent risk
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Figure 4.4: Illustration of Risk Flows

and not the total e!ective risk.

r = (r1, r2, ..., rn, ..., rN)

an!1 (r1, r2, ..., rn + 1, ..., rN)
sd
n1{rn>0}!!!!!!1 (r1, r2, ..., rn ! 1, ..., rN)

(4.4)

Note that above formulated risk model ‘parallels’ a Markovian controlled queueing

system, where the risk indicator rn is the queue length at node n, an the job arrival

rate at node n, and sd
n the job service rate at node n under service mode d. Thus, an

and sd
n are transition rates within this context. This ‘connection’ allows us to leverage

results and insight generated in the study of queueing systems to address risk modeling

questions. The two models (risk vs. queueing) start deviating significantly when one

considers what performance concerns and metrics make sense in the risk control case.

Suppose that we have a linear relationship between the inherent and e!ective risk

levels. Then, the total e!ective risk is ! = W r where W is the matrix that was

defined in the first part of the model formulation. Note that if W is invertible, ! is

also a Markov chain. We call R the set of all attainable/feasible risk profiles r(t) over

time t # 0. In our baseline Markovian model, R is the non-negative integer lattice1

of dimension N .

Under these transitions, the system risk profile {r(t), t # 0} is a controlled

1In some cases, one may want to restrict this lattice to 0 " rn " rmax

n
, where rmax

n
is the

maximum allowable/tolerable risk at each node n.
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continuous-time Markov chain with the transition rates specified above (all others

are 0). For the elements of the corresponding transition rate matrix under defense

mode d % D, we have

qd
rr# = an1{r#=r+1n} + sd

n1{r#=r!1n,rn>0}
2 (4.5)

for every r, r$ % R with r '= r$.

We define Qd as the standard rate matrix of a Markov chain which represents the

transitions as stated above and has diagonal elements so that the row sums are zero.

4.4 Myopic Control of Risk Profile

Given this formulation, we can consider methods by which a reasonable policy can

be formulated which maximizes certain objectives. One approach is to take a myopic

view. This method assumes that there are absorbing states (e.g. the state at which the

company collapses due to the elevated risk levels). If an absorbing state exists, we can

assume that there is a random stopping time to the process. Further, at the decision

making point, we use the heuristic that this decision will be used consistently until

that stopping point even though in applying the policy we recalculate the heuristic

at the next transition. Given that this method largely ignores the costs associated

with the resource allocation decisions, one can adopt a more complicated dynamic

programming approach. We show that in certain settings these methods overlap.

In this section, we discuss how we might optimally selected d % D and what

objectives we can use to define our risk mitigation strategy.

4.4.1 Minimize Time to Lower Risk Threshold

One natural objective would be minimize the risk exposure of our system by mini-

mizing the time until we reach the lower risk threshold or de-risked state, Pl. If the

current state of the system (the inherent risk profile) is r such that ! = f(r) /% Pl,

21n is the N element vector consisting of all zeroes except for a 1 in the nth element
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how long would it take for us to get to that point? Starting from state r where ! /% Pl,

we define the random time

TL = min{t # 0 : !(t) % Pl} (4.6)

as the first time when the system risk profile crosses the lower risk threshold or is

de-risked. We now proceed to examine the expected time to lower risk threshold,

E[TL|r, d] with a fixed defense mode d, starting from state r.

Starting at any other state, the expected time to lower risk threshold can be

calculated by considering how the system evolves. First, we stay in the initial state

for a random time which is exponentially distributed with a rate that is the sum of

all of the rates of possible transitions that can occur. The expectation of this value

is the reciprocal of the sum of all of the rates. We then move probabilistically to

another state and calculate the expected time to de-risk the system from that state.

This yields the following set of linear equations:

E[TL|r, d] = 0 for f(r) % Pl

!
!

r#"R

qrr#E[TL|r$, d] = 1 for f(r) /% Pl (4.7)

The minimal non-negative solution to this set of linear equations is the vector of

expected times to the lower risk threshold.(78)

We select the defense mode d' % D that minimizes the expected time to lower risk

threshold, that is,

E[TL|r, d'] = min
d"D

,

E[TL|r, d]
-

(4.8)

The resulting algorithm is as follows:

1. Given the current system risk profile, r, fix the defense mode d and for each

defense mode, calculate the expected time to the lower risk threshold using the

set of linear equations delineated above.

2. Pick the defense mode that results in the minimum expected time and wait

until the next transition occurs.
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3. Repeat

For example, when the current risk profile is in the green zone r % RL, the system

would aim to reach the fully de-risked state 0 by applying the same methodology as

above on the time T 0 = inf{t # 0 : r(t) = 0}. Similarly, when the current system risk

profile is in the red zone r % RH , the system could aim to reach the yellow zone RM

applying the same methodology as above on the time TM = inf{t # 0 : r(t) % RM}.
The selection of the defense mode is done correspondingly.

4.4.2 Maximize Time to Upper Risk Threshold

Suppose that instead of minimizing the time to the lower risk threshold, we want to

select our defense modes so that we keep our system viable for as long as we can. In

such a case, the objective would be to maximize the time to the upper risk threshold

or maximum allowable risk, Pu. Starting from state r such that ! /% Pu, we define

the random time

TU = min{t # 0 : !(t) % Pu} (4.9)

Then, we can define the notion of the expected time to maximum risk tolerance given

the current system risk profile and defense mode, E[TU |r, d]. Similar to the analysis

done in the previous section, we are able to derive a set of linear equations:

E[TL|r, d] = 0 for f(r) % Pu

!
!

r#"R

qrr#E[TL|r$, d] = 1 for f(r) /% Pu (4.10)

The minimal non-negative solution to this set of linear equations is the vector of

expected times to the upper risk threshold. At each transition that occurs, we find

the d* such that:

E[TU |r, d'] = max
d"D

,

E[TU|r, d]
-

(4.11)

The algorithm is exactly the same as in the previous section for minimizing the

time to lower risk threshold with the exception of the set of linear equations to be

solved.
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4.4.3 Maximize Probability of Reaching Lower Risk Thresh-

old Before Reaching Upper Risk Threshold

Define h(r, d) as the probability that we reach the lower risk threshold, Pl before we

reach the upper risk threshold Pu when using defense mode d when at state r. If

the total e!ective risk has already reached the lower risk threshold, we can say the

probability h(r, d) = 1. On the other hand, if the total e!ective risk has reached the

upper risk threshold, we can say the probability h(r, d) = 0. We are able to derive

the following set of linear equations:

h(r, d) = 1 for f(r) % Pl

h(r, d) = 0 for f(r) % Pu

!
!

r#"R

qrr#h(r$, d) = 0 for f(r) /% Pl 2 Pu (4.12)

The vector of probabilities is the minimal non-negative solution to this set of linear

equations.(78) At each transition point, we use defense mode d' such that:

d'(r) = arg max
d"D

h(r, d) (4.13)

Again, the algorithm is the same as the one described for minimizing the time to

lower risk threshold with the exception of the set of linear equations solved.

4.5 Dynamic control of Risk Networks

The myopic view enables a quick calculation of a heuristic to be used that takes into

account the objectives of the management team. That said, the myopic view is not

able to incorporate the costs of the defense modes in making choices. As a result, if the

defense modes are relatively similar in cost (e.g. it is a matter of allocating on what

projects IT personnel work), the myopic view may be su"cient. If, for example, the

decision involves switching between various cloud based services and the cost metrics
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are quite varied, the management may scrutinize cost in their decision model. With

an unlimited budget, we would naturally apply the most aggressive defense mode

available at each node. Doing so would presumably lead to high defense costs given the

number of personnel and purchased technology required to implement such a strategy.

On the other hand, doing nothing would also lead to risk exposure at each node that

at some point would be either intolerable or harmful to the enterprise at large. In

order to better understand this problem, we construct a dynamic programming model.

In this section, we will illustrate the discrete time model but this easily extends

into the case of continuous time. Here, time is slotted and indexed by t = 0, 1, 2, 3, . . ..

At time t = 0, we observe the current inherent risk and select a defense mode which

will influence what inherent risk we may observe in the next time slot. The length

of each time slot is greater than or equal to the time that is required to implement a

change in allocation of resources. In each time slot t (t # 0), we observe the inherent

risk r(t), incur costs and receive rewards based on the total e!ective risk !(t), choose

a defense mode, d, and pay for it. Finally we transition to a new state probabilistically

determined by current state and current defense mode.

Figure 4.5: Slotted time for dynamic control model

4.5.1 System Rewards and Costs

The system e!ectively incurs two types of rewards or costs:

• Risk-based Reward: The current total e!ective risk determines the state based

reward, V ". If we consider the zone based model, total e!ective risk in the
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“green” zone will yield a higher V " while total e!ective risk in the “red” zone

will yield a low or even negative V ".

• Defense Mode Cost: As stated previously, given the current state of the system,

the IT manager selects a defense mode, d, which has an associated cost, Cd.

The fundamental tradeo! that the IT manager faces is whether it is worth the

cost of the defense mode to decrease the risk the IT system faces given the

rewards associated with lower risk.

Suppose once again that we have some function that relates the inherent risk r

to the e!ective risk !. If the function, f , is bijective, we can ensure that the Markov

chain in r is also a Markov chain in !. Thus the transition probability matrix,

P d
rr#

= P d
""#.

Figure 4.6: Illustration of dynamic control model

4.5.2 Optimization Problem

Since we assume each node accumulates inherent risk independently of other nodes,

the probabilities can be analyzed for each node separately. Based on the characteris-

tics of the node (e.g. Is the node a host, database, firewall, router, etc.? What data

resides within the database?) the likelihood that it accumulates risk within a time

period will di!er. We call this probability an the risk flow. There is an opposing

probability that the defense mode d will be successful in reducing the risk at node n.

This risk mitigation probability is sd
n.
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rn(t + 1) =

$

%

%

&

%

%

'

rn(t) + 1 w.p. an(1 ! sd
n)

rn(t) w.p. ansd
n + (1 ! an)(1 ! sd

n)

rn(t) ! 1 w.p. (1 ! an)sd
n

(4.14)

The transition probability matrix defined above is then called P . Each row is a

representation of a state (which is the risk level at each node). There are a total

of S =
.N

i=1 rmax
n states which also means that the dimensionality of the transition

probability matrix P is S2.

In order to calculate the optimal policy, we formulate Bellman’s equation for the

cost-to-go function:

J t(r(t)) = max
d"D

V" + Cd + E[Jt+1(r(t + 1))] (4.15)

It is possible to decompose the dynamic program into n separate dynamic pro-

grams under the following circumstance:

• The inherent risk and e!ective risk are identical (e.g. W matrix is the identity

matrix)

• The set of defense modes includes all possible risk mitigation rates. That is,

the decision is to select the appropriate sn > 0 for each n.

• The cost associated with each defense mode and each e!ective system risk profile

is additive. In other words, V " =
#N

i=1 Vi(ri(t)) and Cd =
#N

i=1 Ci(si).

In such a case, we can solve the dynamic program by solving N individual dynamic

programs of the form:

J t(rn(t)) = max
sn&0

V "
n + C(sn) + E[J t+1(rn(t + 1))] (4.16)

4.5.3 Example

The major weakness in using dynamic programming is that the optimal policy is quite

onerous to calculate. Even in a two node system, if each node has b1 and b2 as the
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respective bu!er sizes, the state space is b1b2. The transition matrix then has (b1b2)2

elements. As a result, we explore in this example case, a heuristic policy (the 5 step

look ahead) to see if we can closely mimic the optimal policy.

We consider a case of a two node system in which the interactions were symmetric

(we also considered the asymmetric case but results were not impacted significantly)

with each node having a bu!er size of 5 risk units.

The defense modes in terms of the units of risk that will be deterministically

removed from each node respectively are (0,0) (0,1) (1,0) (1,1) (2,0) (0,2) (2,1) or

(1,2). The respective defense costs for these mechanisms is [0 -2 -2 -5 -5 -5 -10 -10].

The reward for being in the green zone is 8 while the yellow zone reward is 5 and

being in the red zone results in a penalty of -4.

Given this cost and reward structure, we find that the calculated optimal policy

coincides with a policy that looks ahead only 5 time steps and optimizes based on

that time horizon. The myopic policy is slightly suboptimal as can be expected. We

Figure 4.7: Comparison of DP approach to heuristics. a1 and a2 are the cross diagonal
elements of the W matrix

In this case, we worked with a symmetric network in which the dependencies be-

tween nodes were equal. Even if we made the W matrix asymmetric, this simply
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impacted the red/yellow/green zones which were then incorporated into the opti-

mization scheme so the myopic policy still remained relatively close to the optimal

policy. Where the myopic policy (in this case minimizing the time to green) deviated

significantly was the case in which we started to make the more aggressive defense

modes much more expensive.

4.6 Conclusion

As the concept of a dashboard for managers of information technology risk gains

momentum, it is also important to understand how decisions can be made based on the

information presented. In this chapter, we develop a baseline model to illustrate how

these metrics might interact and how that impacts a variety of decision mechanisms.

Although there is a great deal of emphasis currently being placed on coming

to agreement with the metrics that will be measured in order to measure the risk

associated with information and network security, it seems natural that we should

want to make these metrics meaningful in the context of decision making. For this

reason, further models in the area of information technology risk networks is an

important field of study in conjunction with the discussion on metrics to be measured.
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Concluding Thoughts

In this dissertation I have begun the process of showing some key areas in which quan-

titative modeling can have impact on decisions made in information technology risk

management. Today, the methods used to make tradeo!s and decision use heuristics

that are not near optimal relative to other more sophisticated decision mechanisms in

many settings. As attackers become more motivated to capture sensitive information

and disrupt services, defense decisions must also be made in a strategic manner.

My contributions to this area of research in IT Risk Management are found in the

models I have outlined in this dissertation. In particular, these models highlight:

1. The importance and impact of network topology

2. The interdependence of entities within information technology

3. The lack of symmetry of relationships within IT

4. The impact of positive and negative externalities within IT

Clearly, this largely uncharted landscape has significant potential for future re-

search. Future research in this area would do well to extend some of the analysis

done into other settings. SecureRank can be extended into settings where nodes have

multiple and di!erent sets of vulnerabilities. Performance analysis should be done on

graphs with various network topologies. Lastly, SecureRank is fundamentally a model

103
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of a type of attacker and the days of a purely random attack are limited. Modeling

the attacker as a more intelligent attacker with a potential utility function should

better mimic the current state of how attackers operate.

With respect to the interdependent security games, future work with this model

includes design questions based on these models: Some of the fundamental assump-

tions of the model such as diagonal dominance of the linear influence matrix were

di"cult to relax. A model that can relax this assumption while preserving the neg-

ative and positive externality would be very interesting. By doing so, we open the

possibility of more generalized investment decisions so that agents can invest not

only in themselves but in other entities as well. We should also be able to address

a larger variety of questions including whether or not entities would be well served

by subsidizing other entities in their security investments with this type of relaxed

model.

Finally, the risk networks model can be expanded in a number of directions. As

an example, in the Markovian setting, the risk flows can be extended to include

Markov-modulated Poisson arrivals of risk events. The environment’s modulator can

represent the intensity with which each node is being attacked. This intensity can

change at random times. The methodological framework developed here requires high

computation in order to calculate the optimal controls for large systems. Although

this is a concern, this framework provides a basis for developing justifiable e"cient

heuristics of low complexity.

In general, these models require further conceptual and technical understand-

ing regarding the nature and structure of the node, their interdependencies and the

metrics associated with them. It has also become clear that the decision makers’ per-

ception of risk is also critical to evaluate. Most models today assume risk neutrality

when in reality, most decision makers are very much risk averse.

Today, information technology risk management is at a critical point where both

business managers and IT managers are demanding solutions that will give them

greater visibility into their systems and consequently the ability to make better and

faster decisions. The acute pain felt in industry is starting to drive research in quanti-

tative models that enable more automated decision making or construction of better
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heuristics for risk management. The research in this dissertation provides anchor

points in this large space of quantitative information technology risk management.

The ubiquity of information networks can be seen in the variety of devices that access

information everywhere today. From web pages to warehouse operations to social net-

works, people, enterprises and nation states are utilizing information technology for

a multitude of purposes. Ensuring continued economic growth, privacy protections,

and national security requires that we collectively make information technology risk

management a priority at a global level.
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