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I. INTRODUCTION  
Autonomous vehicle technology is a popular topic that 

could increase vehicle safety and convenience.  Today, 
autonomous cars are tested with multiple sensors including 
lidar, radar, and cameras.  Vehicle perception and localization 
today relies on expensive sensors like a Velodyne that costs as 
much as $30,000; however, humans are able to use the 
equivalent of one or two cameras as enough information to 
drive on the road.  In order for autonomous vehicles to 
become realistic for the general public, there needs to be a 
more cost effective way to accomplish object recognition and 
state estimation. 
 
We propose a way to use “smarter” stereo cameras for both 
recognition and localization.  One way to demonstrate this is 
by recognizing stop signs and the velocity of the vehicle. An 
autonomous car using the vision algorithms of this project 
could know where a stop sign is and how quickly it needs to 
brake.   
 
In this project we demonstrate how a camera can be used to 
gauge sizes and distances, a relatively robust stop sign 
detection algorithm, and some of the benefits of using stereo 
images. 

II. ESTIMATING OBJECT SIZE IN AN IMAGE 
One simple way to localize an object of known size is by 

comparing the relative size of the object with respect to an on 
board camera.  The idea is that if you know the object size and 
have a mapping how the pixels change with distance, an 
objects distance to the camera can be found.  The following 
procedure was taken in order to accomplish achieve this 
functionality. 
 

A. Test Vehicle 
The Autonomous Audi TTS (four-wheel drive) in the 

figure below, was used for testing on the public roads on 
Stanford campus. The vehicle is equipped with a Differential 
Global Positioning System (DGPS) and inertial sensors (INS), 
from which vehicle position and other states can be obtained.  
The position accuracy was on the order of .35m from using a 
differential correction subscription from OmniSTAR Inc.  HD  
cameras were placed on the roof of the car to capture the video 
footage.  Each camera captured video of 1080p frames at  
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30fps to approximate the continuous information as much as 
possible. 

 

B. Camera Calibration Procedure 
Certain components of video cameras effect the way an 

image appears to the user. The size of the camera sensor and 
the distance between the lens and the sensor are two 
parameters of interest.  Instead of trying to measure these 
properties, a simple experiment can give a reasonable 
approximation of the needed values for the purposes of 
localization. Let’s first look the simple diagram of a camera 
below: 
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From this diagram we can derive the following equations that 
can relate the size of the object as viewed by the camera to the 
distance the object is from the camera.  In these equations 



“object” is the object height, which for the case of a stop sign 
or other rigid objects is constant and known.  Two numbers 
that need to be solved for is d and S2. d is the spatial height the 
image makes on the cameras sensor and S2 is the distance 
from the lens to the sensor. 

 
 

For our purposes, the ratio of d(px)/S2 is sufficient information 
to get a relationship between the pixels measured from the 
image to the distance S1 from the camera.  Here d(px) denotes 
that d is a linear function of the number of pixels of interest on 
the image.  In order to calculate C1 we will start by observing 
how the height in pixels changes as a function of know 
distance from the camera.  The image below illustrates this 
process using a checkered board and measuring tape.  During 
the calibration, the following process was used to track and 
measure a 8.5 cm black square on the board. 
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Step 1: A widow with an initial location and size is given on 
the first step or from the previous frame. All data outside this 
region is set to zero. 
 

 
 
 
 
Step 2: The resulting image has a very strong bimodal 
distribution which we can take advantage of by using Otsu’s 
method resulting in the following image. 
 

 
 
Step 3: Now the pixels are clearly divided into values of 0 or 
255.  From Step 1, the location of the widow is centered on 
the black square in the middle of the window.  Using a set of 
if statements to check whether the pixels are black or white, 
we can measure the size of the black box in the center of the 
window.  The following figure illustrates the result. 
 

 



This measurement provides the approximate height, width, 
and location of the centroid of the black box. At particular 
frames where I shout the distance to the camera, the height is 
saved for calibration.  The box dimensions and centroid 
location are used to create the window for the next frame.  The 
process is repeated for all frames in the calibration test.   
 
The figure below illustrates the results of the calibration test.  
The circles represent the measured height in pixels vs distance 
from the camera at two-foot intervals from 8ft. to 42 ft.  The 
solid line represents C1 = 610 for the continuous function over 
the same region.  
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III. CALIBRATION RESULTS 
The figure below represents both the predicted and actual 

distances of the checkered board through out the video frame 
by frame.  The blue line is the predicted distance using the 
height of a single black box.  The green line represents an 
analytical construction of both cameras and only using 
geometry to calculate the distance.  The black line is the 
distance prediction using both cameras and a function 
describing how the relative position changes as a function of 
distance from the cameras.  
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A. Size Based Localization 
An important result from this figure shows how sensitive 

size based localization is to objects that are remotely farther 
from the camera.  After only 25ft. the difference in estimation 
of a single pixel can cause the prediction to vary by as much 
as 2ft in this example.  This result points to the classic ill 
conditioned problem of the limitations of a sensor.  The 
camera is looking for changes in the objects appearance that is 
normal to the it’s motion.  If the camera were situated 
orthogonal to the checkered boards motion, the resolution 
would vastly improve.  This is a reasonable explanation why 
some ground based robot projects have a camera on the ceiling 
as a sensor; however, for a car, a sky or floating camera is not 
a reasonable requirement.  This was the motivation behind 
observing how much stereo cameras could improve 
performance. 
 

B. Localization Using Stereo Cameras 
In order to measure the checkered boards motion slightly 

closer to the orthogonal direction, we use cameras on both 
sides of the car.  From the figure above, the variation of the 
green and black lines are much lower and the measurements 
are more accurate from a lot larger range.  This is a promising 
result as it demonstrates that the sensitivity of measuring the 
distance from two perspectives ~ 1m apart (the width of the 
car).  Instead of a checkered board at a known location, a 
successful stop sign localization routine should be able first 
recognize a stop sign and measure it’s position and size. 

 
 
 
 
 
 



IV. STOP SIGN DETECTION AND MATCHING ALGORITHM 
 The stop sign detection algorithm used in this project 
is designed to detect and size a stop sign over a large range of 
conditions. While it is possible to identify a stop sign with 
fewer steps in many circumstances, this relatively complicated 
algorithm is more robust over a range of different conditions. 
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Step 1: Color matching: 
Red pixels are identified using MAP color matching, 
The RGB values of each pixel are compared to 
training data made up of stop sign images in different 
lighting. Pixels that fall within the region in RGB 
space identified by the training data are kept and all 
others are rejected. 

Step 2: Isolate stop sign: 
Pixels low enough in the frame that they lie on the 
car are automatically rejected, as are pixels that 
deviate from the median x and y coordinates. This 
eliminates small red areas that are picked up in 
addition to the stop sign, like a few pixels on the shirt 
of the pedestrian standing below and to the right of 
the sign. At the end of step two the only images 
present should be the red stop sign pixels. 
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For frames close to the stop sign (like the example image 
shown in Figure 7) this is enough to provide a well defined 
octagon.  However, when the stop sign is further away the 
match is often insufficient. This is mostly due to the white 

stop sign lettering bleeding into the surrounding pixels. Note 
that even in the relatively well defined image above the 
lettering has bled through both sides of the octagon in the 
example above. With more distance frames the result can look 
like two completely separated trapezoids or simply two blobs. 
While this is sufficient to identify the sign centroid, it does not 
provide enough information to accurately measure the height 
of the sign. 
 
Step 3: Edge detection 

The red pixels detected in the previous steps are used 
to define a region of interest. This image is converted 
to grayscale and the Canny edge detector is applied.  
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Step 4: Stop sign border detection 
The edges detected in the previous step are grouped 
into regions. The two regions with the largest 
perimeter are identified, and all others are rejected.  
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In frames relatively close to the stop sign the Canny edge 
detector will detect not only the stop sign border, but also the 
border between the red and white regions. Selecting the two 
regions with the largest perimeters gives both octagons, and 
improves the octagon fit in later steps. 
  
For frames further away from the stop sign the Canny edge 
detector is often not able to detect an entire octagon, or even 
significant parts of one, as a single contour. For these frames 



the two regions with the largest perimeters are often different 
sides of the same octagon, so including them drastically 
improves the accuracy of the fit. This can be seen in Figure 
10, below. The outside edge of the sign and the red/white 
border are not far enough apart to be well differentiated by the 
edge detector. The bleeding of the white letters into the red 
stop sign pixels is clear in this figure as well. The edge 
detector frequently combines the outside contour of the sign 
with parts of the letters in these kinds of frames. 
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Step 5: Octagon fit 
 The found octagons are convolved (template 
matched) with octagon pairs of different size, rotation (in 3 
dimensions) and centroid position. The ratio of sizes of the 
octagon pair used as the templates are the same as the outside 
border to red/white border octagon ratio, as described by US 
DOT regulations.  The best candidate octagon is determined 
by the largest response. Typical results from such a search are 
shown in Figure 11. 
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This step uses two octagons for two main reasons. First: for 
frames close to the sign this ensures the octagon fit uses both 
detected octagons and not one or the other. Second: for frames 
where the sign is far away from the camera the pixel size is 
large enough in relation to the separation between the 
octagons that it is effectively simply a fit to a slightly wider 
octagon. This allows a little bit of leeway when only small 

portions of the octagons rather than the entire contours are 
detected. 
 
Initial attempts for this step used a Generalized Hough 
transform, as described by Ballard. This involves establishing 
a table of vectors and their gradients in relation to a reference 
point. This was attempted for both octagons alone and for the 
octagons and STOP text, but was found to be increasingly 
ineffective as the stop sign moved further away from the 
camera. As the size of the pixels relative to the stop sign 
increased the number of matches decreased dramatically to the 
point where the approach as described by Ballard was not 
useful. 

V. POSITION ESTIMATION RESULTS 
The figure below illustrates the results of all three distancing 
estimators combined with the stop sign recognition routine.  
The blue line represents the size based approach and has the 
most noise; however it was surprising that the DC of this 
signal is still close to the truth.  The size-based approach did 
much better than expected.  The red line from the functional 
based approach did the best, which makes sense because the 
function was designed for this particular configuration of 
cameras; however, it’s important to note how much noise is 
present in all the signals. 
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An important factor to consider is not just the noise of the 
measurements and calibration, but the stop sign recognition 
data itself.  The figure below illustrates that noise is present in 
the stop sign detection as well.  This noise is amplified 
especially when the sign is far away.  This is an interesting 
and important result because an object detector needs have 
very low variability for objects far away.  This is a potential 
improvement that can be made in future work.  
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VI. STEREO CAMERA RESULTS 

A. Parallel condition. (Angle bisector of two cameras) 
We can roughly locate an object plane by a single key 

point. Assume the distance between the two cameras are  
and the distance that we want to predict is R, we can have 
such a geometric graph. 
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Let’s assume the maximum angle of the camera can catch is , 

(R) 
in which k represent the factor to convert pixel to really 
distance. Notice that this k factor changes with the distance R. 
The pix1 in our situation is just 1920 since our frame are 
1920 . Here we further assume  
So the distance that we want is just 

 
 
Notice that in this formula, the angle  are the angle 
of the key point with two cameras and they are dependent on 
the k(R) factor. 
In order to label that k(R) factor, we fitted the relation of our 
camera’s k(R) with R by a calibration video first. 
If the object is out of the middle of the two cameras, the 
situation is just the same with little difference. 
If the object is on the right side, the derivations[1] are almost 
the same.  

 
B. Non-Parallel condition. (Angle bisector of two cameras) 
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If the angle bisectors are not parallel with each other, the 
situation becomes more complex. The red lines above 
represent the angle bisectors and they will clearly have an 
intersection point A in the visible region. In this case, the k(R) 
and R do not have one to one relationships. Actually, the 
relationship looks like the following: 
 

 
 
Thus, we need to have some prediction to tell whether an 
object is beyond the threshold or not. After that we can take 
the one to one k(R) with R into . By iteration, we can 
solve R by the same derivation we make in the parallel 
situation. 

, R>=18 

 , R<18 
In this case, we may need to separate the visible region into 6 
parts shown above. 
In region 1 and 2, we use (1) 
to solve R just as the object is in the middle of the cameras as 
in the parallel case. 



In region 3 to 6, we treat the object are out of the middle of the 
camera. So we can use the relation in the parallel case, too. 
For the distance concern, region 2, 4 and 6 are beyond 
threshold (in our cases, it is 18 feet), while region 1, 3 and 5 
are with 18 feet. 
Here is one simple way to solve it. Let’s consider two 
parameters: 

!xl = Px_left – 960 
!xr = Px_right - 960 

 
If the multiplication of !xl and !xr is negative, the object 
should be in region 1 and 2. 
If the multiplication is positive, that object should be in region 
3~6. 
 
In the negative case, if !xl is positive, then the object must be 
in region 1, which is beyond 18 feet threshold and we have 
one to one k(R) with R in that region. 
In the negative case, if !xr is positive, then the object must be 
in region 2, which is within 18 feet threshold and we have one 
to one k(R) with R in that region, too. 
For region 3 to 6, we need to assume that angle ACB and 
angle ABC are the same, which means that two cameras 
steering the same. Under this assumption, we can have always 
the following statement. If object is in region 3, it must be 
closer to AB than to AC. If object is in region 4, it must be 
closer to AC than to AB. For region 5 and 6, the relation is the 
same. In other words, if |!xl| is smaller than |!xr|, object is in 
region 3 and vice versa. 
 

C. Key point difference calibration 
In our video, the two cameras didn’t steering the same. That 
cause we cannot tell the distance region before we take it into 
iteration. This make the model can only be valid when the 
distances are all bigger or smaller than the threshold distance, 
which is 18 feet here. The other solution is that we can simply 
calibrate the video with the distance. The fitted function looks 
like this: 
 

 
 
 

 
 
Here, our cameras get the -360 as the max difference  
and  can make, which also gives the max resolution 
for the calibration. 
 

VII. CONCLUSION 
This work demonstrates how to perform stop sign localization 
using a single camera and stereo cameras.  The localization 
results showed that stop sign tracking is reasonable for both a 
single camera and dual cameras as long as precision and noise 
is not an important issue.  The calibration tests showed that 
dual cameras yield slightly higher resolution in detecting the 
distance of an object.  Future work could include reducing the 
variability in the stop sign detection and height 
meassurements.  
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APPENDIX: GROUP CONTRIBUTION BREAKDOWN 
Lauren Wilson: 
The stop sign detection algorithm (all parts), demo videos for sign detection, report preparation, wrote sections(I and IV) 
 
Paul Theodosis: 
Data collection and camera calibration, single camera position estimation, video synchronization, GPS validation, poster 
preparation, sections( II , III, and V), demo videos for presentation 
 
SiQi Cheng: 
Stereo vision calculations and section (VI) 
 

 


