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Abstract—A method is presented for solving a canonical jigsaw 

puzzle using a shape-based algorithm. Firstly, a set of low quality 

images are taken and processed to correct for scale distortions. 

Corners and edges are then found. Next, pieces are assembled 

using a dual objective optimization algorithm designed to 

maximize contact with neighboring pieces while minimizing 

overlap. The puzzle is assembled, first by corners and edges, and 

then row by row internally.  Finally, a search algorithm is used to 

match pieces to specific locations on the finished puzzle using a 

mobile-focused web application. 
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I. INTRODUCTION 

The traditional jigsaw puzzle is a simple example of 
optimally connecting planar regions. With the invention of fast 
computers and smarter algorithms, algorithms that best connect 
these regions, commonly called puzzle solvers, can be made. 
Previous papers and projects have investigated various methods 
of feature, shape, and gradient detection; our project focuses on 
silhouette-based piece detection and identification. This forced 
us to focus on high quality base images as well as algorithmic 
efficiency. Using the method outlined in this puzzle, we were 
able to successfully solve a basic 60 piece puzzle, as well as 
achieve our goal of piece location identification from low-
quality cell phone pictures and a solved puzzle. 

II. BACKGROUND 

Many others have tried to efficiently solve puzzles; lots of 
previous work has been done in this field. There are many ways 
to solve puzzles. Some have used Euclidian algorithm based 
mathematically rigorous models [1, 2, 3]. Others have used 
features or color detectors, like SIFT key point detectors and 
color sampling in order for efficient algorithmic solutions [4, 5].  
These solutions have been able to solve puzzles involving 
thousands of pieces; in particular, [6] solved a mixed thousand 
piece puzzle that using optimized smoothness and gradient 
distribution algorithms. Other groups [7] have relaxed some of 
the constraints in order to solve a more generalized problem with 
other applications, including shredded document recovery or the 
recreation of 2D or 3D artifacts [8, 9]. In another interesting 
application of image reconstruction (the generalized version of 
our problem) [10] utilized several banknote quirks to reconstruct 
banknotes from a large set of banknotes. Even within EE368, 

several students have attempted similar puzzle solving projects 
[11, 12]. However, these works both used SIFT-related or 
gradient-based feature detectors. 

Our goal was shape-based piece solver. In addition to 
successfully solving the puzzle, we hoped to achieve high 
probability silhouette matching from low quality input images. 
Our algorithm uses a simpler, more robust algorithm in order to 
get speed increases over previous work more and make it more 
robust against lighting and shape changes. 

III. PROCESS 

A. Piece Pre-Processing 

Much of the earlier work done in this area was successful 
because of the quality of the input images. Color and feature 
detection require high quality input images; the quality of these 
input images dictate that the source be put directly into the 
algorithm [4, 5].  Many of the mathematical models are edge-
based versions, similar to what we have implemented -  scanned 
the images in [1, 2, 3]. Because of the self-imposed end goal of 
cellphone quality pictures resulting in a high probability match, 
certain pre-processing actions had to be taken. Other 
implementations had trouble with lighting inconsistencies or 
scale transformations which was effectively dealt with in our 
algorithm. 



 

Figure 1: Capturing the input pieces (left) and the resulting image 

after transformation (right) 

In order to overcome these problems, we had to build in 
safeguards. We found that taking pictures of the pieces on a 
standard iPad screen on flashlight mode. This eliminates 
shadows as well as provides an exceptionally consistent basis 
from which to correctly transform the image. The iPad tends to 
backlight the images; visually, the individual pieces are hard to 
distinguish but are also in a convenient form for shape based 
matching.  This is acceptable because piece features are ignored 
regardless. Taking picture pieces in a dark room heightened the 
probability of a successful match.  

 

Figure 2: Piece, pre-rotation (left) and the same piece after alignment 

and corner finding algorithms (right) 

Input images were transformed, thresholded and then 
identified. This step was done using Matlab’s imtransform, 
im2bw, and bwareaprops functions. Pieces were identified and 
analyzed in a cell array.  The speed of future steps is greatly 
improved if pieces are aligned in a meaningful way and the 
corners are pre-identifies. Traditional keypoint (Harris, Shi & 
Tomasi's) methods did not correctly identify corners of the 
pieces. By taking advantage of the squareness of the puzzle 
pieces, we can use a variation of the second derivative edge 
detector. By finding the strongest edge along both axes, we 
utilize the strong edges and the rectangular nature of our pieces 
to identify likely corners. After this step, pieces only needed to 
rotated a further +/- 2 degrees in order for a successful match 
within the puzzle. A database of corner locations, piece shapes, 

and other useful metadata is stored. It is assumed that all pieces 
are loaded into the initial database before solving begins. The 
detection and preprocessing of the pieces takes approximately 
30 seconds to complete, for the 9 images of 60 pieces. 

B. Puzzle Solving  

Following the suggestion of [1, 2, 7] edge pieces are 
identified by the flat surfaces. By first assembling the frame, we 
create a finite grid from which pieces are formed.  

 

Figure 3: Example of a matching (left) and non-matching (right) 

The first step after properly rotating the images is to find all 
edge and corner pieces.  To find edge and corner pieces, take the 
first 10 pixels on the all sides of the image and put them into 4 
separate strips.  Next, erode those strips with a skinny erosion 
element with length 1/3 the maximum piece size.  Next look and 
see if there are any pixels left in the strip.  If there are, go back 
and check the number of connected components in the original 
strip.  Edges will have only one connected component in the 
original image while intrusions will have two.  The erosion will 
eliminate protrusions. 

Once the edge pieces are identified we then proceed to 
assembling the boarder.  The border can be assembled by taking 
the edge pieces and lining them up so that their flat edges touch 
exactly in the top left and top right corners respectively.  When 
the pieces are placed next to each other the quality of the match 
needs to be determined.  The quality of the match is determined 
by computing what we call “good overlap” and “bad overlap”.  
Good overlap is defined as one piece overlapping with the 
dilated outline of another.  Each pixel that fits this criterion is 
added to the good overlap.  The bad overlap is the sum of all 
pixels that overlap in the two pieces themselves.  The equation 
for match quality is 3*good overlap – bad overlap. 

 A similar procedure is used to match the interior pieces.  The 
three known pieces are taken and the furthest empty pixels on 
the top and left respectively are found.  These coordinates are 
used to line up each puzzle piece relative to the three known 
pieces as the candidate pieces are rotated.  The match computing 
procedure is identical to the procedure for the boarder pieces. 

C. Piece Searching 

One of the key components of our project is piece searching 
and matching. From a basic iPad aligned input image, an 
algorithm is deigned to return the top n matches. The input piece 
is first transformed and then converted to black and white and 
aligned according to the edge detector previously described. By 
aligning the piece, the number of rotations that we have to check 
is reduced to 4 (0, 90, 180, and 270 degrees). It was found that a 



slight rotations were needed to accommodate for variations 
stemming from the transformations. A +/- 3 degree shift was 
included to mitigate imperfections of the align algorithm, 
resulting in 12 rotations that needed to be tested. The search 
images were eroded using a 20x20 square matrix as the 
structuring element. They were then eroded against the pieces 
set; the resulting image was then summed across both axes. 
Large sums indicate a better match; smaller sums indicate a 
worse match. A zero sum, of course, indicates that the erosion 
yielded no hits. Pieces were then sorted by their sum and the 
highest n sums were returned.  

Our method averaged 11 seconds per piece, tested across 10 
pieces. Previous iterations of this search algorithm averages 
about 120 seconds per piece, tests across 10 pieces.  

 

One of the obvious weaknesses of our algorithm comes from 
its reliance on Matlab’s imerode functionality. In the 
implementation of our algorithm, an eroded version of the 
search piece is used as the structuring element. Within the 
algorithm, this means that pieces that few “intrusions” (versus 
protrusions) will likely trigger false positives with pieces that 
have extrusions. Pieces with many protrusions usually find 
relatively similar pieces. This could be fixed with a dual 
criterion solver; experimentally, false pieces resulting from 
extraneous protrusions were less problematic than over or under 
erosion. 

D. Mobile Web App 

Our individual aligned piece data and solved piece 

positioning data are both stored in files, so that they do not 

need to resolve the puzzle each time.  Our web app uses 

node.js to host the website, and it uses a bash script to call 

Matlab for each uploaded image.  Every image is processed by 

the piece searching algorithm in Matlab, and the piece that is 

matched to the input image is then compared to the solved 

piece set.  An image is generated of the solved piece set, with 

the top matched result highlighted in green, the second 

matched result in yellow, and the third result in red.  Our 

calculations showed that an average query would take 

approximately 30 seconds to run from request to solution 

image, with an estimated ~75% accuracy of detection of the 

correct piece in the 3 top results displayed, depending on the 

piece queried.   

 
Figure 4: Our mobile app. The upload screen (left) and the loading 

screen (right) 

 

 
Figure 5: The results screen. The mobile device input screen (left) 

and the candidate pieces (right). Green indicates the best match, 

yellow the second best, and red the third best.  

IV. RESULTS 

Using our algorithm, we were able to successfully recreate 
our target 60 piece algorithm. Our web app was able to 
successfully correctly identify matching pieces with a high 
success rate. With these two tasks completed, our initial goal of 
the project was completed. 



 

 Although qualitative measurements indicate that our paper is 
closer to average in terms of performance, it does not tell the 
complete story. For example, in Goldberg et al., they first copied 
the puzzle pieces and then scanned them, reducing the amount 
of time it took to solve the puzzle, an obvious inherent advantage 
over our work, which used tilted, darkened images as our input 
images. In Hoff et al., their algorithm relied on image 
segmentation and took 13 minutes per piece to read in. Because 
of the inherent differences in how our algorithms function, it is 
unfair to compare our approaches against a simple quantitative 
metric.  

V. FUTURE WORK 

 The breadth of our project means that there are several 
distinct areas of improvement. Robustness and speed 
improvements could be made the initial piece read-in step. 
Improvements, particularly in accurate corner finding or more 
prefect alignment could be improved, future speeding up the 
actual puzzle solving algorithm. Within the puzzle solving step, 
again, robustness and speed improvements could be made. 
Refinements could the assembly algorithm to accommodate 
larger and more complex puzzles, including puzzles with non-
rectangular pieces, as demonstrated in other works [7], or 
leveraging the squarness and grid nature of a standard puzzle to 

build out speed improvements. Alternatively, future algorithms 
could incorporate feature or gradient matching as described in 
[10]. Finally, the piece searching algorithm could also be 
improved, again with emphasis on speed, robustness, and 
accuracy.  
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