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Abstract—The author presents an automatic texture analysis 
image processing technique for determining the differentiation 
status of stem cells in time-lapse data. Haralick texture features, 
and their prerequisite gray-level co-occurrence matrices, were 
used to quantify texture samples, linear discriminant analysis for 
dimensionality reduction while preserving class discrimination, 
and support vector machines for forming decision boundaries. 
Brute force was utilized for each training session for several 
parameters. The algorithm was tested on four types of data: 
randomly generated, synthetic texture samples, phase contrast, 
and quantitative phase. Overall accuracy rates were found to 
exceed 85% for all data types encountered.  

Keywords—Haralick, texture, hESCs, iPSCs, stem cells, 
differentiation, LDA, SVM, classification, image processing.  

 

I. INTRODUCTION 
The field of stem cells and regenerative medicine has 

many basic questions still unanswered. Of particular interest is 
the analysis of cell culture and understanding what factors 
determine, or even predict, clinically viable cells. Through 
prior analysis of time-lapse data, our group has determined 
that human embryonic and induced pluripotent stem cell 
(hESC and iPSC) colonies differentiate in particular response 
patterns to certain environmental conditions such as media 
exchange and cell packing density. The development of an 
automated image processing algorithm that can determine 
differentiation status of stem cells in monolayer culture could 
help biologists understand these processes better without the 
use of chemical reagents or fluorescent labels that risk 
complicating the involved biochemistry. This technique could 
also be used as a noninvasive, automatic precursor to 
fluorescence-aided cell sorting (FACS), with no input needed 
from the biologist or technician monitoring the cell culture.  

I hypothesize that the pattern and rates of differentiation 
status change in stem cell colonies can be a predictive 
biomarker for cell culture viability. As these cells 
differentiate, they change visually in terms of packing density 
and shape. To quantify what’s observed in the lab, I 
demonstrate using texture analysis and some basic machine 
learning to classify each frame of data into three distinct 
categories: undifferentiated cells, differentiated cells, and 
background.  

II. TECHNIQUES 

A. Haralick’s Textural Features 
There are three kinds of visual cues people naturally look 

for in an image: spectral (average tonal variation in various 
bands of visible wavelengths), contextual (macro data 
surveyed from surrounding data), and textural. Textural 
information, or the spatial distribution of tonal variation 
within a band, is one of the most important characteristics 
used in identifying objects or regions of interest in an image. 
In our case, texture also represents a natural choice for 
automated image classification because it avoids the need for 
both color and context. In 1973, Haralick, Shanmugam, and 
Dinstein introduced a set of 13 texture features calculated 
from an image’s gray-level co-occurrence matrix (GLCM) [1]. 
These Haralick features, which are still widely used today for 
a range of applications, allow quantification of a texture, 
defined as:  
 
1.  Angular Second Moment 
2.  Contrast 
3.  Correlation 
4.  Sum of Squares: Variance 
5.  Inverse Difference Moment 
6.  Sum Average 
7.  Sum Variance 
8.  Sum Entropy 
9.  Entropy 
10.  Difference Variance 
11.  Difference Entropy 
12.  13. Information Measures of Correlation  
14.  Maximal Correlation Coefficient 

 
The calculations for each of these features are 

straightforward and are listed in Appendix I of this report. 
Seeing as a cell’s behavior is observed as being rotationally 
invariant, so must be the measures we use to classify them. In 
my implementation, I used the range and mean of each of 
these 13 measures, averaged over four directions (in 
increments of 45°), totaling 26 total measures. A subset of 
these was then given to the classifier.  

Haralick textures is a well-known method for quantifying 
textures, and gives information about the image region such as 
homogeneity, contrast, boundaries, and complexity. This 
approach has even enjoyed some success in biology. One 
group recently demonstrated using Haralick features to predict 



malaria based on image analysis of erythrocytes [2]. Another 
group used a PCA-based approach in combination with 
Haralick textures to classify synthetic aperture radar (SAR) 
images [3].  I also recently discovered a patent issued just two 
years ago for measuring global nuclear patterns as markers of 
stem cell differentiation using, among other techniques, 
Haralick textures [4].  

Calculating the Haralick features is handled via the 
haralick function, an m-file found on Matlab’s File 
Exchange Website written by Stefan Winzeck in 2012. The 
computations solve for the features in Haralick’s original 
paper, but are based on the calculations found in Miyamoto’s 
paper based on a class template at Carnegie Mellon [5]. The 
authors of the paper found their approach improves runtime by 
a factor of 20 over a more direct set of calculations.  

 

B. Gray-Level Co-Occurrence Matrix (GLCM) 
The GLCM from which these features are calculated is 

built by determining the distribution of co-occurring values at 
a given offset over an n×m image I, as:  

 
 

(1) 

 
where i and j are image intensity (grey-level) values, p and q 
are spatial positions in the image, and the offset (Δx, Δy) 
depends on direction θ and distance D. The resulting matrix 
will be of size (nl × nl), where nl is the number of gray levels 
the image is scaled into (e.g., in my implementation 8-bit 
images are scaled from 256 discrete values to 16 to reduce 
computation).  

Calculating the GLCM matrices needed for texture 
analysis is handled via Matlab’s built-in graycomatrix 
function.  

 

C. Linear Discriminant Analysis (LDA) for Dimensionality 
Reduction 
Linear discriminant analysis is a popular method used to 

find a linear combination of features which aims to separate 
bunched observations of classes, dating back to Fisher’s paper 
in 1936 [6]. The resulting combination may itself be used as a 
linear classifier, or for dimensionality reduction before later 
classification via methods such as support vector machines or 
k-means. The approach is related to principle component 
analysis (PCA) in that the aim is to re-express the dataset to 
extract relevant information spread. However, unlike in PCA, 
LDA aims to preserve class discriminatory information. 
Considering that we have three classes of data we’d like to 
separate, and upwards of 26 possible features, LDA is a 
natural choice for avoiding the curse of dimensionality, and 
attributed drawbacks such as lack of visualization, higher 
computation costs, and eventual data sparseness.  

Implementation of LDA for C-classes is relatively 
straightforward. The following sequential computational steps  

 
 

 
Fig. 1. Top: Demonstration of calculating an image’s GLCM for offset [0 1]. 
Bottom: Each pixel has eight nearest neighbors, requiring four direction-
dependent GLCMs (symmetry), all using the same offset distance [13].  

 
allow us to view data along two eigenvectors that are, unlike 
in PCA, not necessarily orthogonal: 
1.  Class means: just a simple average value for each class’ 

data 
2.  Overall mean: simple average of the above values 
3.  Class covariance matrices: a measure of the data’s spread, 

given as 
 

 (2) 

 
where µi is the average value computed in step 1 

4.  Within-class scatter matrix: simple summation of the 
above values 

5.  Between-class scatter matrices: a modified version of 
Equation 2, where x is replaced with class means, µi is 
replaced with overall mean, and the number of samples Ni 
of each class is introduced 

 
 (3) 

 
6.  LDA projection: a dot product of the inverse of our 

within-class scatter matrix SW and the between-class 
scatter matrix SB 

7.  Projection vectors: solving for A*V = V*D, where V is a 
matrix whose columns are eigenvectors of L2 
normalization and D is a diagonal matrix containing the 
eigenvalues along the main diagonal. The projection 
vectors, i.e. eigenvectors corresponding to the two largest 
eigenvalues, are just the first two columns of V, assuming 
V and D are sorted by decreasing value.  

8.  Projection: projection of data onto the projection vectors 
is just a matter of performing a dot product between the 
vector and the data matrix 
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D. LDA for Data Classification 
My initial implementation of this project used the LDA 

itself for classifying data during both training and testing. 
After finding the linear discriminant coefficients, where each 
row corresponds to each class of data, we can calculate the 
linear scores via a dot product between the coefficients and a 
vector of ones. This results in a matrix where columns 
correspond to class, and each row corresponds to an 
observation. Estimated probabilities can then be formed after 
taking the exponential of each number and normalizing. These 
probabilities indicate how confident the classifier is that each 
observation belongs to each class on a scale of [0 1].  

 

E. Support Vector Machines (SVM) for Data Classification 
The original SVM algorithm was invented by Vladimir 

Vapnik in 1992, and the current soft margin version was 
proposed by Vapnik and Cortes in 1995 [7]. A robust method 
for data classification was implemented via LIBSVM, an open 
source machine-learning library developed at the National 
Taiwan University [8]. LIBSVM implements the sequential 
minimal optimization (SMO) algorithm for kernelized SVMs, 
invented by John Platt in 1998 at Microsoft Research [9]. 
SVMs have enjoyed empirically good performance since then 
with applications in fields ranging from bioinformatics to text 
recognition.  

SVM is a supervised learning algorithm, meaning it infers 
its function from labeled training data. In our case, training 
data is projected into low-dimensional feature space from its 
original high-dimensional space, and labeled according to one 
of three possible cases. The goal is to solve for a separating 
hyper-plane or decision boundary with maximum margins on 
either side that separates the data classes such that as much of 
our data as possible is as far away from our decision boundary  

 

 
Fig. 2. Randomly generated data with an overall mean of [0 0], class means 
shown in black, and a combination of positive (blue), negative (red), and zero 
(green) class covariances. The top two LDA projection vectors, which spread 
the data as a whole while preserving class discrimination, are also shown. 

 
Fig. 3. Synthetic data samples used for training and testing. 

 
as possible, thus increasing our prediction probability or 
confidence. The data points that lie on either margin line, 
running parallel to the decision boundary, are called the 
support vectors. These decision boundaries can be linear or 
nonlinear, and the data can be separable or non-separable. In 
our case, we have data that isn’t going to be separable, i.e. our 
results won’t be perfect, and there will be some overlap 
between classes. Additionally, I’ve chosen to focus first on 
linear solutions for my first attempt at this project.  

 

I. DATA 

A. Randomly Generated Data 
Before training and testing on real data, randomly 

generated vectors of data were generated in Matlab using the 
rand function and the Box-Muller approach [10]. In this 
example, 1,000 feature vectors were generated and then split 
into two independent, uniform, random variables. I then 
modified the feature vectors to form three classes of data with 
an overall mean, class means, and class covariance (Fig. 2). 
The class data is kept close enough to each other to avoid 
complete separability, same as our “real” data. This approach 
made for an ideal testing bed while implementing LDA and 
SVM.  

 

B. Synthetic Texture Data 
After testing with random data, I began working with an 

1,177 × 834 pixels2 image of six synthetically derived texture 
samples, supplied by Professor Richard Levenson, a professor 
of Pathology at UCD (Fig. 3). Although this test set is small, it 
demonstrates a range of difficulties and solutions. For 
example, the top row’s textures are much more similar to each 
other than are those from the bottom row.  
 

C. Phase Contrast Data 
The focus of this project, and thus the primary data set on 

hand, is of time-lapse data of hESCs using phase contrast  



  

   
Fig. 5. Top: Phase contrast data sample, showing a nice range of 
differentiation status. Bottom: Quantitative phase imaging data sample. A jet 
color mapping over a selected range of optical thicknesses is used to increase 
contrast for easier viewing. Right: A grayscale representation of the original 
image, preserving more data but decreasing visible contrast.  

 
microscopy. Phase contrast microscopy is a very popular 
imaging technique used to give contrast to optically 
transparent specimen by collecting phase-shifted scattered 
light. Cells were prepared, grown, and imaged by Dr. Smruti 
Phadnis, a postdoctoral research fellow in Professor Renee 
Reijo Pera’s lab in Stanford’s STEMREM department.  

Images were taken every 10 minutes over a continuous 
timespan of four days, resulting in a total of 599 images. The 
image data was collected on a Nikon BioStation IM Live Cell 
Recorder, which allows simultaneous imaging and control of 
the cell culture. Our particular system uses a cooled, 
monochrome 2MP charge coupled device (CCD) camera with 
an adjustable exposure time for limited photo bleaching, and 
saves data in raw, 16-bit TIFF format. The images fed into the 
algorithm are a modified version of this data, scaled down by 
a factor of two and saved to 8-bit losslessly compressed PNG 
format, mostly to reduce computational runtime.  
 

D. Quantitative Phase Imaging (QPI) Data 
Our second, more experimental form of image data is via 

quantitative phase microscopy, which is similar to phase 
contrast in that it generates contrast without the use of 
exogenous labels. QPI is a technique based on optical 
interferometry in which a probe beam is passed through a 
sample and interfered with a reference beam. The comparison  

   
Fig. 6. Results of LDA and SVM on randomly generated test data. Left: 
Projection of class-specific data along the first projection vector gives us 
PDFs of data scatter in low-dimensional feature space. Right: Linear SVM 
decision boundaries with support vectors circled in black.   

 
Of two light paths allows us to quantify the difference in 
optical path length as a function of incident wavelength, 
physical height, and difference in index of refraction between 
the sample and media. Our research group’s custom setup 
follows the common path design published by Popescu just 
last year [11].  

This interference generates raw data in the form of a 
sinusoidal fringe pattern which must be reconstructed via 2D 
Hilbert transforms in post processing [12]. Although this form 
of data is more quantitative than phase contrast in that its 
signal is directly related to the specimen’s thickness, it suffers 
from comparatively lower spatial resolution, 2D phase wraps 
in areas of high thicknesses, and somewhat lower contrast. All 
of these factors could be detrimental to extracting features 
measures later on.  

The Matlab reconstruction code that produced the images 
shown in Fig. 5 was written by the author as part of his 
group’s research, and can be made available upon request. A 
schematic of the QPI optical system is shown in Appendix II.  

 

II. IMPLEMENTATION 

A. LDA/SVM on Randomly Generated Data 
The results of our LDA/SVM analysis on randomly 

generated data are shown in Fig. 6. This approach made for an 
ideal testing bed while implementing LDA and SVM, as none 
of the variability of real data or poor sampling choices were 
factors. We can see that separation is best when the data is 
projected along the eigenvector corresponding to the largest 
eigenvalue, or even better, along two vectors. We can also see  
 

   
Fig. 7. Left: GUI selections are overlaid onto the image as before calculations 
take place. Right: Final predictions based off the labels supplied by the user. 
A clear ring of differentiated cells (green) surrounds the colony of 
undifferentiated cells (red), as observed by our biologists.  



   

   
Fig. 8. From top-left moving clockwise: (1) Original synthetic data, (2) 
training samples from the bottom row, (3) original data samples plotted in 
feature space, (4) data projected along top eigenvector, (5) data projected 
along top two eigenvectors with SVM decision boundaries and support 
vectors indicated, and (6) classification results.  
 
that the support vectors are well chosen and the decision 
boundaries (visualized by sending empty data to our SVM 
classifier) are well defined for the linear case.  
 

B. Graphical User Interface (GUI) 
When these kinds of studies are typically performed, the 

available data is often divided up such that one small portion 
(~20%) is fed to the trainer while the larger portion (~80%) is 
fed to the tester and verified. This is known as k-fold 
optimization. All of these images are usually classified 
manually and compared to the results as either correctly or 
incorrectly labeled. An overall accuracy is therefore easily 
determined.  

The vision for this project is a little different: we 
intentionally avoid the image bank scenario because we lack a 
method for determining a ground truth for our biological data 
(we can, however, quantify results on the synthetic data). 
Instead, we empower the user to decide which portions of a 
given image belong to which class. This route necessitated the 
use of a GUI that prompts the user to draw three class-
defining regions of interest in the image corresponding to our 
three biological classes: differentiated cells, undifferentiated 
cells, and background. These selections are then subdivided 
into labeled sub-blocks, with a preset window size. From there 
we calculated the GLCMs for four directions, corresponding 
Haralick Features, and trained our classifier. We then use the 
same window size for running through the entire image and 
predict the classes.  
 

III. PARAMETER TESTING AND OPTIMAZATION 
It became apparent early on that different data required 

different feature measures, and that not all were necessary. To 
solve this, a brute force methodology was applied to the 
selection of which features to use for training, and thus 
prediction as well. For example, if three Haralick feature 
vectors were desired, a list of all unique permutations was 
built and applied to the training sample in a loop, with the best 
results saved. This is in addition to dimensionality reduction 
via LDA.  

 

 

 

 

 

 
Fig. 9. Left: Phase contrast time-lapse data. Middle: Data overlaid with 
predicted classifying colors for undifferentiated cells (red), differentiated cells 
(green), and background. Right: Plot of each class’ portion of the FOV, 
indicating relative numbers of each cell type.  

 
Training size was also a fairly forgiving parameter to test. 

It seemed that most of the concerns I had about sampling 
enough data were suppressed when I instead took care to 
sample all the variations in appearance from each class. Large 
sampling numbers could be substituted for smarter sampling 
choices. With that said, although our results were adequate in 
testing individual images and the phase contrast time-lapse 
data, the GUI is not written to take multiple training samples 
from multiple images. This will be implemented in the future 
to increase prediction accuracy and ensure complete training 
data sampling.  

Window size is a parameter that is still being tested, and 
is the most difficult parameter choice in this project. It was 
observed that too small a window size gave poor results 
because using too many bins gave an incomplete sampling per 
bin. This resulted in more training and thus predicting errors 
in random locations. Increasing the window size, in general, 
offered better results. However, this came at the cost of spatial 
resolution, introducing more errors along texture boundaries. 
Testing this parameter on the synthetic data was easy, and a 



window size of anywhere between 15 to 30 pixels offered 
adequate results. Testing this parameter on the phase contrast 
and QPI data is and will continue to be more complicated, as 
resolution will be an important consideration for biologists 
later on. Figuring out how best to determine our ground truth 
will be another challenge.  

Lastly, there were a few parameters to consider when 
optimizing our SVM calculations, namely cost, gamma, and 
kernel type. I restricted myself to linear kernels for the 
purposes of this project, but that will likely change later. Cost 
and gamma were tested over a small range using brute force, 
with the best parameters saved. These parameters were also 
somewhat forgiving, and I could usually tell when my cost 
function was off by looking at the support vectors. If too many 
or too few support vectors were highlighted in my plots, I 
adjusted the range over which I tested.  

 

IV. RESULTS 
I tested my software on a range of data, and was very 

happy with the overall results. Quantification of results from 
QPI and phase contrast data is difficult because we lack a 
ground truth. This will come later from either labeling or 
FACS. Thus, synthetic data was used and manually labeled for 
accuracy calculations. The synthetic data itself also had a 
range of difficulties, due to some of its samples being very 
similar. When window size was on the larger size, training 
accuracy varied from 94% to 100%, depending on which 
texture samples I selected. With smaller training windows, 
these numbers drop by about 5-10%, depending on just how 
much resolution we need. Prediction accuracy can always be 
expected to be a bit lower than training accuracy, but it was 
not far behind at between 87% and 95%, again depending on 
selection. When window size was large, most of the errors 
presented themselves along boundaries, whereas smaller 
window sizes brought about more random error.  

I was also happy with the results from the phase contrast 
data, where I was able to test the entire time-lapse and 
determine the exact point in time where the number of 
undifferentiated cells overtook the number of differentiated 
cells (as determined by their relative portion of the FOV), a 
feature of high growth rates in cell culture. This is exactly the 
kind of automatic monitoring image processing can bring to a 
biological process or study, and could prove even more useful 
as more advanced techniques are introduced. Errors 
consistently remained lower than 15% throughout the time-  

 

  
Fig. 10. Texture classification results on QPI data. Lower resolution, phase 
wrapping artifacts, and lower contrast give rise to higher error rates.  

lapse, as deemed by visual inspection. 
Results from QPI data didn’t vary far from expectations.  

It’s observed that there were three main factors leading to 
higher error rates than for phase contrast data: (1) lower 
resolution, (2) artificial phase wraps which are represented as 
min/max boundaries in grayscale, and (3) low contrast, since 
the intensity is directly proportional to optical path length of 
the sample. Just by looking at the data and manually counting 
incorrectly labeled image blocks, it seemed the error rate was 
~5-10% higher. Not terrible considering what’s being dealt 
with.  

 

V. FINAL REMARKS 
I started this project wanting to be able to automatically 

determine differentiation status in hESC time-lapse data with 
an overall accuracy rate exceeding 80%, and this was 
accomplished with a little room to spare. As I continue 
working on this project as part of my lab’s research, I’ll 
introduce nonlinear kernels, multi-image sampling for more 
expansive training data sets, and likely some form of variable 
window size optimization for regions of the image that show 
high contrast, or some indicating feature, that indicate a region 
needing higher resolution classification.  

I also intended to compare my results using Haralick 
features with some other form of texture quantification 
method, such as discrete stationary wavelet analysis using 
Gabor wavelets. However, after implementing a simple 
version of this using Matlab’s SWT function (part of the 
wavelet toolbox), I quickly realized that Haralick features 
were more robust and offered a wider range of surveyed 
properties. I especially liked how Haralick’s features didn’t 
solely rely on frequency responses, but measured things like 
randomness and entropy as well. During this time, I failed to 
implement a method using SWT where results didn’t look 
noisy, with overall (visually-approximated) accuracies about 
10-20% lower than what’s presented here.  
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NOTES 
First, seeing as this project is aimed at developing a tool 

for biologists in a laboratory-type setting, this project was not 
implemented on an Android device.  

Second, although it was recommended to work in groups 
of two or three, I chose to work alone for the sake of seeing 
the project through myself, from start to finish.   
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APPENDIX I: TEXTURAL FEATURE EQUATIONS 
In his 1973 paper, Haralick suggested 14 direction-

dependent textural features [1]. These features are then 
averaged over four directions, and converted into mean and 
range values, resulting in a set of 28 total measures.  

 

 
Fig. 11. Equations for Haralick’s feature measures [1].  

 

APPENDIX II: QPI SETUP 
 

 
Fig. 12. Schematic of a common path QPI optical system. Both the reference 
and sample beams pass through the sample. The zeroth- and first-order beams 
are generated by a diffraction grating, isolated at the Fourier plane generated 
by lens L1, and then combined to interfere at the CCD surface [11]. 

 


