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Abstract—Low contrast and noise remain a barrier to visually
pleasing videos in low light conditions. Recording appealing video
at concerts, social gatherings, and in security monitoring situa-
tions is still an unsolved problem, with many groups searching
for a solution. Our target application for this research is finding
a better software solution for mobile low-light video, particularly
in concert venues.

Although mobile image processing products such as Insta-
gram create nice-looking photos after applying overlay filters,
these algorithms fail to create nicer low-light image results. Here
we explore mobile video enhancement via advanced histogram
equalization (HE) and denoising via a novel algorithm which per-
forms probabilistic temporal averaging using a Hidden Markov
Model (HMM).

Finally we implement these algorithms on a realtime video
feed on the iPhone through calculation on the GPU.

I. INTRODUCTION

Low light imaging (both photo and video) often suffers
problems of low image contrast and high noise levels. This
often yields visually unappealing results. To overcome that
image enhancement via histogram equalization and its several
variants and denoising algorithms have been implemented.
However, the combination of contrast enhancement with tem-
poral denoising has not been successfully applied to mobile
applications.

Contrast enhancement is traditionally conducted via his-
togram equalization (HE). However for video applications this
yields unwanted artifacts such as enhanced noise and frame to
frame flickering.

Both static and temporal denoising have been extensively
explored, but have produced sub-optimal results so far on
mobile devices. In this paper we explore temporal denoising
via a novel Hidden Markov Model to both preserve motion
artifacts and smooth background noise.

After discussing these two techniques we show sample re-
sults of a Matlab implementation and iPhone implementation.

II. TEMPORALLY COHERENT CONTRAST ENHANCEMENT

Along the lines of Toderici and Yagnik [6] we implement
an image manipulation akin to ”auto-levels”, a feature found
in many photo editing programs, but with the additional of a
temporally coherent scaling feature to reduce flicker between
video frames and increase the signal levels.

A. Histogram Manipulation

The image or video frame is converted from the RGB color
space to HSV, where V represents the intensity levels of each

pixel in the frame. From the V channel, the probability density
function(PDF) is calculated

PDF = P (k) = Pr(V (x, k) = k)∑
k

P (k) = 1

From the PDF, the cumulative distribution function can be
calculated,

CDF = C(k) =
k∑
i=0

P (i)

Using the PDF the traditional HE is scales the PDF such
that the histogram now covers the full bit-depth. This method
performs transformation similar to the ”auto-levels” function
found in many photo editing algorithms where

lout =
lin − best
west − best

(wd − bd) + bd,

here lout is the output intensity level, lin is the input pixel
intensity level west and best are the high and low estimates of
the pdf, and wd and bd comprise the desired output range.
The estimated high and low levels can be calculated from
the CDF where C(best) = 0.05 and C(west) = 0.95. For
individual frames, this prescription works quite well. However,
across frames of images this can lead to unwanted flickering.
Therefore, a running average of upper and lower estimated
values is implemented.

west = α ∗ wframe + (1− α) ∗ waverage
Here, west updates waverage every frame. According to [6]
this has a downside of delaying fades and enhancing flicker,
as suggested,

α = (1− |waverage − wframe|)γframe

The same calculation can be applied west. If an low threshold
estimation is not produced, best is defaulted to 0.

Toderici and Yagnik claim that, in the case that original
contrast is beyond the desired output contrast, the preceeding
method will darken the image. Therefore it is suggested that
output be filtered by the following,

δl = lout − lin

l′out =

{
lin − |δl|γl ifδl < 0
lout otherwise

The final output intensity is defined by,

τ(v) =

{
0 ifv < 0
v if0 ≤ v ≤ 1
1 ifv > 1



For frames where there is less than 20 unique luminance
values (insufficient contrast to produce a good result) are not
passed through the algorithm.

III. PROBABILISTIC DENOISING VIA HMM

Conventional denoising algorithms temporally average in-
dividual pixels. However for videos with motion it is important
to neglect pixels in motion to avoid motion artifacts. Here we
implement a hidden Markov model (HMM) to assign a motion
probability to individual pixels and weighting the average
accordingly.

Fig. 1. Schematic of an HMM

Each pixel has its own HMM, with each time k correspond-
ing to a video frame. In the figure above, the observed variable
zk is a 3-vector representing the absolute difference between
the pixels RGB values at frame k and the running average of
the pixels RGB values up to frame k-1. The hidden variable
xk is chosen to be a Bernoulli variable representing whether
the difference zk is caused by significant motion occurring at
the pixel as opposed to random noise. After hand tuning the
2x2 transition matrix A and initial probability P(x1 = 1) to
reasonable values, we are able to efficiently perform HMM
filtering on any video to compute P(xk|z1:k) for each pixel
and each frame k.

After computing the probability of motion for all pixels
in a given frame k, we add one more step into the HMM
filtering algorithm. We create a grayscale image frame of
exactly the same dimensions as the original video frame, in
which the intensity at each pixel is set to be the probability
of motion at the given pixel, and we apply image dilation
followed by blurring with a Gaussian filter to spread out the
motion probabilities across the image. For any pixel believed
to be in motion, this increases the motion probability for all
nearby pixels which allows for a smoother result and allows the
model to efficiently incorporate a dependency between nearby
pixels without much computational effort. We then let mk be
the resulting intensity at a particular pixel at frame k.

mk represents the model’s belief that motion is occurring
at the pixel at time k. We then set the pixels RGB values at
frame k, a 3-vector qk, to be a weighted average of its current
RGB values pk and the running average ak of its RGB values
as follows:

qk = mkpk + (1−mk)ak−1

ak = mkpk + (1−mk)(βak + (1− β)ak−1

Incorporating mk into the calculation of running average
ak effectively resets the running average to the current RGB
values whenever the model believes that motion occurred at a
pixel. The weight β determines how much of the current frame
should contribute to the running average, when computing a

running average on pixels which do not seem to have motion,
which are those pixels for which mk is close to 0. We chose
a value of β = 0.1 which allows much of the weight for the
running average to remain on past frames rather than recent
frames. This aids in noise suppression because an average over
many frames tends to be more stable.

IV. EXPERIMENTAL RESULTS

A. Contrast Enhancement

The contrast enhancement is performed using a technique
similar to auto-leveling, and our method dramatically improves
the contrast of low-light images. Our test image consists of a
very dark image with the shape of a person creating some
lighter colors in the image. In this original image, it is very
difficult to recognize any features, and the image appears as
grainy and of low-quality.

Fig. 2. Original frame before contrast enhancement

After performing the standard Matlab histogram equaliza-
tion, the resulting image is pixelated, has lost most of the
recognizable features, and the colors have been transformed
into a non-realistic color palate. This method does a great job
of extracting as many features from the frame as possible,
however it comes at the expense of a realistic-looking frame.



Fig. 3. Standard Matlab histogram equalization on video frame

Our algorithm dramatically outperforms both of the above
alternatives. Our result is a frame that shows all identifiable
details in the frame, including foreground and background fea-
tures, and displays them in a realistic and visually pleasing way
without any significant pixilation or reduction in sharpness.

Fig. 4. Our implemented contrast enhancement algorithm on video frame

B. Probabilistic Denoising

After performing contrast enhancement, we want to denoise
the video. Using the temporal denoising algorithm described
in Section III, we model the probability that each pixel is
in motion for every frame via HMM filtering over the video
frames. As an example, consider the contrast enhanced frame
produced by the Google-derived algorithm in the previous
section.

For each pixel in the kth frame, we can visualize the
probability mk that the pixel is in motion by making a
corresponding frame of the same size and setting the RGB

value to be (r = mk, g = 0, b = 0). In other words, the
redness of the pixel corresponds to the probability that the
pixel is in motion. The following picture shows the motion
detection algorithm in action on the contrast enhanced video
frame shown in the previous section.

Fig. 5. Motion probabilities produced by HMM filtering on video frames

It is clear that the red regions, which correspond to high
motion probabilities, are not well-defined. This is a direct
result of the image dilation and Gaussian filtering performed
on the motion probabilities at each step of the HMM filtering.
This allows the model to make a prediction of which general
regions of the image are likely to be in motion rather than fine
grained predictions which are not very reliable and can lead
to undesirable artifacts when we perform temporal averaging
over frames.

Also, we can see that most of the video is in motion, which
is not surprising, as the man in the video is swinging a flaming
ball on a chain. As we would expect, the upper region of
the video, which is mostly background made of sky and tree
branches, has much lower motion probabilities.

Applying temporal averaging based on the motion proba-
bilities just visualized gives the following result on the same
video frame:



Fig. 6. Result of temporal averaging based on motion probabilities

Comparing this video frame to the original contrast-
enhanced frame before HMM denoising, we can see that the
temporally denoised video is noticeably less grainy, while
maintaining minimal motion blur.

V. IPHONE IMPLEMENTATION

We developed our algorithms on Matlab, and quickly
ported to iOS and tested on an iPhone 5S device.

A. GPU-Accelerated Computation

Because histogram equalization is a pixel-wise operation,
we accelerate these calculations using the onboard iPhone
GPU. About 75% of our mobile solution executes on the GPU,
which is fast enough for our algorithms to operate at video
frame rates with an iPhone 5S device.

To make our development faster, we used an iOS frame-
work called GPUImage. The GPUImage library uses OpenGL
ES 2.0 shaders to perform image and video processing sig-
nificantly faster than CPU-based routines, and the framework
provides a simple, lightweight Objective-C interface into the
complex OpenGL ES API.

With this interface, we are able to customize our own
shader programs using the Graphic Library ShaderLanguage
(GLSL), which controls how each pixel value is determined,
calculated, and displayed on the GPU.

The following table summarizes performance in average
milliseconds to process each video frame for various combi-
nations of CPU and GPU. This performance test was based on
the simple processing task of adding a gamma filter to each
video frame.

TABLE I. PERFORMANCE MEASURES FOR CPU AND GPU

Tool Used Performance (ms/frame) Description
CPU Processing 24.80 CPU only
Core Image 3.66 GPU+CPU (Native iOS)
GPUImage 1.30 Pure GPU computation

It is clear from the results above that the GPU greatly
increases performance and is crucial for real-time processing.

B. Histogram Generation

A luminance histogram is extracted from each video frame
on the GPU. We used a scatter-based histogram generation
technique, taking advantage of the render to vertex buffer to
channel rendered image data back to the graphics pipeline,
after using pixel shader bin accumulation techniques on the
GPU.

C. Histogram Manipulation

The computed histogram is sent back to the CPU for
manipulation, making debugging and algorithm variations eas-
ier to test and implement. The temporally coherent contrast
enhancement technique described above is then implemented
on the CPU, followed by generating a texture on the CPU and
binding and sending the texture back to the GPU for pixel
mathematics and display.

D. Display

Finally, we read the computed histogram correction texture
into the GPU and iterate through every pixel to perform
tonal re-mapping on the luminescence channel. Since the
iPhone camera captures high-resolution color imagery, before
re-mapping each pixel we perform RGB - HSV conversion,
and then apply the re-mapping technique on the V component
in the HSV color space to preserve the image color properties.
After equalizing the V component of the image, we perform
HSV - RGB conversion, and then display the frame in the
iPhone viewfinder on the GPU.

VI. CONCLUSION

In this paper, we have presented a novel technique for
low-light video processing which runs at video frame rates.
We present a robust solution for video contrast enhancement,
enabling features within each video frame to become easier
to identify. We have also presented a temporal contrast en-
hancement technique to reduce flicker between video frames
after contrast enhancement. Finally, we have created a novel
technique using a Hidden Markov Model to perform image
denoising with static and moving video subjects.

In the future, we would like to complete our implemen-
tation completely on the GPU of mobile devices, including
the addition of our novel HMM technique, instead of passing
operations between the CPU and GPU for each frame. We
would like to distinguish between different severity of low-
light video, allowing us to create a visually appealing product
both for low-light processing and for full-light operations.

We would also like to investigate learning the parameters of
our HMM using an appropriate objective function as opposed
to hand tuning the parameters ourselves. Also, given the high
variability of videos the HMM could run on, we would like
to investigate online learning of these parameters to efficiently
optimize the HMM for whatever video it is processing in real-
time.



APPENDIX: CONTRIBUTIONS

• Nobie implemented and tested advanced histogram
manipulation algorithms, including Weighted Thresh-
old Histogram Equalization [7] and the algorithm
presented in this paper [6].

• Imran conceived of and implemented the novel HMM
temporal denoising algorithm.

• Patrick ported the algorithm to the Iphone and devel-
oped the methods to interface with the GPU.
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