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Abstract

Humans and other organisms show an incredibly sophisticated ability to learn about

their environments during their lifetimes. This learning is thought to alter the

strength of connections between neurons in the brain, but we still do not understand

the principles linking synaptic changes at the neural level to behavioral changes at

the psychological level. Part of the difficulty stems from depth: the brain has a deep,

many-layered structure that substantially complicates the learning process.

To understand the specific impact of depth, I develop the theory of gradient descent

learning in deep linear neural networks. Despite their linearity, the learning problem

in these networks remains nonconvex and exhibits rich nonlinear learning dynamics.

I give new exact solutions to the dynamics that quantitatively answer fundamental

theoretical questions such as how learning speed scales with depth. These solutions

revise the basic conceptual picture underlying deep learning systems–both engineered

and biological–with ramifications for a variety of phenomena.

I highlight three consequences at different levels of detail. First, the theory shows

that layerwise unsupervised learning is a domain general strategy for speeding up

subsequent learning, which I link to critical period plasticity in sensory cortices.

Second, the theory suggests that depth influences the size and timing of receptive

field changes in visual perceptual learning. And third, by considering data drawn from

structured probabilistic graphical models, the theory reveals that only deep (and not

shallow) networks undergo quasi stage-like transitions during learning reminiscent

of those found in infant semantic development. These applications span levels of

analysis from single neurons to cognitive psychology, demonstrating the potential of
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deep linear networks to connect detailed changes in neuronal networks to changes in

high-level behavior and cognition.
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Chapter 1

Introduction

Learning is a little-remarked miracle: all we–and indeed all many biological organisms–

need do to improve at a given task is simply to continue to do it. With practice, we

can hone our senses, improving our sensitivity to visual [284, 212, 249, 4, 100], audi-

tory [68, 20, 289, 145], somatosensory [136, 195], and olfactory [231] inputs; or hone

our actions, improving our precision in moving our limbs [123, 133, 51, 183, 262, 294],

or achieving optimal tradeoffs between speed and accuracy in our decisions [37, 34,

85, 15, 232, 159, 38]. The sort of task at which we can improve ranges from the

exceptionally low level, such as visual Vernier discrimination in which subjects detect

slight visual shifts smaller than the diameter of a single photoreceptor [82, 212], to the

high level, such as semantic development, in which we progress from little knowledge

of items and their properties as infants to a richly structured knowledge of entities

in the world and their interrelations as adults [193, 45, 174, 192, 230, 143, 44, 276].

Ultimately these behavioral improvements must be traceable to some change in the

neuronal networks of the brain. Crossing these scales–linking behavior to its neu-

ral basis–is a critical challenge facing theories of brain function. What changes at

the neural level enable these behavioral improvements at the psychological level?

Learning is thought to arise from changes in synaptic efficacy between neurons in

this network, but the principles by which synapses change to enable new learning

1
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x ∈ RN1y ∈ RND+1

.	  .	  .	  

h2 ∈ RN3

W 1W 2WD

Figure 1.1: A deep neural network. An input signal x is processed by successive stages
of layers hi, l = 1, · · · , D− 1 with tunable parameters or “weights” W l, l = 1, · · · , D
to produce an output y. Signals may not pass directly from intermediate layers to
inputs or outputs.

remain unclear. This thesis investigates the hypothesis that depth–the brain’s chain-

like, layered structure–is a crucial factor shaping learning dynamics in the brain and

mind.

Depth refers to layered network structure (Fig. 1.1) in which an intermediate layer

cannot communicate directly with the input or output, but instead communicates

only with the layers adjacent to it. This lack of direct access to inputs and outputs

is simultaneously the strength and weakness of a deep architecture. To the good,

successive layers can transform the raw input, such that an intermediate layer is

working in an entirely different feature space or internal representation that may be

more amenable to the task at hand. For example, an intermediate layer of a deep

visual hierarchy might receive the presence or absence of object parts as its input,

rather than raw pixel values or photoreceptor activities, greatly simplifying object

recognition tasks. Similarly, in a motor control setting, an intermediate layer might

be able to send as output a desired target location for a reach, without worrying about

the details of converting this to the ultimate output of joint torques and muscle fiber

activations. Deep architectures free intermediate layers from representing veridical

physical quantities about the input or output, instead allowing representations most

suitable for the particular computational problem at hand. Moreover, depth permits

a ‘divide and conquer’ strategy for complex tasks. Rather than solve an entire task in
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Figure 1.2: Learning difficulties in deep networks. Squared error of a five-layer deep
network trained on a handwritten character recognition task over the course of train-
ing. Left: Learning progress is irregular, with long plateaus punctuated by rapid
improvements. Right: Initializing a deep network using unsupervised layerwise pre-
training (red) speeds learning, even acounting for pretraining time (delay in initial
start of red curve).

one go, each layer can solve a manageable subproblem, and contribute to the gradual

implementation of a complex transformation. This is perhaps the key intuition behind

deep learning, that complexity can be built up by the gradual composition of simple

features.

Yet depth incurs a cost: learning in a deep network is more complicated than in a

shallow network. The same flexibility which makes deep networks highly expressive

must be constrained during the learning process, so that ultimately one particular

network configuration is chosen from amongst the vast array of options. Intuitively,

a learning scheme must decide how to divide the overall problem into subproblems

to be solved at each layer, that is, a sequence of internal representations at each

level that will aid in the performance of the task of interest. In general, there will

in fact be many different divisions of labor between layers that accomplish the same

overall transformation from input to output. This flexibility I call the problem of

redundancy, and I will show that it can slow learning in deep networks. Depth

introduces a further problem: making a change to some intermediate layer of a deep

network does not straightforwardly change the overall output of the network. An
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intermediate layer feeds its output through a chain of subsequent layers, such that

the eventual impact of a change is complex. This is the problem of coupling, namely,

that the effect of subsequent layers must be considered when selecting a modification

at any given layer. Together, these difficulties often conspire to make learning in deep

networks slow, and progress highly irregular (Fig. 1.2 left).

The brain has a deep structure, as its many neocortical brain areas are arranged

anatomically in a hierarchy [84]. And within an area, the cortical sheet is further

subdivided into several layers [73, 221], such that the overall “depth” of the visual

cortex, for example, may be on the order of ten stages (see Section 1.2.1). Thus to

learn new information, the brain must itself solve a deep learning problem, incor-

porating new knowledge into its hierarchy of brain areas. This thesis proposes that

learning in the brain is powerfully sculpted by the special requirements of learning in

a deep, chain-like structure. While a number of theoretical proposals have examined

how plastic changes might be distributed within a single brain area, this work seeks to

understand how the brain might apportion changes across many layers of the cortical

hierarchy.

This thesis develops a quantitative theory of deep learning phenomena by studying

learning dynamics in deep linear neural networks. This model class allows, for the

first time, exact solutions to the entire time course of learning in multilayered systems.

The theory provides quantitative answers to a variety of fundamental questions, such

as why deep learning is often slow; and why a strategy called unsupervised layerwise

pretraining can make it fast (Fig. 1.2 right). As they possess little else other than

their layered structure, deep linear networks isolate the specific impact of depth on

learning dynamics, making them a vital tool for precisely specifying the ramifications

of depth.

It bears mention up front that all high performance deep networks (including the

brain’s) are nonlinear. What can we hope to learn from a theory based on deep

linear networks? Here it is essential to sharply distinguish the function computed

by a deep network, and the learning dynamics of a deep network. The linearity of

a deep linear neural network refers only to the function it computes: regardless of
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depth, it computes a simple linear function of the input. However, as we shall see, its

learning dynamics can be highly nonlinear, and change with the addition of each new

layer. Most importantly, I will show that the nonlinear learning trajectories of deep

linear networks exhibit several key phenomena observed in their nonlinear brethren,

such as long plateaus in performance followed by abrupt improvements; and faster

convergence from special pretrained initial conditions. Indeed, for deep linear neural

networks with one or more hidden layers, the underlying optimization problem is

nonconvex [18, 19], making them an intriguing model class for understanding deep

learning dynamics. Despite their simplicity, linear models have played a clarifying role

in a variety of fields from electrical circuits to control theory, and fully understanding

learning dynamics in deep linear networks may constitute an important prerequisite

to a more complete theory of the nonlinear case.

After laying out the theory in Chapter 2, this thesis develops several applications

to highlight the relevance of deep learning dynamics to a variety of neural and psy-

chological/cognitive phenomena. In Chapter 3, I test the idea of domain general

unsupervised learning, based on an extensive comparison of five unsupervised learn-

ing methods to electrophysiology data from nine different empirical studies across

three sensory modalities. Based on this I suggest that the difficulty of learning in a

deep system may have led the brain to adopt a particularly successful strategy for

mitigating the difficulties of depth, namely unsupervised layerwise pretraining, which

I associate with critical period plasticity in cortex. In Chapter 4, I show that deep

linear networks predict the shape and distribution of changes across different layers

of the visual hierarchy in simple perceptual learning experiments. And finally, in

Chapter 5 I examine learning about structured domains, and show that the theory

captures aspects of the development of human semantic knowledge of items and their

properties. These applications span levels of analysis from single neurons to cognitive

psychology, demonstrating the potential of deep linear networks to connect detailed

changes in neuronal networks to changes in high-level behavior and cognition.

The remainder of this chapter provides a more extensive look at efforts to train

useful artificial deep neural networks within the computational sciences, ultimately
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distilling six computational hypotheses about deep learning. I then make more precise

arguments for the brain’s depth, and propose high level mappings between the six

computational hypotheses and neurocognitive phenomena. Finally, I introduce the

main theoretical tool of the thesis, the deep linear neural network.

1.1 Deep learning

A deep artificial neural network consists of many layers of simple neuron-like com-

putational elements, interconnected by tunable weights. In particular, given a vector

input x ∈ RN1 , a D layer network computes the output

ŷ = f(WD−1f(WD−2 · · · f(W 2f(W 1x)) · · · )), (1.1)

where the weight matrices WD−1, · · · ,W 1 encode the strength of synaptic connec-

tions between neurons and the function f(·), applied element-wise, encodes a neural

nonlinearity.

Given a dataset of P inputs xµ with their desired associated outputs yµ, µ = 1, . . . , P ,

training amounts to solving the following minimization problem

min
WD−1,··· ,W 1

P∑
µ=1

E(yµ, ŷµ) (1.2)

where E(· · · ) is an error function penalizing differences between the desired output

yµ and the actual output ŷµ = f(WD−1f(WD−2 · · · f(W 2f(W 1xµ)) · · · )) given input

xµ.

Often, this objective is approximately minimized by repeatedly adjusting each weight

matrix in the direction of the negative gradient of task performance,

∆W l = −λ
P∑
µ=1

∂E(yµ, ŷµ)

∂W l
, l = 1, · · · , D − 1, (1.3)
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where λ is a small learning rate parameter. This implements a small change in weights

that most rapidly improves task performance. Yet as discussed below, the successful

application of Eqn. (1.3) in practice has required many decades of development.

1.1.1 Historical overview

While the term ‘deep learning’ entered the lexicon around 2006 [118, 119, 28, 23],

depth has been an organizing concept from near the beginning of formal models of

neural networks. An extensive review is available in [247] and see [24, 25]. The

first formalization of neurons, by McCulloch and Pitts in 1943 [182], examined a

single neuron which did not learn. In 1949, Donald Hebb studied early versions

of unsupervised learning models and introduced the famous principle that neurons

that fire together should wire together [112]. In 1958, Oliver Selfridge presented

what might be the first genuinely deep learning system [253], in which he imagined a

hierarchy of simple processing ‘demons,’ each performing a simple function, but which

together would compute a successful transcription of a telegraph. The computations

performed at multiple levels of the algorithm were to be optimized by a hill climbing

procedure and ideas from evolutionary computing. Shortly thereafter, error-driven

learning rules for a single shallow layer of neurons were discovered, including the

perceptron learning rule [234] and the least-mean-squares (LMS) gradient descent

rule [291]. As proposed, these learning rules were not immediately applicable to

deeper networks. Their success in certain tasks generated great excitement, with the

New York Times writing “The Navy revealed the embryo of an electronic computer

today that it expects will be able to walk, talk, see, write, reproduce itself and be

conscious of its existence” [280].

In 1969, this optimism came to an abrupt end with the publication of Perceptrons,

by Minsky and Papert [187], which contained a proof that no single layer perceptron

could solve the seemingly simple XOR problem. Machine learning research shifted

towards kernel machines, a powerful form of shallow learning which could easily per-

form the XOR task among other benefits. In the context of neural networks, the
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XOR problem was eventually solved by adding depth. Networks with nonlineari-

ties and multiple layers of processing units could in fact solve the XOR problem,

though this became possible only with the advent of the backpropagation algorithm

for computing the gradient direction in multilayered neural networks [290, 161, 237].

Multilayered “connectionist” systems based on the backpropagation algorithm prolif-

erated as successful models of psychological phenomena[230, 190, 235, 236, 108], but

still failed to match their shallow counterparts on benchmark tasks [277]. A notable

exception was the deep handwritten character recognition networks of LeCun et al.

[163, 162], which pointed to the practical promise of deep learning systems. Starting

in 2005, multilayer but largely untrained networks based on the visual system began

to attain high performance on benchmark tasks relative to their shallow counterparts

[258, 257], and in 2006 the first high performance end-to-end trained deep networks

were realized [118, 119, 28, 23, 27]. These ideas were adopted relatively rapidly, and

since 2012 and the impactful work of [156, 54], deep learning systems have dominated

object recognition competitions [239], and posted strong results in a variety of do-

mains from speech recognition [188] to natural language processing [56]. See [247] for

an overview of recent state-of-the-art competition results.

1.1.2 The benefits of depth

At its core, depth enables the efficient reuse of simple elements, composing them

together to form a gradually more complex hierarchy of features. This intuitive

notion has been formalized in a variety of ways. This section reviews arguments that

have been advanced in favor of deep architectures.

High performance on benchmark tasks Perhaps the strongest reason in favor of

deep architectures, at present, is their high performance on benchmark tasks in

a variety of domains. Deep learning methods have flourished most in perceptual

classification tasks, for example, winning the challenging ImageNet large scale

visual object recognition challenge in 2012, 2013, and 2014 [239]. Deep networks

have also substantially improved word error rates in speech recognition systems
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[188], and have achieved some (to date more limited) success in natural language

processing tasks . See [247] for other recent high performing systems.

Compactly expresses complex functions A key argument, and one of the first,

was made by Bengio and LeCun [28, 23]. They show that shallow architectures

may require an exponential number of elements to represent the same function

as a deep network with far fewer elements. Representing the parity function

over N inputs, for instance, requires O(2N) elements if expressed as a shallow

structure, but only O(N log2N) elements if represented with a depth log2N

architecture. Hence deep architectures can allow a dramatically more compact

representation of certain complex functions.

Enables knowledge sharing in multitask/transfer learning Deep architectures

learn complex hierarchies of features, and these can be reused and recombined

in various configurations to enable multitask learning [28, 23, 56, 24]. When

learning a new visual task, for instance, the already available hierarchy of edges,

object parts, and object representations may allow rapid learning. Training on

a variety of tasks simultaneously can yield better feature hierarchies for all of

them [56].

Enables increasing invariance, disentangles factors of variation A key chal-

lenge in perceptual classification tasks like visual object recognition is to remove

nuisance parameters such as translations, rotations, and lighting effects. Deep

architectures have been shown to learn increasingly invariant hierarchies of fea-

tures [257, 36, 101, 12]. What for one task may be a nuisance parameter, might

be signal for another task. Hence recent work has suggested that these different

signals should be disentangled, such that they can be easily selected or ignored

as necessary [24].

Similarity to neuroscientific and cognitive findings The brain has been widely

cited as the inspiration for a variety of deep learning work [28, 23, 24]. Many

of these assertions are framed at a broad level, and are made by artificial in-

telligence researchers with the aim of acknowledging inspiration rather than
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asserting a well-tested empirical link between deep learning methods and the

brain sciences. Some work, however, has made more quantitative comparisons.

Lee et al. [165] showed that deep networks learned representations qualitatively

similar to those in secondary visual cortex. And Yamins et al. [296] have shown

that performance-optimized deep neural networks are currently the best predic-

tive models of neural responses to images of objects in IT cortex of Macaque.

Despite these findings, the evidence for and against deep learning models as

models of learning in the brain remains limited. A central goal of this thesis is

to contribute to the detailed empirical evaluation of the relationship between

deep learning methods and the brain.

1.1.3 The drawbacks of depth

The many benefits of deep learning architectures were more or less outweighed, until

2006, by the increased difficulty of training them. Many reasons for this difficulty

have been proposed, which are summarized here.

Nonconvexity In deep nonlinear networks, the learning problem is nonconvex; as

such there are no guarantees that a globally optimal solution will be found.

Learning trajectories can thus become stuck in local minima, that is, they may

end at parameter settings which, though better than any in the local neighbor-

hood, are far worse than the best possible parameters [81, 99].

Vanishing gradients In a deep network, learning signals tend to either diffuse or

explode as they propagate through the hierarchy [120, 30]. If they diffuse,

learning can be very slow particularly in the earliest layers.

Redundancy, symmetries, and saddle points The flexibility of deep networks

means there are also many redundant parameter settings, that is, many choices

of how to assign subtasks to particular neurons or layers. For instance, any

permutation of the internal representation of a layer will leave the network’s

output unchanged so long as the next layer’s input connectivity is similarly
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permuted. Or similarly, the activity of one layer may be scaled up if the sen-

sitivity of the next layer is scaled down. These symmetries introduce sad-

dle points into the learning optimization problem, which can slow learning

[259, 32, 240, 130, 245, 59].

Coupling To determine a good change to an intermediate layer of a deep network,

the effect of layers that lie between it and the output must be considered. This

introduces a non-local element to the learning process: effective changes require

information about layers far removed from a given neuron’s local neighborhood.

Accounting for coupling is routine in current computational models in the engi-

neering disciplines, but it requires nonlocal learning rules with no clear biological

implementation. Yet as discussed in more detail in Section 1.2.3, many high

level consequences of coupled learning can be investigated at a computational

level without understanding how this might be realized at the implementation

level in a biological system. If the predictions arising from such investigations

match experiment, this provides motivation for an experimental search for an

implementation of this complex process.

These difficulties in learning in deep networks made them rarely successful in practice

(with the notable exception of [163, 162]), until the breakthrough discovery of the un-

supervised layerwise pretraining technique in 2006 [118, 119, 27, 283]. The intuition

behind unsupervised pretraining is to pre-initialize a deep network with useful in-

termediate representations using unsupervised or purely statistics-driven learning, in

the hopes that subsequent task-driven learning will be greatly eased. The procedure

works by successively learning a single layer at a time. First, the raw input is fed to

an unsupervised learning algorithm to yield the representation in the bottom-most

layer. Then a new layer is stacked on top of this, and trained on the output of the

layer below. This process is repeated until reaching the desired depth.

Unsupervised layerwise pretraining can dramatically speed up subsequent learning, so

much so that it is faster than direct training on the task of interest, even accounting for

the time spent pretraining [80, 158, 28, 27, 81]. Unsupervised layerwise pretraining has

been shown to extract meaningful feature hierarchies, learning edge detectors in lower
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layers, object parts in mid layers, and full objects in higher layers, to take a visual

example [166], and offers improvements both in learning speed and in generalization

performance from limited labeled data [167]. Importantly, experimentation has found

that greedy layerwise training, i.e. adjusting the weights of just a single layer at a

time, works better than joint training of all layers; and that unsupervised learning

should cease once the final task of interest is to be learned–i.e., this unsupervised

learning works best as pretraining, rather than interleaved with supervised learning

on the task of interest [23, 80, 81].

With time it has become clear that large datasets, careful initializations, and fast

GPU hardware can allow the direct training of randomly initialized deep networks

[155, 54, 272], which at present is the widespread practice. Pretraining is a complex

process to implement, and now that it is no longer necessary to train deep networks, it

has largely been abandoned in recent engineered systems. Nevertheless, where it has

been directly compared, pretraining still speeds subsequent learning. This evidence

is further reviewed in Appendix A.4.

1.1.4 Key computational hypotheses

The extensive investigation of deep learning systems has yielded several insights which

can be formulated into six hypotheses of relevance to the brain sciences. All of these

hypotheses have been identified, either explicitly or implicitly, by a vast range of prior

work [235, 190, 236, 164, 179, 180, 80, 158, 28, 27, 81, 24, 25, 247, 116, 205, 26]; I

offer them here as an integrative review.

H1: Depth enables the compact representation of complex tasks By compos-

ing simpler elements into more complex ones, deep networks can represent far

more complex functions for a given budget of neurons or weights than their

shallow counterparts.

H2: Naive deep learning is slow Simultaneously training all layers of a randomly

initialized deep architecture is slow, and slows further as depth increases. In

general, learning progress in deep networks is irregular, with long plateaus in
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learning followed by rapid periods of improvement, phenomena which are not

seen in shallow networks.

H3: Unsupervised layerwise pretraining speeds deep learning Layerwise pre-

training initializes a deep network so as to permit rapid progress when later

trained on the task of interest. The speed increase is often large enough that

the overall training process, including the pretraining time, is faster. Both mod-

ifiers are necessary: the procedure works best when implemented in a layerwise

fashion (H3a), and when implemented as a distinct pretraining stage before the

subsequent task-driven learning (H3b).

H4: Unsupervised learning improves generalization Unsupervised layerwise pre-

training initializes deep networks with useful feature hierarchies that improve

generalization from limited training data. It is well known that no learning

algorithm can perform well on all datasets (no free lunch theorem, [293]); the

claim of improved generalization performance here is only for domains in the

“AI-set,” [28, 23] i.e., to the sorts of problems faced by intelligent agents in the

real world.

H5: Supervised fine tuning follows gradient direction Training on a task oc-

curs by adjusting the weights of the deep network in the direction of the gradient

of task performance.

H6: Domain general approach Deep learning algorithms are meant to automat-

ically discover good feature representations, and hence to work without modi-

fication on many different modalities (e.g., vision, audition, somatosensation).

As with H4, the claim of ‘domain general’ performance here is only for domains

in the “AI-set,” [28, 23] i.e., to the sorts of problems faced by intelligent agents

in the real world.

These hypotheses express the computational rationale behind deep learning methods,

and come more or less as a package: the main benefit of a deep architecture, namely

the compact expression of complex functions (H1), cannot be had without facing a

correspondingly more difficult learning problem (H2). To overcome this difficulty, one
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can employ the unsupervised layerwise pretraining strategy; that this speeds learning

is a key hypothesis (H3). Unsupervised layerwise pretraining is also held to improve

generalization from limited data (H4). When it comes time to learn the eventual

task of interest, this task-driven learning is thought to follow the direction of the

gradient of task performance (H5). Overall, none of these hypotheses (H1-H5) relies

on specifics of any one input modality, be it vision or audition or somatosensation,

and hence the approach is meant to be a domain general way of learning good feature

hierarchies and achieving high performance (H6). This thesis focuses on learning

dynamics, that is, the trajectory of the learning system over time. As such, while H1

and H4 are crucial to a full understanding of deep learning systems, they lie beyond

the scope of the present work which focuses on H2, H3, H5, and H6.

1.2 Depth and the brain

The roughly 50 billion neurons of the brain are organized into an intricately structured

network. From the pioneering work of Hubel & Wiesel in 1962 [124, 292], there

has been mounting neuroscientific evidence that the brain is arranged hierarchically

[175, 84, 217, 107]. This section reviews converging anatomical, physiological, and

behavioral evidence for chain-like, layered processing in cortex, and proposes broad

links between the computational hypotheses arising from deep learning systems and

neurobiological phenomena.

1.2.1 In what sense is the brain deep?

Anatomically, the brain consists of a series of processing layers which may be ar-

ranged hierarchically [84]. For instance at the level of cortical areas, the visual cortex

progresses from primary visual cortex (V1) to extrastriate areas V2, V4 and on to ar-

eas in inferotemporal cortex (IT). While the exact number of areas remains debated

and differs across species, the fact of hierarchical organization is highly conserved

[254, 58, 286, 287].
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Yet the concept of depth differs slightly from that of a hierarchy. Deep structure, as

the term is used here, is essentially serial: any layer may project only to its adjacent

layers. By contrast in a hierarchical scheme, a layer may receive input from any

level below it, and make outgoing connections to any level above it. For instance

in the visual hierarchy proposed by Felleman and Van Essen [84], V1 projects to

V2, but V1 also projects to the next three levels ending with area MT. A hierarchy

then may not necessarily be deep, if its constituent levels all have direct access to

the ultimate input and output of the system. However despite the presence of some

level-skipping connections in cortex, on average a layer’s projections traverse only 1.8

hierarchy levels [84], such that signals propagate through a set of roughly 5-6 serial

“stages.” Similar anatomical hierarchies have been proposed in other sensory cortices

[84, 254, 58, 286, 287], though their validity is less certain.

In addition to deep structure in the interconnection of brain areas, there is a layered

anatomy within each brain area [73]. The cortical sheet may be anatomically divided

into at least six layers, with inputs arriving in Layer 4 before being passed to Layers

2/3 and then Layers 5/6. Again the complexities of the biological reality defy an exact

accounting of the number of serial stages, but the presence of some serial structure

is clear. Anatomically, then, the visual cortex may have as few as about ten serial

stages, or as many as thirty.

Functionally, neural responses show a progression of complexity from lower [124, 64,

65, 110] to higher levels [217, 126, 107]. In primary visual cortex, for example, neurons

respond selectively to oriented bars of light in small receptive fields [124, 64, 65]; in

V4, neurons exhibit more complex mixed selectivity with larger spatial receptive

fields [213, 61]; while in inferotemporal cortex, neurons respond selectively to specific

object categories and semantic relations [217, 154, 126, 57, 191, 153, 46, 107, 47, 53].

This increase in functional complexity is mirrored in the time course of responses.

Simpler representations arise earlier than their more complex counterparts, suggesting

serial propagation of signals [46, 282, 53]. Similar progressions occur in other sensory

modalities [298, 50, 6, 221, 132], though they are less understood, and appear to be

conserved across species [214, 198, 300, 176, 11, 154, 7, 282, 98].
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It is critical to note that the connections between brain areas are bi-directional;

indeed, the hierarchical structure of cortical areas is determined both by the presence

of feed forward and feedback connections [84]. In arguing for the brain’s depth, I

mean to call attention to the presence of serial structure, but within this serial chain

of brain areas, signals may flow in both directions. Indeed, I suspect bi-directionality,

so long as it occurs in a chain-like structure of layers, will not change the claims

I explore. The specific models used in this work tend to emphasize feedforward

computation only because this is the simplest place to start; I do not meant to rule

out the possibility that computation proceeds bi-directionally in the brain.

Additionally, cortical circuits often contain recurrent connections, loops that permit

sustained activation and complex temporal dynamics [190, 255, 115, 213, 40, 232, 73,

13]. This recurrent processing appears to be critical to a variety of phenomena, from

activity-based maintenance of working memory [186, 94] to integrating evidence in

simple perceptual decisions [34, 147, 85, 232, 38]. So long as this recurrent structure

occurs within layers that are stationed within a serial succession of brain areas, I

would not expect it to alter the basic conclusions of this work. Recurrent networks

also introduce the notion of depth in time: It has long been noted that recurrent

networks can be viewed as infinitely deep networks in time, and in fact were the first

models in which the difficulty of deep learning was identified [120, 30].

Finally, although the models I consider in this thesis process their sensory inputs in

a purely feed-forward manner, they do implicitly contain bi-directional signal propa-

gation in the form of the error signals they use to permit learning. More generally,

top-down connections may provide the source of the error signals that could drive

learning, as explored by a number of models of learning in realistic neuronal networks

[152, 79, 203, 170, 117, 288, 228, 29].

Taken together, a wealth of evidence has pointed to the deep, stage-like character of

processing in the brain, and many computational models of the visual cortex have

been based on deep, serial structure [255, 88, 212, 12, 256, 88, 224, 257, 258]. We

now turn to the possible effects of this depth on learning dynamics.
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1.2.2 Critical period plasticity as greedy unsupervised layer-

wise pretraining

As remarked earlier, deep networks can be difficult to train unless they are suitably

initialized using an unsupervised layerwise pretraining scheme (H3). Here I outline

evidence that the brain adopts a version of this strategy. Many brain areas undergo a

phase of “critical period” plasticity early in an organism’s development [31, 113, 150,

168]. This is a brief epoch during which mere exposure to environmental stimuli can

cause lasting changes in neural representations [148, 90, 169, 275, 220, 63, 66, 196,

299]. Critical period plasticity has several distinctive features of the unsupervised

layerwise pretraining strategy.

First, it is an epoch of plasticity driven by mere exposure to environmental stimuli,

without requiring any teaching signal, reward, or other feedback [63, 220, 131, 150,

273, 196, 169, 275, 168, 90, 31, 66]. Hence critical period plasticity is largely unsuper-

vised. This is in distinction to most plasticity in adulthood, which generally is task-

driven and requires some form of reward or sustained attention [139, 100, 150].

Second, there is a cascade of critical periods, beginning in low-level cortices with

simple functionality and ending in higher level cortices with more complex phenom-

ena [139, 31, 113, 150, 114]. Hence critical period plasticity appears to be roughly

layerwise (H3a), with lower layers being fixed before higher layers.

And third, critical period plasticity is of limited duration. In lower level cortices,

critical periods can be remarkably brief in certain animals, such as the three day

critical period for primary auditory cortex (A1) frequency selectivity in rats, lasting

from postnatal day 11 (P11) through P13 [66]. Exposure to trains of tone pips

during this period leads to massive reorganization of A1 that persists long after P13.

In higher cortices, periods of heightened plasticity tend to be longer in duration

[139, 31, 113] and close less definitively, making the name “sensitive period” more

appropriate [150, 197, 190, 207]. Nevertheless, these findings suggest that critical or

sensitive periods eventually close, making them a kind of pretraining (H3b), which

eventually ends to allow a greater focus on teacher- or reward-driven training of tasks
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Figure 1.3: Neural tuning properties in adult animals reflect the influence of a variety
of developmental phenomena.

of interest.

Relative to the usual implementation of unsupervised layerwise pretraining in com-

putational models, critical period plasticity does appear to differ in several respects.

Neural responses are shaped by a greater array of influences than is typical in com-

putational deep models (Fig. 1.3). Some patterning of connectivity occurs via chem-

ical gradients and other activity independent mechanisms [271, 150]; and neural re-

sponses can be shaped by internally generated neural activity, such as retinal waves,

that precedes external sensory inputs [140]. Additionally it is clear in the brain

that task-driven learning occurs throughout an animal’s life span, rather than oc-

curring only after the end of a pretraining epoch. Finally, the closure of critical

periods, which in computational models occurs as a hard cutoff usually determined

by a hand-set pretraining duration, is in the brain a graded phenomenon controlled
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by a variety of factors including sensory input and the balance of cortical inhibition

[299, 67, 90, 114, 113, 91, 70], and plasticity can be reinstated by the neuromodulator

acetylcholine or inhibitory interneuron transplantation [91, 70, 89, 267].

Nevertheless, the wave of critical or sensitive period plasticity throughout the cortical

hierarchy has the three key hallmarks of unsupervised layerwise pretraining, and

may serve the computational purpose of preparing the cortical hierarchy for rapid

subsequent task-driven deep learning.

1.2.3 Task-driven learning as gradient descent fine tuning in

cortex

The widely documented plasticity of neural circuits in adulthood is typically driven

by task feedback signals, rewards, and sustained attention [199, 33, 172, 3, 77, 82,

251, 121, 139, 252, 42, 222, 100]. As such it is closer to teacher-driven supervised or

reward-driven reinforcement learning paradigms, with at most a modest role for unsu-

pervised statistics driven learning. A key hypothesis underlying this work is that such

task-driven learning adjusts parameters of neural responses across the entire cortical

hierarchy roughly in the direction of the negative gradient of task performance (H5).

This is a common suggestion in neural network models for a variety of phenomena

[235, 236, 212, 228, 288], though it remains contentious [115], the primary concern

being its lack of a clear biological implementation. Appealing to Marr’s three levels of

analysis [175], I intend this hypothesis at a computational level, that is, that changes

follow the gradient direction; but leave the specific algorithm (backpropagation or

otherwise [235, 236, 228, 203, 295, 152, 79, 170, 117, 288, 29]) as well as the biological

implementation unspecified. Indeed, the results presented here suggest that deter-

mining a biological implementation of gradient descent learning is a vital challenge

for future empirical work.
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1.3 Towards a theory of deep learning

How does chain-like, layered structure influence learning dynamics in the brain? An

answer to this question requires a quantitative understanding of the effect of depth

on learning dynamics, namely, a theory which captures the hypotheses of Section

1.1.4. This thesis develops such a theory for the simplified case of deep linear neural

networks.

1.3.1 A simple model class: Deep linear neural networks

A deep linear neural network is a deep network with no neural nonlinearity (f(z) = z).

In particular, given a vector input x ∈ RN1 , a D layer linear network computes the

output

ŷ = WD−1WD−2 · · ·W 2W 1x, (1.4)

where the weight matrices WD−1, · · · ,W 1 encode the strength of synaptic connections

between neurons.

In all cases studied in this thesis, task performance is measured by the squared error

across the entire dataset, such that the learning problem consists in performing the

following minimization,

min
WD−1,··· ,W 1

P∑
µ=1

||yµ − ŷµ||22. (1.5)

1.3.2 Separating depth and nonlinearity

While historically depth and nonlinearity have gone hand in hand in neural network

models, deep linear networks tease these two factors apart. Because the composition

of linear functions is linear, the input-output map of the deep linear network can
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always be rewritten as a single shallow network with weight matrix W tot,

ŷ = WD−1WD−2 · · ·W 2W 1x = W totx. (1.6)

Hence deep linear networks, regardless of their depth, can only represent a linear func-

tion of the input. This does not, however, make them trivial, for while the function

computed by the network is simple and linear (Eqn. 1.6), the learning problem to be

solved by the network (Eqn. 1.5) remains nonlinear. The minimization is in fact non-

convex [19, 18, 16, 49, 157, 17, 74], with intricate nonlinear gradient descent dynamics

[240, 93]. Indeed, the complicated learning trajectories shown in Fig. 1.2 are from a

five layer deep linear network learning the MNIST handwritten character classification

task. It is these complex learning dynamics which arise from factoring W tot into the

product of many matrices that we study here. A variety of results are known for deep

linear networks, including the nature of their error surface, their fixed points, their

dynamics in the shallow two layer case, aspects of their generalization behavior, and

certain special solutions for the three layer case [19, 18, 16, 49, 157, 17, 74, 240, 93].

The aim of this thesis is to develop a theory that covers deeper networks, and explains

the complex learning dynamics seen in training deep networks.

1.3.3 Overview of contributions

Chapter 2 derives the major features of the theory, including exact solutions to the

full trajectory of learning in deep linear neural networks. A key result is an expression

relating depth, the initial configuration of the network, and the statistical structure of

the training environment to learning speed. This expression clearly reveals the slow-

down in learning due to depth (H2), and how the unsupervised pretraining strategy

speeds learning (H3) in a domain general way (H6).

Chapters 3-5 turn to applications of the theory, demonstrating how features of learn-

ing in deep neural networks impact neural and cognitive phenomena.

Chapter 3 expands on the suggestion that domain general unsupervised layerwise
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pretraining is a strategy adopted by the brain in the form of critical period plasticity

in a variety of sensory cortices. This provides a new computational rationale for

critical period plasticity, that is, an explanation for how it can accelerate learning in

the brain’s deep layered structure, as well as why it should be layerwise and of limited

duration (H3). Furthermore, the chapter highlights how unsupervised learning can

be a domain general strategy for such improvements (H6).

Chapter 4 investigates the dynamics of simple visual perceptual learning in deep net-

works, based on the hypothesis that tuning changes follow the gradient of task per-

formance in a deep network (H5). The results reveal a dichotomy between learning

in serial (deep) structures and parallel (shallow) structures. In analogy to electrical

circuits, where components in series and parallel configurations have different and

often dual properties, learning in serial and parallel structures can exhibit diamet-

rically opposite phenomena. For instance, whereas in parallel structure the “most

informative” neurons change the most, in a serial structure it is instead the “least

informative” layers that change the most. In visual perceptual learning tasks, this

often results in a reverse hierarchy of learning in which changes cascade downward

from the top of the hierarchy to lower, more peripheral layers. On these tasks, the

dynamics of learning in deep neural networks thus coincide with the predictions of

Reverse Hierarchy Theory [4, 6, 121, 5], one of the few previous conceptual mod-

els to address how learning might be distributed across many layers of the cortical

hierarchy.

Finally, Chapter 5 studies the acquisition of human semantic knowledge, knowledge

that is typically richly structured. Our knowledge about the natural kinds, for exam-

ple, sits naturally in a hierarchy, while our knowledge of cities on the globe resides

in a spatial structure. Connecting the learning dynamics of neural networks to data

drawn from structured probabilistic graphical models yields an integrated theory of

the acquisition of abstract structured domains from incremental online experience.

Depth here controls not only the learning dynamics (H2), but also the kinds of gener-

alizations and transient errors made by the network over the course of learning.

Based as it is on a highly simplified model class, there is no guarantee that the theory
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developed here will apply to particular nonlinear deep networks. This is an inherent

limitation of the present work. Nevertheless, the theory recapitulates a variety of

phenomena found in deep nonlinear networks. Deep linear networks are a constrained

model class, useful for understanding the effect of depth on learning dynamics, but

not the increased representational capacity due to depth. They therefore cannot

address the increased expressiveness of deep networks (H1). And while deep linear

networks may eventually shed light on improved generalizations due to unsupervised

pretraining (H4), such an investigation lies beyond the present work.

Overall, deep linear networks occupy a new spot on the continuum between mathe-

matical tractability and expressiveness. Relative to many psychological models, they

permit exact solutions for the entire time course of learning, peeling back the “black

box” that these models sometimes appear to be. The applications in this thesis span

levels of analysis from single neurons to psychological phenomena, showing the po-

tentially broad relevance of depth to learning dynamics in the brain and mind.



Chapter 2

Dynamics of learning in deep

linear neural networks

Despite the widespread practical success of deep learning methods, our theoretical

understanding of the dynamics of learning in deep neural networks remains quite

sparse.1 We attempt to bridge the gap between the theory and practice of deep

learning by systematically analyzing learning dynamics for the restricted case of deep

linear neural networks. Despite the linearity of their input-output map, such networks

have nonlinear gradient descent dynamics on weights that change with the addition

of each new hidden layer. We show that deep linear networks exhibit nonlinear learn-

ing phenomena similar to those seen in simulations of nonlinear networks, including

long plateaus followed by rapid transitions to lower error solutions, and faster con-

vergence from greedy unsupervised pretraining initial conditions than from random

initial conditions. We provide an analytical description of these phenomena by find-

ing new exact solutions to the nonlinear dynamics of deep learning. Our theoretical

analysis also reveals the surprising finding that as the depth of a network approaches

infinity, learning speed can nevertheless remain finite: for a special class of initial

1The work described in this chapter is published as A.M. Saxe, J.L. McClelland, and S. Ganguli.
(2014). Exact solutions to the nonlinear dynamics of learning in deep linear neural networks. In Y.
Bengio & Y. LeCun (Eds.), International Conference on Learning Representations. Banff, Canada.

24
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conditions on the weights, very deep networks incur only a finite, depth independent,

delay in learning speed relative to shallow networks. We show that, under certain

conditions on the training data, unsupervised pretraining can find this special class

of initial conditions, while scaled random Gaussian initializations cannot. We further

exhibit a new class of random orthogonal initial conditions on weights that, like un-

supervised pre-training, enjoys depth independent learning times. We further show

that these initial conditions also lead to faithful propagation of gradients even in deep

nonlinear networks, as long as they operate in a special regime known as the edge of

chaos.

2.1 Introduction

Deep learning methods have realized impressive performance in a range of applica-

tions, from visual object classification [156, 160, 54] to speech recognition [188] and

natural language processing [56, 266]. These successes have been achieved despite

the noted difficulty of training such deep architectures [120, 30, 164, 28, 81]. Indeed,

many explanations for the difficulty of deep learning have been advanced in the lit-

erature, including the presence of many local minima, low curvature regions due to

saturating nonlinearities, and exponential growth or decay of back-propagated gradi-

ents [23, 99, 80, 60]. Furthermore, many neural network simulations have observed

strikingly nonlinear learning dynamics, including long plateaus of little apparent im-

provement followed by almost stage-like transitions to better performance. However,

a quantitative, analytical understanding of the rich dynamics of deep learning remains

elusive. For example, what determines the time scales over which deep learning un-

folds? How does training speed retard with depth? Under what conditions will

greedy unsupervised pretraining speed up learning? And how do the final learned

internal representations depend on the statistical regularities inherent in the training

data?

Here we provide an exact analytical theory of learning in deep linear neural networks

that quantitatively answers these questions for this restricted setting. Because of its



CHAPTER 2. DEEP LINEAR NETWORK LEARNING DYNAMICS 26

linearity, the input-output map of a deep linear network can always be rewritten as a

shallow network. In this sense, a linear network does not gain expressive power from

depth, and hence will underfit and perform poorly on complex real world problems.

But while it lacks this important aspect of practical deep learning systems, a deep

linear network can nonetheless exhibit highly nonlinear learning dynamics, and these

dynamics change with increasing depth. Indeed, the training error, as a function of the

network weights, is non-convex, and gradient descent dynamics on this non-convex

error surface exhibits a subtle interplay between different weights across multiple

layers of the network. Hence deep linear networks provide an important starting

point for understanding deep learning dynamics.

To answer these questions, we derive and analyze a set of nonlinear coupled differ-

ential equations describing learning dynamics on weight space as a function of the

statistical structure of the inputs and outputs. We find exact time-dependent solu-

tions to these nonlinear equations, as well as find conserved quantities in the weight

dynamics arising from symmetries in the error function. These solutions provide intu-

ition into how a deep network successively builds up information about the statistical

structure of the training data and embeds this information into its weights and in-

ternal representations. Moreover, we compare our analytical solutions of learning

dynamics in deep linear networks to numerical simulations of learning dynamics in

deep non-linear networks, and find that our analytical solutions provide a reasonable

approximation. Our solutions also reflect nonlinear phenomena seen in simulations,

including alternating plateaus and sharp periods of rapid improvement. Indeed, it

has been shown previously [244] that this nonlinear learning dynamics in deep linear

networks is sufficient to qualitatively capture aspects of the progressive, hierarchical

differentiation of conceptual structure seen in infant development. Next, we apply

these solutions to investigate the commonly used greedy layer-wise pretraining strat-

egy for training deep networks [119, 27], and recover conditions under which such

pretraining speeds learning. We show that these conditions are approximately sat-

isfied for the MNIST dataset, and that unsupervised pretraining therefore confers

an optimization advantage for deep linear networks applied to MNIST. Finally, we

exhibit a new class of random orthogonal initial conditions on weights that, in linear
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Figure 2.1: The three layer network analyzed in this section.

networks, provide depth independent learning times, and we show that these initial

conditions also lead to faithful propagation of gradients even in deep nonlinear net-

works. We further show that these initial conditions also lead to faithful propagation

of gradients even in deep nonlinear networks, as long as they operate in a special

regime known as the edge of chaos. In this regime, synaptic gains are tuned so that

linear amplification due to propagation of neural activity through weight matrices ex-

actly balances dampening of activity due to saturating nonlinearities. In particular,

we show that even in nonlinear networks, operating in this special regime, Jacobians

that are involved in backpropagating error signals act like near isometries.

2.2 General learning dynamics of gradient descent

We begin by analyzing learning in a three layer network (input, hidden, and output)

with linear activation functions (Fig 2.1). We let Ni be the number of neurons in

layer i. The input-output map of the network is y = W 32W 21x. We wish to train the

network to learn a particular input-output map from a set of P training examples

{xµ, yµ} , µ = 1, . . . , P . Training is accomplished via gradient descent on the squared

error
∑P

µ=1 ‖yµ −W 32W 21xµ‖2 between the desired feature output, and the network’s
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feature output. This gradient descent procedure yields the batch learning rule

∆W 21 = λ
P∑
µ=1

W 32T
(
yµxµT −W 32W 21xµxµT

)
, (2.1)

∆W 32 = λ
P∑
µ=1

(
yµxµT −W 32W 21xµxµT

)
W 21T , (2.2)

where λ is a small learning rate. As long as λ is sufficiently small, we can take a

continuous time limit to obtain the dynamics,

τ
d

dt
W 21 = W 32T

(
Σ31 −W 32W 21Σ11

)
, (2.3)

τ
d

dt
W 32 =

(
Σ31 −W 32W 21Σ11

)
W 21T , (2.4)

where Σ11 ≡
∑P

µ=1 x
µxµT is an N1×N1 input correlation matrix, Σ31 ≡

∑P
µ=1 y

µxµT is

an N3×N1 input-output correlation matrix, and τ ≡ 1
λ
. Here t measures time in units

of iterations; as t varies from 0 to 1, the network has seen P examples corresponding

to one iteration. Despite the linearity of the network’s input-output map, the gradient

descent learning dynamics given in Eqn (2.4) constitutes a complex set of coupled

nonlinear differential equations with up to cubic interactions in the weights.

2.2.1 Learning dynamics with orthogonal inputs

Our fundamental goal is to understand the dynamics of learning in (2.4) as a function

of the input statistics Σ11 and input-output statistics Σ31. In general, the outcome

of learning will reflect an interplay between input correlations, described by Σ11,

and the input-output correlations described by Σ31. To begin, though, we further

simplify the analysis by focusing on the case of orthogonal input representations

where Σ11 = I. This assumption will hold exactly for whitened input data, a widely

used preprocessing step.
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Because we have assumed orthogonal input representations (Σ11 = I), the input-

output correlation matrix contains all of the information about the dataset used in

learning, and it plays a pivotal role in the learning dynamics. We consider its singular

value decomposition (SVD)

Σ31 = U33S31V 11T =
∑N1

α=1 sαuαv
T
α , (2.5)

which will be central in our analysis. Here V 11 is an N1×N1 orthogonal matrix whose

columns contain input-analyzing singular vectors vα that reflect independent modes

of variation in the input, U33 is an N3×N3 orthogonal matrix whose columns contain

output-analyzing singular vectors uα that reflect independent modes of variation in

the output, and S31 is an N3 × N1 matrix whose only nonzero elements are on the

diagonal; these elements are the singular values sα, α = 1, . . . , N1 ordered so that

s1 ≥ s2 ≥ · · · ≥ sN1 .

Now, performing the change of variables on synaptic weight space, W 21 = W
21
V 11T ,

W 32 = U33W
32

, the dynamics in (2.4) simplify to

τ
d

dt
W

21
= W

32T
(S31 −W 32

W
21

), (2.6)

τ
d

dt
W

32
= (S31 −W 32

W
21

)W
21T

. (2.7)

To gain intuition for these equations, note that while the matrix elements of W 21

and W 32 connected neurons in one layer to neurons in the next layer, we can think

of the matrix element W
21
iα as connecting input mode vα to hidden neuron i, and

the matrix element W
32
αi as connecting hidden neuron i to output mode uα. Let aα

be the αth column of W
21

, and let bαT be the αth row of W
32

. Intuitively, aα is a

column vector of N2 synaptic weights presynaptic to the hidden layer coming from

input mode α, and bα is a column vector of N2 synaptic weights postsynaptic to the

hidden layer going to output mode α. In terms of these variables, or connectivity
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modes, the learning dynamics in (2.7) become

τ
d

dt
aα = (sα − aα · bα) bα −

∑
γ 6=α

bγ (aα · bγ), (2.8)

τ
d

dt
bα = (sα − aα · bα) aα −

∑
γ 6=α

aγ (bα · aγ). (2.9)

Note that sα = 0 for α > N1. These dynamics arise from gradient descent on the

energy function

E =
1

2τ

∑
α

(sα − aα · bα)2 +
1

2τ

∑
α 6=β

(aα · bβ)2, (2.10)

and display an interesting combination of cooperative and competitive interactions.

Consider the first terms in each equation. In these terms, the connectivity modes from

the two layers, aα and bα associated with the same input-output mode of strength sα,

cooperate with each other to drive each other to larger magnitudes as well as point

in similar directions in the space of hidden units; in this fashion these terms drive

the product of connectivity modes aα · bα to reflect the input-output mode strength

sα. The second terms describe competition between the connectivity modes in the

first (aα) and second (bβ) layers associated with different input modes α and β. This

yields a symmetric, pairwise repulsive force between all distinct pairs of first and

second layer connectivity modes, driving the network to a decoupled regime in which

the different connectivity modes become orthogonal.

2.2.2 The final outcome of learning

The fixed point structure of gradient descent learning in linear networks was worked

out in [18]. In the language of the connectivity modes, a necessary condition for a

fixed point is aα · bβ = sαδαβ, while aα and bα are zero whenever sα = 0. To satisfy

these relations for undercomplete hidden layers (N2 < N1, N2 < N3), a
α and bα can

be nonzero for at most N2 values of α. Since there are rank(Σ31) ≡ r nonzero values
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Figure 2.2: Phase portrait of two dimensional reduction. Vector field (blue), stable
manifold (red) and two solution trajectories (green) for the two dimensional dynamics
of a and b in (2.12), with τ = 1, s = 1.

of sα, there are

(
r

N2

)
families of fixed points. However, all of these fixed points are

unstable, except for the one in which only the first N2 strongest modes, i.e. aα and

bα for α = 1, . . . , N2 are active. Thus remarkably, the dynamics in (2.8) has only

saddle points and no non-global local minima [18]. In terms of the original synaptic

variables W 21 and W 32, all globally stable fixed points satisfy

W 32W 21 =
∑N2

α=1 sαuαv
T
α . (2.11)

Hence when learning has converged, the network will represent the closest rank N2

approximation to the true input-output correlation matrix. In this work, we are

interested in understanding the dynamical weight trajectories and learning time scales

that lead to this final fixed point.
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2.2.3 The time course of learning

It is difficult though to exactly solve (2.8) starting from arbitrary initial conditions

because of the competitive interactions between different input-output modes. There-

fore, to gain intuition for the general dynamics, we restrict our attention to a special

class of initial conditions of the form aα and bα ∝ rα for α = 1, . . . , N2, where

rα · rβ = δαβ, with all other connectivity modes aα and bα set to zero (see [93] for

solutions to a partially overlapping but distinct set of initial conditions, further dis-

cussed in Appendix A.1). Here rα is a fixed collection of N2 vectors that form an
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Figure 2.3: Left: Dynamics of learning in a three layer neural network. Curves
show the strength of the network’s representation of seven modes of the input-output
correlation matrix over the course of learning. Red traces show analytical curves
from Eqn. 2.16. Blue traces show simulation of full dynamics of a linear network
(Eqn. (2.4)) from small random initial conditions. Green traces show simulation of
a nonlinear three layer network with tanh activation functions. To generate mode
strengths for the nonlinear network, we computed the nonlinear network’s evolving
input-output correlation matrix, and plotted the diagonal elements of U33TΣ31

tanhV
11

over time. The training set consists of 32 orthogonal input patterns, each associated
with a 1000-dimensional feature vector generated by a hierarchical diffusion process
described in [244] with a five level binary tree and flip probability of 0.1. Modes 1, 2,
3, 5, 12, 18, and 31 are plotted with the rest excluded for clarity. Network training
parameters were λ = 0.5e−3, N2 = 32, u0 = 1e−6. Right: Delay in learning due to
competitive dynamics and sigmoidal nonlinearities. Vertical axis shows the difference
between simulated time of half learning and the analytical time of half learning, as a
fraction of the analytical time of half learning. Error bars show standard deviation
from 100 simulations with random initializations.

orthonormal basis for synaptic connections from an input or output mode onto the
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set of hidden units. Thus for this set of initial conditions, aα and bα point in the same

direction for each alpha and differ only in their scalar magnitudes, and are orthogonal

to all other connectivity modes. Such an initialization can be obtained by computing

the SVD of Σ31 and taking W 32 = U33DaR
T ,W 21 = RDbV

11T where Da, Db are

diagonal, and R is an arbitrary orthogonal matrix; however, as we show

in subsequent experiments, the solutions we find are also excellent approximations

to trajectories from small random initial conditions. It is straightforward to verify

that starting from these initial conditions, aα and bα will remain parallel to rα for all

future time. Furthermore, because the different active modes are orthogonal to each

other, they do not compete, or even interact with each other (all dot products in the

second terms of (2.8)-(2.10) are 0).

Thus this class of conditions defines an invariant manifold in weight space where the

modes evolve independently of each other.

If we let a = aα ·rα, b = bα ·rα, and s = sα, then the dynamics of the scalar projections

(a, b) obeys,

τ
d

dt
a = b (s− ab), τ

d

dt
b = a (s− ab). (2.12)

Thus our ability to decouple the connectivity modes yields a dramatically simplified

two dimensional nonlinear system. These equations can by solved by noting that they

arise from gradient descent on the error,

E(a, b) = 1
2τ

(s− ab)2. (2.13)

This implies that the product ab monotonically approaches the fixed point s from its

initial value. Moreover, E(a, b) satisfies a symmetry under the one parameter family

of scaling transformations a→ λa, b→ b
λ
. This symmetry implies, through Noether’s

theorem, the existence of a conserved quantity, namely a2 − b2, which is a constant

of motion. Thus the dynamics simply follows hyperbolas of constant a2 − b2 in the

(a, b) plane until it approaches the hyperbolic manifold of fixed points, ab = s. The

origin a = 0, b = 0 is also a fixed point, but is unstable. Fig. 2.2 shows a typical
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phase portrait for these dynamics.

As a measure of the timescale of learning, we are interested in how long it takes for ab

to approach s from any given initial condition. The case of unequal a and b is treated

in Appendix A.1 due to space constraints. Here we pursue an explicit solution with

the assumption that a = b, a reasonable limit when starting with small random initial

conditions. We can then track the dynamics of u ≡ ab, which from (2.12) obeys

τ
d

dt
u = 2u(s− u). (2.14)

This equation is separable and can be integrated to yield

t = τ

∫ uf

u0

du

2u(s− u)
=

τ

2s
ln
uf (s− u0)
u0(s− uf )

. (2.15)

Here t is the time it takes for u to travel from u0 to uf . If we assume a small initial

condition u0 = ε, and ask when uf is within ε of the fixed point s, i.e. uf = s − ε,
then the learning timescale in the limit ε → 0 is t = τ/s ln (s/ε) = O(τ/s) (with a

weak logarithmic dependence on the cutoff). This yields a key result: the timescale

of learning of each input-output mode α of the correlation matrix Σ31 is inversely

proportional to the correlation strength sα of the mode. Thus the stronger an input-

output relationship, the quicker it is learned.

We can also find the entire time course of learning by inverting (2.15) to obtain

uf (t) =
se2st/τ

e2st/τ − 1 + s/u0
. (2.16)

This time course describes the temporal evolution of the product of the magnitudes of

all weights from an input mode (with correlation strength s) into the hidden layers,

and from the hidden layers to the same output mode. If this product starts at

a small value u0 < s, then it displays a sigmoidal rise which asymptotes to s as

t → ∞. This sigmoid can exhibit sharp transitions from a state of no learning to

full learning. This analytical sigmoid learning curve is shown in Fig. 2.3 to yield a

reasonable approximation to learning curves in linear networks that start from random
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initial conditions that are not on the orthogonal, decoupled invariant manifold–and

that therefore exhibit competitive dynamics between connectivity modes–as well as

in nonlinear networks solving the same task. We note that though the nonlinear

networks behaved similarly to the linear case for this particular task, this is likely to

be problem dependent.

2.3 Deeper multilayer dynamics

The network analyzed in Section 2.2 is the minimal example of a multilayer net, with

just a single layer of hidden units. How does gradient descent act in much deeper

networks? We make an initial attempt in this direction based on initial conditions

that yield particularly simple gradient descent dynamics.

In a linear neural network with Nl layers and hence Nl − 1 weight matrices indexed

by W l, l = 1, · · · , Nl − 1, the gradient descent dynamics can be written as

τ
d

dt
W l =

(
Nl−1∏
i=l+1

W i

)T [
Σ31 −

(
Nl−1∏
i=1

W i

)
Σ11

](
l−1∏
i=1

W i

)T

, (2.17)

where
∏b

i=aW
i = W bW (b−1) · · ·W (a−1)W a with the special case that

∏b
i=aW

i = I,

the identity, if a > b.

To describe the initial conditions, we suppose that there are Nl orthogonal matrices

Rl that diagonalize the starting weight matrices, that is, RT
l+1Wl(0)Rl = Dl for all

l, with the special case that R1 = V 11 and RNl = U33. This requirement essentially

demands that the output singular vectors of layer l be the input singular vectors of

the next layer l + 1, so that a change in mode strength at any layer propagates to

the output without mixing into other modes. We note that this formulation does

not restrict hidden layer size; each hidden layer can be of a different size, and may

be undercomplete or overcomplete. Making the change of variables Wl = Rl+1W lR
T
l

along with the assumption that Σ11 = I leads to a set of decoupled connectivity modes

that evolve independently of each other. In analogy to the simplification occurring
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in the three layer network from (2.4) to (2.12), each connectivity mode in the Nl

layered network can be described by Nl − 1 scalars a1, . . . , aNl−1, whose dynamics

obeys gradient descent on the energy function (the analog of (2.13)),

E(a1, · · · , aNl−1) =
1

2τ

(
s−

Nl−1∏
i=1

ai

)2

. (2.18)

This dynamics also has a set of conserved quantities a2i −a2j arising from the energetic

symmetry w.r.t. the transformation ai → λai, aj → aj
λ

, and hence can be solved

exactly. We focus on the invariant submanifold in which ai(t = 0) = a0 for all i, and

track the dynamics of u =
∏Nl−1

i=1 ai, the overall strength of this mode, which obeys

(i.e. the generalization of (2.14)),

τ
d

dt
u = (Nl − 1)u2−2/(Nl−1)(s− u). (2.19)

This can be integrated for any positive integer Nl, though the expression is compli-

cated. Once the overall strength increases sufficiently, learning explodes rapidly.

Eqn. (2.19) lets us study the dynamics of learning as depth limits to infinity. In

particular, as Nl →∞ we have the dynamics

τ
d

dt
u = Nlu

2(s− u) (2.20)

which can be integrated to obtain

t =
τ

Nl

[
1

s2
log

(
uf (u0 − s)
u0(uf − s)

)
+

1

su0
− 1

suf

]
. (2.21)

Remarkably this implies that, for a fixed learning rate, the learning time as measured

by the number of iterations required tends to zero as Nl goes to infinity. This re-

sult depends on the continuous time formulation, however. Any implementation will

operate in discrete time and must choose a finite learning rate that yields stable dy-

namics. An estimate of the optimal learning rate can be derived from the maximum

eigenvalue of the Hessian over the region of interest.
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Figure 2.4: Left: Learning time as a function of depth on MNIST. Right: Empiri-
cally optimal learning rates as a function of depth.

For linear networks with ai = aj = a, this optimal learning rate αopt decays with depth

as O
(

1
Nls2

)
for large Nl (see Appendix A.2). Incorporating this dependence of the

learning rate on depth, the learning time as depth approaches infinity still surprisingly

remains finite: with the optimal learning rate, the difference between learning times

for an Nl = 3 network and an Nl = ∞ network is t∞ − t3 ∼ O (s/ε) for small ε

(see Appendix A.2.1). We emphasize that our analysis of learning speed is based

on the number of iterations required, not the amount of computation–computing

one iteration of a deep network will require more time than doing so in a shallow

network.

To verify these predictions, we trained deep linear networks on the MNIST classifi-

cation task with depths ranging from Nl = 3 to Nl = 100. We used hidden layers

of size 1000, and calculated the iteration at which training error fell below a fixed

threshold corresponding to nearly complete learning. We optimized the learning rate

separately for each depth by training each network with twenty rates logarithmically

spaced between 10−4 and 10−7 and picking the fastest. See Appendix A.3 for full

experimental details. Networks were initialized with decoupled initial conditions and

starting initial mode strength u0 = 0.001. Fig. 2.4 shows the resulting learning times,

which saturate, and the empirically optimal learning rates, which scale like O(1/Nl)



CHAPTER 2. DEEP LINEAR NETWORK LEARNING DYNAMICS 38

as predicted.

Thus learning times in deep linear networks that start with decoupled initial con-

ditions are only a finite amount slower than a shallow network regardless of depth.

Moreover, the delay incurred by depth scales inversely with the size of the initial

strength of the association. Hence finding a way to initialize the mode strengths to

large values is crucial for fast deep learning.

2.4 Finding good weight initializations: on greed-

iness and randomness

The previous subsection revealed the existence of a decoupled submanifold in weight

space in which connectivity modes evolve independently of each other during learning,

and learning times can be independent of depth, even for arbitrarily deep networks,

as long as the initial composite, end to end mode strength, denoted by u above,

of every connectivity mode is O(1). What numerical weight initilization procedures

can get us close to this weight manifold, so that we can exploit its rapid learning

properties?

A breakthrough in training deep neural networks started with the discovery that

greedy layer-wise unsupervised pretraining could substantially speed up and improve

the generalization performance of standard gradient descent [119, 27]. Unsupervised

pretraining has been shown to speed the optimization of deep networks, and also to

act as a special regularizer towards solutions with better generalization performance

[27, 23, 99, 80]. At the same time, recent results have obtained excellent performance

starting from carefully-scaled random initializations, though interestingly, pretrained

initializations still exhibit faster convergence [177, 99, 48, 54, 188, 156, 272] (see

Appendix A.4 for discussion). Here we examine analytically how unsupervised pre-

training achieves an optimization advantage, at least in deep linear networks, by

finding the special class of orthogonalized, decoupled initial conditions in the pre-

vious section that allow for rapid supervised deep learning, for input-output tasks
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with a certain precise structure. Subsequently, we analyze the properties of random

initilizations.

We consider the following pretraining and finetuning procedure: First, using autoen-

coders as the unsupervised pretraining module [27, 23], the network is trained to

produce its input as its output (yµpre = xµ). Subsequently, the network is finetuned on

the ultimate input-output task of interest (e.g., a classification task). In the following

we consider the case N2 = N1 for simplicity.

During the pretraining phase, the input-output correlation matrix Σ31
pre is simply

the input correlation matrix Σ11. Hence the SVD of Σ31
pre is PCA on the input

correlation matrix, since Σ31
pre = Σ11 = QΛQT , where Q are eigenvectors of Σ11

and Λ is a diagonal matrix of variances. Our analysis of the learning dynamics in

Section 2.2.1 does not directly apply, because here the input correlation matrix is

not white. In Appendix A.5 we generalize our results to handle this case. During

pretraining, the weights approach W 32W 21 = Σ31(Σ31)−1, but since they do not reach

the fixed point in finite time, they will end at W 32W 21 = QMQT where M is a

diagonal matrix that is approaching the identity matrix during learning. Hence in

general, W 32 = QM1/2C−1 and W 21 = CM1/2QT where C is any invertible matrix.

When starting from small random weights, though, each weight matrix will end up

with a roughly balanced contribution to the overall map. This corresponds to having

C ≈ R2 where R2 is orthogonal. Hence at the end of the pretraining phase, the input-

to-hidden mapping will be W 21 = R2M
1/2QT where R2 is an arbitrary orthogonal

matrix.

Now consider the fine-tuning phase. Here the weights are trained on the ultimate task

of interest with input-output correlations Σ31 = U33S31V 11. The matrix W 21 begins

from the pretrained initial condition W 21 = R2M
1/2QT . For the fine-tuning task, a

decoupled initial condition for W 21 is one that can be written as W 21 = R2D1V
11T

(see Section 2.3). Clearly, this will be possible only if

Q = V 11. (2.22)
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Figure 2.5: MNIST satisfies the consistency condition for greedy pretraining. Left:
Submatrix from the raw MNIST input correlation matrix Σ11. Center: Submatrix
of V 11Σ11V 11T which is approximately diagonal as required. Right: Learning curves
on MNIST for a five layer linear network starting from random (black) and pretrained
(red) initial conditions. Pretrained curve starts with a delay due to pretraining time.
The small random initial conditions correspond to all weights chosen i.i.d. from a
zero mean Gaussian with standard deviation 0.01.

Then the initial condition obtained from pretraining will also be a decoupled initial

condition for the finetuning phase, with initial mode strengths D1 = M1/2 near one.

Hence we can state the underlying condition required for successful greedy pretraining

in deep linear networks: the right singular vectors of the ultimate input-ouput task

of interest V 11 must be similar to the principal components of the input data Q.

This is a quantitatively precise instantiation of the intuitive idea that unsupervised

pretraining can help in a subsequent supervised learning task if (and only if) the

statistical structure of the input is consistent with the structure of input-output map

to be learned. Moreover, this quantitative instantiation of this intuitive idea gives

a simple empirical criterion that can be evaluated on any new dataset: given the

input-output correlation Σ31 and input correlation Σ11, compute the right singular

vectors V 11 of Σ31 and check that V 11Σ11V 11T is approximately diagonal. If the

condition in Eqn. (2.22) holds, autoencoder pretraining will have properly set up

decoupled initial conditions for W 21, with an appreciable initial association strength

near 1. This argument also goes through straightforwardly for layer-wise pretraining

of deeper networks. Fig. 2.5 shows that this consistency condition empirically holds

on MNIST, and that a pretrained deep linear neural network learns faster than one

started from small random initial conditions, even accounting for pretraining time (see
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Appendix A.6 for experimental details). We note that this analysis is unlikely to carry

over completely to nonlinear networks. Some nonlinear networks are approximately

linear (e.g., tanh nonlinearities) after initialization with small random initializations,

and hence our solutions may describe these dynamics well early in learning. However

as the network enters its nonlinear regime, our solutions should not be expected to

remain accurate.

As an alternative to greedy layerwise pre-training, [99] proposed choosing appropri-

ately scaled initial conditions on weights that would preserve the norm of typical

error vectors as they were backpropagated through the deep network. In our con-

text, the appropriate norm-preserving scaling for the initial condition of an N by N

connectivity matrix W between any two layers corresponds to choosing each weight

i.i.d. from a zero mean Gaussian with standard deviation 1/
√
N . With this choice,

〈vTW TWv〉W = vTv, where 〈·〉W denotes an average over distribution of the random

matrix W . Moreover, the distribution of vTW TWv concentrates about its mean for

large N . Thus with this scaling, in linear networks, both the forward propagation

of activity, and backpropagation of gradients is typically norm-preserving. However,

with this initialization, the learning time with depth on linear networks trained on

MNIST grows with depth (Fig. 2.6A, left, blue). This growth is in distinct con-

tradiction with the theoretical prediction, made above, of depth independent learn-

ing times starting from the decoupled submanifold of weights with composite mode

strength O(1). This suggests that the scaled random initialization scheme, despite its

norm-preserving nature, does not find this submanifold in weight space. In contrast,

learning times with greedy layerwise pre-training do not grow with depth (Fig. 2.6A,

left, green curve hiding under red curve), consistent with the predictions of our theory

(as a technical point: note that learning times under greedy pre-training initialization

in Fig. 2.6A are faster than those obtained in Fig. 2.4 by explicitly choosing a point

on the decoupled submanifold, because there the initial mode strength was chosen to

be small (u = 0.001) whereas greedy pre-training finds a composite mode strength

closer to 1).

Is there a simple random initialization scheme that does enjoy the rapid learning
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Figure 2.6: A Left: Learning time (on MNIST using the same architecture and
parameters as in Fig. 2.4) as a function of depth for different initial conditions on
weights (scaled i.i.d. uniform weights chosen to preserve the norm of propagated
gradients as proposed in [99] (blue), greedy unsupervised pre-training (green) and
random orthogonal matrices (red). The red curve lies on top of the green curve.
Middle: Optimal learning rates as a function of depth for different weight initiliza-
tions. Right: The eigenvalue spectrum, in the complex plane, of a random 100 by
100 orthogonal matrix. B Histograms of the singular values of products of Nl − 1
independent random Gaussian N by N matrices whose elements themselves are cho-
sen i.i.d. from a zero mean Gaussian with standard deviation 1/

√
N . In all cases,

N = 1000, and histograms are taken over 500 realizations of such random product
matrices, yielding a total 5 · 105 singular values in each histogram. C Histograms of
the eigenvalue distributions on the complex plane of the same product matrices in B.
The bin width is 0.1, and, for visualization purposes, the bin containing the origin has
been removed in each case; this bin would otherwise dominate the histogram in the
middle and right plots, as it contains 32% and 94% of the eigenvalues respectively.
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properties of greedy-layerwise pre-training? We empirically show (Fig. 2.6A, left, red

curve) that if we choose the initial weights in each layer to be a random orthogonal

matrix (satisifying W TW = I), instead of a scaled random Gaussian matrix, then this

orthogonal random initialization condition yields depth independent learning times

just like greedy layerwise pre-training (indeed the red and green curves are indis-

tinguishable). Theoretically, why do random orthogonal initializations yield depth

independent learning times, but not scaled random Gaussian initializations, despite

their norm preserving nature?

The answer lies in the eigenvalue and singular value spectra of products of Gaussian

versus orthgonal random matrices. While a single random orthogonal matrix has

eigenvalue spectra lying exactly on the unit circle in the complex plane (Fig. 2.6A

right), the eigenvalue spectra of random Gaussian matrices, whose elements have

variance 1/N , form a uniform distribution on a solid disk of radius 1 the complex

plane (Fig. 2.6C left). Moreover the singular values of an orthogonal matrix are

all exactly 1, while the squared singular values of a scaled Gaussian random matrix

have the well known Marcenko-Pasteur distribution, with a nontrivial spread even as

N → ∞, (Fig. 2.6B left shows the distribution of singular values themselves). Now

consider a product of these matrices across all Nl layers, representing the total end

to end propagation of activity across a deep linear network:

WTot =

Nl−1∏
i=1

W (i+1,i). (2.23)

Due to the random choice of weights in each layer, WTot is itself a random matrix. On

average, it preserves the norm of a typical vector v no matter whether the matrices in

each layer are Gaussian or orthogonal. However, the singular value spectra of WTot

differ markedly in the two cases. Under random orthogonal initilization in each layer,

WTot is itself an orthogonal matrix and therefore has all singular values equal to 1.

However, under random Gaussian initialization in each layer, there is as of yet no

complete theoretical characterization of the singular value distribution of WTot. We

have computed it numerically as a function of different depths in Fig. 2.6B, and
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we find that it develops a highly kurtotic nature as the depth increases. Most of

the singular values become vanishingly small, while a long tail of very large singular

values remain. Thus WTot preserves the norm of a typical, randomly chosen vector

v, but in a highly anisotropic manner, by strongly amplifying the projection of v

onto a very small subset of singular vectors and attenuating v in all other directions.

Intuitively WTot, as well as the linear operator W T
Tot that would be closely related to

backpropagation of gradients to early layers, act as amplifying projection operators

at large depth Nl. In contrast, all of the eigenvalues of WTot in the scaled Gaussian

case concentrate closer to the origin as depth increases. This discrepancy between

the behavior of the eigenvalues and singular values of WTot, a phenomenon that could

occur only if the eigenvectors of WTot are highly non-orthogonal, reflects the highly

non-normal nature of products of random Gaussian matrices (a non-normal matrix

is by definition a matrix whose eigenvectors are non-orthogonal).

While the combination of amplification and projection in WTot can preserve norm, it

is clear that it is not a good way to backpropagate errors; the projection of error vec-

tors onto a high dimensional subspace corresponding to small singular values would be

strongly attenuated, yielding vanishingly small gradient signals corresponding to these

directions in the early layers. This effect, which is not present for random orthog-

onal initializations or greedy pretraining, would naturally explain the long learning

times starting from scaled random Gaussian initial conditions relative to the other

initilizations in Fig. 2.6A left. For both linear and nonlinear networks, a more likely

appropriate condition on weights for generating fast learning times would be that of

dynamical isometry. By this we mean that the product of Jacobians associated with

error signal backpropagation should act as a near isometry, up to some overall global

O(1) scaling, on a subspace of as high a dimension as possible. This is equivalent

to having as many singular values of the product of Jacobians as possible within a

small range around an O(1) constant, and is closely related to the notion of restricted

isometry in compressed sensing and random projections. Preserving norms is a neces-

sary but not sufficient condition for achieving dynamical isometry at large depths, as

demonstrated in Fig. 2.6B, and we have shown that for linear networks, orthogonal

initializations achieve exact dynamical isometry with all singular values at 1, while
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greedy pre-training achieves it approximately.

We note that the discrepancy in learning times between the scaled Gaussian initial-

ization and the orthogonal or pre-training initializations is modest for the depths

of around 6 used in large scale applications, but is magnified at larger depths (Fig.

2.6A left). This may explain the modest improvement in learning times with greedy

pre-training versus random scaled Gaussian initializations observed in applications

(see discussion in Appendix A.4). We predict that this modest improvement will

be magnified at higher depths, even in nonlinear networks. Finally, we note that in

recurrent networks, which can be thought of as infinitely deep feed-forward networks

with tied weights, a very promising approach is a modification to the training ob-

jective that partially promotes dynamical isometry for the set of gradients currently

being back-propagated [206].

2.5 Achieving approximate dynamical isometry in

nonlinear networks

We have shown above that deep random orthogonal linear networks achieve perfect

dynamical isometry. Here we show that nonlinear versions of these networks can

also achieve good dynamical isometry properties. Consider the nonlinear feedforward

dynamics

xl+1
i =

∑
j

gW
(l+1,l)
ij φ(xlj), (2.24)

where xli denotes the activity of neuron i in layer l, W
(l+1,l)
ij is a random orthogonal

connectivity matrix from layer l to l + 1, g is a scalar gain factor, and φ(x) is any

nonlinearity that saturates as x→ ±∞. We show in Appendix A.7 that there exists

a critical value gc of the gain g such that if g < gc, activity will decay away to zero as

it propagates through the layers, while if g > gc, the strong linear positive gain will

combat the damping due to the saturating nonlinearity, and activity will propagate

indefinitely without decay, no matter how deep the network is. When the nonlinearity
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is odd (φ(x) = −φ(−x)), so that the mean activity in each layer is approximately 0,

these dynamical properties can be quantitatively captured by the neural population

variance in layer l,

ql ≡ 1

N

N∑
i=1

(xli)
2. (2.25)

Thus liml→∞ q
l → 0 for g < gc and liml→∞ q

l → q∞(g) > 0 for g > gc. When

φ(x) = tanh(x), we compute gc = 1 and numerically compute q∞(g) in Fig. A.1 in

Appendix A.7. Thus these nonlinear feedforward networks exhibit a phase-transition

at the critical gain; above the critical gain, infinitely deep networks exhibit chaotic

percolating activity propagation, so we call the critical gain gc the edge of chaos, in

analogy with terminology for recurrent networks.

Now we are interested in how errors at the final layer Nl backpropagate back to earlier

layers, and whether or not these gradients explode or decay with depth. To quantify

this, for simplicity we consider the end to end Jacobian

JNl,1ij (xNl) ≡ ∂xNli
∂x1j

∣∣∣∣
xNl

, (2.26)

which captures how input perturbations propagate to the output. If the singular

value distribution of this Jacobian is well-behaved, with few extremely large or small

singular values, then the backpropagation of gradients will also be well-behaved, and

exhibit little explosion or decay. The Jacobian is evaluated at a particular point xNl in

the space of output layer activations, and this point is in turn obtained by iterating

(2.24) starting from an initial input layer activation vector x1. Thus the singular

value distribution of the Jacobian will depend not only on the gain g, but also on the

initial condition x1. By rotational symmetry, we expect this distribution to depend

on x1, only through its population variance q1. Thus for large N , the singular value

distribution of the end-to-end Jacobian in (2.26) (the analog of WTot in (2.23) in the

linear case), depends on only two parameters: gain g and input population variance

q1.

We have numerically computed this singular value distribution as a function of these
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Figure 2.7: Singular value distribution of the end to end Jacobian, defined in (2.26),
for various values of the gain g in (2.24) and the input layer population variance
q = q1 in (2.25). The network architecture consists of Nl = 100 layers with N = 1000
neurons per layer, as in the linear case in Fig. 2.6B.
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two parameters in Fig. 2.7, for a single random orthogonal nonlinear network with

N = 1000 and Nl = 100. These results are typical; replotting the results for different

random networks and different initial conditions (with the same input variance) yield

very similar results. We see that below the edge of chaos, when g < 1, the linear

dampening over many layers yields extremely small singular values. Above the edge

of chaos, when g > 1, the combination of positive linear amplification, and saturating

nonlinear dampening yields an anisotropic distribution of singular values. At the edge

of chaos, g = 1, an O(1) fraction of the singular value distribution is concentrated in

a range that remains O(1) despite 100 layers of propagation, reflecting appoximate

dynamical isometry. Moreover, this nice property at g = 1 remains valid even as

the input variance q1 is increased far beyond 1, where the tanh function enters its

nonlinear regime. Thus the right column of Fig. 2.7 at g near 1 indicates that the

useful dynamical isometry properties of random orthogonal linear networks described

above survives in nonlinear networks, even when activity patterns enter deeply into

the nonlinear regime in the input layers. Interestingly, the singular value spectrum is

more robust to perturbations that increase g from 1 relative to those that decrease g.

Indeed, the anisotropy in the singular value distribution at g = 1.1 is relatively mild

compared to that of random linear networks with scaled Gaussian initial conditions

(compare the bottom row of Fig. 2.7 with the right column of panel B in Fig.

2.6). Thus overall, these numerical results suggest that being just beyond the edge of

orthogonal chaos may be a good regime for learning in deep nonlinear networks.

2.6 Discussion

In summary, despite the simplicity of their input-output map, the dynamics of learn-

ing in deep linear networks reveals a surprising amount of rich mathematical structure,

including nonlinear hyperbolic dynamics, plateaus and sudden performance transi-

tions, a proliferation of saddle points, symmetries and conserved quantities, invariant

submanifolds of independently evolving connectivity modes subserving rapid learning,

and most importantly, a sensitive but computable dependence of learning time scales
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on input statistics, initial weight conditions, and network depth. With the right initial

conditions, deep linear networks can be only a finite amount slower than shallow net-

works, and unsupervised pretraining can find these initial conditions for tasks with

the right structure. Moreover, we introduce a mathematical condition for faithful

backpropagation of error signals, namely dynamical isometry, and show, surprisingly

that random scaled Gaussian initializations cannot achieve this condition despite their

norm-preserving nature, while greedy pre-training and random orthogonal initializa-

tion can, thereby achieving depth independent learning times. Finally, we show that

the property of dynamical isometry survives to good approximation even in extremely

deep nonlinear random orthogonal networks operating just beyond the edge of chaos.

At the cost of expressivity, deep linear networks gain theoretical tractability and may

prove fertile for addressing other phenomena in deep learning, such as the impact

of carefully-scaled initializations [99, 272], momentum [272], dropout regularization

[156], and sparsity constraints [160]. While a full analytical treatment of learning

in deep nonlinear networks currently remains open, one cannot reasonably hope to

move towards such a theory without first completely understanding the linear case.

In this sense, our work fulfills an essential pre-requisite for progress towards a general,

quantitative theory of deep learning.



Chapter 3

Domain general unsupervised

learning explains receptive field

properties in multiple sensory

cortices

The efficient coding hypothesis holds that neural receptive fields are adapted to the

statistics of the environment, but is agnostic to the timescale of this adaptation,

which occurs on both evolutionary and developmental timescales.1 In this work we

focus on that component of adaptation which occurs during an organism’s lifetime,

and show that a number of unsupervised feature learning algorithms can account for

features of normal receptive field properties across multiple primary sensory cortices.

Furthermore, we show that the same algorithms account for altered receptive field

properties in response to experimentally altered environmental statistics. Based on

these modeling results we propose these models as phenomenological models of re-

ceptive field plasticity during an organism’s lifetime. Finally, due to the success of

1This chapter is based on work published as A. Saxe, M. Bhand, R. Mudur, B. Suresh, & A.Y.
Ng. (2011). Unsupervised learning models of primary cortical receptive fields and receptive field
plasticity. In Advances in Neural Information Processing Systems 25.

50
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the same models in multiple sensory areas, we suggest that these algorithms may

provide a constructive realization of the theory, first proposed by Mountcastle [189],

that a qualitatively similar learning algorithm acts throughout primary sensory cor-

tices.

3.1 Introduction

Over the last twenty years, researchers have used a number of unsupervised learn-

ing algorithms to model a range of neural phenomena in early sensory processing.

These models have succeeded in replicating many features of simple cell receptive

fields in primary visual cortex [201, 281], as well as cochlear nerve fiber responses

in the subcortical auditory system [265]. Though these algorithms do not perfectly

match the experimental data (see [226]), they continue to improve in recent work

(e.g. [223, 215]). However, each phenomenon has generally been fit by a different

algorithm, and there has been little comparison of an individual algorithm’s breadth

in simultaneously capturing different types of data. In this paper we test whether

a single learning algorithm can provide a reasonable fit to data from three different

primary sensory cortices. Further, we ask whether such algorithms can account not

only for typical data from normal environments but also for experimental data from

animals raised with drastically different environmental statistics.

Our motivation for exploring the breadth of each learning algorithm’s applicabil-

ity is partly biological. Recent reviews of the experimental literature regarding the

functional consequences of plasticity have remarked on the surprising similarity in

plasticity outcomes across sensory cortices [83, 87]. These empirical results raise the

possibility that a single phenomenological model of plasticity (a “learning algorithm”

in our terminology) might account for receptive field properties independent of modal-

ity. Finding such a model, if it exists, could yield broad insight into early sensory

processing strategies. As an initial step in this direction, we evaluate the match

between current unsupervised learning algorithms and receptive field properties in

visual, auditory, and somatosensory cortex. We find that many current algorithms
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achieve qualitatively similar matches to receptive field properties in all three modal-

ities, though differences between the models and experimental data remain.

In the second part of this paper, we examine the sensitivity of these algorithms to

changes in their input statistics. Most previous work that uses unsupervised learning

algorithms to explain neural receptive fields makes no claim about the relative contri-

butions of adaptation on evolutionary as compared to developmental timescales, but

rather models the end point of these complex processes, that is, the receptive field

ultimately measured in the adult animal. In this work, we consider the alternative

view that significant adaptation occurs during an organism’s lifetime, i.e., that the

learning algorithm operates predominantly during development rather than over the

course of evolution.

One implication of lifetime adaptation is that experimental manipulations of early

sensory experience should result in altered receptive field properties. We therefore

ask whether current unsupervised learning algorithms can reproduce appropriately

altered receptive field properties in response to experimentally altered inputs. Our

results show that the same unsupervised learning algorithm can model normal and

altered receptive fields, yielding an account of sensory receptive fields focused heavily

on activity dependent plasticity processes operating during an organism’s lifetime.

3.2 Modeling approach

We use the same three stage processing pipeline to model each modality; the first

stage models peripheral end-receptors, namely rods and cones in the retina, hair

cells in the cochlea, and mechanoreceptors in glabrous skin; the second stage crudely

models subcortical processing as a whitening transformation of the data; and the third

stage models cortical receptive field plasticity mechanisms as an unsupervised learning

algorithm. We note that the first two stages cannot do justice to the complexities

of subcortical processing, and the simple approximation built into these stages limits

the quality of fit we can expect from the models.
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We consider five unsupervised learning algorithms: independent component analy-

sis [22], sparse autoencoder neural networks [283], restricted Boltzmann machines

(RBMs) [165], K-means [55], and sparse coding [201]. These algorithms were chosen

on two criteria. First, all of the algorithms share the property of learning a sparse

representation of the input, though they clearly differ in their details, and have at

least qualitatively been shown to yield Gabor-like filters when applied to natural-

istic visual input. Second, we selected algorithms to span a number of reasonable

approaches and popular formalisms, i.e., efficient coding ideas, backpropagation in

artificial neural networks, probabilistic generative models, and clustering methods.

As we will show in the rest of the paper, in fact these five algorithms turn out to yield

very similar results, with no single algorithm being decisively better.

Each algorithm contains a number of parameters which control the learning process,

which we fit to the experimental data by performing extensive grid searches through

the parameter space. To obtain an estimate of the variability in our results, we trained

multiple models at each parameter setting but with different randomly drawn datasets

and different initial weights. All error bars are the standard error of the mean. The

results reported in this paper are for the best-fitting parameter settings for each

algorithm per modality. We worried that we might overfit the experimental data due

to the large number of models we trained (≈ 60, 000). As one check against this,

we performed a cross-validation-like experiment by choosing the parameters of each

algorithm to maximize the fit to one modality, and then evaluating the performance of

these parameters on the other two modalities. We found that, though quantitatively

the results are slightly worse as expected, qualitatively the results follow the same

patterns of which phenomena are well-fit (see Appendix B.1.4). Because we have fit

model parameters to experimental data, we cannot assess the efficiency of the resulting

code. Rather, our aim is to evaluate the single learning algorithm hypothesis, which is

orthogonal to the efficient coding hypothesis. A learning algorithm could potentially

learn a non-efficient code, for instance, but nonetheless describe the establishment

of receptive fields seen in adult animals. Details of the algorithms, parameters, and

fitting methods can be found in Appendix B.
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Figure 3.1: Top left: K-means bases learned from natural images. Histograms: Black
lines show population statistics for K-means bases, gray bars show V1 simple cell
data from Macaque. Far right: Distribution of receptive field shapes; Red triangles
are V1 simple cells from [226], blue circles are K-means bases.

3.3 Naturalistic experience and normal receptive

field properties

In this section we focus on whether first-order, linear properties of neural responses

can be captured by current unsupervised learning algorithms applied to naturalistic

visual, auditory, and somatosensory inputs. Such a linear description of neural re-

sponses has been broadly studied in all sensory cortices [64, 65, 185, 69]. Though a

more complete model would incorporate nonlinear components, these more sophisti-

cated nonlinear models often have as their first step a convolution with a linear kernel

(see [43] for an overview); and it is this kernel which we suggest might be learned

over the course of development, by a qualitatively similar learning algorithm across

modalities.

3.3.1 Primary visual cortex

A number of studies have shown that response properties in V1 can be successfully

modeled using a variety of unsupervised learning algorithms [201, 127, 281, 165, 22,
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223, 215]. We replicate these findings for the particular algorithms we employ and

make the first detailed comparisons to experiment for the sparse autoencoder, sparse

RBM, and K-means algorithms.

Our natural image dataset consists of ten gray scale images of outdoor scenes [201].

Multiple non-overlapping patches were sampled to form the first stage of our model,

meant to approximate the response of rods and cones. This raw data was then

whitened using PCA whitening in the second stage of the model, corresponding to

retinal ganglion or LGN responses.2 These inputs were supplied to each of the five

learning algorithms.

Fig. 3.1 shows example bases learned by the K-means algorithm. All five algorithms

learn localized, band-pass receptive field structures for a broad range of parameter

settings, in qualitative agreement with the spatial receptive fields of simple cells in

primary visual cortex. To better quantify the match, we compare five properties of

model neuron receptive fields to data from macaque V1, namely the spatial frequency

bandwidth, orientation tuning bandwidth, length, aspect ratio, and peak spatial fre-

quency of the receptive fields. We compare population histograms of these metrics

to those measured in macaque V1 by [64, 65] as reported in [281]. Fig. 3.1 shows

these histograms for the best-fitting K-means bases according to the average L1 dis-

tance between model and data histograms. For all five algorithms, the histograms

show general agreement with the distribution of parameters in primary visual cortex

except for the peak spatial frequency, consistent with the results of previous studies

for ICA and sparse coding [201, 281]. Additional plots for the other algorithms can

be found in Appendix B.

Next, we compare the shape of simulated receptive fields to experimentally-derived

receptive fields. As had been done for the experimental data, we fit Gabor functions

to our simulated receptive fields and calculated the “normalized” receptive field sizes

nx = σxf and ny = σyf where σx is the standard deviation of the gaussian envelope

along the axis with sinusoidal modulation, σy is the stardard deviation of the gaussian

2Taking the log of the image intensities before whitening, as in [281], yielded similar fits to V1
data.
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Figure 3.2: Comparison to A1. Left: RBM bases. Second from left, top: Composite
MTF in cat A1, reproduced from [185]. Bottom: Composite MTF for RBM. Second
from right, top: temporal MTF in A1 (dashed gray) and for our model (black).
Bottom: spectral MTF. Right, top: frequency sweep preference. Bottom: Spectrum
width vs center frequency for A1 neurons (red triangles) and model neurons (blue
circles).

envelope along the axis in which the filter is low pass, and f is the frequency of the

sinusoid. The parameters nx and ny measure the number of sinusoidal cycles that fit

within an interval of length σx and σy respectively. Hence they capture the number

of excitatory and inhibitory lobes of significant power in each receptive field. The

right panel of Fig. 3.1 shows the distribution of nx and ny for K-means compared to

those reported experimentally [226]. The model bases lie within the experimentally

derived values, though our models fail to exhibit as much variability in shape as the

experimentally-derived data. As had been noted for ICA and sparse coding in [226],

all five of our algorithms fail to capture low frequency bases near the origin. These

low frequency bases correspond to “blobs” with just a single excitatory region.
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3.3.2 Primary auditory cortex

In contrast to the large amount of work in the visual system, few efficient coding

studies have addressed response properties in primary auditory cortex (but see [149]).

We base our comparison on natural sound data consisting of a mixture of data from

the Pittsburgh Natural Sounds database and the TIMIT speech corpus. A mix of

speech and natural sounds was reported to be necessary to achieve a good match to

auditory nerve fiber responses in previous sparse coding work [265]. We transform

the raw sound waveform into a representation of its frequency content over time

meant to approximate the response of the cochlea [208]. In particular, we pass the

input sound signal to a gammatone filterbank which approximates auditory nerve

fiber responses [208]. The energy of the filter responses is then summed within fixed

time-bins at regular intervals, yielding a representation similar to a spectrogram. We

then whiten the data to model subcortical processing. Although there is evidence for

temporal whitening in the responses of afferents to auditory cortex, this is certainly a

very poor aproximation of subcortical auditory processing [185]. After whitening, we

applied unsupervised learning models, yielding the bases shown in Fig. 3.2 for RBMs.

These bases map from our spectrogram input to the model neuron output, and hence

represent the spectrotemporal receptive field (STRF) of the model neurons.

We then compared properties of our model STRFs to those measured in cortex. First,

based on the experiments reported in O’Connor et al. [200], we analyze the relation-

ship between spectrum bandwidth and center frequency. O’Connor et al. found a

nearly linear relationship between these, which matches well with the scaling seen

in our model bases (see Fig. 3.2 bottom right). Next we compared model receptive

fields to the composite cortical modulation transfer function reported in [185]. The

modulation transfer function (MTF) of a neuron is the amplitude of the 2D Fourier

transform of its STRF. The STRF contains one spectral and one temporal axis, and

hence its 2D Fourier transform contains one spectral modulation and one temporal

modulation axis. The composite MTF is the average of the MTFs computed for each

neuron, and for all five algorithms it has a characteristic inverted “V” shape evident

in Fig. 3.2. Summing the composite MTF over time yields the spectral MTF, which
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Figure 3.3: Left: Data collection pipeline. Center: Top two rows, sparse autoencoder
bases. Bottom two rows, first six PCA components. Right: Histograms of receptive
field structure for the sparse autoencoder algorithm. Black, model distribution. Gray,
experimental data from [69]. (Best viewed in color)

is low-pass for our models and well-matched to the spectral MTF reported in cat

A1[185]. Summing over the spectral dimension yields the temporal MTF, which is

low-pass in our models but band-pass in the experimental data. Finally, we investi-

gate the preference of neurons for upsweeps in frequency versus downsweeps, which

can be cast in terms of the MTF by measuring the energy in the left half compared

to the right half. The difference in these energies normalized by their sum is the

spectrotemporal asymmetry, shown in Fig. 3.2 top right. All algorithms showed qual-

itatively similar distributions of spectrotemporal asymmetry to that found in cat A1.

Hence the model bases are broadly consistent with receptive field properties measured

in primary auditory cortex such as a roughly linear scaling of center frequency with

spectrum bandwidth; a low-pass spectral MTF of appropriate slope; and a similar

distribution of spectrotemporal asymmetry. The models differ from experiment in

their temporal structure, which is band-pass in the experimental data but low-pass

in our models.
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3.3.3 Primary somatosensory cortex

Finally, we test whether these learning algorithms can model somatosensory receptive

fields on the hand. To enable this comparison we collected a naturalistic somatosen-

sory dataset meant to capture the statistics of contact points on the hand during

normal primate grasping behavior. A variety of objects were dusted with fine white

powder and then grasped by volunteers wearing blue latex gloves. To match the

natural statistics of primate grasps, we performed the same grip types in the same

proportions as observed ecologically in a study of semi-free ranging Macaca mulatta

[173]. Points of contact were indicated by the transfer of powder to the gloved hand,

which was then placed palm-up on a green background and imaged using a digital

camera. The images were then post-processed to yield an estimate of the pressure

applied to the hand during the grasp (Fig. 3.3, left).

The dataset has a number of limitations: it contains no temporal information, but

rather records all areas of contact for the duration of the grip. Most significantly,

it contains only 1248 individual grasps due to the high effort required to collect

such data (∼4 minutes/sample), and hence is an order of magnitude smaller than the

datasets used for the vision and auditory analyses. Given these limitations, we decided

to compare our receptive fields to those found in area 3b of primary somatosensory

cortex. Neurons in area 3b respond to light cutaneous stimulation of restricted regions

of glabrous skin [269], the same sort of contact that would transfer powder to the

glove. Area 3b neurons also receive a large proportion of inputs from slowly adapting

mechanoreceptor afferents with sustained responses to static skin indentation [209],

making the lack of temporal information less problematic.

Bases learned by the algorithms are shown in Fig. 3.3. These exhibit a number of

qualitative features that accord with the biology. As in area 3b, the model receptive

fields are localized to a single digit [269], and receptive field sizes are larger on the palm

than on the fingers [209]. These qualitative features are not shared by PCA bases,

which typically span multiple fingers. As a more quantitative assesment, we compared

model receptive fields on the finger tips to those derived for area 3b neurons in [69].
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We computed the ratio between excitatory and inhibitory area for each basis, and plot

a population histogram of this ratio, shown for the sparse autoencoder algorithm in

the right panel of Fig. 3.3. Importantly, because this comparison is based on the ratio

of the areas, it is not affected by the unknown scale factor between the dimensions

of our glove images and those of the macaque hand. We also plot the ratio of the

excitatory and inhibitory mass, where excitatory and inhibitory mass is defined as

the sum of the positive and negative coefficients in the receptive field, respectively.

We find good agreement for all the algorithms we tested.

3.4 Adaptation to altered environmental statistics

Numerous studies in multiple sensory areas and species document plasticity of re-

ceptive field properties in response to various experimental manipulations during an

organism’s lifetime. In visual cortex, for instance, orientation selectivity can be al-

tered by rearing animals in unidirectionally oriented environments [274]. In auditory

cortex, pulsed-tone rearing results in an expansion in the area of auditory cortex

tuned to the pulsed tone frequency [66]. And in somatosensory cortex, surgically

fusing digits 3 and 4 (the middle and ring fingers) of the hand to induce an artificial

digital syndactyly (webbed finger) condition results in receptive fields that span these

digits [8]. In this section we ask whether the same learning algorithms that explain

features of normal receptive fields can also explain these alterations in receptive field

properties due to manipulations of sensory experience.

3.4.1 Goggle-rearing alters V1 orientation tuning

The preferred orientations of neurons in primary visual cortex can be strongly in-

fluenced by altering visual inputs during development; Tanaka et al. fitted goggles

that severly restricted orientation information to kittens at postnatal week three,

and documented a massive overrepresentation of the goggle orientation subsequently

in primary visual cortex [274]. Hsu and Dayan [122] have shown that an unsuper-

vised learning algorithm, the product-of-experts model (closely related to ICA), can
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Figure 3.4: Top row: Input image; Resulting goggle image, reproduced from [274];
Our simulated goggle image. Bottom row: Natural image; Simulated goggle image;
Bases learned by sparse coding. Right: Orientation histogram for model neurons is
biased towards goggle orientation (90◦).

reproduce aspects of the goggle-rearing experiment. Here we follow their methods,

extending the analysis to the other four algorithms we consider.

To simulate the effect of the goggles on an input image, we compute the 2D Fourier

transform of the image and remove all energy except at the preferred orientation of

the goggles. We slightly blur the resulting image with a small Gaussian filter. Be-

cause the kittens receive some period of natural experience, we trained the models

on mixtures of patches from natural and altered images, adding one parameter in

addition to the algorithmic parameters. Fig. 3.4 shows resulting receptive fields ob-

tained using the sparse coding algorithm. After learning, the preferred orientations

of the bases were derived using the analysis described in Section 3.3.1. All five algo-

rithms demonstrated an overrepresentation of the goggle orientation, consistent with

the experimental data.

3.4.2 Pulsed-tone rearing alters A1 frequency tuning

Early sensory experience can also profoundly alter properties of neural receptive fields

in primary auditory cortex. Along similar lines to the results for V1 in Section 3.4.1,

early exposure to a pulsed tone can induce shifts in the preferred center frequency of
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Figure 3.5: Left: Example spectrograms before and after adding a 4kHz pulsed tone.
Center: ICA bases learned from pulsed tone data. Right: Population histograms of
preferred frequency reveal a strong preference for the pulsed-tone frequency of 4kHz.

A1 neurons. In particular, de Villers-Sidani et al. raised rats in an environment with

a free field speaker emitting a tone with 40Hz amplitude modulation that repeatedly

cycled on for 250ms then off for 500ms [66]. Mapping the preferred center frequencies

of neurons in tone-exposed rats revealed a corresponding overrepresentation in A1

around the pulsed-tone frequency.

We instantiated this experimental paradigm by adding a pulsed tone to the raw

sound waveforms of the natural sounds and speech before computing the gammatone

responses. Example bases for ICA are shown in the center panel of Fig. 3.5, many of

which are tuned to the pulsed-tone frequency. We computed the preferred frequency

of each model receptive field by summing the square of each patch along the temporal

dimension. The right panel of Fig. 3.5 shows population histograms of the preferred

center frequencies for models trained on natural and pulsed-tone data for ICA and

K-means. We find that all algorithms show an overrepresentation in the frequency

band containing the tone, in qualitative agreement with the results reported in [66].

Intuitively, this overrepresentation is due to the fact that many bases are necessary

to represent the temporal information present in the pulsed-tone, that is, the phase

of the amplitude modulation and the onset or offset time of the stimulus.
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Figure 3.6: Bases trained on artificial syndactyly data. Top row: Sparse coding.
Bottom row: K-means.

3.4.3 Artificial digital syndactyly in S1

Allard et al. [8] surgically fused adjacent skin on digits 3 and 4 in adult owl monkeys

to create an artificial sydactyly, or webbed finger, condition. After 14, 25, or 33

weeks, many receptive fields of neurons in area 3b of S1 were found to span digits 3

and 4, a qualitative change from the normally strict localization of receptive fields to a

single digit. Additionally, at the tips of digits 3 and 4 where there is no immediately

adjacent skin on the other digit, some neurons showed discontinuous double-digit

receptive fields that responded to stimulation on either finger tip [8]. In contrast to

the shifts in receptive field properties described in the preceding two sections, these

striking changes are qualitatively different, and as such provide an important test for

functional models of plasticity.

We modeled the syndactyly condition by fusing digits 3 and 4 of our gloves and col-

lecting 782 additional grip samples according to the method in Section 3.3.3. Bases

learned from this syndactyly dataset are shown in Fig. 3.4.3. All models learned

double-digit receptive fields that spanned digits 3 and 4, in qualitative agreement

with the findings reported in [8]. Additionally, a small number of bases contained

discontinuous double-digit receptive fields consisting of two well-separated excitatory

regions on the extreme finger tips (e.g., Fig. 3.4.3 top right). In contrast to the ex-

perimental findings, model receptive fields spanning digits 3 and 4 also typically have
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a discontinuity along the seam. We believe this reflects a limitation of our dataset;

although digits 3 and 4 of our data collection glove are fused together and must move

in concert, the seam between these digits remains inset from the neighboring fingers,

and hence grasps rarely transfer powder to this area. In the experiment, the skin was

sutured to make the seam flush with the neighboring fingers.

3.5 Discussion

Taken together, our results demonstrate that a number of unsupervised learning al-

gorithms can account for certain normal and altered linear receptive field properties

across multiple primary sensory cortices. Each of the five algorithms we tested ob-

tained broadly consistent fits to experimental data in V1, A1 and S1. Although these

fits were not perfect–notably, missing “blob” receptive fields in V1 and bandpass tem-

poral structure in A1–they demonstrate the feasibility of applying a single learning

algorithm to experimental data from multiple modalities.

In no setting did one of our five algorithms yield qualitatively different results from any

other. This finding likely reflects the underlying similarities between the algorithms,

which all attempt to find a sparse representation of the input while preserving infor-

mation about it. The relative robustness of our results to the details of the algorithms

offers one explanation of the empirical observation of similar plasticity outcomes at a

functional level despite potentially very different underlying mechanisms [83]. Even

if the mechanisms differ, provided that they still incorporate some version of sparsity,

they can produce qualitatively very similar outcomes.

The success of these models in capturing the effects of experimental manipulations

of sensory input suggests that the adaptation of receptive field properties to natural

statistics, as proposed by efficient coding models, may occur significantly on devel-

opmental timescales. If so, this would allow the extensive literature on plasticity to

constrain further modeling efforts.
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Furthermore, the ability of a single algorithm to capture responses in multiple sen-

sory cortices shows that, in principle, a qualitatively similar plasticity process could

operate throughout primary sensory cortices. Experimentally, such a possibility has

been addressed most directly by cortical “rewiring” experiments, where visual input

is rerouted to either auditory or somatosensory cortex [270, 184, 227, 285, 260, 92]. In

neonatal ferrets, visual input normally destined for lateral geniculate nucleus can be

redirected to the auditory thalamus, which then projects to primary auditory cortex.

Roe et al. [227] and Sharma et al. [260] found that rewired ferrets reared to adulthood

had neurons in auditory cortex responsive to oriented edges, with orientation tuning

indistinguishable from that in normal V1. Further, Von Melchner et al. [285] found

that rewired auditory cortex can mediate behavior such as discriminating between

different grating stimuli and navigating toward a light source. Rewiring experiments

in hamster corroborate these results, and in addition show that rewiring visual input

to somatosensory cortex causes S1 to exhibit light-evoked responses similar to normal

V1 [184, 92]. Differences between rewired and normal cortices do exist–for example,

the period of the orientation map is larger in rewired animals [260]. However, these

experiments are consistent with the hypothesis that sensory cortices share a common

learning algorithm, and that it is through activity dependent development that they

specialize to a specific modality. Our results provide a possible explanation of these

experiments, as we have shown constructively that the exact same algorithm can

produce V1-, A1-, or S1-like receptive fields depending on the type of input data it

receives.



Chapter 4

A deep learning theory of

perceptual learning

With practice, humans and other organisms can dramatically improve their accuracy

in simple perceptual discriminations [284, 252, 251, 243, 241, 139, 100, 77, 5].1 In

the case of visual orientation discrimination [4, 1, 71, 82, 125, 135, 137, 138, 212],

experiments have reported learning-induced changes in neural tuning at many levels

of the cortical visual hierarchy [96, 135, 151, 218, 248, 297], and the magnitude of

the changes within an area has been found to depend strongly on its level within

this hierarchy. Generally, larger changes have been found in higher layers, a striking

finding given that low layers like V1 exhibit the sharpest orientation tuning [248, 96,

297, 218, 72, 2]. A fundamental challenge for theory is to understand the distribution

of neural tuning changes across brain areas that underly the behavioral improvements

seen in perceptual learning.

1This chapter contains preliminary material in preparation as A.M. Saxe & R. Lee. “A deep
learning theory of perceptual learning.” Elements of this chapter have appeared in poster format as
R. Lee, A.M. Saxe, & J. McClelland (2014). “Modeling Perceptual Learning with Deep Networks.”
Poster at the 36th annual meeting of the Cognitive Science Society. Quebec City; R. Lee & A.M.
Saxe (2015). “The Effect of Pooling in a Deep Learning Model of Perceptual Learning.” Poster at
the Computational and Systems Neuroscience Conference. Salt Lake City; and A.M. Saxe (2015).
“A deep learning theory of perceptual learning dynamics.” Poster at the Computational and Systems
Neuroscience Conference. Salt Lake City.
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4.1 Introduction

In this chapter I propose that depth–the brain’s layered structure–is a key factor

controlling the size and timing of neural changes across the cortical hierarchy. In

particular, I shall advance the view that all levels of the cortical hierarchy change

during perceptual learning to improve task performance, but that they do so within

two critical constraints: first, the cortical levels anatomically lie in a deep, serial

hierarchy, with each level feeding its output as input to the next; and second, this

hierarchy is initially configured with the most orientation selective neurons in its

lower levels. Both of these assumptions, based on a wealth of anatomical [84, 73] and

physiological [124, 64, 65, 110, 217, 126, 107] evidence, will be shown to powerfully

affect the learning process.

I develop a quantitative theory of perceptual learning in this layered structure, based

on the analysis of gradient descent learning dynamics in deep linear neural networks.

Learning in deep serial structure substantially complicates the learning process, mak-

ing the learning problem nonconvex and the gradient descent equations nonlinear

and coupled [19, 81, 245]. The results uncover a fundamental dichotomy between

learning in ‘shallow’ parallel structure and ‘deep’ serial structure: learning in parallel

structures targets the ‘most informative neurons,’ while learning in serial structures

targets the ‘least informative layers.’

The models predictions accord with a diverse set of experimental findings, including

the pattern of changes within layers; the size and timing of changes across layers; the

effects of high precision versus low precision tasks; and the transfer of performance

to untrained locations. Further, it consolidates insights from a variety of previous

theoretical models, providing a unified quantitative account of the basic features of

perceptual learning dynamics and task transfer.

This chapter first describes the insights gleaned from a variety of theoretical models

of perceptual learning, before turning to the dynamics of a minimal model containing

just a ‘representation’ layer and a ‘decision’ layer. Finally, it analyses transfer of

learning to untrained stimuli.
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4.2 Prior work

Prior theoretical models of fine orientation discrimination have tended to emphasize

changes at a single cortical level [72, 210, 134, 21]. ‘Representation modification’

theories have shown how early cortical areas might change to enable learning [134,

21], while ‘selective reweighting’ theories have shown how altering connections to

decision making structures could be sufficient to account for learning improvements

[71, 210, 72]. These models have been highly successful in matching the phenomena

observed at individual levels: within primary visual cortex, for instance, learning

has been found to target the neurons with highest slope at the trained orientation

[248], matching the predictions of representation modification theories [134]. Yet the

size of the learning-induced effect in primary visual cortex is too modest, suggesting

that indeed higher level ‘readout’ areas are changing, and changing more than their

representational counterparts [71, 210, 72].

One of the few proposals to directly address learning dynamics across the cortical

hierarchy is an elegant conceptual model, the Reverse Hierarchy Theory [5, 6, 4, 121].

Its main proposal is that learning initially targets the highest layer possible, only

later moving to lower layers if the resolution of the task demands it. Hence learning

proceeds in a reverse hierarchy, a top-down cascade from higher levels to lower.

Finally the innovative integrated reweighting model of [71] posits changes in connec-

tions between multiple levels of the visual hierarchy and a decision making readout

layer. This proposal is similar in spirit to the account I give, but the key difference is

that it lacks genuinely deep structure: each layer of the visual cortex is directly con-

nected to the output, enabling it to bypass the serial chain of layers. Hence the model

provides an account of how visual cortices might be read out to arrive at a decision,

but does not give an account of how and why early cortical representations themselves

might change, as has been observed experimentally [248, 297, 284, 96].

As we shall see, many of the insights from these models are preserved and expanded

upon in the deep learning model developed subsequently.
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4.3 A minimal deep linear network model

We study a simple orientation discrimination task along the lines of [248, 297, 284, 96],

in which two gratings are presented, one rotated clockwise relative to a reference

angle and the other rotated counterclockwise. The task is to report the direction of

rotation.

To begin, we consider the simplest incarnation of the deep learning problem: a three

layer neural network. This is the minimal model that permits studying the rela-

tive distribution of changes in a V1-like representation layer as opposed to readout

neurons. We shall instantiate three critical assumptions:

1. Deep chain-like structure Signals must propagate serially through the repre-

sentation layer weights and decision layer weights. There is no direct connection

between input and output.

2. Initial orientation tuning in representation layer At the start of the learn-

ing process, the representation layer contains neurons already sensitive to ori-

entation; the decision layer, by contrast, is untuned.

3. Gradient descent learning Learning occurs by repeatedly adjusting all synap-

tic weights in the direction that most rapidly improves task performance.

In detail, we consider a three layer linear neural network consisting of an input layer

with two units representing the angle of the presented gratings; a hidden layer with

units representing V1 orientation-tuned neurons; and a decision or readout layer

with a single unit encoding the ‘decision’ made by the network (Fig. 4.1). The net-

work’s computations are controlled by two weight matrices that encode the strength of

synaptic interconnections between neurons. The first, W 21 ∈ RN×2, encodes synaptic

connectivity from the input layer to the N neurons in the V1-like representation layer,

and the second, W 32 ∈ R1×N , encodes synaptic connectivity from the representation

layer to the decision readout layer. The network’s output ŷ in response to an input

x is simply ŷ = W 32W 21x.

A key difference between the representation layer and the decision layer is that the
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Figure 4.1: Minimal perceptual learning model. Top: three layer neural network
consisting of an input layer, a V1-like representation layer, and a decision or read-
out layer. Bottom: Representation layer weights W 21 are initialized with bell-curve
orientation tuning. Decision layer weights W 32 begin untuned (W 32(0) = 0)

representation layer begins with strong orientation tuning, while the decision layer

begins untuned. We imagine that neurons in the representation layer have bell-shaped

orientation tuning curves of a fixed bandwidth σ, but differing preferred orientations.

Let g+ be a column vector of size N containing a bell-shaped tuning curve centered at

the clockwise orientation used during training, and g− be a column vector containing

the tuning curve centered at the counterclockwise orientation. The initial weights of

the representation layer are W 21(0) = [g+ g−] ∈ RN×2, to imbue it with orientation

selectivity. The vector g+ is thus the population response to the clockwise input,

and g− the response to the counterclockwise input. By contrast, the weights of the

decision stage begin untuned, such that W 32(t) = 0.

To learn to perform the task, the weights W 21 and W 32 are changed over time in

proportion to the negative gradient of the task performance. Here we measure task

performance as the squared error between the desired output and the network’s cur-

rent output in response to an input x, that is, ||y −W 32W 21x||22. The network has
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one output unit, and is trained to produce a value of +c in response to the pattern

[1 0]T and −c in response to [0 1]T , where the constant c controls the strength of the

required response before it is deemed correct.

In the limit of small learning rates, such that learning is driven by the integrated

statistics of both clockwise and counterclockwise inputs, the gradient descent dynam-

ics are

τ
d

dt
W 21 = W 32T (Σ31 −W 32W 21Σ11) (4.1)

τ
d

dt
W 32 = (Σ31 −W 32W 21Σ11)W 21T (4.2)

where τ is a time constant inversely proportional to the learning rate, Σ31 = E[xyT ] =

[c − c] is the input-output correlation matrix and Σ11 = E[xxT ] = I is the input

correlation matrix. These equations highlight the coupling introduced by deep, serial

structure: to change W 21 requires knowledge of W 32 and visa versa.

Our central task is to understand the temporal evolution of the weights W 32 and W 21

over time.

4.3.1 An exact two-dimensional reduction of the gradient de-

scent dynamics

To solve these equations in general is difficult, and prior solutions such as those

discussed in Chapter 2 rely on decoupled initial conditions that are not satisfied by

our initial weights that encode V1-like orientation tuning. Here we therefore give

a new exact reduction of these dynamics to two scalar variables which encode the

magnitude of changes in each layer.

Let d = g+ − g− be the difference in neural population responses to the two training

orientations. Intuitively, it is this difference which must be uncovered and amplified
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during learning. Using this, we shall express the weights over time as

W 21(t) = [g+ g−] + α(t)[d − d], (4.3)

W 32(t) = β(t)dT , (4.4)

where the two scalars α(t) and β(t) encode the magnitude of changes in the represen-

tation layer and decision layer respectively. Then the dynamics of gradient descent

can be reduced exactly to the following two dimensional scalar equations,

τ
d

dt
α = β(c− vβ(1 + 2α)), (4.5)

τ
d

dt
β = (c− vβ(1 + 2α)) (1 + 2α), (4.6)

where the parameter v = dTg+ = gT+g+ − gT+g− is a measure of task precision.

Eqns. (4.5)-(4.6) directly track the magnitude of the change in the representation

layer, α(t), and that in the output layer, β(t). This reduction must be justified by

showing that it actually does work in the differential equation describing gradient

descent dynamics. The full derivation is given in Appendix A.8.

We now describe the consequences of Eqns. (4.3)-(4.6) first for the detailed pattern of

learning-induced changes within each layer, and then for the magnitude and timing

of changes across layers.

4.3.2 Within layers: Most informative neurons change most

Within each layer, the change in neural tuning is described by the difference vector

d = g+ − g−. This makes detailed predictions about the magnitude of the change

in orientation tuning for neurons with different preferred orientations. In particular,

the neurons that change the most will have preferred orientations that coincide with

the extrema in d. Intuitively, one might expect that the maximally changed neurons

would be the maximally active neurons, i.e., the neurons with preferred orientations

at the peak of either g+ or g−.
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Figure 4.2: Effect of task precision on most-changed neuron within a layer. Blue:
Neural response to CW stimulus as a function of preferred orientation. Green: Neural
response to CCW stimulus as a function of preferred orientation. Red: Difference in
population responses to CW and CCW stimuli. Left: In low precision tasks, the most
active neuron changes most (extrema of red curve coincide with peaks of blue/green
curves). Right: In high precision tasks, the most informative neuron changes most
(extrema of red curve lie at the points of maximal slope of blue/green curves).

This intuition is correct when the discrimination is low precision. For low precision

orientation discriminations, (Fig. 4.2 left), the extrema of the difference d coincides

with the peaks of the population responses g+ and g−; hence the most active neurons

change most.

However for difficult discriminations, this intuition no longer holds. In high precision

orientation discriminations (Fig. 4.2 right), the extrema of the difference d coincide

with the points of maximum slope of the tuning curves; hence the most ‘informative’

neurons change most, not the most active.

Hence task precision exerts a strong effect on the pattern of changes within a layer.

These predictions coincide with previous shallow models of perceptual learning [134]

and agree well with experiment [248, 218, 250, 1, 135]. Therefore even in a network

with deep serial structure, the pattern of changes within layers remains similar to

that predicted by shallow models.
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4.3.3 Across layers: Least informative layers change most

The real power of the model, however, lies in its ability to address changes across

multiple levels of the cortical hierarchy. Fig. 4.3 shows the magnitude of the change

in the representation and decision layers (α(t) and β(t) respectively) over the course

of learning.

As can be seen, the decision layer changes more than the representation layer. Indeed,

the decision layer change is always at least a factor of
√

2 greater than the represen-

tation layer change, that is, β(t) >
√

2α(t) for all t (see derivation in Appendix A.9).

Hence despite the strong initial orientation tuning of the representation layer, it is

not the major site of learning-induced plasticity. Instead, learning targets the least

informative layer–the decision layer. This is consistent with ‘reweighting’ models of

perceptual learning, which argue that the majority of learning-induced changes lie

between representations and decision-making structures [72, 210, 71].

Moreover, the decision layer changes precede the representation layer changes in time.

Formally, when α is small, β ≈
√

2
√
α such that it grows much faster than α. Once α

is large, then β ≈
√

2α and they change at approximately the same rate (see Appendix

A.9 for details). Learning thus proceeds in a reverse hierarchy [4, 5, 6, 121], beginning

with the ill-tuned decision layer before propagating to the representation layer.

The intuition behind these results is that, in a serial structure, improving the repre-

sentation layer when the decision layer is untuned does not improve the performance

of the network; it is only once the decision layer is usefully configured that changes

to the representation layer can begin to improve task performance. Deep networks

behave like a chain: they are as strong as their weakest link, and hence maximal

improvements come from targeting the least informative layers.

One further prediction of the model is an interaction between task precision and the

magnitude of changes in the decision layer as opposed to the representation layer.

In high precision discriminations, large changes in both layers occur (as shown in

Fig. 4.3. However in low precision discriminations, learning can attain a high level
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Figure 4.3: Dynamics of layered perceptual learning. Green: Magnitude of change in
decision layer over time (β(t)). Blue: Magnitude of change in representation layer over
time (α(t)). The decision layer changes appear earlier, and are of greater magnitude
than those in the representation layer.

of performance and terminate before the representation layer begins to change ap-

preciably. In this case, the majority of the change will come from the decision layer

weights, and there may be little to no learning in the representation layer. Hence

very fine discriminations provoke greater changes in representation layer weights as

compared to low precision discriminations (though for all precisions, the change in

decision layer weights will be of greater magnitude).

These results described in this section are consistent with a variety of neural evidence

showing modest or nonexistent changes in lower visual areas and more robust changes

in higher areas [1, 2, 72, 210, 135, 96, 218, 248, 297, 284].
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Figure 4.4: A minimal deep network model with spatial pooling. The network now
receives input from one of M possible spatial locations. Each location l is analyzed by
an independent V1-like layer with initially orientation tuned weights W 21

l . A V4-like
layer pools together the output of V1 neurons of the same preferred frequency but at
different spatial locations using a fixed set of pooling weights W p. The decision layer
receives input only from the V4 layer through modifiable connections W 32

l to each V4
location.

4.4 Transfer to untrained stimuli

In addition to the neural results just discussed, the behavioral transfer of learning to

novel stimuli is a key focus of empirical work on perceptual learning [82, 4, 72, 71,

100, 125, 137, 138, 210, 241, 243]. Understanding the causes of specificity and their

remedies may aid general skill acquisition and enable better therapeutic treatments

for deficit populations [6]. In the context of the visual orientation discrimination task

described here, successful transfer of learning has been found to depend on a wide

variety of factors [137, 138, 210, 241, 243]. Here I extend the model of the previous

section to allow for inputs at multiple spatial positions, to permit the investigation

of spatial transfer. The key additional ingredient is a layer of spatial pooling, such

that higher level representations have spatially broader receptive fields.

In particular, I now allow inputs to arrive at any of M distinct retinal positions
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Figure 4.5: Dynamics of transfer of restricted-position training to an untrained loca-
tion. Blue: The error over learning at the trained location. Green: The transfer error
at the untrained location.

(Fig. 4.4). At each location l = 1, · · · ,M , the stimulus is processed by an independent

neural population of orientation tuned V1-like neurons with modifiable synapses W 21
l .

The output of these V1 neurons proceeds to a V4-like layer, which itself contains M

independent populations of neurons, one for each location. Each V4 neuron pools

together V1 neurons of the same preferred frequency, but located at different spatial

locations. This spatial pooling has its own bell-shaped spatial tuning profile specified

by the vector pl ∈ RM . Hence a V4 neuron at a specific location will derive more of its

input from V1 neurons at that location, but will also be influenced by neurons farther

afield at neighboring spatial locations. I assume these pooling weights to be fixed and

unmodifiable during learning, and for mathematical convenience, will additionally

require pTl pl = 1. Finally, the decision layer now receives its input only from the V4

population, through a set of modifiable connections W 32
l to each V4 location.

With this setup, we may now analyze the dynamics of transfer after restricted training

at a single retinal position. In fact, the dynamics of learning can again be reduced

to two scalars α and β, with the very same reduced dynamics as in the previous

model (Eqns. (4.5)-(4.6)). Hence at the trained location, all of the conclusions of the
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previous section remain unchanged.

However we may now examine how learning will transfer to untrained locations.

Because the change in the V1-like representation layer, quantified by α, is location

specific, it is entirely lost upon transfer to a novel location. By contrast the change

in the decision layer, quantified by β, does partially transfer: if training occurs at

location l and transfer is tested at location m, then the effective βm at the transfer

location is

βm = pTl pmβl. (4.7)

Hence the decision layer learning transfers, but is reduced by a factor pTmpl < 1. This

reflects the fact that the decision layer operates on a pooled representation that is

partially spatially invariant.

Figure 4.5 shows a trajectory of the transfer dynamics over the course of learning.

Transfer performance is always worse than performance at the trained location. In

the early epoch of learning when most of the change occurs in the decision layer,

transfer performance tracks trained location performance relatively closely. But in

the late epoch of learning, when the location-specific representation layer is changing

quickly, transfer performance suffers.

4.4.1 Early learning transfers better than late learning

To quantify these effects, we calculate the specificity of learning, that is, the drop in

performance at the untrained location as a proportion of the total trained improve-

ment [4]. Fig. 4.6, right, shows specificity as a function of learning time, showing that

early learning transfer while late learning does not. This a result of the reverse hier-

archy of learning identified previously: changes occur first in the decision layer, which

transfers better. This prediction accords with recent experiments [137, 125].
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Figure 4.6: Specificity of learning as a function of task precision and training time.
Left: Specificity as a function of discriminability (d′). Low precision tasks transfer
well; high precision tasks transfer poorly. Right: Specificity as a function of training
time. Early learning transfers well; late learning transfers poorly.

4.4.2 Low precision tasks transfer better than high preci-

sion

Finally, we consider the effect of task precision. Fig. 4.6, left, plots specificity as a

function of d′, the difference in trained orientations divided by the standard deviation

of V1 tuning curves. Low precision tasks transfer well, while high precision tasks

transfer poorly. This again is due to the fact that learning first targets the decision

layer. For low precision tasks, this may prove enough to achieve a low error, such

that learning terminates before the V1 representation has changed appreciably. A

high precision task will recruit changes in both layers, and, given that the V1 layer

is location specific, will therefore transfer poorly. This effect of task precision on

specificity is also consistent with experiment [4, 138].
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4.5 Deeper dynamics: Reverse hierarchies of learn-

ing?

In the simple three layer models just considered, learning targets the ‘least informa-

tive’ decision layer before changing the representation layer. What happens when

more layers are added? Do changes always propagate in a reverse hierarchy, regard-

less of the strength of each layer? Or is it genuinely the case that the weakest link

always changes the most? This section provides a simple result for deeper multi-

layer networks, showing that they behave like chains–learning targets the weakest

link.

To obtain this result, we examine learning in a deep linear network with fully de-

coupled weights, such that the solutions of Chapter 2 apply. The overall strength of

a mode, u(t), in such a network is the product of the mode strengths in each layer

ai(t), i = 1, · · · , D where D is the number of layers. Each ai thus encodes the cur-

rent effectiveness of each layer in supporting the overall task of the network. We are

interested in the change in strength of each layer from the beginning of learning, that

is,

ci(t) ≡ ai(t)− ai(0). (4.8)

It can be shown that if ai(0) < aj(0) for some i, j, then ci(t) > cj(t), ∀t (see Appendix

A.10). In a deep network, if a given layer initially contributes less to the overall output

of the network than another layer, it will necessarily change more over the course of

learning.

This result states that in a deep network, the weaker layer changes more during

learning. In the many layer case, if we sort layers by their initial starting strength,

reversing that order gives the ordering of layer change sizes. Hence intuitively, a deep

network is like the proverbial chain: it is as strong as its weakest link, and during

learning, the weaker the link, the greater the effort made to strengthen it.

We suggest that this reversal lies at the heart of Reverse Hierarchy Theory [4, 5, 6]:

whereas intuition might initially suggest that V1 should be the locus of greatest
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change in perceptual discriminations dependent on fine orientation discrimination, in

fact it is precisely the suitability of V1 that means it will change less in comparison

to more ill-tuned layers higher in the hierarchy.

4.6 Discussion

To our knowledge, the model presented in this chapter is the first analytic model

addressing changes across multiple layers of the cortical hierarchy. It rests on three

assumptions: 1. that cortical areas are arrayed in a deep, serial structure; 2. that

lower visual areas are initially more orientation tuned than decision areas; and 3. that

synaptic weight changes follow the gradient of task performance. These elements

combine to explain a diverse range of empirical phenomena, including the broad

finding of a reverse hierarchy of learning, with neural changes occurring earlier, and

being larger, in higher layers [2, 1, 4, 96, 218, 297, 248], and the impact of task

precision on learning induced changes such that coarse tasks change only higher layers

but precision tasks change all layers [4].

By incorporating spatial pooling, the model can address transfer to novel contexts,

where coarse tasks transfer better than precision tasks [4, 138] and early learning

transfers better than late learning [137, 125].

A central intuition arising from this work is the difference between learning in parallel

and serial structure. In parallel structure, such as exists within a layer, the contribu-

tions of neurons are independent such that learning can easily pick out and target the

‘most informative’ neuron. In serial structure, such as exists between layers of the

cortical hierarchy, the contributions of neurons are highly coupled; learning is blocked

by even one poor serial stage; and hence learning targets the weakest links.

Our model synthesizes and formalizes results from a number of previous theories,

which have argued that within-layer changes in high precision tasks target the most

informative neurons [134]; that changes follow a reverse hierarchy starting at the high-

est levels [4, 5, 6]; that changes predominantly target decision readout connectivity
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[72]; and that coarse tasks transfer better than precision tasks [4]. Our results suggest

that depth is a key factor determining the size and timing of changes across cortical

layers.



Chapter 5

A mathematical theory of semantic

development

A wide array of psychology experiments have revealed remarkable regularities in the

developmental time course of human semantic cognition.1 For example, infants gen-

erally acquire broad categorical distinctions (i.e., plant/animal) before finer-scale dis-

tinctions (i.e., dog/cat), often exhibiting rapid, or stage-like transitions. What are the

theoretical principles underlying the ability of neuronal networks to discover abstract

structure from experience? We develop a mathematical theory of semantic property

acquisition through an analysis of the learning dynamics of multilayer networks. The

centerpiece of the theory is a deep linear neural network that learns via gradual, er-

ror corrective learning. We use new analytic solutions of the learning dynamics in

this network to address developmental phenomena such as stage-like transitions and

illusory correlations, and show how knowledge of explicit abstract structures comes

to be encoded in the internal representations of the neural network. Finally, our

1The material in this chapter is in preparation for submission as A.M. Saxe, J.L. McClelland,
S. Ganguli. A mathematical theory of semantic development. An earlier version of this work is
published as A.M. Saxe, J.L. McClelland, and S. Ganguli. (2013) Learning hierarchical category
structure in deep networks. In M. Knauff, M. Paulen, N. Sebanz, & I. Wachsmuth (Eds.), Proceedings
of the 35th annual meeting of the Cognitive Science Society. (pp. 1271-1276). Austin, TX: Cognitive
Science Society.
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solutions reveal the changing patterns of inductive generalization over the course of

development. Taken together, the model provides the first analytic theory of the

acquisition, inductive projection, and underlying neural representation of semantic

property knowledge.

5.1 Introduction

Human cognition relies on a rich reservoir of semantic knowledge. Across a diversity of

domains, adult cognition is characterized by appropriate generalizations that conform

to the structure of the world. This knowledge of entities, their similarities, and their

conceptual groupings into categories or other ontologies, is not present in infancy

but develops during childhood [141, 174]. The process of semantic development has

been intensively studied, yielding many empirical regularities: broader distinctions,

it has been argued, are generally acquired before finer-grained distinctions [141, 174];

long periods of relative stasis can be followed by abrupt conceptual reorganization

[129, 263]; and background knowledge about items and their place in the world can

powerfully affect subsequent learning [193, 142, 192].

Key to semantic development is a process of abstraction: From a parade of individ-

ual examples, children ultimately construct the full conceptual repertoire of adult

semantic cognition. Children only ever encounter the singular and specific–the oak

tree in the backyard, the Rotweiler next door, and the bluejay at the bird feeder–yet

they come to organize their knowledge according to a system of integrative hidden

concepts–tree, dog, bird–that submerge the individual into abstractions.

This remarkable feat has been addressed by a number of theories, both conceptual and

computational. On the “theory-theory” view, abstractions arise from the currently-

held theories of the agent, theories which can change abruptly, discontinuously, and

in such a way that they are incommensurate with those held in the recent past

[45, 142, 193, 44]. This compelling conceptual account, however, leaves open the

computational details of the process of theory change.
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Explicit computational models of this process have sought to explain how, among the

great diversity of abstract structures that could describe a domain, one particular

ontology is selected. Animals and plants, for instance, can naturally be placed into a

hierarchical taxonomy that reflects their underlying genetic hierarchy, while cities are

more naturally placed into a spatial structure that reflects the globe on which they

reside. Indeed, it seems as though one might have to perform a hierarchical inference,

first selecting a type of structural form (hierarchy, grid, partition, chain) before then

determining the specific instance of this form that best explains the target domain.

This is the influential approach of [143], who perform this inference in a Bayesian

framework. Despite its transparent relationship to the underlying structural forms,

this approach awaits a neurally plausible instantiation, as well as an incremental

implementation capable of inferring latent concepts from specific examples as they

are received. Indeed, a naive application of the approach requires storing the entire

history of specific examples and rerunning a complicated inference engine upon receipt

of each new example.

Here we show that integrative domain principles can be extracted from online episodic

experience by a gradual and fully incremental learning process. The main ingredient

of our proposal is a deep neural network which learns gradually via error-corrective

learning. This scheme is closely in line with prior proposals suggesting that knowledge

about items is embedded through a learning process into the weights of a neural net-

work [230, 238, 180, 211, 216]. Yet in contrast to all prior work–whether conceptual,

Bayesian, or connectionist–our model is the first to permit exact solutions describing

the entire trajectory of the acquisition process. These solutions quantitatively relate

statistical structure in the environment to the timing of conceptual changes during

development; illuminate how explicitly structured knowledge may be represented in

a neuronal network; and specify how inductive generalizations are grounded in the

broader bulk of knowledge acquired about the world.

The organization of the chapter follows the time course of development. We begin

by specifying the neural machinery which constitutes the learning system and which

must be in place before any learning has occurred; then turn to the dynamics of
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knowledge acquisition in the model; and finally describe how acquired knowledge can

be used to reason.

5.2 A Deep Linear Neural Network Model

The centerpiece of the theory is a deep linear neural network that must learn to

encode knowledge about a semantic domain. Given an entity as input, the network

must correctly produce its associated features or attributes as output. If the network

were learning about the domain of animals and plants, for instance, input units would

represent specific items such as Bird and Flower, while output units would represent

possible predicates or attributes such as Can Fly and Has Petals that may or may

not apply to each item.

To formalize this framework, consider a typical interaction between a learner and the

environment (schematized in Fig. 5.1A): first, the learner encounters an item, such as

a Bird. Perceptual neural circuits produce an activity vector x ∈ RN1 that identifies

this item and serves as input to the semantic system. Next, the learner observes some

of the item’s properties, such as that the bird Can Fly. Neural circuits produce an

activity vector y ∈ RN3 of that item’s properties which serves as the desired output

of the semantic network. These vectors need not arise from just one modality like

vision or audition–the Bird–Can Fly association, for instance, might be identifiable

from the visual experience of a bird taking flight, but also from the linguistic input

of a caretaker saying “Look at that bird fly!”.

Over time, the learner has many individual episodes with a variety of different items

and their properties. The total collected experience furnished by the environment to

the semantic system is thus a set of P examples {xµ, yµ} , µ = 1, . . . , P , where the

input vector xµ identifies item µ, and the output vector yµ is a set of attributes to be

associated to this item. Although these perceptual and target representations may

themselves change over the course of development, such changes are beyond the scope

of this model, and we consider them here to be fixed a priori by the environment.
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Figure 5.1: Overview of the learning framework. (A) During development, an agent
experiences sequential episodes with items and their properties. (B) When learning is
gradual, learning from sequential experience becomes equivalent to learning from the
average statistics of experience, as encoded by the input-output correlation matrix
Σ31 (pictured) and the input correlation matrix Σ11 (not pictured). (C,D) The linear
neuronal networks analyzed in this work. In response to an input pattern x represent-
ing an item, the networks predict features of that item ŷ. After each presentation, the
matrices of synaptic weights are adjusted to reduce the discrepancy between actual
observed properties y and predicted properties ŷ. (C) Deep linear network in which
activity must propagate through a hidden layer h before reaching the output. (D)
Shallow linear network with no hidden layer.
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The task of the network is to predict an item’s properties y from its representation

x. These predictions are generated by propagating activity through a three layer

linear neural network (Fig. 5.1C). When an input pattern x is instantiated in its

first layer, activity flows through a set of weighted synaptic connections, encoded

in the matrix W 21 of size N2 × N1, to its second layer of N2 neurons, producing

an activity vector h = W 21x. This “hidden” layer activity, so called because it is

neither input nor output, then flows to the network’s third layer through a separate

set of synaptic connections, encoded in the matrix W 32 of size N3 × N2, producing

an activity vector ŷ = W 32h which constitutes the output prediction of the network.

Because of the linearity of the network, the overall function from input to output

is simply ŷ = W 32W 21x. To study the impact of depth, we will contrast solutions

obtained with this deep linear network (Fig. 5.1C) to those obtained with a shallow

network (Fig. 5.1D). This shallow network has just a single weight matrix, W 31 of

size N3 ×N1 linking input activities to the network’s predictions ŷ = W 31x.

A key feature of our model network is its depth. The appeal of deep networks cus-

tomarily lies in the increasingly expressive functions they can represent by cascading

many layers of nonlinear elements into each other [119, 28]. From this perspective,

our model’s depth might seem to be rendered irrelevant by its linearity: regardless of

depth, a deep linear network can always be rewritten as a shallow linear network with

no hidden layers; and can therefore only represent a linear function. More precisely,

the shallow network of Fig. 5.1D can always implement the function of the deep net-

work of Fig. 5.1C by taking W 31 = W 32W 21. In this sense, a deep linear network

gains no expressive power from depth and, famously, cannot solve many problems

such as the ‘XOR’ problem [187].

However this overlooks a critical distinction between the function computed by a

deep linear network–which, to be sure, is always linear–and the learning dynamics

of that network–which are in fact highly nonlinear. Indeed, depth–the presence of

one or more hidden layers–qualitatively changes the learning dynamics. Strikingly,

many complex features of learning which have previously been attributed to neural

nonlinearities, such as stage-like transitions, are in fact consequences of the nonlinear
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learning dynamics that arise from depth itself, and are present even in the fully linear

networks we consider here.

Moreover, as we shall see, deep linear networks generalize in distinct ways from shal-

low networks. Their hidden layers permit inputs to be converted into an internal

representational space, such that similarities between hidden layer activity patterns

represent similarities between items. The self-organization of this internal represen-

tation yields phenomena that go beyond direct association models, yielding complex

generalizations and transient illusory correlations not possible in shallow networks.

Deep linear networks thus constitute a new class of tractable models for studying

learning dynamics, patterns of generalization, and conceptual reorganization during

development–phenomena that turn out to be distinct from the increasing expressive

power conferred by neural nonlinearities and depth.

5.3 Acquiring Knowledge

The network initially has imperfect knowledge of the features of various entities,

and must learn through interaction with the environment. This learning process is

incremental and error-corrective: As entities are encountered in the environment, the

neural network makes implicit predictions about the properties they possess. The

entities’ true properties are then observed, and the weights between the network’s

neurons are adjusted slowly to bring prediction in line with observation. An agent

that sees a Bird, for instance, may initially think that it Cannot Fly ; then observe

that it Can Fly ; and on the basis of this discrepancy, adjust the working of its internal

semantic network to correctly predict this feature in the future.

We formalize this error-corrective learning process as online stochastic gradient de-

scent on the error between predictions and observations. Each time an example µ is

presented, the weights W 32 and W 21 are adjusted by a small amount in the direc-

tion that most rapidly decreases the squared error ‖yµ − ŷµ‖2 between the network’s

output, and the desired feature output. This gradient descent procedure yields the
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standard back propagation learning rule

∆W 21 = λW 32T (yµ − ŷµ)xµT (5.1)

∆W 32 = λ (yµ − ŷµ)hµT , (5.2)

for each example µ, where λ is a small learning rate. Here W 32T (yµ − ŷµ) in (5.1)

corresponds to the signal back-propagated to the hidden units through the hidden-

to-output weights.

The updates specified in Eqns. (5.1)-(5.2) are incremental: they require just the

current weight matrices W 21 and W 32 and training sample {yµ, xµ}, and hence can

be applied to each input example sequentially as it arrives. An incremental scheme

sidesteps the need to maintain a memory of all prior experiences and has a plausible

neural instantiation, yet it may seem this comes at great cost: If each example is

considered separately, it is unclear whether such a scheme could integrate different

training examples into an appropriate overarching abstraction such as a hierarchical

taxonomy. Fitting a collection of items into a coherent structure requires comparing

their similarities and differences as a group and linking information across different

training examples, something not obviously accomplished by Eqns. (5.1)-(5.2).

In fact we show that an incremental scheme can extract integrative domain principles,

provided that learning is gradual–that is, the learning rate λ is small. In this regime,

the update from any one example scarcely changes the network’s weights, leaving

them approximately constant across many training samples. Hence the overall weight

change is directed by the average of Eqns. (5.1)-(5.2) over training samples. We

imagine that training is divided into a sequence of learning epochs, and in each epoch,

the above rules are followed for all P examples in random order. Then averaging (5.1)-

(5.2) over all P examples and taking a continuous time limit gives the mean change

in weights per learning epoch,

τ
d

dt
W 21 = W 32T

(
Σ31 −W 32W 21Σ11

)
, (5.3)

τ
d

dt
W 32 =

(
Σ31 −W 32W 21Σ11

)
W 21T , (5.4)
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where Σ11 ≡ E[xxT ] is anN1×N1 input correlation matrix, Σ31 ≡ E[yxT ] is anN3×N1

input-output correlation matrix, and τ ≡ P
λ

. Here, t measures time in units of learning

epochs; as t varies from 0 to 1, the network has seen P examples corresponding to

one learning epoch. Gradual learning–a key principle of previous neural network

models [230]–thus permits integration across many examples, allowing the aggregate

statistics across the entire training corpus to drive learning. Rather than consider

the exact sequence of experiences (Fig. 5.1A), we need only consider the correlation

matrices between items and their properties (Fig. 5.1B).

Eqns. (5.3)-(5.4) reveal several important features of learning in the model. First, they

require only the second order statistics of the inputs and outputs; linear networks are

not sensitive to other statistical structure in their inputs. Second, they are coupled.

Third, they are nonlinear, with up to cubic interactions in the weights. The dynamics

of acquisition thus depend in a complex way on the initial values of the weights.

5.3.1 Explicit solutions from tabula rasa

These nonlinear dynamics are difficult to solve for arbitrary inputs and outputs; yet we

are interested in one particular limit: learning our overall background of knowledge,

starting from essentially nothing. To further ease the analysis, we shall assume that

the influence of perceptual correlations is minimal (Σ11 ≈ I). Our fundamental goal,

then, is to understand the dynamics of learning in (5.3)-(5.4) as a function of the input

statistics Σ31. These can be described in terms of the singular value decomposition

(SVD) of Σ31 (Fig. 5.2A),

Σ31 = U33S31V 11T =

N1∑
α=1

sαu
αvαT , (5.5)

which decomposes any matrix into the product of three matrices, each with a distinct

semantic interpretation.

We call the N1×N1 orthogonal matrix V 11 the object analyzer matrix–it determines

the position of entities along a number of important dimensions of the training set.
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For concreteness, we consider a simple example dataset with four items (Canary,

Salmon, Oak, and Rose) and five properties (Fig. 5.2). The two animals share the

property that they can Move, while the two plants cannot. In addition each item has

a unique property: can Fly, can Swim, has Bark, and has Petals, respectively. In a

more natural data set, the plant-animal, bird-fish, and tree-flower distinctions would

be based on many covarying properties, for which the single properties identified here

serve as proxies.

For this dataset, the first row of V 11T determines where items sit on an animal-plant

dimension, and hence has positive values for the Canary and Salmon and negative

values for the plants. The other dimensions identified by the SVD are a bird-fish

dimension, and a flower-tree dimension. The N3 × N3 orthogonal matrix U33 is the

feature synthesizer matrix–it contains those features typical of a particular dimension

in each column. Hence the feature synthesizer associated with the animal-plant di-

mension has positive values for can Move, as animals typically can move while plants

cannot. Finally the N3 ×N1 singular value matrix S31 captures the overall strength

of the association between an input dimension and output dimension. It is nonzero

only on the diagonal; these elements are the singular values sα, α = 1, . . . , N1 ordered

so that s1 ≥ s2 ≥ · · · ≥ sN1 . The large singular value for the animal-plant dimension

reflects the fact that this one dimension explains more of the training set than the

finer-scale dimensions like bird-fish and flower-tree.

The learning dynamics of the network may now be stated explicitly. The network’s

overall input-output map at time t is a time-dependent version of this SVD decom-

position (Fig. 5.2B); it shares the object analyzer and feature synthesizer matrices of

the SVD of Σ31, but replaces the singular value matrix S31 with an effective singular

value matrix A(t),

W 32(t)W 21(t) = U33A(t)V 11T =

N2∑
α=1

aα(t)uαvαT , (5.6)
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Figure 5.2: Network input-output map, analyzed via the SVD. (A) Singular value
decomposition (SVD) of input-output correlations. Associations between items and
their properties are decomposed into modes. Each mode links a set of coherently
covarying properties (a column of U33) with a set of coherently covarying items (a

row of V 11T ). The strength of the mode’s covariation is encoded by the singular
value of the mode (diagonal element of S31). (B) Network input-output map. The
effective singular values (diagonal elements of A(t)) evolve over time during learning.
(C) Time-varying trajectories of the deep network’s effective singular values ai(t).
Black dashed line marks the point in time depicted in panel B. (D) Time-varying
trajectories of a shallow network’s effective singular values bi(t).
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where the trajectory of each effective singular value aα(t) is given by

aα(t) =
sαe

2sαt/τ

e2sαt/τ − 1 + sα/a0α
. (5.7)

Eqn. 5.7 describes a sigmoidal trajectory that begins at some initial value a0α at time

t = 0 and rises to sα as t → ∞, as plotted in Fig. 5.2C. This solution is applicable

when the network begins in an undifferentiated state with little initial knowledge: it

assumes the initial weight matrices are of comparable magnitude and do not couple

modes. Hence Eqns. (5.6)-(5.7) provide an accurate description of the dynamics

for weight matrices initialized with small random weights, as argued theoretically

in the SI and confirmed empirically by simulation in Fig. 5.2C. For this reason we

refer to this solution as that from tabula rasa, valid when the network has no initial

knowledge.

This solution also gives insight into how the internal representations in the hidden

layer of the deep network evolve. An exact solution for W 32 and W 21 is given by

W 21(t) = R
√
A(t)V 11T , (5.8)

W 32(t) = U33
√
A(t)RT (5.9)

where R is an arbitrary N2×N2 orthogonal matrix. Thus the internal representations

(up to an arbitrary rotation R) develop over time by projecting inputs onto more and

more input-output modes as they are learned.

The shallow network has a solution of analogous form,

W 31(t) = U33B(t)V 11T =

min(N1,N3)∑
α=1

bα(t)uαvαT , (5.10)

but where the trajectory of each effective singular value bα(t) is now

bα(t) = sα
(
1− e−t/τ

)
+ b0αe

−t/τ . (5.11)
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In contrast to the deep network’s sigmoidal trajectory, Eqn. 5.11 describes a simple

exponential approach from the initial value b0α to sα, as plotted in Fig. 5.2D. Hence

depth fundamentally changes the dynamics of learning, replacing simple exponential

approach with a sigmoidal trajectory. This central qualitative difference has rippling

consequences for a variety of phenomena.

5.3.2 Dynamical Consequences of Depth

Eqns. (5.7) and (5.11) isolate the impact of depth on learning dynamics, and here

we crystallize several key effects. First, we investigate the timescale of learning.

Beginning from a small initial condition a0α = ε, each mode’s effective singular value

aα(t) rises to within ε of its final value sα in time

t(sα, ε) =
τ

sα
ln
sα
ε

(5.12)

in the limit ε→ 0. This is O(1/sα) up to a logarithmic factor. Hence more coherent

modes, as quantified by the singular value, are learned more quickly. By contrast,

the timescale of learning for the shallow network is

t(sα, ε) = τ ln
sα
ε
, (5.13)

which is O(1) up to a logarithmic factor. Hence in a shallow network, the timescale

of learning a mode depends only weakly on its associated singular value.

Moreover, depth causes stage-like transitions during learning: the trajectory of each

mode has an initial period of little improvement followed by a brief transitional period

of rapid progress (Fig. 5.2C). To quantify this, we pick two cutoffs, ε1 and ε2, and

compare the time t1 required to improve from ε1 to ε2, to the time t2 required to

improve from ε2 to within ε2 of the final value sα. Hence t1 encodes the duration of

the initial plateau of little improvement, while t2 estimates the length of the transition

period. In the deep network,

lim
ε1→0

t2
t1

= 0, (5.14)
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proving that the transition period can be vanishingly brief relative to the time spent

on the initial plateau. In the shallow network, by contrast, t2/t1 limits to a constant

C(sα, ε2), indicating that the transition period is always of comparable duration to

the initial plateau. Hence the existence of stage-like behavior is an emergent property

of nonlinear learning dynamics in deep networks with at least one hidden layer, and

does not require nonlinearity in the input-output map of the network.

These two qualitative features of each mode’s trajectory–an acquisition timescale of

O(1/sα) and a stage-like transition–combine into a dynamic of progressive differenti-

ation at the level of the network. Because of the O(1/sα) timescale, the acquisition of

each mode is strongly ordered by singular value size; and because of the sharp stage-

like transition, a mode with large singular value may be nearly fully learned before a

mode with smaller singular value has exited its slow initial plateau of improvement.

At the network level, learning thus proceeds in quasi-punctate waves of differentia-

tion, in which modes are sequentially learned one after another with little overlap

(Fig. 5.2C). Such a pattern has long been argued to apply to the conceptual develop-

ment of infants and children [141, 174, 129, 263]. Modes in the shallow network, by

contrast, are incorporated into the network’s input-output map at approximately the

same time with substantial overlap in their transitions, yielding network dynamics

better approximated as a single epoch of global learning (Fig. 5.2D).

Finally, depth accentuates transient illusory correlations during learning. Children

sometimes attest to beliefs (such as that worms have bones [45]) that could not have

been learned through direct experience, for the simple reason that they are false (no

worm has bones). These errors challenge simple associationist accounts of semantic

development that predict a steady, monotonic accumulation of information about

individual properties [193, 45, 95, 142]. Yet as shown in Fig. 5.3, the network’s

knowledge of individual properties exhibits complex, non-monotonic trajectories over

the course of learning. The overall prediction for a property (Fig. 5.3A) is a sum of

contributions from each mode (Fig. 5.3C), where the specific contribution of mode α

to an individual property p for item i is aα(t)uαpv
α
i . In the example of Fig. 5.3C, the

first two modes make a positive contribution while the third makes a negative one,
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Figure 5.3: Illusory correlations during learning. (A) Predicted value of feature “Can
Fly” for item “Fish” over the course of learning in a deep network. (B) Predicted
value for the same feature in a shallow network. (C) The contribution to this feature
from each input-output mode in a deep network. (D) The contribution of each input-
output mode in a shallow network.

yielding the inverted U-shaped overall trajectory in Fig. 5.3A. Indeed, any property-

item combination for which uαpv
α
i takes different signs across different α will exhibit a

non-monotonic learning curve, making these a frequent occurrence; and these errors

occur even with a fixed, unchanging environment. The impact of depth is to prolong

these illusory correlations (Fig. 5.3AB): two modes with singular values that differ

appreciably by ∆ will have an interval in which the first is learned but the second

is not of roughly O(∆) compared to O(ln ∆) in the shallow network; and the deep

network’s stage-like transitions further accentuate this effect.

This behavior, which may seem hard to reconcile with an incremental, error-corrective

learning process, is a consequence of minimizing global rather than local prediction

error: for the fastest possible improvement across all properties and items, it is some-

times necessary to tolerate transient errors on specific properties and items. Total
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error decreases monotonically (though at uneven rate) over the course of learning,

despite non-monotonic errors in individual properties (Fig. 5.3A). Illusory correla-

tions thus reflect the fact that global improvement is most efficiently achieved by

interlinking the fate of many coherently-covarying property-item associations, uαvαT ,

such that they rise and fall together according to a single effective singular value

aα(t).

5.4 Organizing and Encoding Knowledge

Having discussed learning dynamics in the model, we now turn to the content of what

is learned. Knowledge in the model is organized according to the SVD of the input-

output correlations in the environment. Here we translate well-known geometric

facts about the SVD into important constraints on the representation of semantic

knowledge in the model.

5.4.1 Category membership, typicality, and prototypes

The SVD instantiates a graded notion of category membership. Each mode of the

SVD identifies an axis of variation in the environment, and defines a quantitative

notion of category participation or typicality in both the space of objects and the

space of features. One mode may distinguish birds, say, from fish. The object analyzer

vector vα specifies this axis in the space of items. Each item i is assigned a location

vαi along this axis with, for example, a canary having a large positive value, and a

salmon having a large negative value. The plants, being neither birds nor fish, are

located at zero. The feature synthesizer vector uα defines the exact same bird-fish

distinction, but now specified in the space of features. Hence wings, feathers and

beaks might have large positive values in uα, fins, scales, and gills large negative

values, and leaves, petals, and stems will again be located at zero. Thus this single

mode, which encodes knowledge contrasting birds and fish, can be viewed either in

terms of the graded membership of items (using vα) or features (using uα). In this
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way, the vectors vα and uα directly encode the typicality of items and features for a

certain categorical distinction.

The geometry of the SVD places a critical mutual constraint on vα and uα (see

Fig. 5.4), which cannot be chosen independently of one another. If we consider any

particular item on (a function over features), or any particular feature fm (a function

over objects), a rearrangement of the basic SVD equation yields

vαn = onTuα/sα, (5.15)

uαm = fmTvα/sα, (5.16)

which must hold simultaneously for all n,m, and α. This interrelation mandates that

the typicality of an item be computable in two equivalent ways: by directly looking

up the entry vαn ; or by taking a dot product of its features with the associated feature

synthesizer vector uα, rescaled by the singular value. In this latter method, uα plays

the role of a prototypical example to which on may be compared. An analogous

situation holds for the typicality of a feature. Geometrically, then, typical objects or

features are extremal points with respect to object analyzer and feature synthesizer

vectors respectively.

Typicality is closely linked to the notion of a category prototype, that is, the best

or ideal example of a particular category. Prototypicality is often operationalized as

the central tendency of features of all items within a category. A version of this idea

holds in the model. By an alternative rearrangement of Eqn. 5.5, we have

vα =
1

sα

N3∑
m

fmuαm, (5.17)

uα =
1

sα

N1∑
n

onvαn . (5.18)

Hence the prototypical features of a category uα can be recovered through a weighted

average of the features of each item, where the weights on each example are precisely

the entries of the associated object analyzer vector; and a similar relation holds for
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the prototypical items of a category vα.

The SVD thus encodes category membership with significant consistency constraints,

and the vectors uα and vα can be described in multiple equivalent ways. Each element

of the vector specifies how typical a feature (or item) is of a particular category, while

the vector as a whole specifies a prototype to which items (or features) may be

compared to determine their typicality.

5.4.2 Category coherence

Some categories of objects seem to hang together more naturally than others. The

set of all things that are Red and cannot Swim forms a well-defined category, for
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instance, but this is not as intuitively coherent as the set of all land animals. A

concrete definition of category coherence, however, has proved elusive [192, 193, 142].

The SVD suggests that coherent categories are those that most succinctly describe

the global structure of properties and items in the world. To see this, we note that

the SVD obeys a global optimality principle: if we fix the representation of items

to use just k values (N2 = k), using the first k modes of largest singular value will

minimize the total error across all properties and items in the environment. Thus for a

given economy of representation, the SVD provides the most effective decomposition

of items and properties.

Viewing category coherence in this way overcomes several difficulties. A number of

researchers have shown that determining coherent categories is beset by a circularity

[192, 193, 142]: to identify a coherent category of items based on the similarity

of their features, we must already have decided how important each feature is to

the category–whiteness, for instance, would seem to be crucial in identifying polar

bears but irrelevant in identifying household appliances. The importance of each

feature to a category, likewise, could be determined by averaging it over all category

members–but this requires having already decided on the category membership. This

circularity is concretely expressed in Eqns. (5.15)-(5.18), which require vα to compute

uα and visa versa. The SVD overcomes this by finding a set of properties uα that

coherently covary with a set of items vα, that is, by performing a joint inference: both

weightings are chosen to simultaneously obey Eqns. (5.15)-(5.18) while compactly

encoding information about the environment.

Beyond constraints on individual categories, category coherence also depends on re-

lations between categories: as a group, coherent categories must “cut the world at its

joints” [233]. A category must fit with our overall knowledge of the world, working

together with other categories to compactly represent relationships between concepts

and their place in overarching structures [193, 142, 192]. In a globally optimal de-

composition, no two categories may contain redundant information. In the SVD,

this corresponds to the orthogonality of the feature synthesizer and object analyzer

vectors: any two modes will have vαTvβ = uαTuβ = 0, such that the features and
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Figure 5.5: Representation of explicit structural forms in a neural network. Each
column shows a different structural form. First row: The structure of the generat-
ing probabilistic graphical model. Second row: The resulting item covariance matrix
arising from data drawn from the PGM. Third row: The input-analyzing singular
vectors that will be learned by the linear neural network. Each vector is scaled by
its singular value, showing its importance to representing the covariance matrix. The
first three columns show highly regular structures for which analytic descriptions of
the covariance matrix and input-analyzing singular vectors exist. These structures
are as follows. Cluster: covariance is block-diagonal constant. Tree: ultrametric.
Chain/ring: Toeplitz/circulant. The first five columns, as pure instantiations of spe-
cific structures, are idealizations of any actual dataset. The final column shows the
covariance of an actual dataset consisting of properties of animals as elicited from
human judgements [204, 144]. This has features of a tree structure, but also a variety
of other structure, all of which will be encoded by the neural network.
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items typical of a certain mode are different from those of all others. This differs

importantly from a clustering, which requires each item to participate in just a single

category. One item may participate fully in many categories, but each category must

each encode different aspects of information about the whole set of items and prop-

erties. Hence in a hierarchy, a sparrow may belong both to the mid-level category

Bird and the superordinate category Animal ; but the Bird category must not encode

information already captured by the superordinate level. Categories are thus defined

by their distinctive features relative to all other categories, which results in an overall

structure that compactly represents the environment.

5.4.3 Discovering and representing explicit structures

The deep neural network thus organizes its internal representation according to a

global decomposition that satisfies a variety of complex constraints, making it hard

to intuit how specific abstract structures might come to be represented. Perhaps the

most crucial question remains: How does the network sensibly abstract from individ-

ual examples, organizing its knowledge of animals and plants, say, into a hierarchical

taxonomy? To understand this, we consider the model’s behavior in idealized envi-

ronments that exactly respect various abstract structures.

An ideal environment can be represented as a probabilistic graphical model defined

by a graph over items (Fig. 5.5 top). This graph can express a variety of abstract

structural forms that might underly a domain, including clusters, trees, rings, grids,

orderings, and hierarchies. Features are assigned to items by independently sampling

from the probabilistic graphical model (see [143]), such that nearby items in the graph

are more likely to share features. Using this approach, we may construct a dataset of

N1 entities, each with N3 features, that comes from a known and explicit underlying

structure.

We now imagine training a neural network on this dataset. To access general prin-

ciples of how structure is embedded in the network, we let N3 → ∞, such that the

network is trained on an infinite number of features. With enough features, the
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empirical correlation matrix Σ31 will be exactly equal to that of the original proba-

bilistic graphical model. Thus Σ31 may be read off directly from the underlying graph

structure; and its singular value decomposition (the key quantity driving learning)

can be calculated analytically for a variety of graph structures. The item covariance

matrices, their associated input-analyzing singular vectors, and the evolving internal

representation of the network are plotted in Fig. 5.5 and summarized below.

Clusters. Graphs that break items into distinct clusters give rise to block-diagonal

constant matrices, yielding object-analyzer vectors that pick out cluster mem-

bership.

Trees. Tree graphs give rise to ultrametric covariance matrices, yielding object-

analyzer vectors that are tree-structured wavelets that mirror the underlying

hierarchy [146]. For example, balanced binary trees yield object-analyzer vec-

tors that are Haar wavelets, each one corresponding to a binary distinction in

the graph [194].

Rings and Grids. Ring-structured graphs give rise to circulant covariance matrices,

yielding object-analyzer vectors that are Fourier modes, i.e., sinusoids of differ-

ing frequencies [105]. The singular value associated with each spatial frequency

is the Fourier amplitude of that frequency.

Orderings. Graphs that transitively order items yield highly structured covariance

matrices that, while not corresponding to a common property of matrices, an-

alytically, yield object-analyzer vectors that mirror the ordering.

Hierarchies. Hierarchies contain elements of tree structure, as well as object-analyzer

vectors that correspond to the hierarchical level of each item.

Hybrids and other structures. A domain need not be well-fit by any specific ab-

stract structure. For real-world domains, such as the natural kinds, placing

items into a single explicit structure may be too stringent an application of

Occam’s razor. In so doing, we may have sliced off important features of atyp-

ical items like the Penguin, the Kiwi, and the Platypus; and diminished the

contribution of other structure–spatial structure separating arctic animals from
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equatorial, ordering structure separating predators from pray–to the properties

of animals. Even in domains with strong hierarchical relations, people do not

always obey this hierarchy, for instance asserting that Big Ben is a kind of clock;

a clock is a kind of furniture; but not that Big Ben is a kind of furniture [109].

These sorts of hybrid structures will often have no simple analytical expres-

sion for their covariance, but can nonetheless be represented by the resulting

collection of object-analyzer vectors.

Here we have built an analytic link between explicit structure in the environment and

the dynamics of its acquisition by a neural network. This analysis transcends indi-

vidual datasets, showing how classes of abstract structures come to be embedded in

the neural network. When provided with structured input, the network can organize

its representation in systematic, rule-following ways, though it can also represent less

systematic structures. Remarkably, these intricately structured, globally optimal de-

compositions of environmental structure arise naturally through incremental learning

in a deep neural network.

5.5 Deploying Knowledge: Inductive Projection

Over the course of development, children acquire a bulk of background knowledge

that powerfully shapes their inductions upon encountering novel items and properties

[45, 192]. Here we show that deep linear networks, by virtue of their hidden layer,

can make generalizations that respect the structural forms previously embedded in

the network.

We consider four varieties of induction: given a novel item with features on or a

novel property possessed by items fn, we may infer either the properties this item

possesses ôn or the items most similar to it f̂n. Generalization occurs by mapping

novel information into and out of the internal representational space of the network

(Fig. 5.6). To place novel information into the internal representational space, we use

the backprop to representation technique to find the hidden layer activity that best
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Figure 5.6: Geometry of generalization. Generalization relies on mapping between
feature space (a) and item space (c) through an internal hidden representation space
(b) and comes in four varieties. A novel object n with observed features on in panel
A is transformed into internal representation hn in panel B. This can be transformed
either into a prediction of the object’s features ôn = W 32hn = UUTon corresponding
to the projection of on onto the subspace spanned by the output-analyzing singular
vectors, shown in panel A; or a prediction of the similarity of the novel item n to
other items, encoded by the vector f̂n = V UTon in panel C. Similarly, a novel fea-
ture m known to be possessed by items fm in panel C is transformed into internal
representation hm in panel B. This yields a prediction of other objects possessing this
feature, f̂m = W 21Thm = V V Tfm, corresponding to the projection of fm onto the
subspace spanned by the input-analyzing singular vectors in panel C; or a prediction
of similar features ôm = W 32hm = UV Tfm in panel A.

reproduces the novel information, and here analyze the case when all features of a

new object, or all items possessed by a new feature, are given [238, 230]. In the linear

deep network model, this yields a hidden representation of either

hn ≈ R
√
A(t)S31−1V 11Tfn, (5.19)

hn ≈ R
√
A(t)S31−1U33Ton. (5.20)

To then obtain the resulting generalizations, this representation is passed through

either W 32 or W 21. This yields the four inductive profiles



CHAPTER 5. A THEORY OF SEMANTIC DEVELOPMENT 107

f̂n ≈ V 11I(t)V 11Tfn, (5.21)

f̂n ≈ V 11I(t)U33Ton, (5.22)

ôn ≈ U33I(t)V 11Tfn, (5.23)

ôn ≈ U33I(t)U33Ton. (5.24)

where the elements of the diagonal matrix I(t) = A(t)S31−1 begin near zero, and rise

to one as each mode is incorporated into the network’s representation. Hence over

time, inductions are based on more and more modes as each mode is learned; and

at any point in time, inductions conform to the structure of background knowledge

embedded in the network.

Finally, the dynamic of progressive differentiation in the network yields inductions

that become increasing specific over time, coinciding with an important empirical

feature of the temporal evolution of human property inductions [45]. To take a

taxonomic example, suppose we learn that a Robin has a novel property like an

“omentum.” If the superordinate category Animal is learned first, the model will

initially extend this property to all animals. Later, when the mid level category Bird

is incorporated, the model will preferentially extend this property to other birds. And

finally, when each category is highly differentiated, the property will be extended to

even fewer items.

5.6 Linking Behavior and Neural Representations

Compared to previous models which have primarily made behavioral predictions, our

theory has a clear neural interpretation. Here we discuss implications for the neural

basis of semantic cognition.
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5.6.1 Similarity structure is an invariant of optimal learn-

ing

A learning system has considerable flexibility in setting up its internal representa-

tion. For instance, any two hidden neurons could swap what they represent without

affecting the overall output of the network. In the model, this flexibility is captured

by the arbitrary rotation R of the internal representation in Eqn. (5.9). Two learning

systems trained with different random initializations will ultimately arrive at different

rotations R1 and R2, even though the overall function they compute will be identical.

If the neural responses of these two systems are measured, they may seem to contain

neurons with different detailed response patterns and selectivities. Indeed, without

further constraints on the learning process, most neurons in a learned system will

exhibit mixed selectivity [225], making their functional role hard to interpret. What

property of the neural response can be measured experimentally to show that both

networks perform the same function?

Here we show that it is the similarity structure of the neural activity patterns which is

an invariant of learning. Any networks trained to perform the same task, regardless of

their to different internal representations, must have the same similarity structure. To

see this, note that the neural activity patterns in response to all items, concatenated

columnwise into the matrix H, is given by

H1 = R1

√
A(t)V 11T (5.25)

H2 = R2

√
A(t)V 11T . (5.26)

Hence the similarity structure HTH is identical in both models, since

HT
1 H1 = V 11

√
A(t)RT

1R1

√
A(t)V 11T (5.27)

= V 11A(t)V 11T (5.28)

= V 11
√
A(t)RT

2R2

√
A(t)V 11T (5.29)

= HT
2 H2. (5.30)
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The key fact is simply that the arbitrary rotations are orthogonal, such that RT
1R1 =

RT
2R2 = I. This insight implicitly underlies the representational similarity approach

[76, 154, 153], which has identified rich structure in the similarity of activity in high

level visual cortices [47, 46, 97, 171, 57]. Studies have also found remarkable con-

stancy between neural activity similarity structure in man and monkey [191, 154],

despite distributed and overlapping representations with considerable variability in

any given subject [111, 261]. Indeed, exploiting similarity patterns enables greatly

more effective across-subject decoding of fMRI data relative to transferring a decoder

based on an anatomical alignment [219]. While some studies have suggested that

conserved similarity structure may be due to evolutionary pressures [191], our results

show that it is equally plausible it is due to learning similar tasks over the course of

development.

It may seem that this result is unavoidable, but it is not: similarity structure is only an

invariant of learning when the learning process is optimal, in the sense that it uses the

smallest magnitude weights capable of encoding the desired transformation. In our

model, this arises from the assumption that weights begin with small random values,

such that they grow large only as necessary to accomplish the task. If learning is not

optimal, then the random rotation R in internal neural activity is instead replaced by

an arbitrary invertible transformation Q, which in general will not satisfy QTQ = I.

In this case, the above derivation no longer holds and the similarity structure of

internal neural activity is not an invariant of learning. Idiosyncrasies of the specific

invertible mapping Q will remain in in the similarity structure of neural activities.

Hence the empirical results cited earlier in favor of invariant similarity structure may

indicate that the learning process is approximately optimal, which may confer other

benefits such as lower sensitivity to noise.
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5.6.2 Behavior mirrors brain: similarity structure of neural

representations mirrors that of behavior

Our model also formally justifies an assumption so straightforward that it may easily

escape notice, namely, why the similarity structure of behavioral judgements mirrors

the similarity structure of neural activities. The behavioral properties attributed to

each item may be collected into the matrix Y = W 32(t)W 21(t). Its similarity structure

Y TY is thus

Y TY = W 21(t)TW 32(t)TW 32(t)W 21(t) (5.31)

= V 11A(t)U33TU33A(t)V 11T (5.32)

= V 11A(t)2V 11T (5.33)

=
(
HTH

)2
(5.34)

Hence the behavioral similarity of items shares the same object-analyzer vectors, and

therefore the same categorical structure, as the neural representation; but each se-

mantic distinction is expressed more strongly (according to the square of its singular

value) in behavior relative to the neural representation. Intuitively, this greater dis-

tinction in behavior is due to the fact that half of the semantic relation is encoded in

the output weights W 32, which do not influence the neural similarity of the hidden

layer, as it depends only on W 21. A match between similarity in neural representation

space and behavior has been empirically verified in fMRI and single units [153], with

some evidence that there is greater category separation in behavior [191], though this

may reflect experimental limitations. As was the case in the prior section, behavioral

similarity only faithfully reflects neural similarity when learning is approximately op-

timal. Thus the experimental evidence in favor of a link between behavioral and

neural similarity may indicate that learning in the brain is indeed finding maximally

efficient transformations.
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5.6.3 Neural representation of typicality

While the previous two results are relatively intuitive, our theory also offers a novel

relationship between neural and behavioral measures of typicality. In the model,

typicality is reflected by neural representations that are extremal with respect to

the underlying object analyzer vector for a category. This prediction can be exper-

imentally tested as follows. Given an experimentally measured similarity structure

HTH of neural activity, the object analyzer vectors V 11 may be recovered as the

eigenvectors of HTH. Then, for a particular categorical distinction picked out by an

object analyzer vector vα, the predicted behavioral typicality of each item is given

by the projection of its neural activity vector onto vα. An approximate version of

this prediction, readily testable, would suggest that typical items are not those with

neural activity patterns close to the average of other category members; but rather

those with activity patterns that are most extreme when projected onto the category

average. Some preliminary evidence in this direction is consistent with this account

[62], though it remains to be tested in detail.

5.7 Discussion

The theory developed here provides the first tractable, exactly solvable model of the

development of certain kinds of semantic knowledge. A critical feature of the model

is its deep, layered structure, which exerts a strong influence on the dynamics of

learning and generalization. The ability to arrange items within an internal repre-

sentational space allows deep models to exhibit phenomena that go beyond simple

associationist accounts, such as illusory correlations during learning. Unlike its shal-

low counterparts, in a deep network, learning about one item-property association

can influence the generalizations made about other item-property associations by al-

tering the mapping into and out of a common representational space. This coupled

learning is a key strength of layered systems, enabling them to focus on the coherently

covarying structure across many examples.
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Yet learning in a deep system also causes its share of difficulties, mainly in the form

of slower learning. The intricate dynamics of learning in a deep network include long

plateaus of little progress and relatively brief stage-like transitions, and are finely

sensitive to the initial configuration of the network. In the case of hierarchically

structured domains, these effects combine into a dynamic of progressive differentia-

tion, with waves of progress beginning at the highest levels and eventually reaching

the lowest.

Neural network models have been criticized for their lack of transparency [144]; while

they may make use of sophisticated background knowledge, the exact form this takes

can be hard to specify and difficult to understand. By giving an exact account

of how explicit structures are represented implicitly in neural networks, our theory

provides a clear window into these simple neural network models. Indeed, because of

the availability of exact solutions for the entire time course of learning, deep linear

networks permit a rigorous and fully transparent understanding of developmental

phenomena which exceeds that of both prior neural network models and structured

Bayesian models.

5.7.1 Linking PGMs and neural nets in a new way

Our results link probabilistic graphical models and neural networks in a novel way,

showing how neural networks will come to encode explicitly structured knowledge.

However, we have not shown an equivalence: training a neural network on data gener-

ated by a probabilistic graphical model is not equivalent to performing probabilistic

inference to infer the underlying structure. In the probabilistic inference model of

Kemp & Tenenbaum [143], for instance, the inference process makes use of graph-

structured priors and in general will yield a different solution to that found by the

neural network.

If learning in a neural network is stopped before convergence, there is an implicit

prior at work. For shallow networks this prior is Gaussian zero mean [86, 242, 106].

The prior is fundamentally different in a deep network: early stopping encodes just
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those modes with association strength greater than some threshold, equivalent to a

threshold prior on singular value sizes. Conceptually, the graph priors of Bayesian

models enable them to clean up ‘noise,’ clipping associations which do not conform to

a particular pure structure. This approach has made them a powerful data analysis

tool and enabled strong correlations with behavior [144, 143]. Our model, by contrast,

incrementally learns about all structure in the environment, even if it does not conform

to any particular structure. Unlearned dimensions are not construed as removing

‘noise’ but simply not yet having gathered sufficient experience to express themselves–

they are signals lurking under the surface, readying themselves to emerge.

5.7.2 Validity in nonlinear neural networks

Based as it is on a linear model, the theory given here will never comprise a complete

model of semantic development, which certainly requires nonlinear mappings from

inputs to outputs. Indeed, it is crucial to verify that the properties of learning iden-

tified with this simple model do in fact occur in more realistic nonlinear networks.

In the present case, the applicability of the analysis can be judged by comparison

to the extensive simulation studies of nonlinear networks in [230]. All of the phe-

nomena we have identified are seen, and indeed were first suggested, in simulation

of these nonlinear networks [230]. Our contribution is to formalize these insights

mathematically.

5.7.3 Limitations

Yet Rogers and McClelland [230] also observed a variety of phenomena that go be-

yond our linear model. Our failure to obtain these phenomena with our linear model

suggest that they are critically dependent on neural nonlinearities. In particular, lin-

ear networks cannot exhibit context effects. In the model of Rogers and McClelland,

these arise from the nonlinear interactions of a Context input layer and an inter-

nal hidden representation, which gate appropriate responses depending on context.
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In a linear deep network, the contribution of the Context layer can only be fixed

an additive. Additionally, deep linear networks do not appear to exhibit a reverse

dedifferentiation of hierarchical structure as connections in the network are damaged

[230]. Because of linearity, corrupting noise is propagated straightforwardly through

the network, such that, in fact, the strongest associations end up amplifying the noise

most. The observed progressive dedifferentiation in nonlinear networks [230] may be

due to the presence of saturating nonlinearities, which are insensitive to noise when

in their saturated regime.

Beyond nonlinearity, other important developmental phenomena may require altering

other aspects of the model. Our model assumes a fixed training environment, but

children are exposed to a curriculum that intentionally changes over time. Such effects

might be analyzable by introducing time-dependent input-output correlations.

Finally, some empirical phenomena may present more basic challenges to the ap-

proach. Our semantic knowledge includes knowledge of mental attributes, intentional

actions, and theory of mind [44, 276, 144]. It remains to be seen whether such knowl-

edge may be representable as a list of properties, but on this view our approach might

better be termed a theory of semantic property knowledge. Furthermore, semantic

development is specially driven by causal structure, and may include active learning

and experimentation rather than the more passive perceptual exposure account given

here [104]. While there are reasons for optimism that models similar to the one given

here will eventually rise to such challenges [230], a detailed proposal remains to be

developed. These considerations highlight that the present model is but one step to-

wards a full theory of semantic development, capturing only a subset of the incredible

range and facility of human semantic knowledge.
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Conclusion

It is clear that the brain remains the most capable learning device we know of; and it is

equally clear that its constituent neuronal networks are chain-like and many-layered–

in a word, deep. Given this, it is natural to ask how the brain’s depth shapes learning.

This thesis offers a theory of learning in such layered structure, and argues that the

ramifications of depth are evident in many neuroscientific and cognitive phenomena

ranging from critical period plasticity to the development of semantic cognition.

6.1 Implications for the brain and mind

How do these findings advance neural network and parallel distributed processing

(PDP) theories of the brain and mind? At a conceptual level, the critical importance

of depth has long been recognized by neural network models and modelers [235,

236, 178, 179, 229, 190, 230, 180]. The arguments in this thesis largely vindicate

through formal analysis what has been known previously through the careful study

of simulations. This renders the behavior of neural networks, to the extent that they

can be analyzed by linear means, fully transparent, shining new light inside the black

box.

A useful outcome of this analysis is a clear account of the impact of background

115
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knowledge on learning and induction. This responds to one criticism of previous

neural network models [144], which has pointed to the difficulty of understanding and

expressing explicit knowledge within the neural network framework. In comparison to

structured Bayesian models, which also allow explicit specification of prior knowledge,

deep linear neural networks have a ready neural interpretation that can help bridge

the divide between neural and cognitive phenomena.

More broadly, the methods developed in this thesis may enable a similar recapitulation

of other neural network models in formal terms, with the possible applications ranging

from perceptual decision making to sentence processing and world learning.

In statements of the central tenets of PDP models, the role of depth often lies hidden

implicitly behind statements such as “Cognitive processes arise from the real-time

propagation of activation via weighted connections” [229]. Given that depth is and

always has been a key consideration in the thinking of PDP researchers, and is a

nearly ubiquitous feature of the actual models they use, I suggest that it may be

worthy of explicit mention as a central tenet of the framework. For depth to warrant

such attention, it should exert a strong effect on a broad range of phenomena. The

theory offered here showcases the direct role of depth itself–as opposed to neural

nonlinearities–in qualitatively altering both the learning dynamics of a neural network

model and the learned representations.

The parallel distributed processing framework by its very name is meant to suggest

brain-like computation, that is, a framework which resists fastening upon any of the

succession of man-made technology metaphors (mind as machine, mind as computer,

mind as statistical program) which engineering advances have made convenient [235,

236]. For this reason, neural network models have often highlighted their massive

and ubiquitous parallel structure, as a useful counterweight to the still mainly serial

processing of computers. Yet the brain has a mixture of parallel and serial structure,

with parallel, distributed responses within layers and serial, chain-like structure across

layers. To fully understand brain-like computation, it is vital to develop theories and

intuitions that directly address learning in networks with combined parallel and serial

structure.
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6.2 Lessons learned

This section summarizes intuitions and concepts formalized by the arguments in this

thesis.

Saddle points (not local minima) slow deep linear learning In deep linear neu-

ral networks, the error surface has no local minima; the key learning difficulty

is caused by a saddle point, not a local minimum. And when initialized with

small random weights, the relevant saddle point is not due to the permutation

symmetry between hidden units, but rather the scaling symmetry across layers

of a deep network. In other words, the key task is not to ensure that different

hidden units represent different things (since this is readily achieved by a ran-

dom initialization), but to ensure that signals do not vanish as they propagate

through all layers of a deep chain.

Pretraining speeds learning by improving initial scaling The effect of unsu-

pervised pretraining in deep linear neural networks is to improve the initial

scaling of layers, such that signals propagate unimpeded through the entire

length of the deep network. The layer-wise scheme establishes this initialization

in time proportional to the depth of the network, whereas direct training can

require time exponential in the depth of the network.

Learning in mixtures of parallel & serial structure How does learning proceed

in networks with both parallel and serial structure? In parallel structure, such

as exists within a brain area, learning targets the most informative neurons.

Because the contribution of elements in a parallel structure are roughly inde-

pendent, the learning scheme can easily focus on the most informative, leading

to a rich get richer dynamic. These intuitions coincide with findings in shallow

networks, showing that parallel learning occurs similarly even when embedded

in deep structures. Serial structures, by contrast, behave like chains: learning

targets the weakest link. The contribution of elements in a serial structure are

highly coupled, such that one inadequate stage in the chain will severely harm

overall performance. The quickest improvement thus comes from shoring up
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the least performing layers. In the case of visual perceptual learning of fine

orientation discriminations, higher layers are less orientation tuned and hence

initially weaker. They therefore change more during learning, resulting in a re-

verse hierarchy of changes. Yet this principle will not always result in a reverse

hierarchy: in cases where higher layers are more suited to a task, and it is input

representations that are initially inadequate, learning will target these input

representations. This intuition may underly rapid “schema-consistent” learning

[181]. And if both input and higher layers are well-configured, but intermediate

linking layers are weak, then learning may target the mid-level of the hierarchy.

This may be the case when a perceptual input hierarchy and a motor output

hierarchy are well-formed, but the intermediate task-specific linkage between

the two is weak.

Deep networks exhibit stage-like transitions Deep networks exhibit qualitatively

different learning dynamics, in which a long period of little improvement can be

followed by a brief period of rapid improvement. This is a direct consequence

of deep, layered structure.

Deep networks are not slaved to direct experience Because different experi-

ences are coupled through an internal representational space in deep networks,

learning proceeds through the successive acquisition of integrative ‘modes’ which

characterize the input-output correlations of the training environment. This can

cause deep (but not shallow) networks to transiently express associations which

have never been directly observed in experience.

6.3 The role of minimal models

The deep linear neural network models considered in this thesis are simple almost to

a fault, yet they illuminate a remarkably diverse range of empirical phenomena. This

success constitutes an argument for the continued study of minimal models. Recent

developments in theoretical neuroscience have tended to favor complex, nonlinear
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models because simpler models have known limitations. Yet this risks letting Occam’s

razor go dull, with successive models adding ever more components. Complex models

are liable to be overly flexible, and empirically underconstrained. For this reason it

may occasionally be as useful to figure out how to make models simple, to clarify

what may be left out of a model, as to figure out what must be put in. Because

they have little flexibility, the minimal models developed here make unambiguous

predictions for experiment and can readily be falsified. In the search for a theory of

brain function, we may benefit by aiming for minimal models, models so simple that

when simplified further, they cannot explain an observed effect.

Linear models have played an vital role in a variety of fields from linear circuits to

control theory, where they are also known to be oversimplifications of real world sys-

tems. In these fields and, I would argue, in the brain sciences, their usefulness lies

in their ability to clarify the concepts involved, providing an important prerequisite

to understanding more complex nonlinear phenomena. To take an example from

this thesis, slow learning in deep networks has often been attributed to the rigors of

learning with saturating neural nonlinearities. Yet as we have seen, even linear deep

networks show slow learning behavior, where it is a direct consequence of depth. Non-

linearities may well exacerbate the problem, but the fundamental problem of depth

transcends just the effect of saturating nonlinearities. Similarly, training nonlinear

neural networks is known to be a nonconvex problem, and the learning process in

deep networks has therefore been thought to typically become trapped in a poor local

minimum. Yet recent results [59, 52], including my work with Ian Goodfellow and

Oriol Vinyals [102], have shown that even in nonlinear networks, the actual error

surface looks much more like that of a deep linear network: there are few poor local

minima, and naive deep learning typically does not become trapped by a poor local

minimum, but rather slows considerably in the vicinity of a saddle point. While it

remains to be seen how far the comparison will hold, deep linear neural networks may

prove to be an accurate initial guide to the conceptual picture underlying nonlinear

deep learning.
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6.4 Prospects for extension

This thesis has considered learning dynamics in simple networks with feedforward

structure. Using similar analysis methods, studying learning in layered systems may

yield insight into a variety of other cognitive phenomena.

The generalization benefit of unsupervised pretraining The dynamical results

given in this thesis focus exclusively on training error, when in reality it is gen-

eralization and knowledge transfer to novel contexts that is most crucial to

adaptive behavior. Unsupervised layerwise pretraining appears to improve gen-

eralization from limited amounts of data [167], and deep linear networks may

be able to shed light on this behavior. Indeed, generalization dynamics were a

key focus of early work in linear networks and online learning [10, 9, 17, 74, 157,

49, 240, 259, 32, 202, 130, 74], providing reason for optimism that such a theory

can be developed. While engineered deep learning systems have turned to big

datasets to achieve better generalization, for applications to the brain sciences

it is particularly critical to study the limit of few training samples [12].

Decision making Generalizing the analyses here to recurrent deep linear nets may

permit analysis of learning dynamics in two alternative forced choice tasks with

noisy perceptual evidence. In a typical experiment, subjects view a visual dis-

play with a small number of coherently moving dots amidst a large number

of randomly moving dots, and must report the direction of coherent motion

[34, 147, 15]. To the perceptual learning results described earlier, this setting

adds the integration of noisy evidence over time. It may further be possible to

examine changes across multiple brain areas like MT and LIP, using multiple

recurrent networks that cascade into each other.

Reinforcement learning Due to the nonlinearity of the Bellman equation, ana-

lyzing reinforcement learning dynamics with deep linear networks is difficult.

However, the linearly solvable Markov decision process (LMDP) formulation

[279, 278, 75] causes the Bellman equation to become linear in the exponen-

tiated cost-to-go function. In this setting, deep linear networks may permit



CHAPTER 6. CONCLUSION 121

understanding the learning dynamics and learned representations of a reinforce-

ment learning agent. This approach may provide analytically solvable learning

dynamics for reinforcement learning agents with a deep (but linear) neural func-

tion approximator, with a variety of applications from grid cell formation [268]

to motor learning [123].

Sparse parts-based decompositions Deep linear networks can represent a hier-

archical decomposition into reusable parts: to represent a face, for example,

the network might have edge-selective neurons in its first layer; nose-, eye-, and

mouth-selective neurons in its second layer; and full face-selective neurons in

its third layer. In a deep linear network, such compositionality must be lin-

ear, but is nonetheless possible. This kind of hierarchical decomposition is a

key intuition underlying deep learning techniques, and seems to require spar-

sity regularization to achieve. Investigating deep linear networks with sparsity

penalties may help identify when such hierarchical decompositions will be recov-

ered. Similar to the analysis of learning from structured graphical models used

in my semantic cognition work, it would be valuable to see if there is a genera-

tive model implied by the parts-based decomposition, for which a deep network

with sparsity regularization is guaranteed to recover the correct decomposition.

Overall, deep linear neural networks may shed light on a variety of learning phe-

nomena that involve coordination across multiple brain areas, and at a range of

scales.

6.5 Prospects for experiment

The models derived in this thesis are meant to connect detailed changes in neuronal

networks with high level improvements in behavior. Here I discuss opportunities to

test some predictions arising from this analysis.

Neural basis of semantic cognition As detailed in Chapter 5, the similarity of

neural representations for semantic items should be conserved across individuals
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and even species provided they face similar learning environments, and the

similarity structure of behavior should mirror that of the brain. An even more

demanding test of the theory arises from predictions about neural ‘typicality’:

typical items are predicted to be those with neural representations that are the

most extreme with respect to an underlying categorical distinction, rather than

those closest to the actual average of all category members. Details of this

prediction are given in Chapter 5.

Neural basis of perceptual learning The perceptual learning model makes sev-

eral predictions, such as that early learning should transfer better, and that

easy tasks should transfer better, which have already been tested and verified

at the behavioral level. It remains to be seen, however, if the neural changes

which underlie these behavioral results conform to the model’s predictions.

Biological mechanisms of gradient descent learning At a computational level,

gradient descent in a layered structure appears to offer an account of a number

of experimental findings in different domains and tasks. Yet the biological

mechanisms through which neural tuning changes might follow the gradient

direction are unknown. Indeed, gradient descent has long been rejected as

biologically implausible, principally because there is no clear implementation

of the widely-used back propagation algorithm. An urgent experimental need

is to identify how changes in neural tuning follow the gradient, if they in fact

do, across many layers of cortex. The variety of recent theoretical proposals

offer some hope that a suitable implementation of this critical computational

operation might be found [29, 170, 117, 288, 79, 203, 41, 152, 228].

6.6 Beyond deep learning

In engineering applications, deep learning systems do not merely outperform their

competitor algorithms; they are, for the first time, good enough in an absolute sense

to be useful in a variety of artificial intelligence applications from visual search to
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spoken word recognition and machine translation. This success has generated great

excitement. But how far might deep networks take us towards explaining the full

scope and power of human cognitive abilities? Might we look back at current news

articles with the same skepticism with which we read the New York Times’ 1958 piece

on the Perceptron heralding the “embryo of an electronic computer ... that ... will

be able to walk, talk, see, write, reproduce itself and be conscious of its existence”

[280]?

It seems likely that deep networks will take us a step closer to understanding the

brain, but only one step: depth alone will not suffice to explain our capacity for rich,

productive thought and the variety of flexible inferences we can make based on our

knowledge. Phenomena such as physical inferences [39, 44, 276], causal learning [104],

social learning [246, 103], or our rich inferences about theory of mind [14] present qual-

itative challenges to the abilities of deep networks. What principles will be required

to go beyond deep learning? A common element behind many phenomena which ap-

pear out of reach is intentional action, that is, action which is chosen to be effective

towards the goals of an agent. Most deep learning methods are mainly perceptual: in

response to raw sensory inputs, they compute important high level functions such as

object identity. Beyond black-box reinforcement learning techniques, which make use

of neural networks in an essentially perceptual role, neural network models seldom

incorporate mechanisms for action selection, or reasoning about actions and their out-

comes. Extending some of the key intuitions of deep learning, such as the recursive,

combinatorial composition of simple elements, to the problem of hierarchical action

selection [35] may open the way for models capable of explaining how causal learn-

ing, social learning, theory of mind, and other phenomena can arise in the neuronal

networks of the brain. We may chuckle to hear that in 1958 an embryo of a walking,

talking, and conscious computer was born, but perhaps it is The New York Times

who shall laugh last: computers are now beginning to see; and the deep networks they

use to do so contain simple, parallel, neuron-like computing elements–perceptrons–at

their core.



Appendix A

Mathematical Derivations

A.1 Hyperbolic dynamics of learning

In Section 1.3 of the main text we treat the dynamics of learning in three layer

networks where mode strengths in each layer are equal, i.e, a = b, a reasonable limit

when starting with small random initial conditions. More generally, though, we are

interested in how long it takes for ab to approach s from any given initial condition.

To access this, given the hyperbolic nature of the dynamics, it is useful to make the

hyperbolic change of coordinates,

a =
√
c0 cosh

θ

2
b =
√
c0 sinh

θ

2
for a2 > b2 (A.1)

a =
√
c0 sinh

θ

2
b =
√
c0 cosh

θ

2
for a2 < b2. (A.2)

Thus θ parametrizes the dynamically invariant manifolds a2 − b2 = ±c0. For any

c0 and θ, this coordinate system covers the region a + b > 0, which is the basin

of attraction of the upper right component of the hyperbola ab = s. A symmetric

situation exists for a+b < 0, which is attracted to the lower left component of ab = s.

We use θ as a coordinate to follow the dynamics of the product ab, and using the

124
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relations ab = c0 sinh θ and a2 + b2 = c0 cosh θ, we obtain

τ
dθ

dt
= s− c0 sinh θ. (A.3)

This differential equation is separable in θ and t and can be integrated to yield

t = τ

∫ θf

θ0

dθ

s− c0 sinh θ
=

τ√
c20 + s2

[
ln

√
c20 + s2 + c0 + s tanh θ

2√
c20 + s2 − c0 − s tanh θ

2

]θf
θ0

. (A.4)

Here t is the amount of time it takes to travel from θ0 to θf along the hyperbola

a2 − b2 = ±c0. The fixed point lies at θ = sinh−1 s/c0, but the dynamics cannot

reach the fixed point in finite time. Therefore we introduce a cutoff ε to mark the

endpoint of learning, so that θf obeys sinh θf = (1 − ε)s/c0 (i.e. ab is close to s by

a factor 1 − ε). We can then average over the initial conditions c0 and θ0 to obtain

the expected learning time of an input-output relation that has a correlation strength

s. Rather than doing this, it is easier to obtain a rough estimate of the timescale of

learning under the assumption that the initial weights are small, so that c0 and θ0

are close to 0. In this case t = O(τ/s) (with a weak logarithmic dependence on the

cutoff (i.e. ln(1/ε)). This modestly generalizes the result given in the main text: the

timescale of learning of each input-output mode α of the correlation matrix Σ31 is

inversely proportional to the correlation strength sα of the mode even when a and

b differ slightly, i.e., c0 small. This is not an unreasonable limit for random initial

conditions because |c0| = |a ·a−b ·b| where a and b are random vectors of N2 synaptic

weights into and out of the hidden units. Thus we expect the lengths of the two

random vectors to be approximately equal and therefore c0 will be small relative to

the length of each vector.

These solutions are distinctly different from solutions for learning dynamics in three

layer networks found in [93]. In our notation, in [93], it was shown that if the initial

vectors aα and bα satisfy the matrix identity
∑

α a
αaα

T
=
∑

α b
αbα

T
then the dynamics

of learning becomes equivalent to a matrix Riccatti equation. However, the hyperbolic

dynamics derived here arises from a set of initial conditions that do not satisfy the
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restrictions of [93] and therefore do not arise through a solution to a matrix Ricatti

equation. Moreover, in going beyond a statement of the matrix Riccatti solution, our

analysis provides intuition about the time-scales over which the learning dynamics

unfolds, and crucially, our methods extend beyond the three layer case to the arbitrary

Nl layer case, not studied in [93].

A.2 Optimal discrete time learning rates

In Section 2 we state results on the optimal learning rate as a function of depth

in a deep linear network, which we derive here. Starting from the decoupled initial

conditions given in the main text, the dynamics arise from gradient descent on

E(a1, · · · , aNl−1) =
1

2τ

(
s−

Nl−1∏
k=1

ak

)
. (A.5)

Hence for each ai we have

∂E

∂ai
= −1

τ

(
s−

Nl−1∏
k=1

ak

)(
Nl−1∏
k 6=i

ak

)
≡ f(ai) (A.6)

The elements of the Hessian are thus

∂2E

∂aiaj
=

1

τ

(
Nl−1∏
k 6=j

ak

)(
Nl−1∏
k 6=i

ak

)
− 1

τ

(
s−

Nl−1∏
k=1

ak

)(
Nl−1∏
k 6=i,j

ak

)
(A.7)

≡ g(ai, aj) (A.8)

for i 6= j, and

∂2E

∂a2i
=

1

τ

(
Nl−1∏
k 6=i

ak

)2

≡ h(ai) (A.9)

for i = j.

We now assume that we start on the symmetric manifold, such that ai = aj = a for
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all i, j. Thus we have

E(a) =
1

2τ

(
s− aNl−1

)
, (A.10)

f(a) = −1

τ

(
s− aNl−1

)
aNl−2, (A.11)

g(a) =
2

τ
a2Nl−4 − 1

τ
saNl−3 (A.12)

h(a) =
1

τ
a2Nl−4 (A.13)

The Hessian is

H(a) =



h g · · · g g

g h · · · g g
...

. . .
...

g g · · · h g

g g · · · g h


. (A.14)

One eigenvector is v1 = [11 · · · 1]T with eigenvalue λ1 = h+ (Nl − 2)g, or

λ1 = (2Nl − 3)
1

τ
a2Nl−4 − (Nl − 2)

1

τ
saNl−3. (A.15)

Now consider the second order update (Newton-Raphson) (here we use 1 to denote a

vector of ones)

at+11 = at1−H−1f(at)1 (A.16)

= at1− f(at)H−11 (A.17)

at+1 = at − f(at)/λ1(a
t) (A.18)

Note that the basin of attraction does not include small initial conditions, because

for small a the Hessian is not positive definite.

To determine the optimal learning rate for first order gradient descent, we compute

the maximum of λ1 over the range of mode strengths that can be visited during
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learning, i.e., a ∈ [0, s1/(Nl−1)]. This occurs at the optimum, aopt = s1/(Nl−1). Hence

substituting this into (A.15) we have

λ1(aopt) = (Nl − 1)
1

τ
s

2Nl−4

Nl−1 . (A.19)

The optimal learning rate α is proportional to 1/λ1(aopt), and hence scales as

α ∼ O

(
1

Nls2

)
(A.20)

for large Nl.

A.2.1 Learning speeds with optimized learning rate

How does the optimal learning rate impact learning speeds? We compare the three

layer learning time to the infinite depth limit learning time, with learning rate set

inversely proportional to Eqn. (A.19) with proportionality constant c.

This yields a three layer learning time t3 of

t3 = c ln
uf (s− u0)
u0(s− uf )

(A.21)

and an infinite layer learning time t∞ of

t∞ = c

[
log

(
uf (u0 − s)
u0(uf − s)

)
+

s

u0
− s

uf

]
, (A.22)

Hence the difference is

t∞ − t3 =
cs

u0
− cs

uf
≈ cs

ε
(A.23)

where the final approximation is for u0 = ε, uf = s− ε, and ε small. Thus very deep

networks incur only a finite delay relative to shallow networks.
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A.3 Experimental setup for MNIST depth exper-

iment

We trained deep linear networks on the MNIST dataset with fifteen different depths

Nl = {3, 5, 8, 10, 14, 20, 28, 36, 44, 54, 64, 74, 84, 94, 100}. Given a 784-dimensional in-

put example, the network tried to predict a 10-dimensional output vector containing

a 1 in the index for the correct class, and zeros elsewhere. The network was trained

using batch gradient descent via Eqn. (2.17) on the 50,000 sample MNIST training

dataset. We note that Eqn. (2.17) makes use of the linearity of the network to speed

training and reduce memory requirements. Instead of forward propagating all 50,000

training examples, we precompute Σ31 and forward propagate only it. This enables

experiments on very deep networks that otherwise would be computationally infea-

sible. Experiments were accelerated on GPU hardware using the GPUmat package.

We used overcomplete hidden layers of size 1000. Here the overcompleteness is simply

to demonstrate the applicability of the theory to this case; overcompleteness does not

improve the representational power of the network. Networks were initialized with de-

coupled initial conditions and starting initial mode strength u0 = 0.001, as described

in the text. The random orthogonal matrices Rl were selected by generating random

Gaussian matrices and computing a QR decomposition to obtain an orthogonal ma-

trix. Learning times were calculated as the iteration at which training error fell below

a fixed threshold of 1.3 × 104 corresponding to nearly complete learning. Note that

this level of performance is grossly inferior to what can be obtained using nonlinear

networks, which reflects the limited capacity of a linear network. We optimized the

learning rate λ separately for each depth by training each network with twenty rates

logarithmically spaced between 10−4 and 10−7 and picking the one that yielded the

minimum learning time according to our threshold criterion. The range 10−4 and

10−7 was selected via preliminary experiments to ensure that the optimal learning

rate always lay in the interior of the range for all depths.
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A.4 Efficacy of unsupervised pretraining

Recently high performance has been demonstrated in deep networks trained from ran-

dom initial conditions [177, 99, 48, 54, 188, 156, 272], suggesting that deep networks

may not be as hard to train as previously thought. These results show that pretrain-

ing is not necessary to obtain state-of-the-art performance, and to achieve this they

make use of a variety of techniques including carefully-scaled random initializations,

more sophisticated second order or momentum-based optimization methods, and spe-

cialized convolutional architectures. It is therefore important to evaluate whether

unsupervised pretraining is still useful, even if it is no longer necessary, for training

deep networks. In particular, does pretraining still confer an optimization advantage

and generalization advantage when used in conjunction with these new techniques?

Here we review results from a variety of papers, which collectively show that un-

supervised pretraining still confers an optimization advantage and a generalization

advantage.

A.4.1 Optimization advantage

The optimization advatage of pretraining refers to faster convergence to the local

optimum (i.e., faster learning speeds) when starting from pretrained initializations

as compared to random initializations. Faster learning speeds starting from pre-

trained initial conditions have been consistently found with Hessian free optimization

[177, 48]. This finding holds for two carefully-chosen random initialization schemes,

the sparse connectivity scheme of [177], and the dense scaled scheme of [99] (as used

by [48]). Hence pretraining still confers a convergence speed advantage with second

order methods. Pretrained initial conditions also result in faster convergence than

carefully-chosen random initializations when optimizing with stochastic gradient de-

scent [48, 99]. In light of this, it appears that pretrained initial conditions confer an

optimization advantage beyond what can be obtained currently with carefully-scaled

random initializations, regardless of optimization technique. If run to convergence,

second order methods and well-chosen scalings can erase the discrepancy between the
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final objective value obtained on the training set for pretrained relative to random

initializations [177, 48]. The optimization advantage is thus purely one of convergence

speed, not of finding a better local minimum. This coincides with the situation in lin-

ear networks, where all methods will eventually attain the same global minimum, but

the rate of convergence can vary. Our analysis shows why this optimization advantage

due to pretraining persists over well-chosen random initializations.

Finally, we note that Sutskever et al. show that careful random initialization paired

with carefully-tuned momentum can achieve excellent performance [272], but these

experiments did not try pretrained initial conditions. Krizhevsky et al. used convolu-

tional architectures and did not attempt pretraining [156]. Thus the possible utility of

pretraining in combination with momentum, and in combination with convolutional

architectures, dropout, and large supervised datasets, remains unclear.

A.4.2 Generalization advantage

Pretraining can also act as a special regularizer, improving generalization error in

certain instances. This generalization advantage appears to persist with new second

order methods [177, 48], and in comparison to gradient descent with careful random

initializations [99, 48, 158, 188]. An analysis of this effect in deep linear networks is

out of the scope of this work, though promising tools have been developed for the

three layer linear case [93].

A.5 Learning dynamics with task-aligned input cor-

relations

In the main text we focused on orthogonal input correlations (Σ11 = I) for simplicity,

and to draw out the main intuitions. However our analysis can be extended to input

correlations with a very particular structure. Recall that we decompose the input

output correlations using the SVD as Σ31 = U33S31V 11T . We can generalize our
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solutions to allow input correlations of the form Σ11 = V 11DV 11T . Intuitively, this

condition requires the axes of variation in the input to coincide with the axes of

variation in the input-output task, though the variances may differ. If we take D = I

then we recover the whitened case Σ11 = I, and if we take D = Λ, then we can treat

the autoencoding case. The final fixed points of the weights are given by the best

rank N2 approximation to Σ31(Σ11)−1. Making the same change of variables as in

Eqn. (2.7) we now obtain

τ
d

dt
W

21
= W

32T
(S31−W 32

W
21
D), τ

d

dt
W

32
= (S31−W 32

W
21
D)W

21T
. (A.24)

which, again, is decoupled if W
32

and W
21

begin diagonal. Based on this it is straight-

forward to generalize our results for the learning dynamics.

A.6 MNIST pretraining experiment

We trained networks of depth 5 on the MNIST classification task with 200 hidden

units per layer, starting either from small random initial conditions with each weight

drawn independently from a Gaussian distribution with standard deviation 0.01, or

from greedy layerwise pretrained initial conditions. For the pretrained network, each

layer was trained to reconstruct the output of the next lower layer. In the finetuning

stage, the network tried to predict a 10-dimensional output vector containing a 1

in the index for the correct class, and zeros elsewhere. The network was trained

using batch gradient descent via Eqn. (2.17) on the 50,000 sample MNIST training

dataset. Since the network is linear, pretraining initializes the network with principal

components of the input data, and, to the extent that the consistency condition of

Eqn. (2.22) holds, decouples these modes throughout the deep network, as described

in the main text.
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A.7 Analysis of Neural Dynamics in Nonlinear Or-

thogonal Networks

We can derive a simple, analytical recursion relation for the propagation of neural

population variance ql, defined in (2.25), across layers l under the nonlinear dynamics

(2.24). We have

ql+1 =
1

N

N∑
i=1

(xl+1
i )2 = g2

1

N

N∑
i=1

φ(xli)
2, (A.25)

due to the dynamics in (2.24) and the orthogonality of W (l+1,l). Now we know that by

definition, the layer l population xli has normalized variance ql. If we further assume

that the distribution of activity across neurons in layer l is well approximated by a

Gaussian distribution, we can replace the sum over neurons i with an integral over a

zero mean unit variance Gaussian variable z:

ql+1 = g2
∫
Dz φ

(√
qlz
)2
, (A.26)

where Dz ≡ 1√
2π
e−

1
2
z2 dz is the standard Gaussian measure. This map from input

to output variance is numerically computed for g = 1 and φ(x) = tanh(x) in Fig.

A.1, left (other values of g yield a simple multiplicative scaling of this map). This

recursion relation has a stable fixed point q∞(g) obtained by solving the nonlinear

fixed point equation

q∞ = g2
∫
Dz φ

(√
q∞z

)2
. (A.27)

Graphically, solving this equation corresponds to scaling the curve in Fig. A.1 left by

g2 and looking for intersections with the line of unity. For g < 1, the only solution

is q∞ = 0. For g > 1, this solution remains, but it is unstable under the recurrence

(A.26). Instead, for g > 1, a new stable solution appears for some nonzero value of

q∞. The entire set of stable solutions as a function of g is shown as the red curve in

Fig. A.1 right. It constitutes a theoretical prediction of the population variance at

the deepest layers of a nonlinear network as the depth goes to infinity. It matches well

for example, the empirical population variance obtained from numerical simulations
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of nonlinear networks of depth 30 (blue points in Fig. A.1 right).

Overall, these results indicate a dynamical phase transition in neural activity prop-

agation through the nonlinear network as g crosses the critical value gc = 1. When

g > 1, activity propagates in a chaotic manner, and so g = 1 constitutes the edge of

chaos.

A.8 Exact reduction of perceptual learning dynam-

ics to two scalars

Here we derive two dimensional scalar equations for perceptual learning dynamics

from the general gradient descent equations. For the representation layer weights we

have

τ
d

dt
W 21 = W 32T (Σ31 −W 32W 21Σ11), (A.28)

τ
d

dt
α[d − d] = βd

(
[c − c]− βdT ([g+ g−]+ , (A.29)

α[d − d])) , (A.30)

= βd ([c − c]− β([v − v]+ , (A.31)

α[2v − 2v])) , (A.32)

= β(c− vβ(1 + 2α))[d − d], (A.33)

τ
d

dt
α = β(c− vβ(1 + 2α)). (A.34)
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And for the decision layer weights, we have

τ
d

dt
W 32 = (Σ31 −W 32W 21Σ11)W 21T , (A.35)

τ
d

dt
βdT =

(
[c − c]− βdT ([g+ g−] + α[d − d])

)
, (A.36)

([g+ g−] + α[d − d])T , (A.37)

= ([c − c]− β([v − v] + α[2v − 2v])) , (A.38)

([g+ g−] + α[d − d])T , (A.39)

= (c− vβ − 2vαβ) [1 − 1], (A.40)

([g+ g−] + α[d − d])T , (A.41)

= (c− vβ(1 + 2α)) (1 + 2α)dT , (A.42)

τ
d

dt
β = (c− vβ(1 + 2α)) (1 + 2α). (A.43)

where the parameter v = dTg+ = gT+g+ − gT+g− measures the overlap between the

difference vector and the input response, a metric of task difficulty, and we have used

the fact that dTd = 2v since tuning is homogenous.

A.9 Derivation of across layer timing and magni-

tude results

It is hard to solve for the full temporal dynamics of learning. Instead, we will solve

for α in terms of β. Dividing the differential equations, we have

dα

dβ
=

β

1 + 2α
(A.44)

which is separable with solution

α + α2 = β2/2 + C (A.45)
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where the constant C depends on the initial conditions. The relevant initial condition

is no change in either the input or decision layer, α(0) = β(0) = 0, and for this we

have C = 0. Thus in terms of α, we have

β =
√

2α + 2α2 (A.46)

This formula directly describes the ratio of change in the decision layer weights, β,

to that in the input layer weights, α. Initially, both weights start at zero. For small

α, β ≈
√

2
√
α. Once α is large, then β ≈

√
2α.

The first result shows that β grows large more quickly than α when both are small.

Hence the decision layer will be the first to show large changes due to learning; it

precedes α in time.

The second result shows that β eventually grows at the same rate as α, but is a factor

of
√

2 larger in size. Hence the magnitude of the change in the decision layer after

learning is greater than that in the input layer.

A.10 Deeper perceptual learning dynamics

In a deep network, the decoupled gradient dynamics arise from descent on

E =
1

2τ
(s− aD · · · a2a1λ)2. (A.47)

The manifold of stable fixed points is a hyperboloid that requires the overall mode

strength to be equal to s/λ,

u = aD · · · a2a1 =
s

λ
. (A.48)
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The scalar gradient dynamics are

τ
d

dt
ai = (s−

D∏
j=1

ajλ)
D∏

j=1,j 6=i

aj. (A.49)

These dynamics have the interesting property that squared layer strengths all evolve

identically,

d

dt
(a2i ) = 2(s−

D∏
j=1

ajλ)
D∏
j=1

aj (A.50)

= 2(s− uλ)u (A.51)

= f(u) (A.52)

where crucially, f(u) does not depend on i. Hence all squared layer strengths change

by the same amount, with dynamics driven only by the current overall strength of

the mode.

This fact allows for a precise determination of which layers will exhibit the largest

strength changes over the course of learning. Suppose learning proceeds from some

initial conditions ai(0), i = 1, · · · , D. At time t, each squared layer strength will have

changed by the same factor ∆(t) =
∫ t
0
f(u)dt. While it is difficult to compute ∆(t)

as a function of time, the crucial point is that the change is the same for all the ai’s.

Hence

ai(t)
2 = ai(0)2 + ∆(t), i = 1, · · · , D, (A.53)

or without loss of generality, assuming positive ai and ∆(t),

ai(t) =
√
ai(0)2 + ∆(t). (A.54)

The change in strength from the beginning of learning is thus

ci(t) ≡ ai(t)− ai(0) =
√
ai(0)2 + ∆(t)− ai(0). (A.55)
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Suppose we have ai(0) < aj(0) for some i, j. Then we claim ci(t) > cj(t), ∀t.

To prove this we show that the function g(x) =
√
x2 + c− x is monotone decreasing

for positive c > 0. Its derivative is

d

dx
g(x) =

x√
x2 + c

− 1. (A.56)

To show this is always less than zero we use proof by contradiction,

x√
x2 + c

− 1 ≥ 0 (A.57)

x ≥
√
x2 + c (A.58)

0 ≥ c (A.59)

which contradicts the assumption c > 0. Hence since ci(t) = g(ai(0)) and cj(t) =

g(aj(0)) with c = ∆(t), ai(0) < aj(0) implies ci(t) > cj(t).
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Figure A.1: Left: The map from variance in the input layer qin = ql to variance in
the output layer qout = ql+1 in (A.26) for g = 1 and φ(x) = tanh(x). Right: The
stable fixed points of this map, q∞(g), as a function of the gain g. The red curve
is the analytic theory obtained by numerically solving (A.27). The blue points are
obtained via numerical simulations of the dynamics in (2.24) for networks of depth
Nl = 30 with N = 1000 neurons per layer. The asymptotic population variance q∞

is obtained by averaging the population variance in the last 5 layers.
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Full results of receptive field

comparisons

B.1 Modeling approach

B.1.1 Learning algorithms

Independent component analysis (ICA) The ICA algorithm has been applied

successfully to modeling V1 simple cell receptive fields [22, 281]. It is closely related to

sparse coding methods, and can be cast in terms of a simple generative model [127]:

We suppose that our data x ∈ Rn is an unknown linear mixture of independent,

non-Gaussian sources, i.e. x = As where A ∈ Rn×n is unknown. During learning,

ICA adapts the weights to unmix these sources. At the end of learning the recovered

weights are the pseudoinverse of the mixing matrix A, and the model neuron activities

are the values of the independent sources s. We use the standard “FastICA” Matlab

implementation [128] which we modified to run on GPU hardware, and we use the

log-cosh nonlinearity. The basic ICA method itself has no parameters, and the only

parameter we consider here is the number of principal components of the data kept

before running the algorithm.

140



APPENDIX B. FULL RESULTS OF RECEPTIVE FIELD COMPARISONS 141

Sparse autoencoder (SAE) The sparse autoencoder is an artificial neural net-

work with a single hidden layer trained to reproduce its input at its output, as de-

scribed in [283]. We constrain the hidden unit activations to be sparse. The autoen-

coder must therefore compress the structure present in the input data into this sparse

representation. In our implementation we use hyberbolic tangent activation functions

and adapt the weights using backpropagation to minimize the sum-squared error be-

tween input examples and reconstructions. To impose sparsity, we use the method

of [165] and constrain the expected activation of the hidden units to be sparse. Our

implementation has five parameters: the number of hidden units; the sparsity level or

target mean activation of the hidden units; the strength of weight decay; the learning

rate used in stochastic gradient descent; and the number of principal components

retained.

Restricted Boltzmann machine (RBM) The RBM is an undirected graphical

model that learns a generative model of the input data [118]. During learning, the

weights are adjusted to approximately maximize the log-likelihood of the data. Our

implementation makes use of the standard contrastive divergence algorithm, and we

again constrain the hidden units to be sparse. We use Gaussian visible units, and

Bernoulli hidden units. has six parameters: the number of hidden units; the target

mean activation; the strength of weight decay; the learning rate used in contrastive

divergence updates; a scale factor controlling the variance in visible unit activations;

and the number of principal components retained.

K-means The K-means algorithm is a method for clustering data that iteratively

updates a number of cluster centroids by averaging the data points nearest to each

centroid. We consider two parameters: the number of cluster centroids (comparable

to the number of hidden units in the other algorithms), and the number of principal

components retained.

Sparse Coding The sparse coding algorithm has been applied successfully to mod-

eling V1 simple cells [201]. It alternates between solving two minimization problems,

first to obtain a set of sparse neuron activities that represent the input, and second
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to improve the dictionary of receptive fields. Although the encoding process is non-

linear, here we only analyze the linear component of the response, which was shown

by [201] to be very close to the learned dictionary weights. Our implementation has

two parameters: the number of hidden units, and a weight controlling the tradeoff

between sparsity and reconstruction error in the optimization objective.

B.1.2 Audio data processing details

We transform the raw sound waveform into a representation of its frequency content

over time meant to approximate the response of the cochlea [208]. In particular,

we pass the input sound signal to an equivalent rectangular bandwidth (ERB) gam-

matone filterbank with log-spaced center frequencies, which approximates auditory

nerve fiber responses [208, 264]. Our filterbank consists of 64 center frequencies ERB-

spaced from 300–8000 Hz. The energy of the filter responses is then summed within

fixed time-bins at regular intervals, yielding a representation akin to a spectrogram.

For each frequency the energy of the filtered signal is then integrated within fixed

time-bins of 25ms, at intervals of 10ms. Tests with linearly spaced center frequencies

yielded similar results. After rescaling the datasets to have the same mean amplitude,

we randomly extract 250 ms segments from the gammatonegrams of the sounds. Our

auditory training data comprises 50,000 samples from each dataset. We used the

Gammatonegram toolbox [78].

To eliminate the possibility that our results are an artifact of the adaptive stimulus

procedure employed in O’Connor et al., we replicated their procedure and used it to

recover the preferred amplitude spectra from our model neurons. Because the results

were similar, and the optimization is computationally expensive, we used a simple

average over time to estimate the prefered amplitude spectrum for our analyses.
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B.1.3 Touch dataset acquisition and processing details

To extract the contact point information, the blue glove was first extracted from

the green background using a simple RGB filter. Grasps were made with both right

and left hands, with left-hand pictures being mirrored later in software. The images

were then cropped to the hand and aligned to one another. Next we built a mask

to separate image pixels on the glove from those in the background. To generate the

mask, we found the mean of all aligned images and used an RGB threshold to identify

all background pixels. Next a neutral image was used to capture the true color of

the blue glove without any powder on it. This image is then used as a reference to

detect the white powder on the gloves. The mask is then applied to each contact

point image and this forms the raw data for our learning algorithms. t test of this

prediction.

We exactly replicated the smoothing and thresholding of the receptive fields used in

[69], and restricted our analysis to the fingertip areas of our bases, although we did

not restrict the analysis to digit 2 alone due to the limited number of bases learned

by our algorithms.

B.1.4 Parameter fitting

The metric used to determine the best-fitting vision and somatosensory parameters

was the mean of the L1 distances between the data histograms and the model his-

tograms, each normalized to sum to one. For the receptive field shape data in V1,

since the data lie roughly on a one dimensional line, we projected the values onto the

best fit line for the experimental data and computed a histogram of the resulting one

dimensional positions.

Because the audio fits were not similar histograms, and instead varied widely in scale,

we determined the best fit by scaling each error metric by its standard deviation over

the set of models we trained. We selected the parameters that minimized the sum

of these normalized scores. This procedure was meant to approximately put equal
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weight on each comparison.

The figures below show our quantitative fit metric as a function of hyperparameters

for two example algorithms.
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Figure B.1: Z-scores v.s. number of bases and principal components used in training

K-means experiments on our audio dataset
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Figure B.2: L1 scores (squared sum of L1 distance to DiCarlo’s histograms [69]) v/s

number of bases and principal components used in training Sparse-coding experiments

on our touch dataset



APPENDIX B. FULL RESULTS OF RECEPTIVE FIELD COMPARISONS 145

Cross-validation experiment

To check the degree to which our parameter fitting methodology is overfitting to the

data, we found the parameters that achieved the best fit for one modality and ap-

plied it to another. Below are three example plots from the results. Overall, the

qualtitative pattern of results remains largely unchanged, and algorithms with fewer

parameters (ICA, K-means, and sparse coding) tended to fare better.

0 1 2
0

10

20

Spatial Frequency Bandwidth (oct)

O
cc

ur
re

nc
es

 (
%

)

0 30 60 90
0

10

20

30

Orientation Tuning Bandwidth (deg)

O
cc

ur
re

nc
es

 (
%

)

0 2 4
0

10

20

30

Aspect Ratio
0 20 40

0

10

20

30

Length (arcmin)

1 3 7 10
0

20

40

Peak spatial frequency (cyc/oct)

0 0.5 1
0

0.2

0.4

0.6

0.8

1

1.2

n
x

n y

Figure B.3: Fit to data in visual cortex using the best somatosenosry parameters,

here for the K-means algorithm.
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Figure B.4: Fit to data in auditory cortex using the best vision parameters, here for

the sparse rbm algorithm.
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Figure B.5: Fit to data in somatosensory cortex using the best vision parameters,

here for the sparse autoencoder algorithm. Left: Ratio of excitatory to inhibitory

receptive field area. Right: Ratio of excitatory to inhibitory receptive field mass.

Black, model distribution. Gray, experimental data from [69].
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B.2 Naturalistic experience and normal receptive

field properties

B.2.1 Primary visual cortex

The figures below display the example bases learned by algorithms other than K-

means on our natural image dataset.

Figure B.6: Top left: Sparse auto-encoder bases learned from natural images. His-

tograms: Black lines show population statistics for bases, gray bars show V1 simple

cell data from Macaque. Far right: Distribution of receptive field shapes; Red trian-

gles are V1 simple cells from [226], blue circles are bases.
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Figure B.7: Top left: Sparse-RBM bases learned from natural images. Histograms:

Black lines show population statistics for bases, gray bars show V1 simple cell data

from Macaque. Far right: Distribution of receptive field shapes; Red triangles are V1

simple cells from [226], blue circles are bases.

Figure B.8: Top left: ICA bases learned from natural images. Histograms: Black

lines show population statistics for bases, gray bars show V1 simple cell data from

Macaque. Far right: Distribution of receptive field shapes; Red triangles are V1

simple cells from [226], blue circles are bases.
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Figure B.9: Top left: Sparse-coding bases learned from natural images. Histograms:

Black lines show population statistics for bases, gray bars show V1 simple cell data

from Macaque. Far right: Distribution of receptive field shapes; Red triangles are V1

simple cells from [226], blue circles are bases.

B.2.2 Primary auditory cortex

The figures below display the example bases learned by algorithms other than Sparse-

RBM on our natural sound dataset.
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Figure B.10: Clockwise from top left: Sparse autoencoder bases; Composite MTF

in cat A1, reproduced from [185]; Composite MTF for sparse autoencoder; temporal

MTF in A1 (dashed gray) and for our model (black); spectral MTF; frequency sweep

preference; Spectrum width vs center frequency for A1 neurons (red triangles) and

model neurons (blue circles).
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Figure B.11: Comparison to A1. Clockwise from top left: ICA bases; Composite

MTF in cat A1, reproduced from [185]; Composite MTF for algorithm; temporal

MTF in A1 (dashed gray) and for our model (black); spectral MTF; frequency sweep

preference; Spectrum width vs center frequency for A1 neurons (red triangles) and

model neurons (blue circles).
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Figure B.12: Comparison to A1. Clockwise from top left: K-means bases; Composite

MTF in cat A1, reproduced from [185]; Composite MTF for algorithm; temporal

MTF in A1 (dashed gray) and for our model (black); spectral MTF; frequency sweep

preference; Spectrum width vs center frequency for A1 neurons (red triangles) and

model neurons (blue circles).
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Figure B.13: Comparison to A1. Clockwise from top left: Sparse-coding bases; Com-

posite MTF in cat A1, reproduced from [185]; Composite MTF for algorithm; tem-

poral MTF in A1 (dashed gray) and for our model (black); spectral MTF; frequency

sweep preference; Spectrum width vs center frequency for A1 neurons (red triangles)

and model neurons (blue circles).

B.2.3 Primary somatosensory cortex

The figures below display the example bases learned by algorithms other than Sparse-

autoencoders on our natural touch dataset.

Figure B.14: Left: Sparse-RBM bases. Middle and Right: Histograms of receptive

field structure for the algorithm. Black, model distribution. Gray, experimental data

from [69].
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Figure B.15: Left: ICA bases. Middle and Right: Histograms of receptive field

structure for the algorithm. Black, model distribution. Gray, experimental data from

[69].

Figure B.16: Left: K-means bases. Middle and Right: Histograms of receptive field

structure for the algorithm. Black, model distribution. Gray, experimental data from

[69].

Figure B.17: Left: Sparse coding bases. Middle and Right: Histograms of receptive

field structure for the algorithm. Black, model distribution. Gray, experimental data

from [69].
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B.3 Adaptation to altered environmental statis-

tics

B.3.1 Goggle-rearing alters V1 orientation tuning

The figures below display the orientation histograms for all the other learning algo-

rithms.
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Figure B.18: Orientation histogram for sparse-autoencoder (biased towards goggle

orientation) (90◦).
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Figure B.19: Orientation histogram for sparse-rbm (biased towards goggle orienta-

tion) (90◦).
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Figure B.20: Orientation histogram for ICA (biased towards goggle orientation) (90◦).
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Figure B.21: Orientation histogram for K-means (biased towards goggle orientation)

(90◦).

B.3.2 Pulsed-tone rearing alters A1 frequency tuning

The figures below display the population histograms for all the other learning algo-

rithms.
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Figure B.22: Sparse-autoencoder bases: Population histograms of preferred frequency

(reveals a strong preference for the pulsed-tone frequency of 4kHz).
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Figure B.23: Sparse-RBM bases: Population histograms of preferred frequency (re-

veals a strong preference for the pulsed-tone frequency of 4kHz).
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Figure B.24: K-means bases: Population histograms of preferred frequency (reveals

a strong preference for the pulsed-tone frequency of 4kHz).
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Figure B.25: Sparse-coding bases: Population histograms of preferred frequency (re-

veals a strong preference for the pulsed-tone frequency of 4kHz).
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B.3.3 Artificial digital syndactyly

The figure below displays sample syndactyly bases for all other learning algorithms

(plus PCA).

Figure B.26: Bases trained on artificial syndactyly data learn double digit recep-

tive fields. Top to bottom:row: Sparse-RBM, ICA, Sparse-coding and PCA (first 4

components)



Bibliography

[1] Hamed Zivari Adab and Rufin Vogels. Practicing coarse orientation discrimina-

tion improves orientation signals in macaque cortical area v4. Current biology,

21(19):1661–6, October 2011.

[2] H.Z. Adab, I.D. Popivanov, W. Vanduffel, and R. Vogels. Perceptual learning of

simple stimuli modifies stimulus representations in posterior inferior temporal

cortex. Journal of cognitive neuroscience, 26(10):2187–200, October 2014.

[3] D.L. Adkins, J. Boychuk, M.S. Remple, and J.A. Kleim. Motor training induces

experience-specific patterns of plasticity across motor cortex and spinal cord.

Journal of applied physiology, 101(6):1776–82, December 2006.

[4] M. Ahissar and S. Hochstein. Task difficulty and the specificity of perceptual

learning. Nature, 387(6631):401–6, May 1997.

[5] M. Ahissar and S. Hochstein. The reverse hierarchy theory of visual perceptual

learning. Trends in cognitive sciences, 8(10):457–64, October 2004.

[6] M. Ahissar, M. Nahum, I. Nelken, and S. Hochstein. Reverse hierarchies and

sensory learning. Philosophical transactions of the Royal Society of London.

Series B, Biological sciences, 364(1515):285–99, February 2009.

[7] A. Alemi-Neissi, F.B. Rosselli, and D. Zoccolan. Multifeatural shape processing

in rats engaged in invariant visual object recognition. The Journal of Neuro-

science, 33(14):5939–56, April 2013.

161



BIBLIOGRAPHY 162

[8] T. Allard, S.A. Clark, W.M. Jenkins, and M.M. Merzenich. Reorganization

of somatosensory area 3b representations in adult owl monkeys after digital

syndactyly. J. Neurophysiol., 66(3):1048–58, September 1991.

[9] S. Amari, N. Murata, and K.R. Müller. Statistical Theory of Overtraining -

Is Cross-Validation Asymptotically Effective? Advances in neural information

processing systems, 1996.

[10] S. Amari, N. Murata, K.R. Müller, M. Finke, and H. Yang. Asymptotic Sta-

tistical Theory of Overtraining and Cross Validation. IEEE Transactions on

Neural Networks, 8(5):985–996, 1995.

[11] M.L. Andermann, A.M. Kerlin, D.K. Roumis, L.L. Glickfeld, and R.C. Reid.

Functional specialization of mouse higher visual cortical areas. Neuron,

72(6):1025–39, December 2011.

[12] F. Anselmi, J.Z. Leibo, L. Rosasco, J. Mutch, A. Tacchetti, and T. Poggio. Un-

supervised Learning of Invariant Representations in Hierarchical Architectures.

CBMM Memo No. 001, MIT, March 2014.

[13] C.A. Atencio and C.E. Schreiner. Laminar diversity of dynamic sound process-

ing in cat primary auditory cortex. Journal of neurophysiology, 103(1):192–205,

2010.

[14] C.L. Baker, R. Saxe, and J.B. Tenenbaum. Action understanding as inverse

planning. Cognition, 113(3):329–49, December 2009.

[15] F. Balci, P. Simen, R. Niyogi, A. Saxe, J.A. Hughes, P. Holmes, and J.D. Cohen.

Acquisition of decision making criteria: reward rate ultimately beats accuracy.

Attention, Perception, & Psychophysics, 73(2):640–57, 2011.

[16] P. Baldi. Autoencoders, Unsupervised Learning, and Deep Architectures. ICML

Workshop on Unsupervised and Transfer Learning, pages 37–50, 2012.

[17] P. Baldi, Y. Chauvin, and K. Hornik. Supervised and Unsupervised Learning in

Linear Networks. In International Neural Network Conference, pages 825–828,



BIBLIOGRAPHY 163

1990.

[18] P. Baldi and K. Hornik. Neural networks and principal component analysis:

Learning from examples without local minima. Neural Networks, 2(1):53–58,

January 1989.

[19] P.F. Baldi and K. Hornik. Learning in linear neural networks: a survey. IEEE

Transactions on Neural Networks, 6(4):837–858, 1995.

[20] S. Bao, E.F. Chang, J. Woods, and M.M. Merzenich. Temporal plasticity in

the primary auditory cortex induced by operant perceptual learning. Nature

neuroscience, 7(9):974–81, September 2004.

[21] V.R. Bejjanki, J.M. Beck, Z.L. Lu, and A. Pouget. Perceptual learning as

improved probabilistic inference in early sensory areas. Nature Neuroscience,

14(5):642–648, 2011.

[22] A.J. Bell and T.J. Sejnowski. The “independent components” of natural scenes

are edge filters. Vision Res., 37(23):3327–38, December 1997.

[23] Y. Bengio. Learning Deep Architectures for AI. Foundations and Trends in

Machine Learning, 2(1):1–127, 2009.

[24] Y. Bengio and A. Courville. Deep Learning of Representations. In M. Bianchini,

L. Jain, and M Maggini, editors, Handbook on Neural Information processing.

Springer, Berlin, 2011.

[25] Y. Bengio, A. Courville, and P. Vincent. Representation learning: A review

and new perspectives. IEEE Transactions on Pattern Analysis and Machine

Intelligence (TPAMI), Special Issue, 2013.

[26] Y. Bengio and O. Delalleau. On the expressive power of deep architectures.

Lecture Notes in Computer Science, 6925 LNAI:18–36, 2011.

[27] Y. Bengio, P. Lamblin, D. Popovici, and H. Larochelle. Greedy Layer-Wise

Training of Deep Networks. In Advances in neural information processing sys-

tems, 2007.



BIBLIOGRAPHY 164

[28] Y. Bengio and Y. LeCun. Scaling learning algorithms towards AI. In L. Bottou,

O. Chapelle, D. DeCoste, and J. Weston, editors, Large-Scale Kernel Machines.

MIT Press, 2007.

[29] Y. Bengio, D.H. Lee, J. Bornschein, and Z. Lin. Towards Biologically Plausible

Deep Learning. ArXiv:1502.04156, 2015.

[30] Y. Bengio, P. Simard, and P. Frasconi. Learning Long-Term Dependencies

with Gradient Descent is Difficult. IEEE Transactions on Neural Networks,

5(2):157–166, 1994.

[31] N. Berardi, T. Pizzorusso, and L. Maffei. Critical periods during sensory devel-

opment. Current Opinion in Neurobiology, 10(1):138–145, 2000.

[32] M. Biehl, N. Caticha, and P. Riegler. Statistical Mechanics of On-line learning.

In T. Villmann, M. Biehl, B. Hammer, and M. Verleysen, editors, Similarity-

Based Clustering: Recent Developments and Biomedical Applications. Springer,

Berlin Heidelberg, 2009.

[33] D.T. Blake, M.A. Heiser, M. Caywood, and M.M. Merzenich. Experience-

dependent adult cortical plasticity requires cognitive association between sen-

sation and reward. Neuron, 52(2):371–81, 2006.

[34] R. Bogacz, E. Brown, J. Moehlis, P. Holmes, and J.D. Cohen. The physics of

optimal decision making: a formal analysis of models of performance in two-

alternative forced-choice tasks. Psychological review, 113(4):700–65, October

2006.

[35] M.M. Botvinick, Y. Niv, and A.C. Barto. Hierarchically organized behavior

and its neural foundations: a reinforcement learning perspective. Cognition,

113(3):262–80, December 2009.

[36] Y. Boureau, J. Ponce, and Y. Lecun. A Theoretical Analysis of Feature Pooling

in Visual Recognition. In Proceedings of the 27th International Conference on

Machine Learning. Citeseer, 2010.



BIBLIOGRAPHY 165

[37] S. Brown and A. Heathcote. Practice increases the efficiency of evidence ac-

cumulation in perceptual choice. Journal of experimental psychology: Human

perception and performance, 31(2):289–98, April 2005.

[38] B.W. Brunton, M.M. Botvinick, and C.D. Brody. Rats and humans can opti-

mally accumulate evidence for decision-making. Science, 340(6128):95–8, April

2013.

[39] D. Buchsbaum, T.L. Griffiths, D. Plunkett, A. Gopnik, and D. Baldwin. Infer-

ring action structure and causal relationships in continuous sequences of human

action. Cognitive psychology, 76C:30–77, December 2014.

[40] D.V. Buonomano and M.M. Merzenich. Cortical plasticity: from synapses to

maps. Annual review of neuroscience, 21:149–86, January 1998.

[41] A. Byers and J.T. Serences. Exploring the relationship between perceptual

learning and top-down attentional control. Vision research, 74:30–9, December

2012.

[42] M.B. Calford. Dynamic representational plasticity in sensory cortex. Neuro-

science, 111(4):709–38, January 2002.

[43] M. Carandini, J.B. Demb, V. Mante, D.J. Tolhurst, Y. Dan, B.A. Olshausen,

J.L. Gallant, and N.C. Rust. Do we know what the early visual system does?

Journal of Neuroscience, 25(46):10577–97, November 2005.
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[98] S.V. Girman, Y. Sauvé, and R.D. Lund. Receptive field properties of single

neurons in rat primary visual cortex. Journal of neurophysiology, 82:301–311,

1999.

[99] X. Glorot and Y. Bengio. Understanding the difficulty of training deep feedfor-

ward neural networks. 13th International Conference on Artificial Intelligence

and Statistics, 2010.

[100] R.L. Goldstone. Perceptual learning. Annual review of psychology, 49:585–612,

January 1998.

[101] I.J. Goodfellow, Q.V. Le, A.M. Saxe, H. Lee, and A.Y. Ng. Measuring Invari-

ances in Deep Networks. In Y. Bengio and D. Schuurmans, editors, Advances

in Neural Information Processing Systems 24, 2009.

[102] I.J. Goodfellow, O. Vinyals, and A.M. Saxe. Qualitatively Characterizing Neu-

ral Network Optimization Problems. In the International Conference on Learn-

ing Representations, San Diego, CA, 2015. Oral presentation.

[103] N.D. Goodman, C.L. Baker, and J.B. Tenenbaum. Cause and Intent: Social

Reasoning in Causal Learning. In Proceedings of the Thirty-First Annual Con-

ference of the Cognitive Science Society, pages 2759–2764, 2009.



BIBLIOGRAPHY 172

[104] A. Gopnik, C. Glymour, D.M. Sobel, L.E. Schulz, T. Kushnir, and D. Danks. A

theory of causal learning in children: causal maps and Bayes nets. Psychological

review, 111(1):3–32, 2004.

[105] R.M. Gray. Toeplitz and Circulant Matrices: A Review, 2005.

[106] T.l. Griffiths, J.L. Austerweil, and V.G. Berthiaume. Comparing the inductive

biases of simple neural networks and Bayesian models. Proceedings of the 34th

Annual Conference of the Cognitive Science Society, 2012.

[107] K. Grill-Spector and K.S. Weiner. The functional architecture of the ventral

temporal cortex and its role in categorization. Nature Reviews Neuroscience,

15(8):536–548, 2014.

[108] S. Grossberg. Nonlinear neural networks: Principles, mechanisms, and archi-

tectures. Neural Networks, 1, 1988.

[109] J.A. Hampton. A demonstration of intransitivity in natural categories. Cogni-

tion, 12:151–164, 1982.

[110] M.J. Hawken and A.J. Parker. Spatial properties of neurons in the monkey stri-

ate cortex. Proceedings of the Royal Society of London. Series B, 231(1263):251–

88, July 1987.

[111] J.V. Haxby, M.I. Gobbini, M.L. Furey, A. Ishai, J.L. Schouten, and P. Pietrini.

Distributed and overlapping representations of faces and objects in ventral tem-

poral cortex. Science, 293(5539):2425–2430, 2001.

[112] D.O. Hebb. The organization of behavior. John Wiley & Sons, New York, 1949.

[113] T.K. Hensch. Critical period regulation. Annual review of neuroscience, 27:549–

579, 2004.

[114] T.K. Hensch and P.M. Bilimoria. Re-opening Windows: Manipulating Critical

Periods for Brain Development. Cerebrum, 2012.

[115] M.H. Herzog and M. Fahle. Modeling perceptual learning: difficulties and how

they can be overcome. Biological Cybernetics, 78(2):107–117, February 1998.



BIBLIOGRAPHY 173

[116] G. Hinton. Where Do Features Come From?, 2014.

[117] G.E. Hinton and J.L. McClelland. Learning representations by recirculation.

In D.Z. Anderson, editor, Neural information processing . . . , New York, 1988.

American Institute of Physics.

[118] G.E. Hinton, S. Osindero, and Y.-W. Teh. A Fast Learning Algorithm for Deep

Belief Nets. Neural Computation, 18:1527–1554, 2006.

[119] G.E. Hinton and R.R. Salakhutdinov. Reducing the dimensionality of data with

neural networks. Science, 313(5786):504–7, July 2006.

[120] S. Hochreiter. Untersuchungen zu dynamischen neuronalen Netzen. PhD thesis,

TU Munich, 1991.

[121] S. Hochstein and M. Ahissar. View from the Top: Hierarchies and Reverse

Hierarchies in the Visual System. Neuron, 36(5):791–804, December 2002.

[122] A.S. Hsu and P. Dayan. An unsupervised learning model of neural plasticity:

Orientation selectivity in goggle-reared kittens. Vision Res., 47(22):2868–77,

October 2007.

[123] V.S. Huang, A. Haith, P. Mazzoni, and J.W. Krakauer. Rethinking motor

learning and savings in adaptation paradigms: model-free memory for successful

actions combines with internal models. Neuron, 70(4):787–801, May 2011.

[124] D. Hubel and T. Wiesel. Receptive fields, binocular interaction and functional

architecture in the cat’s visual cortex. In J. Physiology, 1962.

[125] S.C. Hung and A.R. Seitz. Prolonged training at threshold promotes robust

retinotopic specificity in perceptual learning. The Journal of Neuroscience,

34(25):8423–31, June 2014.

[126] A.G. Huth, S. Nishimoto, A.T. Vu, and J.L. Gallant. A continuous semantic

space describes the representation of thousands of object and action categories

across the human brain. Neuron, 76(6):1210–24, December 2012.



BIBLIOGRAPHY 174

[127] A. Hyvärinen, J. Hurri, and P.O. Hoyer. Natural Image Statistics. Springer,

London, 2009.

[128] A. Hyvärinen and E. Oja. A fast fixed-point algorithm for independent compo-

nent analysis. Neural Comp., 9:1483–1492, 1997.

[129] B. Inhelder and J. Piaget. The growth of logical thinking from childhood to

adolescence. Basic Books, New York, 1958.

[130] J. Inoue. Statistical Mechanics of Learning and Optimization. PhD thesis,

Tokyo Institute of Technology, 1998.

[131] N. Intrator and L. Cooper. Objective function formulation of the BCM theory

of visual cortical plasticity: Statistical connections, stability conditions. Neural

Networks, 5(1):3–17, 1992.

[132] Y. Iwamura. Hierarchical somatosensory processing. Curr. Opin. Neurobiol.,

8(4):522–8, August 1998.

[133] J. Izawa and R. Shadmehr. Learning from sensory and reward prediction errors

during motor adaptation. PLoS computational biology, 7(3):e1002012, March

2011.

[134] M. Jazayeri and J.A. Movshon. Optimal representation of sensory information

by neural populations. Nature neuroscience, 9(5):690–6, May 2006.

[135] J.F.M. Jehee, S. Ling, J.D. Swisher, R.S. van Bergen, and F. Tong. Perceptual

learning selectively refines orientation representations in early visual cortex.

The Journal of Neuroscience, 32(47):16747–53a, November 2012.

[136] W.M. Jenkins, M.M. Merzenich, and G.H. Recanzone. Neocortical represen-

tational dynamics in adult primates: Implications for neuropsychology. Neu-

ropsychologia, 28(6):573–584, 1990.

[137] P.E. Jeter, B.A. Dosher, S.H. Liu, and Z.L. Lu. Specificity of perceptual learning

increases with increased training. Vision research, 50(19):1928–40, September

2010.



BIBLIOGRAPHY 175

[138] P.E. Jeter, B.A. Dosher, A. Petrov, and Z.L. Lu. Task precision at transfer

determines specificity of perceptual learning. Journal of vision, 9(3):1.1–13,

2009.

[139] J.H. Kaas. Plasticity of sensory and motor maps in adult mammals. Annual

review of neuroscience, 14:137–67, January 1991.

[140] L.C. Katz and C.J. Shatz. Synaptic activity and the construction of cortical

circuits. Science, 274(5290):1133–1138, 1996.

[141] F.C. Keil. Semantic and conceptual development: An ontological perspective.

Harvard University Press, Cambridge, MA, 1979.

[142] F.C. Keil. The Emergence of Theoretical Beliefs as Constraints on Concepts. In

S. Carey and R. Gelman, editors, The Epigenesis of Mind: Essays on Biology

and Cognition. Psychology Press, New York, 1991.

[143] C. Kemp and J.B. Tenenbaum. The discovery of structural form. Proceed-

ings of the National Academy of Sciences of the United States of America,

105(31):10687–92, August 2008.

[144] C. Kemp and J.B. Tenenbaum. Structured statistical models of inductive rea-

soning. Psychological review, 116(1):20–58, January 2009.

[145] A.S. Keuroghlian and E.I. Knudsen. Adaptive auditory plasticity in developing

and adult animals. Progress in neurobiology, 82(3):109–21, 2007.

[146] A.Y. Khrennikov and S.V. Kozyrev. Wavelets on ultrametric spaces. Applied

and Computational Harmonic Analysis, 19(1):61–76, July 2005.

[147] R. Kiani, T.D. Hanks, and M.N. Shadlen. Bounded integration in parietal cortex

underlies decisions even when viewing duration is dictated by the environment.

Journal of Neuroscience, 28(12):3017–29, March 2008.

[148] H. Kim and S. Bao. Selective increase in representations of sounds repeated at

an ethological rate. The Journal of Neuroscience, 29(16):5163–9, April 2009.



BIBLIOGRAPHY 176

[149] D.J. Klein, P. König, and K.P. Körding. Sparse Spectrotemporal Coding of

Sounds. EURASIP J. Adv. Sig. Proc., 7:659–667, 2003.

[150] E.I. Knudsen. Sensitive periods in the development of the brain and behavior.

Journal of cognitive neuroscience, 16(8):1412–1425, 2004.

[151] E. Kobatake, G. Wang, and K. Tanaka. Effects of shape-discrimination training

on the selectivity of inferotemporal cells in adult monkeys. Journal of neuro-

physiology, 80(1):324–30, July 1998.

[152] Z. Kourtzi and J.J. DiCarlo. Learning and neural plasticity in visual object

recognition. Current opinion in neurobiology, 16(2):152–8, April 2006.

[153] N. Kriegeskorte and R.A. Kievit. Representational geometry: integrating cog-

nition, computation, and the brain. Trends in cognitive sciences, 17(8):401–12,

August 2013.

[154] N. Kriegeskorte, M. Mur, D.A. Ruff, R. Kiani, J. Bodurka, H. Esteky,

K. Tanaka, and P.A. Bandettini. Matching Categorical Object Representations

in Inferior Temporal Cortex of Man and Monkey. Neuron, 60(6):1126–1141,

2008.

[155] A. Krizhevsky, G.E. Hinton, and I. Sutskever. ImageNet Classification with

Deep Convolutional Neural Networks. In Advances in Neural Information Pro-

cessing Systems 25, 2012.

[156] A. Krizhevsky, I. Sutskever, and G.E. Hinton. ImageNet Classification with

Deep Convolutional Neural Networks. In Advances in Neural Information Pro-

cessing Systems 25, 2012.

[157] A. Krogh and J.A. Hertz. Generalization in a linear perceptron in the presence

of noise. Journal of Physics A: Mathematical and General, 25:1135–1147, 1992.

[158] P. Lamblin and Y. Bengio. Important gains from supervised fine-tuning of deep

architectures on large labeled sets. In NIPS Workshop on Deep Learning and

Unsupervised Feature Learning, 2010.



BIBLIOGRAPHY 177

[159] C.T. Law and J.I. Gold. Neural correlates of perceptual learning in a sensory-

motor, but not a sensory, cortical area. Nature neuroscience, 11(4):505–13,

April 2008.

[160] Q.V. Le, M.A. Ranzato, R. Monga, M. Devin, K. Chen, G.S. Corrado, J. Dean,

and A.Y. Ng. Building high-level features using large scale unsupervised learn-

ing. In 29th International Conference on Machine Learning, 2012.

[161] Y. LeCun. Une procédure d’apprentissage pour réseau a seuil asymmetrique
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