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Abstract—We present a new efficient video stabilization
method based on Dual-Tree Complex Wavelet Transform (DTCWT). Our method relies on three distinctive techniques in
achieving robust stabilization. Our first technique makes use of
the linear relationship between the phase changes of DT-CWT
and the feature displacement in the spatial domain to perform
motion estimation. Our second technique involves determining
the optimal smoothed camera motion through linear programming. Our last technique identifies sharp motion transitions
that our motion smoothing process fails to compensate. New
video frames are then synthesized to enhance the motion fidelity
at these transitions in a video sequence. Experimental results
demonstrate our method provides a robust video stabilization
quality and achieves a processing rate of up to 74 fps for QVGA
video using a Matlab implementation.

I. I NTRODUCTION
Although modern hand-held devices, such as digital camcorders and smartphones, have enabled everyday users to
capture high-quality video sequences, the quality of hand-held
videos often suffers from unavoidable shaky camera motion.
Video stabilization aims to remove this annoying hand-shaking
motion from a video. It is achieved by synthesizing a new image sequence as seen from a new stabilized camera trajectory.
In this report, we define a stabilized video as a video with the
minimal motion activity given a desired camera trajectory.
Existing video stabilization algorithms [1]–[5] involve three
major stages: camera motion estimation, motion smoothing,
and image synthesis. The camera or global motion estimation
can be estimated by the interframe motion of adjacent frames
[6] in 2-D or can be recovered by structure-from-motion and
a sparse 3-D point cloud in 3-D [4]. Two major 2-D global
motion approaches are global intensity alignment [6], [7] and
the feature-based approach [8], [9]. After the camera motion
is estimated, the undesirable motion perturbation can be removed through motion smoothing. Then, the transformation
parameters can be calculated to rectify the input video frames
for stabilization.
By applying a 2-D affine or projective transformation, the
2-D video stabilization approaches [1], [6], [9] can effectively
remove small camera jitter and only require a low-complexity
implementation. However, they often suffer from motion estimation inaccuracy due to noise, change of illumination, or
insufficient feature points. Li and Jin [4] considered a 3-D
video stabilization approach by stabilizing the camera view
along a 3-D trajectory path. Furthermore, dynamic content is

preserved through shape-preserving and content-aware image
warping. 3-D video stabilization generally produces a better
visual result compared to traditional 2-D stabilization, but
comes with an expensive computational cost.
In this report, we propose a robust video stabilization
method with lower computational cost aimed for mobile
applications. Our method encompasses three distinctive techniques that are different from traditional video stabilization
methods. Our first technique involves using the Dual-Tree
Complex Wavelet Transform (DT-CWT) to decompose the
input frame into an over-complete multi-resolution and multidirectional representation. This representation enables us to
perform optical flow motion estimation using the standard
coarse-to-fine approach. Moreover, the estimation is based on
the phase changes, which makes it robust to noise and temporal
intensity variations. Since motion estimation is not required
to be performed in all wavelet decomposition levels, our
computational cost is low and the system is scalable by trading
off the cost with accuracies. Our second technique depends
on adaptive Gaussian filtering and optimal motion-constrained
smoothing to find the optimal trajectories and avoid the
problems of under-smoothing and over-smoothing. The third
technique is motion fidelity enhancement, in which new frames
are synthesized to dampen a sharp motion transition between
two consecutive frames.
II. M OTION E STIMATION
As the first stage of video stabilization, the inter-frame
motion of adjacent frames has to be estimated. The objective
of motion estimation is to find the transformation between the
target image and the reference image, where the transformation
is typically described by the affine model [10]. This is also
known as the image registration problem where the target
image is motion compensated to align with the reference
image.
Previous work on motion estimation can be classified into
feature-based and intensity-based methods [11]. Feature-based
methods [12] [13] [14] aim to find the transformation which
minimize the distance between corresponding features in the
target and the reference images, but the motion estimation
performance is limited by the accuracy of feature detection.
Intensity-based methods [15] [16] seek to maximize the intensity similarities between the target and the reference images,
which are generally more accurate but computationally much

Fig. 1. The 6 subbands of the 2-D DT-CWT at level 4. The upper row shows
the impulse responses due to the real part of the complex wavelet coefficients,
whilst the lower row shows the impulse responses due to the imaginary part
of the complex wavelet coefficients. (Adapted from [22])
Fig. 2.

more expensive than feature-based methods. For a more complete review on image registration techniques, see [17] [18].
We present a global image registration algorithm which is
based on the ideas of Hemmendorff [19] [20], with significant
changes to improve computational efficiency. In particular,
DT-CWT [21] [22] is used as the front-end transform to
take advantage of its near shift-invariance and directional
selectivity. Our proposed algorithm is based on the phases
of the DT-CWT coefficients, which are robust to intensity
changes between the two images being registered.
In this section, we will firstly introduce the DT-CWT since
it is the fundamental tool for our algorithm. We then present
the theoretical background of the motion estimation algorithm.
Finally, each step of our motion estimation algorithm will be
examined in more details.
A. Dual-Tree Complex Wavelet Transform
The DTCWT has become a well-known transform in the
signal processing society. It is an enhancement to the conventional discrete wavelet transform (DWT) [23], with two
distinctive properties: near shift-invariance and directional
selectivity in 2-D or higher dimensions [21]. The basic idea
of the DT-CWT is to employ two real DWT Mallat-trees [23]
in parallel to produce the real and imaginary parts of complex
wavelet coefficients, hence the name ”Dual-Tree”.
The near shift-invariance property of the DT-CWT means
that the impulse response of a given subband from the transform input to the inverse-transform output is independent of
shift and hence free of aliasing [22]. Simoncelli et al. [24]
proved that shift invariance is equivalent to the interpolability
of the wavelet subband coefficients. Hence for image registration purposes, the DT-CWT coefficients from each subband
can be interpolated to represent the transformation of shifted
signals in the spatial domain.
The 1-D DT-CWT can be extended to 2-D to produce
directionally selective wavelet subbands [21], as shown in
Fig.1. The impulse responses of the oriented wavelet filters
are important for motion estimation, because the motion in the
direction normal to the stripes of the filter response will cause
an approximately linear phase change in the corresponding
subband coefficients. In other words, the DT-CWT has an

The motion vectors describing an anti-clockwise rotation.

analogy to the Fourier transform, in the way that a shift in
the spatial domain corresponds to a linear phase change in the
frequency domain. Our image registration algorithm combines
the motion estimates from the 6 subbands in Fig.1 to estimate
the true motion.
B. Theoretical background of motion estimation
1) Description of motion: the affine model: The motion
vector is defined in the direction of the displacement, with
amplitude equal to the amount of shift. Note that although
we are estimating global motion between a pair of images,
the motion vectors may be different at different locations in
the image. For example, considering an anti-clockwise rotation
about the center of the image, the motion vectors at different
locations are different, as illustrated in Fig.2.
In our motion estimation algorithm, we use affine transform
to describe the motion between a pair of images. The major
advantage of using the affine model lies in the fact that
for global motion, the affine parameters at every location
should be the same. Therefore, instead of keeping track of
every motion vector, the motion between two images can be
described by a single affine transformation as shown in (1),
where v(x) is the motion vector at location x = [x, y]T .
Parameters a1 and a2 correspond to pure translation, whilst
a3 to a6 represent the effects of rotation, scaling and shear.
" # "
#" #
a1
a3 a5 x
v(x) =
+
(1)
a2
a4 a6 y
2) The motion constraint: We define the 4-element homogeneous displacement vector at location x to be:
"
#
v(x)
ṽ(x) =
(2)
1
A motion constraint vector is a vector c(x) that defines a
plane in 2-D space and satisfies:
cT (x) ṽ(x) = 0

(3)

Horn and Schunk in [25] showed that the motion constraints
can be estimated as the spatiotemporal gradient of the image

intensity. This is known as the optical flow model. In the
context of 2-D DTCWT, since the phase of each complex
coefficient has an approximately linear relationship with the
local shift vector v(x), we have the following equation:
"
#T
∇x θd
∂θd
= ∇x θd · v(x) which gives
ṽ(x) = 0 (4)
d
− ∂θ
∂t
∂t

We find the value of ã which minimizes the following cost
function:
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where ∇x θ =
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= ãT Q̃(x) ã

, representing the phase gradient

d
at x for subband d in the directions of x and y. The term ∂θ
∂t is
the phase gradient between the two datasets being registered,
i.e. the phase change at x of the DTCWT coefficients of
subband d between the two datasets. Comparing (3) and
(4), it is clear that the motion constraint vector satisfies the
expression:
#
"
∇x θ d
cd (x) = Cd (x)
(5)
d
− ∂θ
∂t

where Cd (x) is a scalar weighting factor which can be
designed to reflect the confidence of the motion constraint at
x in the direction of subband d. It is desirable to design Cd (x)
such that it gives a larger weight to locations containing similar
features and a smaller weight to locations with inconsistent
features. In this way, a priority is given to register strongly
correlated features in the paired images whilst ignoring dissimilar features (such as noise). We find that Cd (x) defined
by the following expression gives highest weight to consistent
sets of wavelet coefficients and lower weight to less consistent
sets:
P4
| k=1 u∗k vk |2
Cd (x) = P4
(6)
3
3
k=1 (|uk | + |vk | ) + ε
where uk and vk are the wavelet coefficients in the reference
image and the target image respectively, and the subscripts k =
1 . . . 4 denote the 4 neighboring wavelet coefficients which are
centered at the location x in subband d. The small positive
constant ε prevents the denominator from going to zero if the
wavelet coefficients become very small.
3) The cost function: The affine model in (1) can be
rearranged as:
 
"
# a1
1 0 x 0 y 0  . 
 . 
v(x) =
0 1 0 x 0 y  . 
a6
= K(x) a
(7)
"
#
" #
K(x) 0
a
If we define K̃(x) =
and ã =
, then, using
0
1
1
(2), the homogeneous motion vector is given by
ṽ(x) = K̃(x) ã

(8)

Combining (3) and (8) for all 6 subband directions, we have:
cd (x)T K̃(x) ã = 0

for d = 1 . . . 6

(9)

where
Q̃(x) =

6
X

(10)

K̃T (x) cd (x) cTd (x) K̃(x)

(11)

d=1

The Q̃(x) matrix is symmetric and so can be written in the
form:
"
#
Qx qx
Q̃x =
(12)
qTx q0,x
Substituting (12) into (10), the cost function is thus expressed as:
(x) = ãT Q̃x ã
"
h
i Qx
T
= a 1
qTx

qx

#" #
a

q0,x

1

= aT Qx a + 2aT qx + q0,x

(13)

To minimize x , differentiate the expression of x with
respect to a and set the derivative to zero. Hence
∇a x = 2Qx a + 2qx = 0

(14)

and the local affine parameter vector at location x which gives
the minimum cost is:
ax = −Q−1
x qx

(15)

Once the affine parameters have been obtained, the corresponding motion is obtained by substituting the affine parameters into (1).
C. The motion estimation algorithm
The flowchart of our motion estimation algorithm is shown
in Fig.3. It is an iterative algorithm which estimates large
motion first and the motion will be refined through iterations.
We describe the flowchart as follows:
• The images to be registered are firstly transformed by the
DT-CWT.
• The complex wavelet levels which will be used for motion
estimation are selected. Note that the complex wavelet
coefficients from coarser levels are capable of estimating
large motion, whilst the coefficients from finer levels give
more accurate motion estimates.
• The subband coefficients of the target image are interpolated according to the motion field produced by
previous iterations (there is no shift for the 1st iteration).
The interpolability of the coefficients is due to the shift
invariance of the DT-CWT as described in section II-A.

III. M OTION S TABILIZATION AND I MAGE WARPING
Once the motion of the camera is estimated, a stabilized
motion trajectory can be obtained by compensating undesired
motion fluctuations. Most traditional video stabilization methods [26], [27] seek to remove high-frequency fluctuations by
assuming the intentional camera motion is usually slow and
smooth. In this report, we devise two methods for removing
high-frequency motion fluctuations: 1) low-pass filtering with
adaptive window size, and 2) optimal motion-constrained
smoothing. After the camera trajectory is stabilized, we rectify
each input video frame based on the smoothed trajectory
through image warping. We use a trimming approach with a
fixed crop size to handle unfilled regions from image warping.
A. Image Warping

Fig. 3.

Flowchart of the motion estimation algorithm.

t
Given the original transform chain T12 , ...Tt−1
from frame
1 to frame t in a video sequence, we obtain the smoothed
t
transformation chain T̃12 , ...T̃t−1
by applying a smoothing
operation. To rectify each frame from the original trajectory
to the smoothed trajectory defined by T̃ , we need to find
a smoothing rectification chain S1 , ...St that satisfies the
following recursive relationship:

St

t
t
= T̃t−1
St−1 Tt−1

−1

,

(16)

and
•

•
•

•

•

The shifted coefficients of the target image, together
with the coefficients of the reference image, are used to
generate the motion constraints as described in equation
(5).
The Q̃(x) matrix can then be calculated at each location
according to equation (11).
Since we are only interested in the global motion, the Q̃
matrix should be the same at every location. Therefore
we take the mean of all Q̃x to get Q̃mean .
The affine parameters which minimize the cost function
are obtained as in equation 15. The new estimates are
added to estimated values from previous iterations.
After several iterations, the affine transform parameters
which accurately describe the global motion are generated.

In summary, our motion estimation algorithm is efficient
and accurate in estimating the global motion between a pair
of images. The algorithm is computationally scalable, which
means by using long-tap or short-tap DT-CWT filters, or
by tuning the number of iterations and the selection of DTCWT levels, we can trade off computation time with a slight
degradation of motion estimation accuracy. As a phase-based
method, the estimation rapidly converges to the true motion
and it is immune to illumination changes between images.
The algorithm is completely automatic and achieves sub-pixel
accuracy in noise, due to the fact that we assign different
weights to motion constraints. In section VI-A, we compare
the motion estimation accuracy of our algorithm with RIFF
tracking [14], which performs motion estimation based on
feature points.

= T̃01 T01

S1

−1

.

(17)

Motion estimation as discussed in Sec.II may sometimes fail
to determine an accurate transformation of a frame due to high
motion and blurriness. In such cases, a mismatch between the
estimation transformation and the true transformation may lead
to accumulating problems in (16). To prevent this problem, we
insert an anchoring frame for our cumulative transformation
chain when we detect a large error in the transformation. At
each anchoring frame ta , the smoothing rectification matrix
Sta removes its dependence on its previous rectification Sa−1
and is calculated by,
Sa

=

T̃ttaa−1 Tttaa−1

−1

, ∀{ta |ta = t, φ(t) ≤ thres}, (18)

where φ(t) is a quality metric function that determines the
estimation accuracy of the transformation. When φ(t) is below
an empirical threshold, the current transformation at time t
is tagged as an error estimation and an anchoring frame is
inserted. In our implementation, φ(t) is determined by the
mean-square error (MSE) between the actual frame t and a
t
on frame t − 1.
synthesized frame found by performing Tt−1
Thus, when the transformation estimation quality is low, the
MSE between the actual frame and the warped frame is high.
B. Low-pass filtering with adaptive window size
A low-pass filleting procedure can be applied to remove
motion jitter effectively. In particular, each smoothed transfort
mation T̃t−1
can be determined by,
X
t
t
T̃t−1
=
G(kt − t) · Tt−1
,
(19)
t∈Nt

Although adaptive low-pass filtering is a computationally
efficient technique for removing motion jitter, this heuristic
approach is not optimal when generating a trajectory with
a specific constraint. In most video stabilization scenarios,
we are often given a constraint on the amount of motion
compensation to control the loss of information at the video
boundaries. To find the optimal smoothed transformation chain
t
T̃12 , ...T̃t−1
, we seek to minimize the following,

T̃ ,x˜t

N
−1
X

t
kT̃tt+1 − T̃t−1
k2F

(20)

t=1

subject to |x˜t − xt |  ∆xof f , t = 1, . . . , N,
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Fig. 4. Motion smoothing for horizontal trajectory with adaptive Gaussian
Filter and optimal smoothing with different motion constraints (∆xof f ).

C. Optimal motion-constrained smoothing

minimize

40

Position (pixel)

where Nt = {j : t − k ≤ j ≤ t + k} denotes the temporal
2
1
neighborhood of frame t, G(x) = √2πσ
e(−x /2∗σ) is the
√
Gaussian kernel with σ = kt , and kt controls the window
size of the Gaussian filter or the smoothness of the video
motion. The window size kt varies over time and enables the
smoothing operation to be adaptive to the different magnitudes
of motion that might exist in a video. If kt remains constant
over time and is set to a high number, then over-smoothing
problems would occur during high-motion frames and the
rectified frame would suffer from large area of unfilled regions
by following the over-smoothed trajectory. Similarly, when kt
is set to be low, then the low-motion frames would suffer
from more motion fluctuations. Therefore, a motion-adaptive
smoothing parameter kt avoids over-smoothing and undersmoothing problems. The set of kt parameters, which ranges
from kt = 3 to kt = 12 in our implementation, are determined
empirically.

(21)

t
x˜t = T̃t−1
x̃t−1 , t = 1, . . . , N,

(22)

t
xt = Tt−1
xt−1 , t = 1, . . . , N,

(23)

x˜0 = 0,

(24)

x0 = 0,

(25)

where T̃ , T ∈ R3×3 , and x˜t , xt , ∆xof f ∈ R3×1 . The objective function (20) is the sum of squares of the Frobenius
norms of smoothed transformation differences. It measures
the smoothness of the entire transformation chain. xt is the
homogenous coordinate
Qt−1 iof the cumulative trajectory at time
t after applying i=1 Ti−1
and x˜t is the homogenous coordinate
of
the
smoothed
cumulative
trajectory after applying
Qt−1 i
T̃
.
In
(21),
we
impose
a
motion
constraint such that
i=1 i−1
the absolute differences between the original trajectory and
the smoothed trajectory are not greater than a offset of ∆xof f
that determines the size of the video trimming area.
Additionally, an optimal smoothing trajectory may not be
the most desirable camera motion. A visually-appealing camera motion is subjective and content-dependent. Therefore, if
a user wants to specify an ideal trajectory, ψ(t), (20) can be
turned into a multi-criteria objective function, in which we

want to,

minimize
T̃ ,x˜t

N
−1
X

t
kT̃tt+1 − T̃t−1
k2F + µkx˜t − ψ(t)k22 ,

(26)

t=1

and µ ∈ R.
One of the problems in the above optimization formulation
is that the constraint (23) updates the trajectory xt cumulatively. Therefore, a mismatch between the transformation
i
Ti−1
estimated from Sec.II and the true transformation would
generate an error that propagates to all subsequent position
updates and violate all subsequent motion constraints. A second problem is that the constraints (22) and (23) are nonlinear
and may require heavy computation.
To solve the aforementioned problems, we approximate our
optimal solution in 2-D by just optimizing the translation
parameters ỹ of T̃ . The smoothed rotation parameters R̃ are
generated by using low-pass filtering specified in Sec.III-B.
The solution of this approximation problem is nearly optimal
because most fluctuations occur in the translational component
of the motion for most hand-held video recording scenarios.
The approximation problem below can then be solved by
Linear Programming,

minimize
ỹ,x˜t

N
−1
X

t
kỹtt+1 − ỹt−1
k22

(27)

t=1

subject to |x˜t − xt |  ∆xof f , ∀{t|φ(t) ≥ thres},(28)
|x˜t − xt |  0, ∀{t|φ(t) ≤ thres},
x˜t =
xt =

t
T̃t−1
x̃t−1 , t
t
Tt−1 xt−1 , t

(29)

= 1, . . . , N,

(30)

= 1, . . . , N,

(31)

x˜0 = 0,

(32)

x0 = 0,

(33)

where
"
t
Tt−1

=

t
Rt−1

t
yt−1

0

1

"

#
t
, T̃t−1

=

t
R̃t−1

t
ỹt−1

0

1

#
, (34)

t
t
R̃t−1
and Rt−1
are the rotational components of the corret
sponding transformations, ỹtt+1 and yt−1
are the translational
components, thres is an empirical threshold for identifying
the erroneous transformation. Constraints (28) and (29) are
introduced to address the error propagation problem arising
from erroneous transformation estimation. When the quality
metric φ(t) is below an empirical threshold at time t, we
impose a strict motion constraint such that no deviation exists
between the original and smoothed trajectory. Otherwise, the
smoothed trajectory follows the normal motion constraint.
This constraint setup allows the trajectory to track back the
original trajectory when the transformation estimation is not
accurate and therefore errors would not propagate from those
instances. Fig. 4 demonstrates the results of our two smoothing
methods. Note that at different motion constraints ∆xof f , the
algorithm enables the smoothest path without suffering from
under-smoothing or over-smoothing and ensures all regions
are filled in after image warping.

Fig. 5.

•

IV. M OTION F IDELITY E NHANCEMENT
In the video stabilization stage, the affine transform matrices
between adjacent frames are found by the motion estimation
algorithm as described in II. However, it should be aware that
if the motion between neighboring frames is too large (larger
than ±20 pixels), the estimated motion will be incorrect. On
the other hand, it is undesirable to stabilize a frame which
has very high motion because the stabilized frame will have
a large unfilled region resulting from the warping, and hence
needs to be cropped more aggressively at the boundary. Due
to these two reasons, our video stabilization system does not
perform stabilization over frames that have very high motion.
Whenever high motion is detected between adjacent frames,
the stabilization system resets the affine transform parameters
and restart the stabilization process after the high motion
frames have passed. As a result, there will be an undesirable
sharp transition from the stabilized frame to the un-stabilized
frame.
In order to suppress the very sharp transition between the
stabilized frame and the un-stabilized frame, one or more
frames can be interpolated from these two frames and inserted
between them. These interpolated frames give a smoother
transition between high motion frames and enhance the motion
fidelity.
The method of interpolating frames between two neighboring frames is shown in Fig.5 and is described below. We
denote the earlier frame A, and the latter frame B. For the
ease of explanation, we describe the technique for generating
1 interpolation frame, but it is straightforward to extend it to
generate multiple interpolation frames.
• Estimate the affine transform between frame A and B.
Unfortunately, our motion estimation algorithm cannot be

•

•

Procedures for interpolating a frame between frames A and B.

directly applied to these two frames since it is unable to
estimate such a high motion. Instead, we can shift frame
A in several directions and find the optimal direction
which makes the shifted frame A look similar to frame
B. Then, the motion between the shifted frame A and
frame B can be estimated because the amount of shift
between A and B is reduced. After this step, the motion
from frame A to B is calculated. The motion from B to
A is also known since it is simply the negative of the
motion from A to B.
Warp frame A using half of the motion from A to B.
Similarly, warp frame B using half of the motion from
B to A. Note that the warped A and warped B frames
are spatially aligned, but they have unfilled regions at the
boundary due to the warping.
Merge the warped frame A and warped frame B. Since
the two warped frames are aligned, we can use the
information in warped frame B to fill in the missing
region of warped frame A to generate the merged frame.
Linearly extrapolate the unfilled region at the corners of
the merged frame and form the interpolated frame.
V. I MPLEMENTATION

A. System Overview
Fig. 6 illustrates the implementation of our video stabilization system. Given the time constraint of our project,
we decided to use a server-client model and implement the
majority of our processes in Matlab for quick prototyping. To
demonstrate the complexity scalability of our system design,
our system allows two stabilization modes : the best mode
and the fast mode. As discussed before, video stabilization is
divided into three major processes: motion estimation, motion
smoothing, and image warping. When a mobile client records
a hand-held video sequence, the user can send his/her video
frames over the network for video stabilization. If the fast
mode is chosen, the video frames would be down-sampled by a
factor of 2 for faster computation at later stages. On the serverside, our application then applies DT-CWT transform on the
input video frames and performs phase-based motion estimation as described in Sec.II. In best mode, the server estimates
the global motions across three decomposition levels within
two iterations. The fast mode only requires motion estimation
to be performed across two levels within one iteration. After
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System architecture of our proposed video stabilization system.

the global motion is estimated, the stabilized motion is obtained by using adaptive Gaussian filtering (Sec.III-B) in fast
mode and optimal motion-constrained smoothing (Sec.III-C)
in best mode. Using the stabilized trajectory, the server can
send the relevant affine transformation parameters back to the
client to rectify the video frames. Additional video frames can
also be sent to the client for enhancing motion fidelity.

The system architecture described above shall not be viewed
as the only possible framework for our proposed algorithm.
In a practical system, the mobile client can directly perform
DT-CWT on the phone and only send a set of compressed
high-frequency features to the server for bit-rate efficiency.
Such features may also be useful for image recognition and
video indexing purposes and allows our system to be integrated
with a wavelet-based recognition system. If necessary, DTCWT can also be substituted by any nearly shift-invariant
complex wavelet transform. The complexity scalability of our
system also make our implementation on the mobile client to
be feasible.

B. Android Implementation
A partial implementation of the stabilization on Droid
phones was attempted, where a computational server assists
the phone in stabilizing the video by determining the affine
transformation parameters per frame and sending them to
the phone. Albeit the reduction in computational load on the
phone, the total processing time is prone to increase due to
the time it takes to stream the video information necessary for
affine parameter calculation from the phone to the server. To
mitigate this, the phone only sends the server a downsampled
version of the Y-layer. Compared to streaming the whole Ylayer, this scheme reduces the streaming time by 75% at the
expense of 1 pixel horizontal and/or vertical transformation
error.
After the affine transformation parameters are loaded to the
phone, an affine warping is done on the phone to generate
each frame of the stabilized video from its respective raw
frame. The affine warping is applied to each frame after it has
been converted from YUV to RGB format, in order to prevent
the downsampling of the U and V channels from introducing

chromatic misalignment errors in the output RGB frame. Due
to the low computational power of the phone, we propose a
fast variant of the Catmull-Smith 2-pass resampling algorithm
[28] for carrying out the affine transform. The transformation
map is computed once per frame and then applied identically
to the R, G, and B channels. The transformation map is
computed in a horizontal pass and a vertical pass. In the
horizontal (vertical) pass, a decision of whether to copy the
output pixel from the left (top) pixel, the right (bottom) pixel,
or the average of both is taken based on the relative distance
between the output pixel and each of its neighbors in the
warped input frame. If the distance between the output pixel
and one of its neighbors is less than 0.25, its value is copied
directly from that neighbor. Otherwise, its value equals the
average of both. This interpolation scheme was observed to
reduce the number of multiplications required to interpolate
the warped input frame by approximately 70%, leading to an
approximate 65% reduction in computation time compared to
bilinear interpolation. The quality drop was observed to remain
constantly below 1.5 dB.
Nevertheless, real-time affine transformation on the phone
was not achieved, even at a resolution of 320×240 and a frame
rate of 15 fps. Typically observed warping rates were in the
range from 5 fps to 12 fps. The reasons may be attributed to
the phone’s limited RAM and cache memory.
VI. R ESULTS

Fig. 7.

Motion estimation accuracy of our DT-CWT algorithm and RIFF.

Original
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A. Accuracy of the DT-CWT motion estimation algorithm
The accuracy of our motion estimation algorithm is demonstrated in this section. In order to compare our estimated
motion with the true motion, an image is warped with known
affine parameters and we perform motion estimation between
the original image and the warped image. The performance of
our estimation algorithm is evaluated in two modes: the best
mode and the fast mode. The best mode employs long-tap DTCWT filters and uses 2 iterations to estimate motion on the
original image, whilst the fast mode adopts short-tap DT-CWT
filters and uses 1 iteration to estimate motion on the original
image down-sampled by a factor of 2. As a comparison, we
examine the performance of a feature-based method, RIFF
tracking [14].
Fig.7 depicts the estimated motion from the best mode and
the fast mode of our algorithm, together with the estimated
motion from RIFF tracking. As can be seen in Fig.7, both
modes of our algorithm are significantly better than RIFF
tracking. Additionally, the fast mode of our algorithm is only
slightly worse than the best mode. This is desirable because,
in the interest of less computation, we can use the fast mode
without a serious degradation of our motion estimate.
B. Visual Quality
We compared the stabilization quality of our proposed
algorithm using one 320 × 240 video sequence, Oval, and
two 640 × 480 video sequences, Man and Hall, which are
taken from [4]. Each video was taken by a hand-held device
with in-camera stabilization turned off. We also compared our

Fig. 8. Visual result of our proposed video stabilization algorithm. A grid
is overlaid for comparing alignment result.

method against one of the popular industrial implementations,
MotionDSP vReveal [29].
To demonstrate the visual quality of our proposed algorithm, we have prepared three video figures to compare the visual quality result between the best mode
and fast mode of our system and vReveal. Please visit
http://mars3.stanford.edu/dcypang/VS/ for reviewing our results. The result demonstrates our best mode algorithm can
perform better stabilization compared to vReveal, and our
fast mode is comparable to vReveal. The better visual result
is attributed to our accurate global motion estimation and
optimal smoothing solution. It also shows that our algorithm
can handle videos with decent amount of dynamic scenes. Fig.
8 shows one of the high motion frame transition in the video
sequence Oval. We can see that our fast mode stabilization can
provide a stabilized result, while our best mode stabilization
can offers a much more accurate alignment.
Fig. 9 and Fig. 10 show the PSNR comparisons between
current frames and previous frames for Man and Oval respectively. This metric measures the temporal similarities between
consecutive frames. For M an sequence, the average similarity
PSNRs are 17.05 dB, 18.41 dB and 23.82 dB for the original
video, the stabilized output using fast mode and the stabilized
output using best mode respectively. For Oval sequence, the
average similarity PSNRs are 16.43 dB, 18.57 dB and 21.43

32
30

which typically requires 2 ms per frame using an efficient
implementation. For a smaller video input of 320 × 240, the
computational cost is about 89 ms (11 fps) in best mode and 14
ms (74 fps) in fast mode. Table I shows a break-down of the
computational costs for different components of the system.
The timing analysis indicates our proposed algorithm has a
substantial potential to be a robust real-time video stabilization
for both PC users and mobile users when it is implemented
using a more efficient development framework, such as C/C++.
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Fig. 9. PSNR comparison between current frames and their respective previous frames for M an sequence. This PSNR metrics measures the temporal
similarities between consecutive frames.
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Unstabilized
Proposed algorithm − best mode
Proposed algorithm − fast mode
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We have proposed a video stabilization algorithm using
DT-CWT. The formulation of our phase-based optical motion estimation enables efficient computation and robustness
against noise and illumination changes. The motion smoothing
technique solves the optimal motion trajectory given a desired
trajectory or motion constraints. Sometimes motion smoothing
may fail to compensate sharp motion changes. We mitigate this
problem by synthesizing new frames to enhance the motion
fidelity of the video sequence. Our system framework allows
complexity scalability and can be modified for accommodating
full implementation on a mobile client. A timing analysis
reveals our system can achieve a processing time up to 74
fps at QVGA resolution with robust stabilization. To enhance
our work in the future, we should investigate and incorporate wavelet-based motion impainting, motion deblurring and
image denoising for a better visual experience.
R EFERENCES

15

100

200

300
Frame No.

400

500

Fig. 10. PSNR comparison between current frames and their respective previous frames for Oval sequence. This PSNR metrics measures the temporal
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