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Abstract  

Attempting to characterize, image or quantify the subsurface using geophysical 

data for exploration and development of earth resources presents interesting and unique 

challenges. Subsurface heterogeneities are the result of abstract paleo geological events, 

exhibiting variability that is spatially complex and existent across multiple scales. This 

leads to significantly high-dimensional inverse problems under complex geological 

uncertainty, which are computationally challenging to solve with conventional 

geophysical and statistical inference methods. In this dissertation, we discuss these 

challenges within the context of subsurface property estimation from seismic data. We 

discuss three specific seismic estimation problems and propose methods from statistical 

learning and inference to tackle these challenges. 

 

The first problem we address is that of incorporating constraints from geological 

history of a basin into seismic estimation of P-wave velocity and pore pressure. In 

particular, our approach relies on linking velocity models to the basin modeling outputs 

of porosity, mineral volume fractions, and pore pressure through rock-physics models. 

We account for geologic uncertainty by defining prior probability distributions 

uncertain basin modeling parameters. We have developed an approximate Bayesian 

inference framework that uses migration velocity analysis in conjunction with well and 

drilling data for updating velocity and pore pressure uncertainty. We apply our 

methodology in 2D to a real field case from the Gulf of Mexico. We demonstrate that 

our methodology allows for building a geologic and physical model space for velocity 

and pore-pressure prediction with reduced uncertainty. 

 

In the second problem, we investigate the applicability of deep learning models 

for conditioning reservoir facies models, parameterized by geologically realistic 

geostatistical models such as training-image based and object-based models, to seismic 
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data. In our proposed approach, end-to-end discriminative learning with convolutional 

neural networks (CNNs) is employed to directly learn the conditional distribution of 

model parameters given seismic data. The training dataset for the learning problem is 

derived by defining and sampling prior distributions on uncertain parameters and using 

physical forward model simulations. We apply our methodology to a 2D synthetic 

example and a 3D real case study of seismic facies estimation. Our synthetic 

experiments indicate that CNNs are able to almost perfectly predict the complex 

geological features, as encapsulated in the prior model, consistently with seismic data. 

For real case applications, we propose a methodology of prior falsification for ensuring 

the consistency of specified subjective prior distributions with real data. We found 

modeling of additive noise, accounting for modeling imperfections and presence of 

noise in the data, to be useful in ensuring that a CNN, trained on synthetic simulations, 

makes reliable predictions on real data. 

 

In the final problem, we present a framework that enables estimation of low-

dimensional sub-resolution reservoir properties directly from seismic data, without 

requiring the solution of a high dimensional seismic inverse problem. Our workflow is 

based on the Bayesian evidential learning approach and exploits learning the direct 

relation between seismic data and reservoir properties to efficiently estimate reservoir 

properties. The theoretical framework we develop allows incorporation of non-linear 

statistical models for seismic estimation problems. Uncertainty quantification is 

performed with approximate Bayesian computation. With the help of a synthetic 

example of estimation of reservoir net-to-gross and average fluid saturations in sub-

resolution thin sand reservoir, several nuances are foregrounded regarding the 

applicability of unsupervised and supervised learning methods for seismic estimation 

problems. Finally, we demonstrate the efficacy of our approach by estimating posterior 

uncertainty of reservoir net-to-gross in sub-resolution thin sand reservoir from an 

offshore delta dataset using pre-stack seismic data. 
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Chapter 1 

1 Introduction 

1.1 Scope and motivation 

As human demands for energy and resources of the earth continue to see a 

meteoric rise in the twenty-first century, the need for sustainable practices and decisions 

has assumed vital importance. Effective design of such practices and decision-making, 

in many cases, is dependent on making estimations of unknown subsurface properties 

or variables from geophysical data. The primary topic of interest in this dissertation is 

inference of subsurface rock properties relevant for exploration and development of 

subsurface resources. Our focus will be specifically on property estimation using 

seismic data. Seismic data is widely used during exploration and development of 

hydrocarbon resources (Sheriff and Geldart, 1995). Data collection proceeds by 

stimulating the subsurface with an active seismic source located on the earth’s surface 

and recording the reflected seismic waves. Seismic data has been used to make 

inferences about rock acoustic and elastic properties (Claerbout, 1985; Biondi, 2006) as 

well as hydrocarbon reservoir properties (Avseth et al., 2005). 

Inference of subsurface properties from seismic data is typically posed as an 

inverse problem. The fundamental component of the inverse problem is the physical 

forward model 𝑔1(. ) relating data variables 𝒅 with target model variables 𝒎 as 𝒅 =

𝑔1(𝒎). For estimation of acoustic properties such as P-wave velocity or impedance 
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from seismic data, 𝑔1(. ) is specified as the seismic wave propagation model. Given 

access to an observed instance of the data 𝒅𝑜𝑏𝑠, the goal of the inverse problem is to 

estimate the unknown target variables 𝒎 which generated 𝒅𝑜𝑏𝑠. If the desire is to infer 

reservoir properties 𝒉, such as geological facies or pore pressure, the above formulation 

is extended to incorporate the additional rock physics forward model as 𝒉 = 𝑔2(𝒎). 

Solving the above problem may be approached using deterministic and probabilistic 

approaches. We discuss only the probabilistic approach as we are interested in 

quantification of uncertainties associated with our estimates. The probabilistic approach 

allows uncertainty quantification by posing the inverse problem in a Bayesian 

formulation. This approach requires specification of a prior probability distribution 

𝑓(𝒎)  over the model parameter space and a probability distribution for the data 

likelihood 𝑓(𝒅|𝒎) . In practice, prior 𝑓(𝒎)  is assigned from prior geological 

knowledge about the subsurface, while the likelihood is specified using the forward 

model. Bayes’ rule is finally applied to estimate the posterior probability distribution 

𝑓(𝒎|𝒅). Depending on the characteristics and dimensionality of the application, the 

complexities of solving the inverse problem can vary greatly. Inverse problem theory is 

a well-researched field and numerous solution methodologies have been developed in 

wide-ranging applications (Tarantola, 2005).  

Seismic inverse problems are ill-posed and generally several models will honor 

the constraints imposed by data (Sen and Stoffa, 1995). In order to obtain reliable 

predictions, it is imperative to constrain the solution space to geologically plausible 

models. Present-day distribution of subsurface properties is intricately linked to earth’s 

geological history and ideally estimated models should conform to all prior geological 

knowledge. Prior knowledge about subsurface variability is typically available in the 

form of (1) conceptual notions about paleo-geological events and processes that 

potentially affected the present-day distribution of properties, (2) qualitative 

observations from geological outcrops and remote geophysical measurements and (3) 

measurements from wells drilled at discrete locations. Over the past few decades, 

research advances in geological modeling methods have tremendously improved our 

capabilities to encapsulate afore-mentioned geological concepts in computational 
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models. We list below two such modeling methods that are of specific interest in this 

dissertation. 

1) Basin modeling: Basin modeling has been developed as a quantitative framework 

for simulation of basin-scale geological mechanisms of sediment compaction, 

erosion, fluid flow and heat flow (Hantschel and Kauerauf, 2009). By simulating 

partial differential equations over geologic times, basin modeling can be used to 

obtain present-day distributions of several earth properties such as porosity, pore 

pressure. De Prisco et al. (2015) show how basin modeling can be used to derive a 

geological model space for seismic velocity. 

2) Geostatistical modeling: Geostatistical models have been developed as quantitative 

tools for modeling of spatial geological variability encountered in subsurface 

systems (Caers, 2005). These models have been widely used for modeling of 

hydrocarbon reservoir properties. Several algorithms such as two-point based, 

training image based, object-based, surface-based and process-mimicking models 

have been developed which allow capturing simple to complex geological features. 

Two-point based models are mathematically simple but fail to capture geologically 

realistic (Linde et al., 2015) subsurface architectures. The later algorithms are 

algorithmically complex but are able to realistic complex geologically features such 

as curvilinear fluvial channels. 

Estimating properties parameterized with complex geological models, such as those 

described above, is not trivial to accomplish. In many cases, analytical solution of the 

inverse problem is not possible. For instance, training-image or object-based based 

geostatistical prior models do not have an analytical formulation for the prior and only 

permit generation of samples. Consequently, Monte-Carlo sampling methods 

(Tarantola, 2005) are necessitated to generate samples from the posterior distribution. 

These methods operate by performing a stochastic exploration of the prior model space 

and require evaluation of the forward model response at each iteration, and thus can be 

computationally intensive even for moderately high dimensional problems. These 

computational challenges are specifically exacerbated for the inverse problem settings 
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we consider since (1) the forward problem is parameterized through multiple, 

computationally intensive models, and (2) both the model and data spaces are high-

dimensional. In the next section, we elaborate on these challenges in the context of three 

specific seismic inverse problems that we consider in this dissertation. To tackle these 

challenges, we investigate applicability of approaches from statistical learning and 

inference as summarized below. 

1.2 Goals, contributions and organization of the dissertation 

The first problem we consider in this dissertation is incorporation of geologic 

constraints during inference of velocity and pore pressure from seismic data. 

Conventional deterministic velocity inversion methods typically lack explicit geological 

and physical constraints in their objective functions. We propose to address this issue 

by using basin and rock physics modeling to constrain the model space to geologically 

and physically valid solutions. Data constraints from seismic data are imposed through 

migration velocity analysis. We also account for additional data types such as well-log 

and drilling data. To capture geological uncertainty, we specify prior probability 

distributions on basin modeling parameters. Solving an exact Bayesian inverse problem 

in this setting encounters several computational challenges due to presence of multiple 

expensive forward models and multiple data types. We have developed an approximate 

Bayesian inference framework that makes use of statistical approximations, 

approximate Bayesian computation and importance sampling to efficiently solve this 

inference problem. This study has been published as Pradhan et al. (2020a). 

The second problem that we focus on is that of conditioning of reservoir facies 

properties, parameterized by geologically realistic geostatistical models such as 

training-image based and object-based models, to seismic data. Conditioning of these 

models to dense 3D seismic data remains a challenge. Since reservoir facies are linked 

to seismic data through rock elastic properties, an additional challenge is that the 

dimensionality of the model space becomes significantly high for 3D problems. For 

conditioning to seismic data, we explore a different route than traditional Monte-Carlo 
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based inverse modeling approaches. The specific approach that we investigate consists 

of using end-to-end discriminative learning with convolutional neural networks (CNNs) 

to directly learn the conditional distribution of model parameters given seismic data. 

We present synthetic and real case studies of seismic facies estimation with training-

image and object-based model parameterizations. Our synthetic experiments indicate 

that CNNs are able to robustly learn the target conditional distributions as encapsulated 

in the prior models. We propose a methodology of falsification of the prior with seismic 

data which establishes consistency of subjective prior modeling with real data. We 

explore strategies of additive noise modeling to make the CNN robust to presence of 

data noise and forward modeling imperfections while making predictions wit real data. 

In the final problem addressed in this dissertation, we target estimation of low-

dimensional reservoir properties such as net-to-gross and average fluid saturations from 

seismic data. In the conventional approach, these properties are estimated using the full 

earth model for reservoir properties. However, as shown in the preceding problems, 

inference of the full earth model from seismic data is affected by theoretical and 

computational challenges. In the light of the above challenges, it would be preferable to 

solve the estimation problem in reduced dimensions when the goal is some low-

dimensional reservoir property. We accomplish this by employing the framework of 

Bayesian evidential learning (BEL; Scheidt et al., 2017), which entails learning the 

direct relationship between seismic data and target properties with statistical learning 

models. The primary contribution of this study is extension of the BEL framework to 

allow applicability of non-linear statistical models to seismic estimation problems. 

Uncertainty quantification is performed with approximate Bayesian computation. This 

study has been published as Pradhan and Mukerji (2020b). 

The remainder of the dissertation is organized as follows. 

1) Chapter 2 discusses estimation of velocity and pore-pressure from seismic data. We 

discuss in detail the problem setup and associated challenges with existing 

approaches. This is succeeded by the methodology and theoretical framework 
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proposed for addressing this problem.  We apply our methodology in 2D to a real 

field case from the Gulf of Mexico and demonstrate that our methodology allows 

for building a geologic and physical model space for velocity and pore-pressure 

prediction with reduced uncertainty. 

2) Chapter 3 reports results from investigations of applicability of deep CNNs for 

estimation of geologically realistic reservoir facies models. We present motivations 

for the proposed approach and theoretical setup of the learning problem. With the 

help of a 2D synthetic case study and a 3D real case study from offshore Nile delta, 

we highlight the advantages and limitations of proposed approach. 

3) Chapter 4 presents our proposed theoretical framework for seismic property 

estimation with Bayesian evidential learning framework. We present synthetic 

examples of estimation of reservoir net-to-gross and average fluid saturations in sub-

resolution thin sand reservoir. We also demonstrate the efficacy of our approach by 

estimating posterior uncertainty of reservoir net-to-gross in sub-resolution thin sand 

reservoir from an offshore delta dataset using pre-stack seismic data. 

4) Chapter 5 summarizes the main findings of the dissertation, advantages and 

limitations of proposed approaches, along with directions for future research. 
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Chapter 2 

2 Approximate Bayesian inference of 

seismic velocity and pore pressure 

uncertainty with basin modeling, rock 

physics, and imaging constraints 

2.1 Introduction 

The contents of this chapter have been published as Pradhan et al. (2020a). The 

goal of most seismic velocity inverse problems is to obtain models that match the 

kinematics and/or amplitudes of the observed seismic reflections. Velocity inverse 

problems are ill-posed, and several models may equivalently honor the seismic data 

constraints. Numerous strategies have been developed for efficiently solving these 

inverse problems (Biondi, 2006). However, a key challenge is ensuring that the inverted 

models (1) honor geologic plausibility and variability and (2) are physically valid. By 

geologic plausibility and variability, we refer to the agreement of the velocity model 

space with prior geologic knowledge about geo-history (events and processes that 

occurred in the geologic past). This is crucial because present-day rock velocities are 

directly coupled to various geological processes like deposition, compaction, and fluid 
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flow. By physically validity, we refer to agreement of the velocity model with other 

physical quantities such as pore pressure, time to depth relations of seismic horizons, 

lithology and drilling indicators such as fracture pressure and overburden stress. This is 

crucial because, in most cases, such physical constraints are not explicitly incorporated 

into objective functions (such as flatness of gathers) for velocity inversion. In this 

chapter, we advocate that the goal of seismic velocity estimation should be to estimate 

rock velocities that satisfy these geological and physical constraints in addition to 

seismic data and imaging constraints. A velocity estimation method which yields rock 

velocities will improve the reliability of depth conversion of earth models and render 

velocity models useful in other applications such as reservoir characterization and 

reliable estimation of pore pressure, fracture or overburden stresses.  

Incorporating geological and physical constraints in velocity inversion is non-

trivial to address. Difficulties primarily arise because relevant information can be 

available in diverse forms ranging from conceptual notions about paleo-geological 

events, which potentially affected the present-day velocity distribution to different types 

of well measurements like mud-weight, porosity or temperature, which are implicitly 

linked to velocity, as well as structural interpretations of geologic horizons. The 

challenge is to quantitatively integrate all these diverse types of information into the 

inversion procedure. Several authors have addressed the problem of incorporating 

geological and physical constraints in velocity inversion by employing basin modeling 

and rock physics (Petmecky et al., 2009; Brevik et al., 2011; Bachrach et al., 2013; Dutta 

et al., 2014; Li, 2014; De Prisco et al., 2015). Basin modeling presents a quantitative 

framework for simulating geologic processes through time and yields various earth 

properties such as porosity, pore-pressure, effective stress and mineral volume fractions 

(Hantschel and Kauerauf, 2009). Rock physics provides physical models of the rock 

microstructure, which can be used to relate basin modeling generated properties to 

elastic properties, and consequently to velocities (Figure 2.1). Brevik et al. (2011, 2014), 

De Prisco et al. (2015) and Szydlik et al. (2015) lay out a framework for integrating 

basin modeling with geophysics in what has been termed as Geophysical Basin 

Modeling. Their proposed workflow entails modeling the basin and subsequently 
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employing rock physics to generate the initial velocity model and model parameter 

covariance to be used in the velocity inversion process. A key contribution of their 

approach is that it facilitates constraining the prior space of velocity model parameters 

to be geologically and physically consistent.  

 

Figure 2.1: The geophysical basin modeling workflow.   

Though basin modeling presents a quantitative framework for modeling prior 

geologic beliefs, a major limitation is the uncertainty associated with the basin modeling 

input parameters such as the lithologic compaction functions, lithology-specific 

porosity-permeability relations, present-day structural and stratigraphic model, and 

boundary conditions such as paleo heat flow. The conventional approach to specifying 

these parameters is to perform a deterministic calibration of modeling outputs to well 

data. However, since our final goal is to generate velocity models which match both 

well and seismic data, it is necessary to rigorously quantify and propagate any basin 

modeling uncertainties into the velocity model space. De Prisco et al. (2015) identify 

these challenges and propagate basin modeling uncertainties into velocity models by 

considering certain geologic scenarios and selecting one which exhibits best match to 

well data. Subsequently, several input parameter values within this scenario are 

perturbed to generate multiple basin modeling outputs. One crucial aspect is that, in 

many cases, the calibration data at the wells are also uncertain. Thus, any uncertain 

geologic scenarios or parameters included in the analysis should be considered in 

accordance with the probabilistic model for the data uncertainty. 
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In this chapter, we propose an integrated Bayesian framework for velocity 

modeling with geohistory and rock physics constraints, which facilitates rigorous 

propagation of basin modeling uncertainties into the velocity prior models. Our 

approach specifies prior probability distributions on uncertain basin modeling input 

parameters such as lithology-specific porosity compaction model parameters, 

permeability-porosity model parameters and heat flow boundary condition. We perform 

Monte-Carlo basin modeling runs followed by conditioning to well data by approximate 

Bayesian computation. Realizations conditioned to well data are subsequently linked to 

velocity through a calibrated shaly-sand rock physics model. These velocity models can 

then serve as geologically consistent and physically valid priors for the seismic velocity 

inversion problem. 

We also demonstrate how our proposed Bayesian inference framework can be 

leveraged to go beyond velocity and quantify uncertainties of various other earth 

properties, specifically the basin modeling outputs such as pore-pressure, porosity or 

smectite content of shales. These properties act as essential variables in tasks such as 

pore pressure prediction and reservoir characterization. Our formulation allows the use 

of seismic data to inform the geologic uncertainty space. To accomplish this, we propose 

an approximate Bayesian inference scheme employing migration velocity analysis 

which facilitates uncertainty quantification of velocity and earth properties such as pore-

pressure, porosity or smectite content consistently with seismic data kinematics. 

In summary, an intended contribution of the chapter is the formulation of a 

Bayesian framework for velocity model building by Geophysical Basin Modeling. This 

framework facilitates rigorous propagation of prior geologic and well data uncertainty 

to generate a geologically consistent and physically valid prior model space for 

traditional velocity inversion techniques. Another contribution of the chapter includes 

presentation of a method for performing approximate probabilistic inference of velocity 

from seismic data using migration velocity analysis. Within our integrated framework, 

this method allows constraining basin models with seismic data, thus generating a 
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seismically informed uncertainty space for earth properties like pore-pressure or 

porosity.  

The chapter is organized into three sections: ‘Methodology’, ‘Real Case 

application’ and ‘Discussion and Conclusions’. After providing a detailed treatment of 

the theoretical nuances of our workflow and the methods, we apply the methodology to 

a 2D basin in the Northern Gulf of Mexico. This example demonstrates that our 

integrated Bayesian framework generates multiple velocity models that agree with the 

seismic data kinematics as well as honor the geologic uncertainty and rock physics 

bounds. We also demonstrate an application of pore pressure prediction constrained to 

migration velocity analysis, effectively reducing the prior geologic uncertainty on 

velocity and pore pressure. Finally, we discuss advantages and limitations of the 

presented work, along with future research directions. 

2.2 Methodology 

 We incorporate geologic and physical constraints into our analysis by linking 

velocity models to basin modeling outputs through rock physics models. In basin 

modeling, given a set of input parameters 𝒃, differential equations are solved through 

geologic times for simulating the effects of desired processes such as sedimentation, 

compaction, fluid flow and heat flow (Hantschel and Kauerauf, 2009). The outputs from 

the basin model, h, include present-day distributions of various earth properties such as 

porosity, pore-pressure, temperature and mineral volume fractions, and can be 

represented as  

 h= 𝑔𝐵𝑀(𝒃). (2.1) 

Here, 𝑔𝐵𝑀(. ) is the functional notation for basin modeling simulation equations. The 

link with present-day velocity 𝒗 is established through the rock physics model: 

 𝒗 = 𝑔𝑅𝑃𝑀(𝒉). (2.2) 
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Given the above parameterization, our goals are to obtain basin and velocity 

models consistent with any prior beliefs on geological uncertainty while matching the 

observed basin modeling calibration data 𝒅𝑤,𝑜𝑏𝑠  and seismic data 𝒅𝑠,𝑜𝑏𝑠 . Note that 

basin modeling outputs 𝒉 are obtained across the entire earth model but the calibration 

is performed only at discrete well locations. Spatial constraints away from the wells will 

be imposed by evaluating whether the corresponding velocity model 𝒗 is in agreement 

with 𝒅𝑠,𝑜𝑏𝑠. A standard approach to establishing this involves forward modeling the 

kinematics of seismic reflections  

 𝒌𝑚 = 𝑔𝑊𝑃(𝒗), (2.3) 

and matching the result to observed kinematics. Here, 𝑔𝑊𝑃(. ) is the wave-propagation 

model. Details on extraction of kinematic information 𝒌𝑚 are provided below. 

Bayes’ rule provides the solution to the joint inference problem stated above:  

 𝑓(𝒃, 𝒗|𝒅𝑤,𝑜𝑏𝑠, 𝒅𝑠,𝑜𝑏𝑠) =
𝑓(𝒅𝑤,𝑜𝑏𝑠,𝒅𝑠,𝑜𝑏𝑠|𝒃,𝒗)𝑓(𝒃,𝒗)

∫ 𝑓(𝒅𝑤,𝑜𝑏𝑠,𝒅𝑠,𝑜𝑏𝑠|𝒃,𝒗)𝑓(𝒃,𝒗) 𝑑𝒃 𝑑𝒗
 

𝒃,𝒗

. (2.4) 

Here, 𝑓(𝒃, 𝒗|𝒅𝑤,𝑜𝑏𝑠, 𝒅𝑠,𝑜𝑏𝑠) is the posterior distribution, 𝑓(𝒅𝑤,𝑜𝑏𝑠, 𝒅𝑠,𝑜𝑏𝑠|𝒃, 𝒗) is the 

data likelihood distribution quantifying the conditioning to the two data types 

considered and 𝑓(𝒃, 𝒗) is the prior joint distribution of basin model input parameters 

and velocity. In theory, it is possible to sample the exact posterior by generating samples 

{𝒃, 𝒗} of prior 𝑓(𝒃, 𝒗), forward modeling the data, and accepting or rejecting the prior 

samples according to their data likelihood. However, the high dimensionality of the joint 

model and joint data space will typically necessitate evaluation of a large number of 

prior samples. The computational demands are further exacerbated by the fact that a 

single prior sample evaluation requires three expensive forward modeling runs 

(equations 2.1, 2.2 and 2.3). This will significantly limit the practicality of the approach. 

In order to improve the computational efficiency, we propose making the following 

approximations to the joint posterior distribution 
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𝑓(𝒃, 𝒗|𝒅𝑤,𝑜𝑏𝑠, 𝒅𝑠,𝑜𝑏𝑠) = 𝑐0𝑓(𝒅𝑤,𝑜𝑏𝑠, 𝒅𝑠,𝑜𝑏𝑠|𝒃, 𝒗)𝑓(𝒃, 𝒗) 

≈ 𝑐0𝑓(𝒅𝑠,𝑜𝑏𝑠|𝒃, 𝒗)𝑓(𝒅𝑤,𝑜𝑏𝑠|𝒃, 𝒗)𝑓(𝒗|𝒃)𝑓(𝒃) 

 ≈ 𝑐0𝑓(𝒅𝑠,𝑜𝑏𝑠|𝒗)𝑓(𝒗|𝒃)𝑓(𝒅𝑤,𝑜𝑏𝑠|𝒃)𝑓(𝒃).  (2.5) 

Here, 𝑐0 denotes the normalization constant specified in the denominator of equation 

2.4. In the second line of equation 2.5, we decompose the joint likelihood by assuming 

that basin modeling data 𝒅𝑤,𝑜𝑏𝑠 and seismic data 𝒅𝑠,𝑜𝑏𝑠 are conditionally independent 

given 𝒃 and 𝒗. In the third line, we assume that 𝒅𝑤,𝑜𝑏𝑠 is independent of 𝒗 given 𝒃 and 

vice versa for 𝒅𝑠,𝑜𝑏𝑠.  

By making these approximations, the joint posterior distribution is factored into 

multiple lower dimensional distributions, each of which will be easier to model and 

sample from. These approximations have many computational advantages which we 

detail below, along with some of the limitations engendered by the approximations. 

1) By assuming the first approximation in equation 2.5, the joint likelihood 

𝑓(𝒅𝑤,𝑜𝑏𝑠, 𝒅𝑠,𝑜𝑏𝑠|𝒃, 𝒗) was dissociated into well and seismic data likelihoods. The 

motivation for making this approximation lies in the fact that finding models 

conditioned to 𝒅𝑤,𝑜𝑏𝑠  will be significantly easier than honoring both 𝒅𝑠,𝑜𝑏𝑠  and 

𝒅𝑤,𝑜𝑏𝑠 given that the dimensionality of 𝒅𝑤,𝑜𝑏𝑠  is much lower than that of 𝒅𝑠,𝑜𝑏𝑠. 

Note that this approximation precludes specifying correlations between modeling 

and data uncertainty related to seismic and well data, which is possible to capture 

through the joint likelihood.  

2) By assuming the second approximation in equation 2.5, we sacrifice the joint nature 

of the inference problem by dissociating the basin modeling and seismic imaging 

components. For instance, by assuming 𝑓(𝒅𝑠,𝑜𝑏𝑠|𝒃, 𝒗) ≈ 𝑓(𝒅𝑠,𝑜𝑏𝑠|𝒗) , we drop 

explicit dependence between seismic data and basin modeling parameters. 

Consequently, such approximation rules out design of Monte-Carlo strategies that 

exploit seismic information to guide sampling of 𝒃. However, this approximation is 
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computationally advantageous since it allows the well and seismic data conditioning 

to be performed sequentially. According to the last expression of equation 2.5, we 

sample basin modeling parameters 𝒃 from 𝑓(𝒃) and perform conditioning to 𝒅𝑤,𝑜𝑏𝑠 

using likelihood 𝑓(𝒅𝑤,𝑜𝑏𝑠|𝒃) . Since 𝑓(𝒅𝑤,𝑜𝑏𝑠|𝒃)  depends solely on 𝒃 , only 

forward model 𝑔𝐵𝑀(. ) needs to be evaluated during conditioning to 𝒅𝑤,𝑜𝑏𝑠. Given 

sample 𝒃  from the basin modeling posterior distribution 𝑓(𝒅𝑤,𝑜𝑏𝑠|𝒃)𝑓(𝒃) , we 

sample velocity from 𝑓(𝒗|𝒃)  using forward model 𝑔𝑅𝑃𝑀(. ) . Subsequently, we 

condition to seismic data with likelihood 𝑓(𝒅𝑠,𝑜𝑏𝑠|𝒗) using forward model 𝑔𝑊𝑃(. ). 

By following such an approach, forward models 𝑔𝑅𝑃𝑀(. ) and 𝑔𝑊𝑃(. ) need to be 

evaluated only on samples from the uncertainty space informed by 𝒅𝑤,𝑜𝑏𝑠 , i.e., 

𝑓(𝒅𝑤,𝑜𝑏𝑠|𝒃)𝑓(𝒃). In the original joint formulation of the posterior, these forward 

models would need to be evaluated on the unconditional prior realizations, and the 

acceptance rate would be much lower, requiring many more Monte Carlo 

simulations. 

 

Figure 2.2: Workflow for well and seismic data conditioning and uncertainty quantification 

employed in this chapter. 

Even after factoring the joint distribution, efficient sampling from the seismic 

likelihood distribution might still be a concern given the high dimensionality of 𝒅𝑠,𝑜𝑏𝑠 
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and 𝒗. In order to lend further efficiency to our approach, we will employ approximate 

Bayesian computation (ABC), as described in detail later in this section. We will now 

present a detailed discussion of the main components of our proposed methodology, 

which are: (1) modeling of prior geological uncertainty, (2) Monte-Carlo basin 

modeling and probabilistic calibration, (3) rock physics modeling and migration 

velocity analysis, (4) velocity uncertainty quantification using approximate Bayesian 

inference & importance sampling and (5) Pore pressure prediction and uncertainty 

analysis. Figure 2.2 summarizes the various workflow components detailed below. 

2.2.1 Modeling of prior geological uncertainty 

We specify prior geological uncertainty in a basin as the probability distribution 

𝑓(𝒃). Modeling of 𝑓(𝒃) is a highly subjective exercise and will vary from basin to 

basin. Several sources of uncertainty can be considered as listed below: 

1. deposition-related geological processes such as deposition and erosion of 

sediments, salt movement; 

2. compaction, diagenesis and overpressure related processes such as mechanical 

compaction, smectite-illite transformation, quartz cementation and hydrocarbon 

generation and migration; 

3. lithological models and properties such as porosity-depth trends, permeability-

porosity model and thermal properties; 

4. fluid flow and heat-flow boundary conditions such as paleo heat flow, paleo 

water depth and sediment-water interface temperature; and 

5. structural interpretations of geological horizons and faults. 

The composition and dimensionality of the vector 𝒃  will depend on which 

uncertain processes and variables are chosen to be modeled. While it would be ideal to 

incorporate all uncertainty sources that could potentially affect the present-day 

velocities, high dimensionality of 𝒃 will limit the efficiency of the approach. Another 

practical aspect to consider is the ease and feasibility of formulating a probabilistic 

model for any uncertain variable in question. Prior uncertainty for some variables will 
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be simple to model. For instance, uncertainty regarding the occurrence of any particular 

diagenetic process can be modeled as a Bernoulli distribution. Many lithological model 

parameters are single dimensional continuous variables which can be modeled by 

standard probability distributions such as the Gaussian distribution. In other cases, prior 

uncertainty will not be straightforward to quantify and might require advanced modeling 

strategies. This might be the case if spatial uncertainty is associated with boundary 

conditions input to the basin model or structural uncertainty associated with interpreted 

horizons or faults. Methodologies developed in the geostatistical literature (Caers, 2011) 

are well-suited to handle such spatial uncertainties. 

For the case study presented in this chapter, we consider parameters related to 

(1) lithological porosity-depth trends, (2) lithological permeability-porosity model and 

(3) basal heat flow boundary condition as uncertain. We use truncated Gaussian 

distributions to model the prior uncertainty on these parameters. Further details are 

provided in the “Real case application” section of this chapter. 

2.2.2 Monte-Carlo basin modeling and probabilistic calibration  

Once the prior is specified, it is sampled by Monte-Carlo sampling to generate 

multiple possible geological scenarios. For each given sample, a basin simulation 

through geological times is executed to obtain present-day models of various earth 

properties 𝒉 (equation 2.1). The subsequent task is to condition the prior models based 

on the calibration data 𝒅𝑤,𝑜𝑏𝑠 . To this end, we employ the likelihood probability 

distribution 𝑓(𝒅𝑤,𝑜𝑏𝑠 |𝒃)  to quantify mismatch between 𝒅𝑤,𝑜𝑏𝑠  and corresponding 

elements of 𝒉 at well locations, denoted by 𝒅𝑤. 𝒅𝑤,𝑜𝑏𝑠 typically consists of different 

data types such as porosity, mudweight and temperature data. Thus, 𝒅𝑤,𝑜𝑏𝑠 is given as 

 𝒅𝑤,𝑜𝑏𝑠 = [𝒅𝑤,𝑜𝑏𝑠
1 , 𝒅𝑤,𝑜𝑏𝑠

2 , . . , 𝒅𝑤,𝑜𝑏𝑠
𝑛 ]𝑇, (2.6) 
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where, 𝒅𝑤,𝑜𝑏𝑠
𝑖  is the 𝑖𝑡ℎ  calibration data set, with 𝑖 = {1, . . 𝑛}. By assuming conditional 

independence of each data type from the others given 𝒃, the likelihood distribution can 

be expressed as  

 𝑓(𝒅𝑤,𝑜𝑏𝑠 |𝒃) = ∏ 𝑓(𝒅𝑤,𝑜𝑏𝑠
𝑖  |𝒃)𝑛

𝑖=1 . (2.7) 

The above decomposition is particularly useful since each data type might impose 

differing constraints on the prior models. For instance, mudweight data provide upper 

bounds on pore pressure components of 𝒅𝑤  while temperature data are direct 

measurements. Consequently, it will be necessary to employ different likelihood 

distributions for each data type. A commonly employed likelihood distribution is the 

Gaussian distribution, centered at 𝒅𝑤,𝑜𝑏𝑠
𝑖 , 

 𝑓(𝒅𝑤,𝑜𝑏𝑠
𝑖  |𝒃) ∝ 𝑒𝑥𝑝(−

1

2
(𝒅𝑤

𝑖 − 𝒅𝑤,𝑜𝑏𝑠
𝑖 )𝑇𝚺−1(𝒅𝑤

𝑖 − 𝒅𝑤,𝑜𝑏𝑠
𝑖 )). (2.8) 

Here, 𝒅𝑤
𝑖  are the elements of modeled data vector 𝒅𝑤, corresponding to same datatype 

as 𝒅𝑤,𝑜𝑏𝑠
𝑖 . 𝚺 is the covariance matrix, which is used to control the degree of accuracy 

desired in the fit between modeled data 𝒅𝑤
𝑖  and observed data 𝒅𝑤,𝑜𝑏𝑠

𝑖 . 𝚺 is assigned such 

as to capture the uncertainty present due to modeling imperfections and/or data noise. 

In the case study presented in this chapter, we employ Gaussian distributions for 

defining the likelihoods of porosity and temperature data. For mudweight data, we use 

the truncated triangular distribution, since the mudweight is used as an upper limit on 

the pore pressure. The motivations for these choices are discussed in the “Real case 

application” section. The likelihood values of the prior basin models will be employed 

during generation of posterior samples conditioned to well data. We employ 

approximate Bayesian computation rejection sampling as the posterior sampling 

strategy, discussed in greater detail in the “Velocity uncertainty quantification” 

subsection.  

2.2.3 Rock physics modeling and migration velocity analysis  
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The next component of our workflow is to go from basin modeling outputs to 

predictions of rock velocities, i.e., sampling 𝑓(𝒗|𝒃). The basin modeling outputs used 

to predict velocities include the porosity, mineral composition (which depends on the 

amount of diagenesis and cementation), the lithostatic pressure and the pore pressure. It 

is necessary to employ a quantitative model of the rock microstructure which allows 

calculation of the effective elastic moduli of the rock, given the composition of the rock 

constituents, porosity, and the effective stress at which the rock exists. Several models 

are available in the literature (Mavko et al., 2009) and an appropriate one should be 

chosen depending on the requirements of the problem and calibrated to the rock elastic 

properties as observed in the well logs. For the case study presented in this chapter, we 

employ the constant-clay model for shaly sands (Avseth et al., 2005) to model isotropic 

velocities using basin modeling outputs. In this model, the effective elastic properties 

of the rock at any rock composition, as specified by the basin model outputs, is derived 

by interpolating the elastic properties of the well-sorted grain pack (at the high-porosity 

end) and the effective mineral properties (at the zero porosity end) using the modified 

lower Hashin-Shtrikman bound (Mavko et al., 2009). The well-sorted grain pack is 

modeled as an elastic sphere pack subject to the in-situ effective stress. The rock 

effective stresses are calculated by Terzaghi’s principle with the basin modeling outputs 

of pore pressure and lithostatic pressure. If the goal is to generate a prior model space 

for anisotropic velocities, 𝑔𝑅𝑃𝑀(. ) in equation 2.2 should be chosen to be an appropriate 

anisotropic rock model. Bandyopadhyay (2009) discusses several anisotropic rock 

models for shales and sands. 

These velocity models serve as a prior for the velocity inference part. The 

subsequent step is to condition the prior velocity realizations with the kinematics of the 

observed seismic reflections. Kinematic information can be extracted either in the 

seismic data domain or the seismic image domain. We use the latter since performing 

the analysis in image domain has several advantages over data domain as discussed by 

Biondi (2006). Prestack seismic data are imaged by performing depth migration with 

each prior velocity realization. Velocity models consistent with the data kinematics will 

generate well-focused images. Focusing quality of the imaged reflectors are evaluated 
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using angle-domain common image gathers (ADCIGs; Biondi and Shan, 2002; Sava 

and Fomel, 2003). ADCIGs describe variability of seismic events across different 

reflection angles at any particular subsurface location. Optimal focusing of the 

reflections corresponds to flat events across the reflection angle axis. Flatness of the 

events in the ADCIG can thus be employed as a criterion for conditioning the prior 

velocity realizations to the observed seismic data.   

Residual moveout analysis (RMO; Al-Yahya, 1989) is a commonly employed 

method for quantifying the deviation from flatness of the ADCIG events. We 

parameterize the RMO function in the angle domain by the single parameter 𝜌  as 

described by Biondi (2006)  

 𝜌(𝑥, 𝑦, 𝑧) =
𝑣𝑡(𝑥, 𝑦, 𝑧)

𝑣𝜌(𝑥, 𝑦, 𝑧)⁄ . (2.9) 

Here, 𝑥, 𝑦 and 𝑧 represent the coordinates of the earth location, and 𝑣𝑡(𝑥, 𝑦, 𝑧) is the 

true migration velocity at given subsurface location, i.e., the velocity that would flatten 

the ADCIGs. The velocity being evaluated, i.e., the prior velocity in our case, is denoted 

by 𝑣𝜌(𝑥, 𝑦, 𝑧). For each prior velocity model, RMO analysis is performed. This analysis 

consists of scanning through possible 𝜌 values, applying residual moveout correction to 

the ADCIGs using the RMO function and picking the 𝜌 value 𝜌𝑚𝑎𝑥𝑆(𝑥, 𝑦, 𝑧)  that 

maximizes the ADCIG semblance. A measure of how far the prior velocity is from the 

optimally focusing velocity is given by the RMO error 

 𝜖(𝑥, 𝑦, 𝑧) = 𝜌𝑚𝑎𝑥𝑆(𝑥, 𝑦, 𝑧) − 1. (2.10) 

Deterministic migration velocity analysis techniques typically seek to perform 

local optimization of an initial estimate of the velocity model. Specifically, the local 

errors 𝜖(𝑥, 𝑦, 𝑧) are translated into local updates or perturbations of the initial velocity 

model according to inverse of the wave propagation forward model linking 𝑣(𝑥, 𝑦, 𝑧) to 

the 𝜖(𝑥, 𝑦, 𝑧). Note that in our case the velocity model is implicitly parameterized by 

basin modeling parameters 𝒃 . These parameters are global in the sense that these 
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parameters are not defined on the earth model grid, rather, they control global variability 

of the model. Correspondingly, our goal is to find models that satisfy a global measure 

of conformance to kinematic constraints. For this purpose, we employ the mean of 

absolute RMO errors across all grid locations  

 𝜖𝑔𝑙𝑜𝑏𝑎𝑙 =
∑ ∑ ∑ |𝜖(𝑥,𝑦,𝑧)|𝑧𝑦𝑥

∑ ∑ ∑ 1𝑧𝑦𝑥
. (2.11) 

2.2.4 Velocity uncertainty quantification: approximate Bayesian computation & 

importance sampling  

In this sub-section, we discuss approximations and strategies employed to 

generate velocity models conditioned to both 𝒅𝑤,𝑜𝑏𝑠  and 𝒅𝑠,𝑜𝑏𝑠 . The posterior 

distribution we aim to sample is  

𝑓(𝒃, 𝒗|𝒅𝑤,𝑜𝑏𝑠, 𝒅𝑠,𝑜𝑏𝑠) ≈ 

 𝑐0𝑓(𝜖𝑔𝑙𝑜𝑏𝑎𝑙 = 0|𝒗)𝑓(𝒗|𝒃)𝑓(𝒅𝑤 = 𝒅𝑤,𝑜𝑏𝑠|𝒃)𝑓(𝒃). (2.12) 

The above equation was obtained by substituting our definitions for seismic and well 

data likelihoods into the last expression of equation 2.5. The ease of sampling according 

to 𝑓(𝒅𝑤 = 𝒅𝑤,𝑜𝑏𝑠|𝒃) will be dependent on the dimensionality of 𝒅𝑤. While this might 

be tractable for well data of moderate dimensionality, generating samples according to 

𝑓(𝜖𝑔𝑙𝑜𝑏𝑎𝑙 = 0|𝒗), i.e., models with null RMO errors in expectation over all subsurface 

locations, will typically be impractical to attain due to following factors: 

1. Implicit parameterization of the velocity model through global parameters 𝒃. As 

a result, finding a velocity model that optimally focusses the data in expectation 

at all subsurface locations might be challenging. 

2. Dissociating the basin modeling and seismic imaging components of the joint 

inverse problem makes it challenging to employ Monte-Carlo strategies that 

leverage information from seismic to guide sampling of the prior basin models. 
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As highlighted previously, solving equation 2.4 directly will be expensive given 

the computational demands of the various forward modeling routines involved. 

Our proposed solution to these challenges is to employ approximate Bayesian 

computation (ABC). ABC was developed as a likelihood-free framework for 

accomplishing approximate Bayesian inference in problems which exhibit intractable 

likelihoods (Beaumont, 2010; Blum, 2010). Sisson and Fan (2011) review the theory of 

various ABC algorithms available in practice. Pradhan and Mukerji (2020b) present an 

application of ABC for inference of reservoir properties from seismic data. In this 

chapter, we will perform ABC by rejection sampling, a commonly employed sampling 

strategy in ABC applications (Jiang et al., 2017). Consider the simple problem of 

inferring posterior distribution of parameters 𝒎 given data 𝒅𝑜𝑏𝑠 using Bayes’ rule  

 𝑓(𝒎|𝒅𝑜𝑏𝑠) ∝ 𝑓(𝒅 = 𝒅𝑜𝑏𝑠|𝒎)𝑓(𝒎). (2.13) 

In cases where the likelihood 𝑓(𝒅 = 𝒅𝑜𝑏𝑠|𝒎) cannot be analytically expressed or is 

intractable to compute, it is possible to generate samples from the posterior distribution 

by rejection sampling. In order to generate a sample from the posterior, a sample 𝒎 is 

generated from the prior 𝑓(𝒎) , corresponding data 𝒅  are modeled, and tested to 

determine whether 𝒅 = 𝒅𝑜𝑏𝑠  holds true. This procedure is repeated until the fitting 

criterion is satisfied. Since the probability of finding an exact match will be practically 

negligible in high dimensional applications, ABC algorithms relax the fitting criterion 

by accepting samples which match the observed data or some relevant statistic of the 

data within a certain threshold value. Mathematically, the following approximation is 

made to generate an approximate sample from the posterior distribution 

 𝑓(𝒎|𝒅)~ ∝  𝑓(𝑆(∥ 𝒅 − 𝒅𝑜𝑏𝑠 ∥) < 𝜏|𝒎)𝑓(𝒎). (2.14) 

Here, 𝑆(. ) is an application-specific function of the data mismatch, ∥. ∥ is a distance 

measure, and 𝜏 is a threshold. To sample the above distribution by rejection sampling, 

samples from 𝑓(𝒎) which satisfy the criterion 𝑆(∥ 𝒅 − 𝒅𝑜𝑏𝑠 ∥) < 𝜏 will be accepted. 

A practical approach to specifying the thresholds is to retain a small percentage 𝛿 of the 
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prior samples, which exhibit the best fit to data, as approximate samples of the posterior 

(Beaumont et al., 2002). Note that this corresponds to setting 𝜏 as the 𝛿% quantile of 

the empirical distribution for 𝑆(∥ 𝒅 − 𝒅𝑜𝑏𝑠 ∥). We will employ this approach for setting 

the thresholds. Table 2.1 provides the pseudo-code for the ABC rejection sampling 

algorithm. 

Table 2.1: The ABC rejection sampling algorithm employed in proposed workflow. 

ABC rejection sampling algorithm 

Input: Prior distribution 𝑓(𝒎), forward modeling function 𝑔(. ), observed data 

𝒅𝑜𝑏𝑠, data mismatch score function 𝑆(. ), distance measure ∥. ∥, threshold percentage 

𝛿 

 

for 𝑖 = 1, … , 𝑛 realizations 

 Sample 𝒎𝑖~𝑓(𝒎)  

 Forward model data 𝒅𝑖 = 𝑔(𝒎𝑖) 

 Set data mismatch score 𝑠𝑖 = 𝑆(∥ 𝒅𝑖 − 𝒅𝑜𝑏𝑠 ∥)  

end 

Sort scores {𝑠1, … 𝑠𝑛} in ascending order from low to high data mismatch 

Accept as approximate posterior samples the first 𝛿% × 𝑛 realizations from sorted 

list  

 

For our problem, it was previously discussed how sampling exactly according 

to the seismic data likelihood 𝑓(𝜖𝑔𝑙𝑜𝑏𝑎𝑙 = 0|𝒗) will be challenging. We employ ABC 

to address this issue. To maintain consistency, ABC is also employed for conditioning 

to well data. We make the following approximations to the posterior distribution   
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𝑓(𝒃, 𝒗|𝒅𝑤,𝑜𝑏𝑠, 𝒅𝑠,𝑜𝑏𝑠) ≈ 

 𝑐1𝑓(𝜖𝑔𝑙𝑜𝑏𝑎𝑙 < 𝜏2|𝒗)𝑓(𝒗|𝒃)𝑓(𝑆(∥ 𝒅𝑤 − 𝒅𝑤,𝑜𝑏𝑠 ∥) < 𝜏1|𝒃)𝑓(𝒃). (2.15) 

Here, 𝑐1  is the normalization constant, ∥. ∥  is a distance measure and 𝜏1  and 𝜏2  are 

threshold values for well data mismatch and 𝜖𝑔𝑙𝑜𝑏𝑎𝑙 respectively. In other words, instead 

of exactly matching 𝒅𝑤,𝑜𝑏𝑠  and 𝜖𝑔𝑙𝑜𝑏𝑎𝑙  (equation 2.12), fitting data within certain 

thresholds is taken to be the criterion for generating approximate samples of the 

posterior distribution. In order to sample from the approximate distribution shown in 

equation 2.15, we generate a number of samples from 𝑓(𝒃) such that a functional value 

for the well data mismatch 𝑆(∥ 𝒅𝑤 − 𝒅𝑤,𝑜𝑏𝑠 ∥) falls below the threshold 𝜏1. We assign 

𝑆(. ) to be the likelihood distribution 𝑓(𝒅𝑤 = 𝒅𝑤,𝑜𝑏𝑠|𝒃), which is a function of the data 

mismatch as shown in equation 2.8. For each produced sample, rock physics modeling 

is employed to sample 𝑓(𝒗|𝒃). From the set of velocity samples, models satisfying 

𝜖𝑔𝑙𝑜𝑏𝑎𝑙 < 𝜏2 will be retained. 

Ideally, the thresholds will have to be set to very low values in order for the 

posterior approximation to hold reasonably. For instance, we could simulate 105 basin 

models and retain 102 models with the highest data likelihoods (𝛿=0.1%) as samples 

from 𝑓(𝑆(∥ 𝒅𝑤 − 𝒅𝑤,𝑜𝑏𝑠 ∥) < 𝜏1|𝒃)𝑓(𝒃). However, this naïve sampling strategy will 

require a very large number of basin modeling simulations. We employ importance 

sampling (Liu, 2004) to alleviate this issue. Instead of sampling 𝑓(𝒃), we sample a 

proposal distribution 𝑓𝑝𝑟𝑜𝑝𝑜𝑠𝑎𝑙(𝒃) for the prior, such that samples from this distribution 

have greater probability of matching well data. This allows us to set a higher value for  

𝜏1 , boosting the efficiency of the approach. The specific nature of 𝑓𝑝𝑟𝑜𝑝𝑜𝑠𝑎𝑙(𝒃) we 

employ is described in the ‘Real Case application’ section. During sampling according 

to 𝑓(𝜖𝑔𝑙𝑜𝑏𝑎𝑙 < 𝜏2|𝒗) , the appropriate number of models to be retained can be 

determined empirically by performing a visual analysis of images, as shown in the ‘Real 

Case application’ section.  
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The above procedure will generate samples from the proposal distribution for 

the posterior 

 𝑐2𝑓(𝜖𝑔𝑙𝑜𝑏𝑎𝑙 < 𝜏2|𝒗)𝑓(𝒗|𝒃)𝑓(𝑆(∥ 𝒅𝑤 − 𝒅𝑤,𝑜𝑏𝑠 ∥) < 𝜏1|𝒃)𝑓𝑝𝑟𝑜𝑝𝑜𝑠𝑎𝑙(𝒃)(2.16) 

where 𝑐2 denotes the normalization constant. The bias introduced by sampling proposal 

distribution (equation 2.16) instead of the target distribution (equation 2.15), will be 

compensated by attaching an importance weight 𝑤𝑗 with every generated sample. For 

any sample, we assign weight 𝑤𝑗 as the ratio of target posterior density function to the 

proposal posterior density function  

 𝑤𝑗 =
𝑐1𝑓(𝒃𝑗)

𝑐2𝑓𝑝𝑟𝑜𝑝𝑜𝑠𝑎𝑙(𝒃𝑗)
. (2.17) 

Here, subscript 𝑗 denotes the sample index. For deriving the above result, we assumed 

that 𝑓(𝜖𝑔𝑙𝑜𝑏𝑎𝑙 < 𝜏2|𝒗) and 𝑓(𝑆(∥ 𝒅𝑤 − 𝒅𝑤,𝑜𝑏𝑠 ∥) < 𝜏1|𝒃) in equations 2.15 and 2.16 

evaluate to approximately equal values. Normalization constants, 𝑐1  and 𝑐2 , are not 

known. Consequently, an additional normalization step is necessitated   

 𝑤𝑗
𝑛𝑜𝑟𝑚 =

𝑤𝑗

∑ 𝑤𝑗
𝑚
𝑗=1

. (2.18) 

Normalized weight  𝑤𝑗
𝑛𝑜𝑟𝑚  facilitates specification of the distributions up to a 

normalization constant (Liu, 2004) and will serve as our importance weights. These 

weights will be used during evaluation of kernel estimates or statistics such as mean and 

variance of the target approximate posterior density. 

2.2.5 Pore pressure prediction and uncertainty analysis 

In addition to generating geologically consistent velocity models, another 

contribution of the proposed methodology is that it allows us to perform seismic 

calibration of basin modeling outputs. We will discuss these ideas with respect to pore 

pressure prediction (PPP). In basin modeling, pore pressure evolution in the basin is 
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simulated by solving differential equations for sediment compaction mechanisms and 

fluid flow with boundary conditions designed to simulate physics of the problem. This 

enables us to model effects of common overpressure generating mechanisms such as 

compaction disequilibrium, aquathermal pressuring, smectite-illite transformation or 

kerogen maturation. However, usage of basin modeling pore pressure predictions to 

applications such as drilling hazard mitigation is generally limited because of lack of 

spatial data constraints in basin modeling.  Velocity models are good indicators of 

overpressured formations and seismic velocity models are frequently employed for PPP. 

As discussed by Dutta (2002), this is primarily because many characteristics of 

overpressured rocks such as high porosities, low bulk densities, low effective stresses 

and high temperatures are strongly coupled to rock velocity. Constraining basin models 

with seismic velocity information will thus lead to greater reliability on the predicted 

pore pressures.  

  In our methodology, the dependency between pore pressure predictions from 

the basin model and velocity is established through the rock physics model. Note that 

overpressured formations will exhibit low effective stresses, leading to lower velocities. 

This is typical of clastics.  The approximate inference scheme based on migration 

velocity analysis yields posterior velocity models honoring the kinematic information 

of the seismic data. Basin modeling pore pressure realizations implicitly linked to the 

sampled posterior velocity realizations will be used to perform uncertainty 

quantification for pore pressure. Estimated pore pressure uncertainty will conform to 

the prior geological uncertainty on any geopressuring mechanism modeled in the basin 

model, porosity, temperature and mudweight data collected at the well, as well as the 

posterior seismic velocity model. 

2.3 Real case Application 

In this section, we present application of our methodology in a north-central Gulf of 

Mexico basin located off the coast of Louisiana. We present below details of the 

different kinds of dataset available in this basin. 
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1. Log data from several wells and biostratigraphic data. 

2. 3D pre-stack seismic data acquired at 4 ms sampling rate using ocean bottom 

cable and processed using PZ summation (Hugonnet et al., 2011), a processing 

workflow specific to OBC data, where P and Z refer to pressure (P) and vertical 

(Z) components of the OBC dataset. The area where seismic data were recorded 

has a shallow water depth, approximately 36 m on average. The seismic source 

lines are perpendicular to the receiver lines. Source line spacing is 400 m and 

source spacing is 50 m, while receiver line spacing is 600 m and receiver 

spacing is 50 m. Maximum offset is about 6 km. The seismic data have been 

processed for improvement of signal to noise ratio by attenuation of random 

and coherent noise including multiples.  

3. Legacy isotropic velocity model obtained by ray-based tomographic inversion. 

4. Legacy depth migrated seismic data obtained by wavefield extrapolation 

migration. 

 

Figure 2.3: The depth migrated seismic section for which we present our analysis and 

interpretations of key geologic horizons (a). Corresponding structural model of the basin (b). 

Basin modeling simulations were executed using the commercial software 

PetroMod. We present our basin modeling analysis on the 2D section shown in Figure 

2.3. A well is present along the section at which porosity data, obtained from bulk 

density log, mudweight data and bottom-hole temperature data is available for basin 
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modeling calibration. Note that no repeat formation test (RFT) data were available, 

hence we used mudweight data as a guide to upper bound pore pressure. Gamma ray 

log and biostratigraphic data available at the well were interpreted to identify major 

lithologic changes and key events on the geologic timescale. The cross-section has a 

spatial extent of about 37 km. We will model ten depositional layers to the Upper 

Miocene. Corresponding horizons were interpreted on the post-stack seismic image to 

derive the structural model for the basin shown in Figure 2.3. As discussed by Hantschel 

and Kauerauf (2009), grid cell sizes for basin-scale modeling should typically be of the 

order of 100 to 102 meters. Our model was discretized into 600 grid points along the 

X-direction, with grid spacing of approximately 60 m. Along the depth direction, each 

lithologic interval was discretized into ten equally spaced grid points between its top 

and base horizon. A fault is present in the cross-section, which was assumed to be a 

closed fault in the simulations. The seismic section also indicates presence of salt below 

the Upper Miocene layer. Our analysis is limited only to the supra-salt layers and we do 

not consider any effects from salt movement history in the basin.  This is left as a future 

improvement of the model.  

Note that prestack data and legacy velocity model were only available from X = 0 

km to X ≈ 20 km, as detailed in the “Rock physics modeling and migration velocity 

analysis” sub-section. Consequently, results for migration velocity analysis are only 

shown for the first 20 km of section shown in Figure 2.3. In contrast to the grid used for 

basin modeling, we use a finer-scale grid for velocity analysis, with uniform grid cells 

sizes of 25 m along X and depth directions. Results obtained on the basin modeling grid 

are linearly interpolated into the finer-scale grid prior to velocity analysis.  

2.3.1 Prior uncertainty and Monte-Carlo basin modeling 

The first component of our workflow constitutes defining the prior uncertainty 

on basin modeling parameters and performing Monte-Carlo basin simulations. Among 

the various sources of basin modeling uncertainties listed in the previous section, we 

consider the following: (1) mechanical compaction or porosity reduction of the 
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sediments captured by porosity-depth constitutive relations for each lithology, (2) fluid 

flow related uncertainty modeled by permeability-porosity relations, and (3) heat flow 

boundary condition of the basal heat flow for the basin. Our choice was motivated by 

the fact these factors significantly control the variability of the present-day porosity, 

pore-pressure and mineral volume fractions which serve as inputs for rock physics 

modeling.  

 For each lithology, the porosity reduction law is specified according to an Athy 

(1930) type law  

 𝜑 = 𝜑0𝑒−𝑐𝑧𝑒. (2.19) 

Here, 𝜑 denotes porosity, 𝜑0 is the initial depositional porosity of the sediments, 𝑐 is 

Athy’s compaction coefficient, and 𝑧𝑒 denotes equivalent hydrostatic depth i.e., depth 

of the rock with same porosity and lithology under hydrostatic conditions. We 

underscore that the compaction law specified in equation 2.19 is formulated in terms of 

equivalent hydrostatic depth instead of the absolute depth. As noted by Hantschel and 

Kauerauf (2009), such a formulation can be analytically or numerically converted to 

two other commonly used porosity reduction laws formulated as porosity-effective 

stress or porosity-rock frame compressibility relations. The permeability-porosity 

constitutive relationship is specified according to the Kozeny-Carman type relation 

(Ungerer et al., 1990) 

 𝑘𝑣 = {
𝐹

20𝜑′5

𝑆2(1−𝜑′)2  𝑖𝑓 𝜑′ < 10%

𝐹
0.2𝜑′3

𝑆2(1−𝜑′)2
 𝑖𝑓 𝜑′ > 10%

. (2.20) 

Here,  𝑘𝑣 denotes vertical permeability, 𝐹 is a scaling factor, 𝑆 denotes specific surface 

area and 𝜑′ = 𝜑 − 3.1 × 10−10𝑆 . The horizontal permeability 𝑘ℎ  is expressed as 

𝑎𝑘 × 𝑘𝑣, where 𝑎𝑘 represents the permeability anisotropy factor. 
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Table 2.2: Prior distributions 𝒩(𝜇, 𝜎) of the uncertain lithological parameters. 

Litholog

y 

Vclay 
𝒄 (km

-1

) 
𝝋𝟎  

𝑺 (10
7

 m
-1

) 
𝑭 𝒂𝒌 

Litholog

y 1  

Unknow

n 

𝒩(0.5,  0.2) 𝒩(0.55,  0.06) 𝒩(5.05,  4) 𝒩(2.45,  6) 𝒩(3.10,  1.5) 

Litholog

y 2  

0.60 𝒩(0.5,  0.18) 𝒩(0.56,  0.04) 𝒩(7.04,  3) 𝒩(1.48,  4) 𝒩(2.22,  1.2) 

Litholog

y 3  

0.55 𝒩(0.44,  0.18) 𝒩(0.54,  0.04) 𝒩(6.54,  3) 𝒩(1.91,  4) 𝒩(2.41,  1.2) 

Litholog

y 4  

0.45 𝒩(0.34,  0.18) 𝒩(0.51,  0.04) 𝒩(5.0,  3) 𝒩(3.15,  4) 𝒩(3.29,  1.2) 

Litholog

y 5  

0.50 𝒩(0.39,  0.18) 𝒩(0.53,  0.04) 𝒩(6.05,  3) 𝒩(2.50,  4) 𝒩(2.60,  1.2) 

Litholog

y 6  

0.36 𝒩(0.5,  0.2) 𝒩(0.55,  0.06) 𝒩(5.05,  4) 𝒩(2.45,  6) 𝒩(3.10,  1.5) 

Litholog

y 7  

0.70 𝒩(0.55,  0.18) 𝒩(0.60,  0.04) 𝒩(8.03,  3) 𝒩(0.89,  4) 𝒩(1.84,  1.2) 

Litholog

y 8  

0.36 𝒩(0.5,  0.2) 𝒩(0.55,  0.06) 𝒩(5.05,  4) 𝒩(2.45,  6) 𝒩(3.10,  1.5) 

Litholog

y 9  

0.60 𝒩(0.5,  0.18) 𝒩(0.56,  0.04) 𝒩(7.04,  3) 𝒩(1.48,  4) 𝒩(2.22,  1.2) 

Litholog

y 10  

Unknow

n 

𝒩(0.5,  0.2) 𝒩(0.55,  0.06) 𝒩(5.05,  4) 𝒩(2.45,  6) 𝒩(3.10,  1.5) 

 

For each lithology, we consider 𝜑0, 𝑐, 𝑆, 𝐹 and 𝑎𝑘 as uncertain parameters. We define 

truncated Gaussian distributions as the prior probability distributions over the range of 

possible values that these parameters can assume. The mean 𝜇 and standard deviation 𝜎 

of the prior distributions for these parameters are shown in Table 2.2. Typical parameter

 values for pure sand and shale litholgies are available in literature (Hantschel and 

Kauerauf, 2009). For most lithologies, the depth-averaged clay volume fraction 𝑣𝑐𝑙𝑎𝑦 

(Table 2.2), derived using the gamma ray log, was used as a guide to assign 𝜇, by

 roughly interpolating between pure sand and shale values. Standard deviations 𝜎 were 
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assigned such as to keep a fairly large uncertainty. Gamma ray log coverage did not 

extend to the top and bottom lithologies and hence larger uncertainty was assumed for 

these lithologies. The upper and lower limits of the truncated Gaussian distributions 

were fixed for each parameter type as shown in Table 2.3. Preliminary investigations 

revealed that, by assigning sand-like properties to lithology 6 and 8 with 𝑣𝑐𝑙𝑎𝑦 = 0.36, 

we were unable to explain some of the high mudweight pressure values. Note that 𝑣𝑐𝑙𝑎𝑦 

is a depth-averaged property and thus these lithologies might have thin shaly beds. A 

possible reason for the discrepancy observed with mudweights is that we were 

precluding possibilities of pressure buildup by assigning sand-like properties to the 

entire lithological section. Hence, prior distributions for these two lithologies were kept 

same as those with unknown lithologies. The basal heat flow was assumed to be 

spatially and temporally constant. Uncertainty of the heat flow value was specified as 

Gaussian distribution with mean and standard deviation of 47 and 3 mW/ m2 

respectively.  

Table 2.3: Upper and lower limits of the prior distributions shown in Table 2.2. The limits are

 fixed within each parameter type. 

 
𝒄 (km

-1

) 
𝝋𝟎  

𝑺 (10
7

 m
-1

) 
𝑭 𝒂𝒌 

Lower limit 0.15 0.36 0.1 0.001 1.1 

Upper limit 0.9 0.75 12 25 5.5 

 

The uncertain prior model space for the basin thus consists of 51 parameters in total: 

five lithological parameters for each of the ten lithologies and the basal heat flow. Value 

assignment of any other input parameters to the basin model was carried out by standard 

techniques employed in typical basin modeling workflows (Hantschel and Kauerauf, 

2009). For instance, the sediment water interface temperature was assigned according 

to the method proposed by Wygrala (1989), while thermal properties of the lithologies 

were assigned by mixing standard parameter values for sand and shale rocks in 
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proportion to the lithological average clay volume fractions. Subsequent to specification 

of prior uncertainty and basin modeling inputs, Monte Carlo sampling was performed 

to generate 2500 sample sets of the 51 uncertain parameters and each set was used to 

perform a separate basin simulation. Each simulation run consisted of simulating 

geological processes of sedimentation of lithological layers, mechanical compaction, 

fluid flow and heat flow in the basin to obtain porosity, pore-pressure and temperature 

evolution from Upper Miocene till present day. Mass balance equations, in conjunction 

with Darcy’s law and sediment compaction laws, were used to simulate mechanical 

compaction and fluid flow. Heat flow was simulated using energy balance equations 

accounting for conductive, convective and radiogenic transport of crustal heat flow. 

Hantschel and Kauerauf (2009) provide a detailed treatment of the various physical 

transport laws used in PetroMod.  

Figure 2.4 shows the present-day porosity, pore pressure, and temperature 

sections for two prior realizations. We assumed that during deposition, clay minerals in 

the shale sediments consist of 80% smectite and 20 % illite components. As discussed 

by Dutta (1987, 2016), this is a reasonable assumption for Gulf Coast shales. We follow 

Dutta’s (1987) approach for tying the chemical diagenesis of clay minerals resulting in 

smectite-illite transition with the thermal history of the basin. Specifically, we use first-

order Arrhenius rate theory for modeling the chemical reaction controlling smectite-

illite transition. After illitization, the clay minerals consist of 20% smectite and 80% 

illite. Cross sections of illite volume fraction in the clay mineral calculated following 

this approach are shown in Figure 2.4. 
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Figure 2.4: Present-day porosity (a), pore pressure (b), temperature (c) and illite volume fraction 

in clay mineral (d) sections obtained after running the basin simulations for two randomly 

selected prior models (out of 2500) shown respectively on the left and right panels.  

 

Figure 2.5: Porosity (a), pore pressure (b) and temperature (c) profiles extracted at the well 

location from the corresponding present-day output sections of the 2500 basin simulations are 

shown in gray. Shown in blue are the outputs of 30 models with the highest likelihood. Observed 

calibration data are plotted as red circles. 
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The next step is to determine the likelihood of the prior models conditional to 

the well calibration data. Calibration data consists of porosity, mudweight and bottom-

hole temperature data (red circles in Figure 2.5). As discussed in the methodology 

section, we assume that each datatype is conditionally independent of the other given 

the basin modeling parameters 𝒃. We also make the assumption that all data samples of 

any datatype are conditionally independent given 𝒃. Thus, the likelihood for a particular 

datatype 𝑓(𝒅𝑤,𝑜𝑏𝑠
𝑖  |𝒃) can be expressed as the product of the marginal likelihoods of all 

the data samples ∏ 𝑓(𝑑𝑤,𝑜𝑏𝑠
𝑖𝑗

 |𝒃)𝑚
𝑗=1 , where 𝑑𝑤,𝑜𝑏𝑠

𝑖𝑗
 is the sample observed at a specific 

depth j and 𝑚 is the total number of data samples. The marginal likelihood model for 

the porosity data samples is assumed to have a Gaussian distribution centered at the 

observed value, with a standard deviation of 10−2 to reflect the uncertainty associated 

with deriving the porosity data from bulk density log by making assumptions about the 

grain and fluid density. The marginal likelihood distribution for mudweight data 

constitutes a truncated triangular distribution with the observed mudweight and 

hydrostatic pressure as the upper and lower limits respectively. Note that mudweight 

refers to the density of the drilling fluid and is usually kept higher than the true formation 

pressure. The recorded mudweights can thus be taken to be the upper limits on the pore 

pressure. Hydrostatic pressure represents the theoretical lower limit on the pore pressure 

at any given depth. At any depth, if the driller keeps the mudweight to be significantly 

higher than the corresponding hydrostatic pressure, it will typically be indicative of an 

overpressured formation. We chose a truncated triangular distribution for pore pressure 

likelihood such that it assigns maximum probability to the recorded mudweight and 

minimum probability to the hydrostatic pressure. Probabilities for intermediate values 

between the two limits are linearly scaled. Bottom-hole temperature data typically 

underestimate/overestimate the true formation temperature and appropriate corrections 

need to be applied. The temperature data shown in Figure 2.5 were obtained after 

applying Horner (1951) correction. We specified likelihood for the corrected bottom-

hole temperature data points as Gaussian distributions centered at observed value, with 

a standard deviation of 2  0 C to account for uncertainty in the data and correction 

procedure. Figure 2.6 depicts these likelihood distributions. In Figure 2.5, we compare 
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the present-day porosity, pore-pressure and temperature profiles of the 2500 prior 

models extracted at the well location against 30 posterior models that have the highest 

joint data likelihoods. It can be observed that the porosity outputs of these 30 models 

are tightly constrained in regions where calibration data is available and display high 

range of uncertainty in the absence of data as expected. Similarly, given the likelihood 

model for pore-pressure, models predicting pore pressures higher than the recorded 

mudweight are assigned a likelihood value of zero.  

 

Figure 2.6: Marginal likelihood models for porosity (a), mudweight (b) and bottom-hole 

temperature (c) calibration data. 

 

Figure 2.7: Prior and posterior distributions of heat flow (a), Athy’s coefficients for lithology 7 

(b) and lithology 4 (c) obtained by probabilistic calibration to well data. 

The selected 30 models with highest likelihoods are now employed for 

evaluating the marginal posterior uncertainty on basin modeling parameters 𝒃. The 

marginal posterior distributions will constitute the proposal distribution 𝑓𝑝𝑟𝑜𝑝𝑜𝑠𝑎𝑙(𝒃) 

for the prior. Given any element 𝑏𝑖 from the vector 𝒃, a kernel density estimate of the 

30 accepted samples is performed to derive the marginal posterior distribution 
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𝑓(𝑏𝑖|𝒅𝑤,𝑜𝑏𝑠 ). In Figure 2.7, we compare the marginal prior and posterior distributions 

for some of the basin modeling parameters. We note that accounting for bottom-hole 

temperature data leads to reduction of prior uncertainty for the heat flow parameter. 

Uncertainty distributions for Athy’s coefficient 𝑐 are shown for lithology 7 and 4. Note 

that, at the well, porosity calibration data is present at depths of the former while absent 

in the latter lithology. Presence of data informs and significantly reduces the prior 

uncertainty as seen in the plot for lithology 7. Negligible uncertainty reduction is 

observed where data are absent as expected. Similar analyses were performed for the 

other uncertain parameters to estimate their marginal distributions conditioned to well 

data.  

We define 𝑓𝑝𝑟𝑜𝑝𝑜𝑠𝑎𝑙(𝒃) as the product of the marginal posterior distributions  

 𝑓𝑝𝑟𝑜𝑝𝑜𝑠𝑎𝑙(𝒃) = ∏ 𝑓(𝑏𝑖|𝒅𝑤,𝑜𝑏𝑠)51
𝑖=1 . (2.21) 

Note that the proposal distribution assumes independence between {𝑏𝑖; 𝑖 = 1, . . ,51} 

even after conditioning to 𝒅𝑤,𝑜𝑏𝑠 , which is not necessarily a valid assumption. To 

account for this bias, we assign 

 𝑤𝑗 =
𝑐1 ∏ 𝑓(𝑏𝑗

𝑖)51
𝑖=1

𝑐2 ∏ 𝑓(𝑏𝑗
𝑖|𝒅𝑤,𝑜𝑏𝑠)51

𝑖=1

, (2.22) 

derived by appropriate substitutions in equation 2.17. In the above, 𝑗 = {1, . . 𝑚} and 𝑚 

is the total number of samples generated. We generate 10000 samples of 𝒃 from the 

proposal distribution and execute basin simulations. Subsequently, we evaluate model 

likelihoods 𝑓(𝒅𝑤,𝑜𝑏𝑠|𝒃 ) and select 1000 models with the highest likelihood values for 

rock physics modeling. Specifically, we are sampling according to the distribution 

𝑓(𝑆(∥ 𝒅𝑤 − 𝒅𝑤,𝑜𝑏𝑠 ∥) < 𝜏1|𝒃) in equation 2.16. Since samples of 𝒃 are obtained from 

the marginal posterior distributions, they will have higher chances of matching well 

data. Consequently, this allows setting a higher threshold value (𝛿 = 10%) for ABC. 

Accepted 1000 models are referred to as basin modeling posterior samples in subsequent 
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treatment. Figure 2.8 compares the well porosity profiles of the proposal models against 

the basin modeling posterior models. 

 

Figure 2.8: Present-day porosity profiles extracted at the well location from 10000 basin 

simulations obtained by sampling the proposal distribution for prior are shown in gray. Shown 

in blue are the outputs of 1000 models with the highest likelihood. Observed calibration data 

are plotted as red circles. 

2.3.2 Rock physics modeling and migration velocity analysis 

 In this part, we sample 𝑓(𝒗|𝒃) using rock physics modeling. We underscore that 

we do not consider any modeling uncertainties and 𝑓(𝒗|𝒃) is deterministic. The rock 

physics model we use is the constant-clay model for shaly sands (Avseth et al., 2005). 

This model is analogous to the friable sand model proposed by Dvorkin and Nur (1996). 

We assumed four constituent members for the rock model: smectite, illite, non-clay stiff 

mineral composite for minerals such as quartz and feldspar, and brine saturated pores. 

Mineral end-member elastic properties (Table 2.4) were calibrated using the sonic log 

available at the well. During the calibration process, typical values for the elastic 

properties were randomly perturbed multiple times and rock physics modeling was 

performed for each case. Finally, values generating best fit with the sonic log were 

retained. Figure 2.9 compares the sonic log and velocity log modeled using the 
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calibrated shaly sand model.  The clay volume fraction is assumed to be constant within 

each lithology as listed in Table 2.2. The smectite-illite volume fractions are obtained

 using Dutta’s (1987) approach as described earlier. Subsequently, the effective moduli 

of the solid mixed-mineral phase were calculated by the Voigt-Reuss-Hill average. This 

solid phase serves as the effective mineral end member for the shaly sand model. The 

other end member of the shaly sand model is the dry well-sorted solid phase at critical 

porosity, modeled as an elastic sphere pack subject to effective pressure using Hertz-

Mindlin contact theory. The effective pressure is derived by Terzaghi’s principle using 

the pore-pressure and lithostatic pressure outputs from basin modeling. Thus, the well 

sorted end member will vary for each accepted prior model depending on its effective 

pressure output. Given the end members of the shaly sand model, the elastic properties 

of the dry rock at any desired porosity is calculated using a modified lower Hashin-

Shtrikman bound. Subsequently, effect of fluid substitution on the dry rock properties 

is determined using Gassmann’s (Mavko et al., 2009) fluid substitution relations. Figure 

2.10 shows two randomly selected velocity realizations obtained through the rock 

physics modeling.  

Table 2.4: Calibrated mineral end member parameters. 

Mineral Parameter Calibrated value 

Non-clay stiff mineral Bulk modulus 34.43 GPa 

Shear modulus 42.5 GPa 

Density 2.63 g/cc  

Smectite Bulk modulus 11.9 GPa 

Shear modulus 3.2 GPa 

Density 2.35 g/cc 

Illite Bulk modulus 39.2 GPa 

Shear modulus 17.3 GPa 

Density 2.66 GPa  
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To perform depth migration, we had to synthesize seismic data along the 2D 

cross-section from the original 3D data. This was necessary as simply extracting a 2D 

line, (either source line or receiver line), would result in under sampling and spatial 

aliasing due to the orthogonality of the source and receiver lines and sparse cross-line 

spacing. To synthesize 2D data, we chose a subset of the 3D data with midpoints within 

an 1.0 km swath, covering two receiver lines. The 2D cross-section of interest is located 

between these receiver lines. Figure 2.11 shows locations of the midpoints, two receiver 

lines, and corresponding sources. The positive x-indices refer to locations where the 

legacy velocity model and the depth image were provided to us. Assuming structures 

and velocity do not vary significantly in the cross-line direction, the chosen sources and 

receivers were rotated about their common midpoints (CMPs) to align in-line. The 

rotation is trusted to not change reflection moveouts because the water depth at this area 

is particularly shallow. As a result, no differential moveout correction was applied. 

Figure 2.12 shows locations of the sources and receivers after rotation. Rotated sources 

and receivers densely cover a patch 1 km wide and 30 km long, which we will regard 

as our 2D data. Note that the number of receivers increases in Figure 2.12 as compared 

to Figure 2.11. This is because every receiver records data from multiple shots and thus 

after rotation about CMP, it gets mapped to different locations for different shots. The 

resulting data were then sorted into 50 m bins and stacked. This produces 536 shots 

spaced 200 m apart along the 2D cross-section of interest. Figure 2.13 shows a sample 

shot gather. Some reflection hyperbolas are identifiable within the first four seconds of 

the data. Little coherent signal shows in the later parts of the data. 
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Figure 2.9: Sonic and modeled Vp log obtained using the calibrated shaly sand model. 

Correlation coefficient is 80% between the true and modeled values. 

 

Figure 2.10: Two velocity realizations obtained through rock physics modeling using the 

outputs of the accepted basin models. 

 

Figure 2.11: Locations of the two receiver lines surrounding the 2D cross-section of interest, 

corresponding sources and CMPs 
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Figure 2.12: Locations of the sources and receivers after in-line rotation about CMPs for 

synthesis of 2D seismic data 

 

Figure 2.13: A shot gather extracted along the 2D section after processing of 3D prestack 

seismic data  

Reverse time migration (RTM; Alkhalifah, 2000; Biondo, 2006) of the seismic 

data was performed with each basin modeling posterior velocity model to evaluate 

focusing quality of the imaged reflectors. In RTM, a source wavefield is propagated 

forward in time starting from an assumed source wavelet and a receiver wavefield is 

propagated backward in time, starting from the recorded data. To obtain the depth 

image, the cross-correlation of the two propagated wavefields are evaluated at zero time. 

We used a Ricker wavelet with a central frequency of 13 Hz for RTM. We performed 
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RTM employing shot gathers present in the positive x-locations shown in Figure 2.12. 

Thus, the RTM results presented are shown only along the first 20 km of the cross-

section used for basin modeling (Figure 2.3). Along the depth axis, results are shown 

only up to 5 km where we had good signal quality. We performed RMO analysis using 

ADCIGs in each case to estimate 𝜖𝑔𝑙𝑜𝑏𝑎𝑙 (equation 2.11). In Figure 2.14, we plot 𝜖𝑔𝑙𝑜𝑏𝑎𝑙 

values obtained with all the basin modeling posterior velocity models. For comparison, 

we also migrated the seismic data using the legacy velocity model estimated by ray-

based tomographic inversion. It can be observed that the mean RMO error for a sizable 

number of models are distributed around the mean tomographic RMO error value, and 

some have lower mean RMO error. We ranked all the 1000 basin modeling posterior 

velocity models according to their 𝜖𝑔𝑙𝑜𝑏𝑎𝑙 values. In Figure 2.15, we show three velocity 

models with the highest ranks, i.e., lowest 𝜖𝑔𝑙𝑜𝑏𝑎𝑙  values, along with the legacy 

tomographic model. Corresponding migrated images are shown in Figure 2.16. It can 

be observed that most major reflectors present in the legacy image have also been 

focused with the basin modeling derived velocity models. In order to determine how 

many models need to be retained for the uncertainty analysis presented in the next sub-

section, similar qualitative analyses of RTM images were conducted for the other top 

ranked models. We found that the top 30 models with lowest mean RMO errors 

generated images with acceptable focusing quality of the reflectors. The focusing 

quality of RTM images obtained with models falling above this threshold was found to 

deteriorate progressively in general (compare top against bottom row images in Figure 

2.17). Note that 𝜖𝑔𝑙𝑜𝑏𝑎𝑙 is the RMO error averaged across all subsurface locations and 

consequently minimizing 𝜖𝑔𝑙𝑜𝑏𝑎𝑙 only ensures ADCIG flatness in a global sense. We 

use this measure to build the seismic data informed geological and physical model space 

for velocity, as shown in the next sub-section. If the goal is to derive velocity models 

with locally optimal ADCIG flatness, conventional velocity inversion formulations 

should be employed on this geological velocity model space to solve a local 

optimization problem for gather flatness. 
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Figure 2.14: 𝜖𝑔𝑙𝑜𝑏𝑎𝑙 for 1000 basin modeling derived velocity models compared against legacy 

tomographic velocity model 

 

Figure 2.15: Legacy velocity model obtained by tomographic inversion is shown in (a). Basin 

and rock physics modeling derived velocity sections with lowest 𝜖𝑔𝑙𝑜𝑏𝑎𝑙 values are shown in 

(b), (c) and (d). 
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Figure 2.16: Reverse time migrated images obtained using corresponding velocity models 

shown in Figure 2.15. 

 

Figure 2.17: Reverse time migrated images for basin modeling derived velocity models ranked 

18, 25, 38 and 50 based on RMO analysis shown in (a), (b), (c) and (d) respectively. 
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2.3.3 Uncertainty quantification of velocity and pore pressure 

 For sampling according to 𝑓(𝜖𝑔𝑙𝑜𝑏𝑎𝑙 < 𝜏2|𝒗), we retain 30 models (𝛿 = 3%) 

selected in the previous sub-section. For brevity, we term these accepted models as 

seismic posterior samples in subsequent discussions. In Figure 2.18, we compare 

porosity and velocity depth profiles of the seismic posterior samples extracted at a 

particular surface location against the basin modeling posterior models. Porosity 

calibration data is available only in the Miocene layers and consequently basin modeling 

posterior realizations (shown in gray) have significant uncertainty in the Pleistocene and 

Pliocene layers. Incorporation of seismic kinematic information is effective in further 

constraining the uncertainty in these layers as evidenced by the spread of the seismic a 

posteriori realizations (shown in blue). Note that at a depth of about 4 km, the legacy 

tomographic velocity seems to be outside the range of geologically plausible velocities, 

even though it is an adequate velocity model for flattening the seismic gathers. Figure 

2.19 shows the posterior velocity weighted mean and weighted standard deviation over 

the cross section estimated using the 30 accepted models. The weights used in the 

calculation of the mean and standard deviations are the normalized importance weights 

𝑤𝑗
𝑛𝑜𝑟𝑚. Given our parameterization of velocity through basin models, we ensure that 

the variability in the velocity parameter space will conform to the geological history of 

the basin and associated uncertainty. This can be critical for velocity inverse problems 

such as full waveform inversion which are highly dependent on the quality of the 

starting velocity model for alleviating issues such as convergence to local minima. 
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Figure 2.18: Porosity (a) and velocity (b) depth profiles extracted at surface x location of 15 km 

for the 1000 basin modeling posterior models derived. Overlain in blue are the profiles extracted 

from the 30 seismic posterior models derived after constraining to seismic kinematic 

information. Legacy velocity model trace at this location is shown in black. 

 

 

Figure 2.19: Posterior mean (a) and standard deviation (b) for velocity estimated using 

the 30 models accepted after migration velocity analysis. 
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Figure 2.20: Pore pressure depth profiles extracted at surface x location of 15 km for 

2500 prior models (shown in gray), 1000 basin modeling posterior models (shown in 

blue) and 30 seismic posterior models (shown in red).  

 Since each posterior velocity model is linked to pore pressure sections generated 

as outputs of basin simulations, it is also possible to update the pore pressure uncertainty 

according to kinematic information contained in seismic data. Figure 2.20 and Figure 

2.21 depict how the prior pore pressure uncertainty was successively updated with 

information from mudweight and seismic data. We present the analysis with 2500 

models obtained by Monte-Carlo sampling of the prior 𝑓(𝒃), 1000 models calibrated to 

well data only, and 30 models from the 1000 accepted after migration velocity analysis. 

In Figure 2.20, we compare the pore pressure depth profiles of these models extracted 

at surface location of 15 km. Basin modeling and seismic posterior realizations have a 

significantly narrower spread of the pore pressure values as compared to prior 

realizations.  In order to quantify the differences between conditioning to mudweight 

and seismic data, in Figure 2.21 we compare the kernel estimates of the prior and 

approximate posterior probability densities at various depths at this location. Note that 

𝑤𝑗
𝑛𝑜𝑟𝑚 are also used during kernel estimation of the densities. It can be observed that 

seismic posterior distributions consistently have more probability density for higher 

pore pressure values as compared to the prior and basin modeling posterior distributions. 

Note that at deeper depths (see 4.5 km and 6.0 km plots), mudweight data does not rule 
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out hydrostatic pressure as a possibility. However, information from seismic data 

assigns negligible probability to hydrostatic pressure and distinctively shifts the 

probability density to higher pore pressure values. This shifting of densities towards 

high pore pressures is correlated with depth as expected.  The a posteriori seismic 

realizations can be used to constrain the spatial pore pressure uncertainty as shown in 

Figure 2.22 where we estimate the weighted mean pore pressure model and 

corresponding weighted standard deviation. 

 

 

 

Figure 2.21: Estimates of pore pressure uncertainty estimated at x location of 15 km and at 

depths of 1.5 km (a), 3 km (b), 4.5 km (c) and 6 km (d). Shown is the initial prior on the pore 

pressure (gray), the updated posterior distributions after constraining to well calibration data 

(blue) and further updated posterior after constraining to seismic kinematic information (red). 
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Figure 2.22: Posterior mean (a) and standard deviation (b) for pore pressure estimated using 

the 30 models accepted after migration velocity analysis. 

2.4 Discussion 

Any earth modeling endeavor should attempt to satisfy four fundamental 

criteria: (1) the model should be geologically consistent, i.e. it should conform to our 

knowledge and beliefs about the geologic history and structure; (2) model variability 

should be constrained by any bounds derived from our physical understanding of the 

rocks; (3) the model should agree with all available data from wells and geophysical 

experiments; and (4) modeling uncertainty should be rigorously quantified. In this 

chapter, we proposed to achieve all these objectives for velocity and pore pressure 

modeling in a single framework by integrating basin modeling, rock physics modeling 

and seismic imaging. Basin and rock physics modeling are critical for building a 

geological and physical parameter space for velocity. Posing the problem in a Bayesian 

framework facilitates consistent propagation of uncertainties associated with each 

modeling domain and data type. Solving a joint Bayesian inference problem with 

different types of forward models, well data and seismic data is computationally 

challenging and necessitates use of reasonable approximations and smart sampling 

strategies. By making use of conditional independence assumptions between data and 

model parameters, we efficiently generated earth models honoring prior geologic 

uncertainty and conditioned to well and seismic data. Approximate Bayesian 

computation, in conjunction with importance sampling, was utilized to gain 



50 
 

computational tractability during conditioning to well and seismic data. Migration 

velocity analysis was incorporated within the proposed framework to update prior 

geologic uncertainty on velocity and pore pressure based on seismic kinematic 

information. We found kinematic information from seismic data to be effective in 

identifying overpressured zones.  Specifically, we demonstrated how we can apply this 

workflow to a 2D basin model based on data from the Gulf of Mexico. 
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Chapter 3 

3 Seismic estimation of reservoir facies 

under geologically realistic prior 

uncertainty with 3D convolutional 

neural networks 

3.1 Introduction 

Building geologically realistic models of hydrocarbon reservoir facies is 

essential for reliable reservoir performance forecasting and decision-making. State-of-

the-art geostatistical reservoir modeling approaches such as training image based, 

object-based, surface-based and process-based modeling (Pyrcz and Deutsch, 2014) 

have significantly extended our capabilities for capturing geologically complex 

reservoir facies architectures. However, reliably conditioning these modeling 

algorithms to dense geophysical data such as 3D seismic data by inverse modeling 

remains a key research challenge. In order to generate geologically realistic realizations 

of the earth, the afore-mentioned geostatistical algorithms are parameterized in terms of 

geological patterns, objects, surfaces or events. Integration of conventional geophysical 

inversion methods with such geological parameterization of the model space is non-
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trivial to accomplish. For instance, by parameterizing facies with surface-based models, 

the seismic response of the reservoir model will not vary continuously with respect to 

the model parameters. This restricts explicit usage of gradient-based optimization for 

solving the inverse problem (Bertoncello, 2011).  

Monte Carlo sampling-based methods can potentially be employed to address 

these challenges. The general strategy is to generate samples by performing a stochastic 

exploration of the model space and forward modeling their data response. These 

samples are subsequently either accepted or rejected in accordance to a fitting criterion 

based on observed data. While most Monte Carlo methods are asymptotically 

guaranteed to converge to the target solution, computational costs can be significant 

even for low to moderately high dimensional model spaces. To boost computational 

tractability, special search strategies have been employed by several authors to guide 

the stochastic exploration towards important regions of the model space. Grana et al. 

(2012) and Jeong et al. (2017) employ the probability perturbation method and adaptive 

spatial resampling respectively to boost efficiency of stochastic seismic inversion of 

facies. A limitation is that such search strategies are typically tailored to specific 

geostatistical models and methodological modifications might be required if a different 

model is employed. A solution to this issue is to re-parameterize the geological prior 

model using another model which is more amenable to integration with conventional 

stochastic optimization methods. Nesvold (2019) and Mosser et al. (2020) propose 

learning object-based geostatistical representation with generative adversarial networks. 

Mosser et al. (2020) further demonstrate how the re-parameterization facilitates usage 

of a conventional Markov chain Monte Carlo based optimization method to sample the 

posterior distribution. Such an approach entails additional computational costs as it is 

required to sample the geological prior to create a training set, optimize a machine 

learning model to re-parameterize the geological model and finally perform stochastic 

optimization for data conditioning.  

In this chapter, we will specifically investigate the applicability of deep 

convolutional neural networks (CNNs) to the seismic estimation of facies models 
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parameterized with geologically realistic prior models. The motivation for our choice 

of CNNs derives from the fact that they have been shown to successfully capture highly 

abstract and non-linear representations in spatially dense prediction tasks (Long et al., 

2015). CNNs have also been shown to be successful in various seismic inverse and 

interpretation problems (Wu et al., 2019, Yang and Ma, 2019; Das et al., 2019). Das and 

Mukerji (2020) present an application of 1D CNNs for estimation of petrophysical 

properties from seismic data and successfully apply it on a real dataset. In this chapter, 

we adopt a methodologically similar approach for estimation of facies from seismic 

data. An important difference is that our objective is to investigate whether CNNs can 

condition the geologically complex spatial uncertainty encountered in hydrocarbon 

reservoir systems with seismic data. We investigate the applicability of 2D and 3D 

CNNs for this purpose.  At a high level, our methodology constitutes directly learning 

the end-to-end inverse functional relationship of seismic data with facies by 

discriminative learning. An advantage is that such an approach dispenses with 

estimation of rock elastic properties. Thus, to make predictions, a single optimization 

problem for training the deep learning model needs to be solved. Modern deep learning 

models can be trained by gradient-based optimization methods, which are significantly 

faster than stochastic optimization methods. The first component of our proposed 

methodology consists of specifying the forward or generative model. This entails 

specifying prior probability distributions on facies, rock elastic properties, modeling and 

data noise and the physical forward model. Unconditional simulations from this forward 

model are executed to generate multiple realizations of the reservoir model and 

corresponding seismic data. The simulated realizations serve as the dataset for training 

of the CNN. Once the CNN has learnt the discriminative model, it can potentially be 

used to make predictions with real data. In addition to the demonstrated success of 

CNNs in numerous dense classification applications, other main motivations for 

investigation of the proposed approach are as follows:  

1) The proposed methodology relies on Monte-Carlo sampling to generate the training 

dataset, which is more computationally efficient as compared to employing Markov 

chain Monte-Carlo data-matching methods in high-dimensional settings. 
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2) Any arbitrary geostatistical model can be used as the prior model parameterization 

since the only stipulation is to generate unconditional realizations from the prior. 

We begin this chapter with a description of the theoretical aspects of the proposed 

methodology. Subsequently, we apply our proposed methodology to a synthetic 2D 

seismic facies estimation problem, parameterized by training image-based geostatistical 

priors. We found that CNNs are able to make predictions of the complex patterns present 

in the facies models from low-resolutions seismic data with high accuracy. Finally, we 

apply our methodology in 3D to a real case example from an offshore deltaic reservoir, 

parameterized with object-based models for the facies. With the help of this example, 

we highlight several strategies, such as prior falsification analysis and modeling of 

additive noise, necessary to ensure that a deep learning model trained on synthetic 

simulations makes relatively accurate predictions with real data. 

3.2 Methodology 

3.2.1 The forward or generative model 

The unobserved variables we consider in this study are spatially distributed over 

the subsurface computational grid having three physical dimensions: depth, X-location 

and Y-location. The variables are considered to be random in nature and denoted using 

random vectors. For instance, vector 𝒙 constitutes of the random variables located at all 

spatial locations in the earth model grid for property 𝑥. The target variables of interest 

in this study are earth model parameters for reservoir facies 𝒉 ∈ {1, . . , 𝑘}𝑛ℎ
. Facies are 

categorical variables and take integer values from 1  to 𝑘 . We consider seismic 

measurements as observed data variables 𝒅 ∈ ℝ𝑛𝑑
. Seismic data are spatiotemporal 

measurements and the data grid has four physical dimensions: time, X-location, Y-

location and acquisition offset/angle. In addition to 𝒉, we also consider unobserved 

variables for rock elastic properties 𝒎 ∈ ℝ𝑛𝑚
. The physical dependence between 𝒉 and 

𝒅 is specified through 𝒎 as shown below. The composition of the vector 𝒎 will vary 
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depending on the type of seismic data being modeled. For pre-stack seismic data, we 

take 𝒎 = [𝒎𝑣𝑝
, 𝒎𝑣𝑠

, 𝒎𝜌𝑏
]𝑇 , where 𝒎𝑣𝑝

, 𝒎𝑣𝑠
 and 𝒎𝜌𝑏

  denote P-wave velocity, S-

wave velocity and rock bulk density respectively. The forward relationship from 𝒉 to 𝒅 

can be quantified using geological knowledge and geophysical laws. The most general 

formulation for the forward model constitutes specification of the joint probability 

distribution  

 𝑓(𝒉, 𝒎, 𝒅) ≈ 𝑓(𝒅|𝒎)𝑓(𝒎|𝒉)𝑓(𝒉)  (3.1) 

over the space of 𝒉 , 𝒎  and 𝒅  (Tarantola, 2005). Here, 𝑓(. )  is the notation for 

probability density or mass functions, also referred to as probability distributions. From 

a machine learning perspective, 𝑓(𝒉, 𝒎, 𝒅) can be viewed as a generative model since 

it defines the joint distribution over the observed and unobserved variables (Goodfellow 

et al., 2016). Below, we describe the specific characteristics of the factors of 𝑓(𝒉, 𝒎, 𝒅) 

as considered in this chapter.  

Distribution 𝑓(𝒉) contains prior information about the facies parameter space 

as obtained from geological understanding and reasoning about the reservoir zone. It is 

parameterized by geostatistical models (Caers, 2005; Pyrcz and Deutsch, 2014), which 

are statistical models facilitating quantification of the spatial relationships and 

geological heterogeneity commonly observed in hydrocarbon reservoirs. We are 

specifically interested in modeling methods that capture geologically realistic reservoir 

architectures. For instance, in siliciclastic reservoir settings, a geologically realistic 

reservoir model would be one which contains explicit representation of geological 

elements such as channels, levees, lobes and crevasse splays. Modeling of such complex 

geological features is possible with state-of-the-art geostatistical modeling methods 

such as training image (TI) based, object-based, surface-based and process-based 

models, which are designed to stochastically simulate geological patterns, objects, 

surfaces or events. Note that for most of these models, analytical formulation of 𝑓(𝒉) 

is not possible and only samples from 𝑓(𝒉) can be generated. For instance, in TI-based 

models (Mariethoz and Caers, 2014), 𝑓(𝒉) is specified implicitly through a TI, wherein 
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the multiple-point statistics (MPS) of the spatial continuity and patterns of 𝒉  are 

contained. For generating samples of the prior, several MPS simulation algorithms are 

available in practice such as the single normal equation simulation (SNESIM; Strebelle, 

2002) and the direct sampling (Mariethoz et al., 2010) algorithm. In object-based 

modeling algorithms (Pyrcz and Deutsch, 2014), 𝑓(𝒉) is parameterized implicitly by 

probability distributions on uncertain hyper-parameters controlling the geometry and 

proportions of geological objects. For performing object-based simulations, the 

uncertain hyper-parameter space is sampled to create geo-objects with varying shape 

and geometry. Subsequently, the reservoir model grid is stochastically populated with 

sampled geo-objects until the target volumetric proportions are reached.  

The conditional distribution 𝑓(𝒎|𝒉) , modeling the forward relationship 

between facies and elastic properties, may be specified using a deterministic rock 

physics model 𝑔1(. ) (Mavko et al., 2009) calibrated to well log data   

 𝒎 = 𝑔1(𝒉) + 𝝐1, (3.2) 

 𝝐1  denoting the random vector for modeling imperfections. Alternatively, the 

conditional distribution 𝑓(𝒎|𝒉)  maybe directly specified as a parametric or non-

parametric probability density calibrated to well log data. In the case studies presented 

in this chapter, the facies-conditional random variables for 𝒎𝑣𝑝
, 𝒎𝑣𝑠

 and 𝒎𝜌𝑏
 are 

assumed to be linearly correlated and distributed according to multivariate Gaussian 

distributions. Specifically, we specify that 𝑓(𝜑(𝒎𝑙)|𝒉 = 𝒋)~𝒩(𝝁𝑙
𝑗
, 𝚺𝑙

𝑗
), with mean 

vector 𝝁𝑙
𝑗
 and covariance matrix 𝚺𝑙

𝑗
. We use notation 𝒎𝑙 to denote each of the three 

elastic properties under consideration, while 𝒋 denotes the vector with all elements equal 

to facies category 𝑗, with 𝑗 taking values from {1, . . , 𝑘}. Since earth properties cannot 

be expected to be normally distributed in general, the normal distribution is assigned 

after applying a normal-score transform 𝜑(. )  (Deutsch and Journel, 1992) to the 

original variable. For any 𝒉  sampled from 𝑓(𝒉) , corresponding realization from 

𝑓(𝒎|𝒉)  is generated using sequential simulation algorithms and the cookie-cutter 
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approach, as described in the case studies. The conditional distribution 𝑓(𝒅|𝒎)  is 

specified using a deterministic wave propagation model 𝑔2(. ) relating 𝒎 to 𝒅   

 𝒅 = 𝑔2(𝒎) + 𝝐2, (3.3) 

and 𝝐2 denoting the random vector for modeling imperfections. In the case studies, the 

function 𝑔2(. )  is specified by the single-scattering forward model with the exact 

nonlinear Zoeppritz equation (Aki and Richards, 1980).  

3.2.2 Inverse modeling by end-to-end discriminative deep learning 

The goal is to generate samples from the posterior distribution 𝑓(𝒉|𝒅 = 𝒅𝑜𝑏𝑠), 

which can be derived as 

𝑓(𝒉|𝒅𝑜𝑏𝑠) = ∫ 𝑓(𝒉, 𝒎|𝒅𝑜𝑏𝑠) 𝑑𝒎
 

𝒎

 

 =
∫ 𝑓(𝒉,𝒎,𝒅𝑜𝑏𝑠) 𝑑𝒎

 
𝒎

𝑓(𝒅𝑜𝑏𝑠)
=

∫ 𝑓(𝒅𝑜𝑏𝑠|𝒎)𝑓(𝒎|𝒉)𝑓(𝒉)𝑑𝒎
 

𝒎

𝑓(𝒅𝑜𝑏𝑠)
 (3.4) 

using the law of total probability (first equality), Bayes’ rule (second equality) and 

equation 3.1 (third equality). Recall that 𝒎  is also not observed in addition to 𝒉 . 

Conventional approaches for seismic data conditioning infer both 𝒉 and 𝒎 from 𝒅𝑜𝑏𝑠, 

i.e., infer the joint posterior 𝑓(𝒉, 𝒎|𝒅𝑜𝑏𝑠) (Bosch et al., 2010). In our case, analytical 

formulation of 𝑓(𝒉, 𝒎|𝒅𝑜𝑏𝑠)  is not possible since 𝑓(𝒉)  is not known analytically. 

However, sampling methods such as Monte-Carlo methods can be used to empirically 

estimate the posterior. The general strategy is to propose samples {𝒉, 𝒎}  from 

𝑓(𝒎|𝒉)𝑓(𝒉) . By subjecting model proposals to an acceptance/rejection criterion 

according to their data likelihood value 𝑓(𝒅𝑜𝑏𝑠|𝒎), the joint posterior distribution can 

be sampled. A limitation with the above formulation is that it requires inference of 𝒎, 

even though the objective is to estimate only reservoir properties 𝒉. Note that in cases 

where 𝒎 is specified as 𝑣𝑝 , 𝑣𝑠  and 𝜌𝑏 , the dimensionality of the model space to be 

inferred increases four-fold as compared to 𝒉. Practical efficiency can be an issue since 
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Monte-Carlo methods incur significant computational costs in high dimensional spaces. 

To augment computational tractability, Grana et al. (2012) and Jeong et al. (2017) 

design informative stochastic exploration strategies to propel the model proposals 

towards important regions of the model space. However, such strategies are typically 

tailored to specific geostatistical models and methodological modifications might be 

required if a different prior 𝑓(𝒉) is employed.  

In this chapter, we propose performing end-to-end discriminative learning of the 

inverse relationship between seismic data and facies models by deep convolutional 

neural networks. End-to-end learning refers to applications in which a single statistical 

model is trained to directly predict the outputs from inputs of a prediction task, 

circumventing intermediate modeling components (Graves and Jaitly, 2014; 

Glasmachers, 2017). A deep learning model is generally employed for this purpose as 

recent research advances in deep learning have significantly extended our capabilities 

for modeling complex functional relationships. Discriminative learning refers to 

applications in which the target posterior conditional distribution is approximated with 

a machine learning model (Ng and Jordan, 2002). In our case, we seek to learn the end-

to-end relationship between 𝒅 and 𝒉 with a deep learning model 𝑓(𝒉|𝒅) that optimally 

represents the target distribution 𝑓(𝒉|𝒅) . Specifically, parameters of 𝑓(𝒉|𝒅)  are 

optimized to minimize a statistical distance between 𝑓(𝒉|𝒅)  and 𝑓(𝒉|𝒅) . The 

Kullback-Leibler (KL) divergence 

 𝐷𝐾𝐿(𝑓1||𝑓2) = ∑ 𝑓1(𝑥)log (
𝑓1(𝑥)

𝑓2(𝑥)
) 

𝒙 , (3.5) 

where 𝑥 is a discrete random variable, is commonly employed to measure distances 

between two probability distributions 𝑓1(. )  and 𝑓2(. ) . For learning 𝑓(𝒉|𝒅) , the 

objective function can be specified in terms of the KL divergence (Goodfellow et al., 

2016) as 

min
�̂�

∫ 𝐷𝐾𝐿(𝑓(𝒉|𝒅)||𝑓(𝒉|𝒅))
 

𝒅

𝑓(𝒅)d𝒅 = min
�̂�

∫ ∑ 𝑓(𝒉|𝒅)log (
𝑓(𝒉|𝒅)

𝑓(𝒉|𝒅)
)

 

𝒉

 

𝒅

𝑓(𝒅)d𝒅 
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= min
�̂�

∫ ∑ 𝑓(𝒉, 𝒅)log (
𝑓(𝒉|𝒅)

𝑓(𝒉|𝒅)
)

 

𝒉

 

𝒅

d𝒅 = min
�̂�

𝔼𝑓(𝒉,𝒅) (log (
𝑓(𝒉|𝒅)

𝑓(𝒉|𝒅)
)) 

 = max
�̂�

 𝔼𝑓(𝒉,𝒅)(log (𝑓(𝒉|𝒅))). (3.6) 

As stated above, the optimal 𝑓(𝒉|𝒅)  minimizes the KL divergence with 𝑓(𝒉|𝒅) , 

marginalized over the data space. The first equality was derived by substituting the 

definition for KL divergence. For the second and third equalities, we used properties 

𝑓(𝒉, 𝒅) = 𝑓(𝒉|𝒅)𝑓(𝒅)  and 𝔼𝑓(𝑥)(𝑥) = ∫ 𝑥𝑓(𝑥)d𝑥
 

𝑥
. Notation 𝔼𝑓(𝑥)(. )  denotes 

expectation or averaging operation taken with respect to the distribution 𝑓(𝑥). The final 

equality can be derived by ignoring term 𝑓(𝒉|𝒅) in log (
𝑓(𝒉|𝒅)

�̂�(𝒉|𝒅)
) since the optimization is 

performed for the parameters of 𝑓(. ). Note that, according to the last expression of 

equation 3.6, we seek to maximize the expected log-likelihood of the model 𝑓(𝒉|𝒅) 

under the distribution 𝑓(𝒉, 𝒅).  By adopting proposed end-to-end inverse modeling 

approach, we circumvent the need to perform data conditioning in the space of elastic 

properties 𝒎. Below, we discuss theoretical and practical aspects related to creation of 

the training dataset for the learning problem. This is followed by discussion of the deep 

learning model employed to learn the posterior distribution. 

3.2.3 Training data simulation: Sampling and falsification of the 

generative model 

Expectation 𝔼𝑓(𝒉,𝒅)(log (𝑓(𝒉|𝒅)))  in equation 3.6 cannot be derived 

analytically, hence we estimate it empirically by Monte-Carlo integration as  

 𝔼𝑓(𝒉,𝒅)(log (𝑓(𝒉|𝒅))) ≈
1

𝑛
∑ log (𝑓(𝒉𝑖|𝒅𝑖))𝑛

𝑖=1 , (3.7) 

using random samples {(𝒉𝑖 , 𝒅𝑖)}
𝑖=1

𝑛
  from distribution 𝑓(𝒉, 𝒅) . In other words, the 

training dataset for the learning problem is obtained by sampling the target distribution. 

In our case, target distribution 𝑓(𝒉, 𝒅) is implicitly specified through the generative 
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model 𝑓(𝒉, 𝒎, 𝒅) . To generate training dataset {(𝒉𝑖, 𝒅𝑖)}
𝑖=1

𝑛
, we randomly sample 

𝑓(𝒉, 𝒎, 𝒅), as factored in equation 3.1, to obtain set {(𝒉𝑖 , 𝒎𝑖, 𝒅𝑖)}
𝑖=1

𝑛
. Subsequently, 

elastic property samples 𝒎𝑖s are ignored to create the desired training dataset. This is 

equivalent to sampling 𝑓(𝒉, 𝒅) since  

 𝑓(𝒉, 𝒎, 𝒅) = 𝑓(𝒉, 𝒅)𝑓(𝒎|𝒉, 𝒅)  (3.8) 

is another valid factorization of the generative model. Note that above approach only 

requires randomly sampling the space of 𝒎, which is straightforward to accomplish as 

opposed to conditioning to data. 

We underscore that a caveat of above approach is the possibility that generated 

training dataset might be inconsistent with the observed data. Mathematically, this 

means that 𝒅𝑜𝑏𝑠  does not belong to the same statistical population as the simulated 

training examples {𝒅𝑖}
𝑖=1

𝑛
. This issue could potentially arise since modeling of prior 

beliefs on uncertainty is a highly subjective procedure. In Bayesian formulation of the 

posterior distribution (equation 3.4), it is possible to detect inconsistency of the prior 

model through the data likelihood distribution 𝑓(𝒅𝑜𝑏𝑠|𝒎). Specifically, an inconsistent 

prior model would lead to negligible likelihood values over the entire support of 𝒎. 

Similar evaluation is not possible within our framework; hence it is imperative to 

employ explicit measures for validating consistency of the prior. We propose 

performing falsification of the prior model (Scheidt et al., 2015, Scheidt et al., 2017) in 

which the determination is made whether 𝒅𝑜𝑏𝑠  is an outlier with respect to relevant 

statistics of the training dataset. If 𝒅𝑜𝑏𝑠  is deemed to be an outlier, then the prior 

distribution will be falsified. Modifications to the prior, such as broadening the range of 

parameters or changing the geological conceptual model, are necessary in such an 

eventuality. For falsification of the prior model with seismic data, we adapt the 

methodology proposed by Scheidt et al. (2015), in which a global patterns-based 

comparison of the observed and training data is made using discrete wavelet transform 

(DWT; Mallat, 1989; Mallat, 1999). We provide additional details of the methodology 
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in the real case application section, where falsification analysis of the prior model is 

performed with 3D post and partially stacked seismic data.  

3.2.4 Learning with deep convolutional neural networks 

Recall that target variable 𝒉 is a 3D cube while input variable 𝒅 is a 4D tensor. 

Modeling of 𝑓(𝒉|𝒅) is hence a spatially dense classification problem. We make the 

following considerations during selection of an appropriate statistical model for 𝑓(𝒉|𝒅). 

1. It should be possible to efficiently approximate the high-dimensional non-linear 

relationships specified through the generative model 𝑓(𝒉, 𝒎, 𝒅). 

2. Model architecture should be amenable to extract multiscale spatial continuity 

patterns evidenced in the data consistently with 𝑓(𝒉). 

Deep learning models (Goodfellow et al., 2016) have been shown to be highly effective 

for the above goals as they are capable of learning highly non-linear functions by 

stacking multiple non-linear functional layers. Convolutional neural networks are 

especially well-suited because of their ability to extract features using spatial filters, 

also known as kernels, possessing width, height and depth dimensions. CNNs model the 

relationship between inputs and outputs through multiple hidden convolutional layers, 

each layer having multiple filters. For any hidden layer, the output at a single pixel of 

the subsequent layer 

 𝑦𝑐,𝑅 = 𝑔(∑ 𝑤𝑖
𝑐𝑥𝑖

𝑅
𝑖 + 𝑏𝑐). (3.9) 

Here, 𝑤𝑖
𝑐 denotes a learnable weight coefficient of the filter with 𝑖 = {1, . . , 𝑛𝑘} and 𝑐 =

{1, . . , 𝑛𝑐}. The total number of filters for the layer is denoted by 𝑛𝑐, while 𝑛𝑘 denotes 

the number of filter coefficients in each filter. The bias term is denoted by 𝑏𝑐 and 𝑔(. ) 

denotes the non-linear activation function. The size of the filters is kept smaller than the 

input and thus they operate on local regions of the input layer. We use 𝑥𝑖
𝑅 to denote the 

𝑖𝑡ℎ pixel within the region indexed with 𝑅. To compute output at an adjacent pixel, the 

filter is spatially translated by a certain stride to operate on an adjacent region of the 
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input with equation 3.9. The maximum value that 𝑅 can take will vary depending on the 

stride parameters set during the filter translation operations. Multiple filters are used in 

every layer such as to extract distinct local features present in the input. Note that CNNs 

scale-up efficiently to high-dimensional data due to their usage of spatially invariant 

local filters.  

Even though every individual network layer constitutes of activations from local 

patches of the preceding layer, CNNs can aggregate features across multiple spatial 

scales by progressively increasing the field of view in the deeper layers of the network. 

Several strategies have been proposed to achieve this in practice. We limit our 

discussion to methods from dense image classification problems, also known as 

semantic image segmentation (Long et al., 2015; Yu and Koltun, 2016; Chen et al., 

2017), because of their similarity to the objective of this chapter. In semantic 

segmentation, the goal is to classify every pixel of the input image. CNN architectural 

designs available for this task can be placed under two broad categories. 

1. Encoder-decoder architecture: The network consists of an encoder part, in which 

convolutional layers are interspersed with downsampling layers such as pooling 

layers, progressively diminishing the spatial size of the network. Note that 

downsampling operations boost the field of view and help retain global features 

from the input image. Since the goal is to classify every pixel, the decoder part 

recovers lost spatial size with upsampling layers such as transposed convolutional 

layers. 

2. Dilated-convolutional architecture: Yu and Koltun (2016) debate the necessity of 

downsampling the input image, when for the final prediction, one needs to recover 

the input size with upsampling layers. Instead, they propose using dilatational 

convolutional layers which are capable of increasing the field of view without losing 

the spatial coverage. In dilatational layers, the convolutional filter is padded with 

zeros in between the non-zero filter coefficients. This allows boosting the field of 

view without affecting the spatial size of the network layers or the number of 

learnable parameters.  
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In this chapter, we design and evaluate the applicability of two CNN architectures, 

broadly based on the above. The architectural design considerations and configurations 

are discussed in detail in the case study sections of this chapter. We highlight a key 

difference between the networks used in this chapter and those used for conventional 

semantic segmentation tasks. In our case, the input and output domains are not the same 

and will likely have different sizes along the time or depth dimension. Our strategy is to 

appropriately use upsampling or downsampling layers to account for this discrepancy. 

In the case studies, time dimension of the seismic grid is smaller as compared to the 

depth dimension of reservoir grid. Consequently, we upsample the network size using 

transposed convolutional layers. In the final convolutional layer of the network, the 

marginal posterior distribution 𝑓(ℎ𝑖 = 𝑗|𝒅)  of any pixel 𝑖  of the reservoir grid is 

modeled as the single-trial multinomial distribution, with number of possible outcomes 

equal to the count of facies categories 𝑘. The multinomial distribution is parameterized 

by the probability of each class 

 𝑓(ℎ𝑖 = 𝑗|𝒅) =
𝑒

𝜂
𝑖
𝑗

∑ 𝑒𝜂𝑖
𝑙

𝑘
𝑙=1

, ∀{𝑗 = 1, . . 𝑘}, (3.10) 

modeled using the softmax activation function. The CNN output layer thus has 𝑘 

channels. Here, 𝜂𝑖
𝑗
 denotes the output value of final layer at pixel 𝑖 and channel 𝑗. The 

network is trained using the cross-entropy loss function. We assume independence of 

all the reservoir pixels conditional to seismic data and express the approximation to the 

joint posterior model as 

 𝑓(𝒉|𝒅) = ∏ 𝑓(ℎ𝑖|𝒅)𝑛ℎ

𝑖=1 . (3.11) 

The above assumption is particularly useful as the gradient of each pixel in the objective 

function with respect to the network parameters can be computed independently. This 

allows training the CNN with conventional gradient-based optimization methods used 

for training of deep learning networks. Practical limitations of this assumption and 

remedial measures are discussed below.  
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3.2.5 Uncertainty quantification 

 In this section, we discuss aspects related to quantification of uncertainties 

present in our analysis. The primary sources of uncertainty in our analysis can be 

categorized as (1) geological and geophysical uncertainty, and (2) machine learning 

model and predictive uncertainty. The former includes the uncertainty inherent due to 

lack of knowledge about the subsurface geology, and uncertainty deriving from 

imperfections present in the models for geophysical laws and noise present in the 

geophysical data. Note that the joint distribution 𝑓(𝒉, 𝒎, 𝒅) over the model and data 

variables encapsulates this uncertainty. For reasons described previously, we are not 

directly reducing this uncertainty by inferring the posterior distribution with observed 

data. Rather, the discriminative conditional distribution 𝑓(𝒉|𝒅) is learned using a finite 

training set {(𝒉𝑖, 𝒅𝑖)}
𝑖=1

𝑛
, sampled from 𝑓(𝒉, 𝒎, 𝒅). This approximation step leads to 

the later sources of uncertainty, as described next. 

The first source of machine learning uncertainty, referred to as model 

uncertainty, arises from the fact that a finite training set is used to train the CNN. The 

rigorous way to quantify this uncertainty is by Bayesian learning, in which a prior 

distribution 𝑓(𝒘) is assigned over the network trainable parameters 𝒘. Given training 

data 𝕯 = {(𝒉𝑖 , 𝒅𝑖)}
𝑖=1

𝑛
, the posterior distribution 𝑓(𝒘|𝕯)  can theoretically be 

estimated using Bayes’ rule. Solving this inference problem for neural networks is not 

straightforward in practice and requires approximate inference strategies such as 

variational inference (Gal, 2016). Gal and Ghahramani (2016) introduce an approach 

called Monte-Carlo dropout, in which they demonstrate that using dropout layers after 

every CNN layer and training with the softmax cross entropy loss function corresponds 

to performing inference with Bernoulli variational distributions 𝑓(𝒘). We employ this 

approach in this chapter as it provides a simple approach to quantify model uncertainty 

with standard dropout layers. The discriminative distribution 𝑓(𝒉|𝒅, 𝕯) , capturing 

model uncertainty by Monte-Carlo dropout, is estimated by marginalizing over the 

space of network parameters 𝒘, given as 
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 𝑓(𝒉|𝒅, 𝕯) = ∫ 𝑓(𝒉|𝒅, 𝒘)𝑓(𝒘)
 

𝒘
𝑑𝒘 ≈

1

𝑇
∑ 𝑓(𝒉|𝒅, 𝒘𝑖)𝑇

𝑖=1 . (3.12) 

In other words, given input 𝒅 at test time, the trained network is evaluated using 𝑇 

Monte-Carlo samples. During each evaluation, hidden layer units are randomly dropped 

by sampling 𝒘𝑖~𝑓(𝒘). The final output is derived by averaging over all the samples. 

As shown in the synthetic case study, model uncertainty can be reduced by increasing 

the size of 𝕯. This can be easily accomplished within our framework by generating 

additional samples from 𝑓(𝒉, 𝒎, 𝒅). 

The second source of machine learning uncertainty we aim to capture is the 

uncertainty present in the training data itself after conditioning to observed data. We 

refer to this as machine learning predictive uncertainty. For instance, the immediate 

outputs of the CNN constitute expectation 𝔼(. ) of the random vector 𝒉|𝒅, 𝕯, taken with 

respect to 𝑓(𝒉|𝒅, 𝕯), since 

𝔼(𝒉|𝒅, 𝕯) = [𝔼(ℎ1|𝒅, 𝕯) … 𝔼(ℎ𝑛ℎ|𝒅, 𝕯)]
𝑇

= 

 [𝑓(ℎ1 = 𝑗|𝒅, 𝕯) … 𝑓(ℎ𝑛ℎ = 𝑗|𝒅, 𝕯)]
𝑇

, ∀{𝑗 = 1, . . 𝑘}. (3.13) 

The second equality follows from the fact that the expected value of any outcome of a 

multinomial distribution is its probability of occurrence. For uncertainty quantification, 

it is generally desirable to go beyond the expectation and quantify higher-order statistics 

such as variance. Variance of the multinomial random variable ℎ𝑖|𝒅, 𝕯 is given in terms 

of its expected value as 𝑓(ℎ𝑖 = 𝑗|𝒅, 𝕯) (1 − 𝑓(ℎ𝑖 = 𝑗|𝒅, 𝕯)) , ∀{𝑗 = 1, . . 𝑘}, and thus 

can be calculated directly from network outputs. A general approach for decision-

making under uncertainty consists of generating multiple realizations of the random 

vector 𝒉|𝒅, 𝕯 and quantifying corresponding effects on decision variables, such as the 

flow response of the reservoir model (Caers, 2011). Note that, since the assumption was 

made that pixels of the model grid are mutually independent (equation 3.11), samples 

of 𝑓(𝒉|𝒅, 𝕯) are not guaranteed to be consistent with the prior 𝑓(𝒉). In this chapter, we 

propose to address this issue by leveraging the secondary data conditioning capabilities 
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of geostatistical models. Most geostatistical models allow integrating information from 

geophysical data sources in the form of local conditional probabilities {𝑓(ℎ𝑖|𝒅)}𝑖=1
𝑛 , 

similar to outputs of the CNN. Here, 𝒅 denotes the secondary data and 𝑛 is the total 

number of grid cells. The exact method for data integration depends on the model 

specified for 𝑓(𝒉) . Most pixel-based geostatistical models, such as two-point and 

multiple-point models, use the tau-model (Journel, 2002) for conditioning 𝑓(𝒉)  to 

secondary information. Data integration in pixel-free models, such as object or surface-

based models, is not straightforward to accomplish and optimization methods are 

typically required to condition to secondary data (Pyrcz and Deutsch, 2014). However, 

accurately honoring all conditioning data still remains a challenge for such models, as 

discussed by Pyrcz and Deutsch (2014). This remains a limitation of the present work 

and we discuss future research directions to address these issues in the ‘Discussion’ 

section. 

3.3 A Synthetic Example 

We present a 2D synthetic case illustration of our methodology in this section. 

The model for the reservoir was adapted from the Stanford VI-E synthetic dataset (Lee 

and Mukerji, 2012). The target reservoir zone, consisting of gas saturated sands and 

shaly lithology, is located at a depth of 1500 meters below the surface. Our analysis will 

be limited to a 2D cross-section. The reservoir grid is discretized into 120 and 150 cells, 

with grid spacing of 1 and 25 meters, along the depth and X dimensions respectively. 

The time dimension of seismic grid is discretized into 50 cells with 2ms spacing. Post-

stack seismic data is assumed to be available as shown in Figure 3.1.  This data was 

synthetically generated by sampling the generative model for prior uncertainty as 

described below. The objective is to use CNNs to estimate the reservoir facies model 

from seismic data. The primary purpose of this synthetic study is to design an optimal 

CNN architecture for the specified prediction task. Results from this synthetic study will 

be used to design an appropriate network for the 3D real case study presented in the 

next section.  
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Figure 3.1: (a) Training image used for MPS simulations. (b) Observed 2D post-stack seismic 

section. (c) The true facies model whose seismic response is shown in (b). 

3.3.1 Specification, falsification and sampling of the generative model  

We specify prior geological uncertainty on facies 𝑓(𝒉) using the training-image 

based multiple-point geostatistical model. The training image, wherein the MPS of the 

geological variability of sand and shale facies is contained, is shown in Figure 3.1. 

Figure 3.2 shows two unconditional realizations from this prior model, generated using 

the SNESIM algorithm (Strebelle, 2002). Observed seismic data consists only of post-

stack information, hence we take 𝒎 = [𝒎𝑣𝑝
, 𝒎𝜌𝑏

]𝑇. Figure 3.3 shows the global facies 

conditional distributions for 𝒎𝑣𝑝
 and 𝒎𝜌𝑏

. These distributions are employed for 

applying a normal score transform to the variables. As discussed in the methodology 

section, the facies conditional distribution for each normal score transformed variable 

follows the multivariate Gaussian distribution. The covariance matrix for each 

distribution is specified through the parametric variogram models shown in Table 3.1. 

Realizations of 𝒎𝑣𝑝
 for each facies category are generated by the sequential Gaussian 

simulation (SGSIM) algorithm (Deutsch and Journel, 1992). Bulk density 𝒎𝜌𝑏
, after 

conditioning to facies, is assumed to be linearly correlated with 𝒎𝑣𝑝
, with correlation 

coefficients of 90% and 95% for sand and shale facies respectively. Given a realization 

of 𝒎𝑣𝑝
, corresponding realization of 𝒎𝜌𝑏

 is generated by sequential Gaussian co-

simulation (COSGSIM), with correlations imposed by the Markov 1-type model 

(Goovaerts, 1997). From the simulations of 𝒎𝑣𝑝
 and 𝒎𝜌𝑏

 for all facies categories, 

realizations corresponding to any specific realization 𝒉 is obtained by a cookie-cutter 
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approach. Single-scattering seismic forward modeling with the exact nonlinear 

Zoeppritz equation, 35 Hz zero-phase Ricker wavelet at 2 ms sampling was performed 

to obtain the normal-incidence seismic sections. 6000 realizations of 𝒉 , 𝒎𝑣𝑝
, 𝒎𝜌𝑏

 

and 𝒅 were sampled using above approach (Figure 3.2), to be used for training of the 

CNN.   

 

Figure 3.2: Two realizations, out of 6000, of facies (a-b), 𝑣𝑝 (c-d), 𝜌𝑏(e-f) and normal incidence 

seismic data (g-h), obtained by sampling the generative model. 

 

Figure 3.3: Global probability distributions of P-wave velocity (a) and bulk density (b) for sand 

and shale facies. 
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 Table 3.1: Variogram parameters for facies conditional elastic properties used in the synthetic 

example 

Facies Property Variogram 

Type 

Major range 

(meters) 

Medium range 

(meters) 

Sand P-velocity Spherical 625 14 

Sand Density Spherical 1125 22 

Shale P-velocity Spherical 1250 48 

Shale Density Spherical 1625 34 

 

 The observed seismic data 𝒅𝑜𝑏𝑠  and corresponding true facies realization, 

shown in Figure 3.1, were also sampled from the generative model. We assume presence 

of 10% independent and identically distributed (i.i.d.) noise in 𝒅𝑜𝑏𝑠 . In order to 

demonstrate the importance of prior falsification and resulting effects on CNN 

predictions, we consider two scenarios: 

1. Scenario 1: Data noise level has been correctly identified and 10% i.i.d. 

Gaussian noise is added to all seismic sections in the training dataset. Thus, the 

prior generative model is consistent with 𝒅𝑜𝑏𝑠 in this scenario. 

2.  Scenario 2: Model for data noise is not incorporated in the generative model. 

The prior is thus inconsistent with 𝒅𝑜𝑏𝑠. 

As discussed in the methodology section, inconsistency of the prior model can be 

detected by attempting to falsify the prior model with 𝒅𝑜𝑏𝑠 . For falsification of the 

geostatistical models, global comparison of the seismic data samples is desirable as 

opposed to a local trace-by-trace comparison. Scheidt et al. (2015) propose extracting 

features from seismic data along multiple spatial orientations and at multiple resolutions 

by DWT known as approximation and detail coefficients (Mallat, 1989). The wavelet 

representation of 2D images constitutes of the approximation coefficients at the coarsest 

resolution and detail coefficients along the horizontal, vertical and diagonal directions 
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at all resolutions. Global comparison between any two images is performed by 

comparing the global histograms of each individual DWT coefficient type.  

We perform this analysis for both scenarios with 500 samples of 𝒅 from the 

generative model and 𝒅𝑜𝑏𝑠. We decompose each seismic section with 5-level 2D DWT, 

performed using Daubechies least asymmetric wavelet bases (Daubechies, 1992). 

Figure 3.4 shows the global histograms of level-5 coefficients for two seismic prior 

samples and the observed data. To compare two samples 𝒅𝑖  and 𝒅𝑗 , the measure of 

dissimilarity is assigned as 𝐷𝑖𝑗
𝐷𝑊𝑇 = √∑ (

𝐷𝑖𝑗
𝑤𝑐

𝜎(𝐷𝑖𝑗
𝑤𝑐)

)2𝑁
𝑤𝑐=1 , where 𝐷𝑖𝑗

𝑤𝑐  refers to the 

dissimilarity for a particular wavelet coefficient type. Note that 𝐷𝑖𝑗
𝑤𝑐  needs to be 

normalized by its standard deviation 𝜎(. ), calculated empirically from the samples, 

since the scale of wavelet coefficient values may vary considerably. We assign 𝐷𝑖𝑗
𝑤𝑐 as 

the Jensen-Shannon divergence 
1

2
𝐷𝐾𝐿(𝑓𝑖

𝑤𝑐||𝑓𝑖𝑗
𝑤𝑐) +

1

2
𝐷𝐾𝐿(𝑓𝑗

𝑤𝑐||𝑓𝑖𝑗
𝑤𝑐), where 𝑓𝑖

𝑤𝑐 and 

𝑓𝑗
𝑤𝑐 are the kernel density estimates of the histograms of 𝑤𝑐 coefficients of 𝒅𝑖 and 𝒅𝑗  

respectively. Here, 𝐷𝐾𝐿(. ) is the KL divergence (equation 3.5) and 𝑓𝑖𝑗
𝑤𝑐 =

1

2
(𝑓𝑖

𝑤𝑐 +

𝑓𝑗
𝑤𝑐). Scheidt et al. propose performing outlier detection visually by projecting the 

seismic samples into a lower-dimensional space by multi-dimensional scaling (MDS; 

Borg and Groenen, 1997). MDS is particularly useful since it preserves the original 

mutual distances of samples post dimension reduction. We projected all the samples 

into MDS space assigning 𝐷𝑖𝑗
𝐷𝑊𝑇 as the distance between any pair of samples. Figure 

3.5 shows the projection of seismic samples in the first two MDS dimensions for 

scenarios 1 and 2. It can be easily ascertained that observed data does not belong to the 

same statistical population as samples from scenario 2. Hence, as expected, scenario 2 

is falsified. The prior for scenario 1 cannot be falsified visually in the first two MDS 

dimensions. Note however that the mutual Euclidean distances between samples in two 

MDS dimensions exhibits a correlation coefficient of 80% with the original distances 

𝐷𝑖𝑗
𝐷𝑊𝑇. We refer to this correlation coefficient value as 𝑐𝑐𝑀𝐷𝑆. Since it is possible to 

retain more information by increasing the dimensionality of the MDS space, we ensure 
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that the prior is not falsified by performing the analysis in 20 MDS dimensions, with 

95% 𝑐𝑐𝑀𝐷𝑆 . Outlier detection by visual inspection is not feasible in 20 dimensions, 

hence we employ Mahalanobis distance-based outlier detection (Rousseeuw and Van 

Zomeren, 1990). The Mahalanobis distance is given as  

 𝐷𝑀𝑎ℎ𝑎𝑙 = √(𝒅 − �̂�)𝑇�̂�−1(𝒅 − �̂�), (3.14) 

where sample mean �̂� and covariance �̂� are obtained by the robust estimation method 

proposed by Rousseeuw and Van Driessen (1999). Assigning a constant threshold value 

to 𝐷𝑀𝑎ℎ𝑎𝑙  defines an ellipsoid centered at �̂�  in the 20-dimensional MDS space. If 

sample 𝒅𝑖 is located outside this ellipsoid, it is determined to be an outlier. We follow 

Rousseeuw and Van Zomeren (1990) to assign the threshold value as 97.5% quantile of 

the chi-square distribution with 20 (same as sample dimension) degrees of freedom. In 

Figure 3.5, we show the 𝐷𝑀𝑎ℎ𝑎𝑙  of all the samples in both scenarios. Since observed 

data lies below the threshold in scenario 1, the prior cannot be falsified and can be used 

for training of neural network. We show below how training a CNN with samples from 

the falsified prior of scenario 2 deteriorates the quality of network predictions. 

 

Figure 3.4: Kernel density estimates of global histograms of approximation (a) and detail (b-d) 

coefficients, extracted at level 5, of two prior realizations of seismic data in scenario 1 and 

observed data. 
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Figure 3.5: (a) 500 prior samples of seismic data in scenario 1 and observed seismic data 

projected onto the first 2 MDS coordinates and (b) Mahalanobis distances of samples computed 

in 20 MDS dimensions. Shown in dotted black line is the threshold value for outlier detection. 

(c-d) Similar plots for scenario 2. 

3.3.2 Training and evaluation of CNN architectures 

 In this section, we compare the performance of the encoder-decoder and 

dilatational network architectures using dataset generated in the previous step. Training, 

validation and test sets were created by splitting the dataset into 5000, 500 and 500 

realizations respectively, in both Scenario 1 and 2. The training set is used for 

optimization of the network parameters while the validation set is used for detecting 

overfitting during the training. The test set is kept completely hidden during training 

and is used only to test the performance of the network after the procedure has 

completed. The network architectures we designed are shown in Table 3.2 and Table 

3.3. Dumoulin and Visin (2016) provide a detailed treatment of the arithmetic of the 
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CNN layers we have employed. The encoder-decoder architecture (Table 3.2) has 14 

layers, with approximately 0.5 million trainable parameters. Initial experiments were 

conducted by varying the network depth and it was found that test set prediction 

accuracy of approximately 90% is achieved with 14 layers. In the encoder part of our 

network, the layers are gradually downsampled with max pooling layers. Specifically, 

max pooling layers are applied after a pair of convolutional layers, bringing the size 

down to 12 × 18 from an input size of 50 × 150. In the decoder part, we gradually 

upsample to output size of 120 × 150 with transposed convolutional layers. Note that 

final output has two channels corresponding to sand and shale facies. We used a 

systematic tuning process for assigning some of the network hyper-parameters, as 

described in the following paragraph. For the dilated convolutional architecture (Table 

3.3), we used two transposed convolutional layers to gradually upsample the dimension 

corresponding to time/depth from 50 to 120. The number of layers of this network was 

kept at 10 in order to limit the number of trainable parameters to approximately 0.5 

million, same as the encoder-decoder network. Note especially the exponential increase 

of the dilatation factors in the deeper convolutional layers. Filters are dilated such that 

the field of view of the output layer is at least equivalent to the dimensionality of the 

input layer. For instance, using the dilatation scheme shown in Table 3.3, field of view 

of the final layer along X-location equals 131. This ensures that field of view of every 

pixel in the final layer covers all large-scale features present in the input seismic grid. 

For both architectures, we use batch-normalization (Ioffe and Szegedy, 2015) and 

dropout (Srivastava et al., 2014) layers after all regular and transposed convolutional 

layers. Rectified linear units are used as non-linear activation functions in all the layers 

except the last, where the softmax function is used. 
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Table 3.2: The encoder-decoder CNN architecture used in the synthetic experiments. ‘Conv2D’: 

2D convolutional layer, ‘MaxPool2D’: 2D max pooling layer, ‘TranspConv2D’: 2D transposed 

convolutional layers and ‘ReLU’: rectified linear unit. Batch-normalization and dropout layers 

used after all ‘Conv2D’ and ‘TranspConv2D’ layers. 

 Layer type Filter 

size 

# of 

filters 

Conv 

type 

Strides Dilation 

factor 

Activation Output 

shape 

Input       50 × 150 

Conv2D 3 × 3 64 Same 1 × 1 1 × 1 ReLU 50 ×

150 ×64 

Conv2D 3 × 3 64 Same 1 × 1 1 × 1 ReLU 50 × 150

× 64 

MaxPool2D 2 × 2 − Valid 2 × 2 − − 25 × 75 × 64 

Conv2D   3 × 3 64 Same 1 × 1 1 × 1 ReLU 25 × 75 × 64 

Conv2D   3 × 3 64 Same 1 × 1 1 × 1 ReLU 25 × 75 × 64 

MaxPool2D 2 × 2 − Valid 2 × 2 − − 12 × 37 × 64 

Conv2D   3 × 3 64 Same 1 × 1 1 × 1 ReLU 12 × 37 × 64 

Conv2D   3 × 3 64 Same 1 × 1 1 × 1 ReLU 12 × 37 × 64 

MaxPool2D 1 × 2 − Valid 1 × 2 − − 12 × 18 × 64 

Conv2D   3 × 3 64 Same 1 × 1 1 × 1 ReLU 12 × 18 × 64 

TranspConv2D   6 × 3 64 Valid 2 × 2 1 × 1 ReLU 28 × 37 × 64 

Conv2D   3 × 3 64 Same 1 × 1 1 × 1 ReLU 28 × 37 × 64 

TranspConv2D   3 × 3 64 Valid 2 × 2 1 × 1 ReLU 57 × 75 × 64 

Conv2D   3 × 3 64 Same 1 × 1 1 × 1 ReLU 57 × 75 × 64 

TranspConv2D   8 × 2 64 Valid 2 × 2 1 × 1 ReLU 120 × 150

× 64 

Conv2D   3 × 3 64 Same 1 × 1 1 × 1 ReLU 120 × 150

× 64 

Conv2D   3 × 3 2 Same 1 × 1 1 × 1 Softmax 120 × 150

× 2 

  



78 
 

Table 3.3: The dilated convolutional CNN architecture used in the synthetic experiments. For 

nomenclature, see Table 3.2. Batch-normalization and dropout layers used after all ‘Conv2D’ 

and ‘TranspConv2D’ layers. 

Layer type Filter 

size 

# of 

filters 

Conv 

type 

Strides Dilation 

factor 

Activation Output 

shape 

Input       50 × 150 

Conv2D 3 × 3 64 Same 1 × 1 1 × 1 ReLU 50 ×

150 ×64 

Conv2D 3 × 3 64 Same 1 × 1 1 × 1 ReLU 50 × 150

× 64 

TranspConv2D 26

× 1 

64 Valid 1 × 1 1 × 1 ReLU 75 × 150

× 64 

Conv2D   3 × 3 64 Same 1 × 1 2 × 2 ReLU 75 × 150

× 64 

Conv2D   3 × 3 64 Same 1 × 1 4 × 4 ReLU 75 × 150

× 64 

TranspConv2D   46

× 1 

64 Valid 1 × 1 1 × 1 ReLU 120 × 150

× 64 

Conv2D   3 × 3 64 Same 1 × 1 8 × 8 ReLU 120 × 150

× 64 

Conv2D   3 × 3 64 Same 1 × 1 16 × 16 ReLU 120 × 150

× 64 

Conv2D   3 × 3 64 Same 1 × 1 32 × 32 ReLU 120 × 150

× 64 

Conv2D   3 × 3 2 Same 1 × 1 1 × 1 Softmax 120 × 150

× 2 

 

 The networks were implemented using Tensorflow deep learning framework. 

The loss function used for training the network is taken to be the negative of expected 

log-likelihood of 𝑓(𝒉|𝒅) (equation 3.7). Using the Adam optimizer (Kingma and Ba, 
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2014) on the training set, the loss function is minimized by backpropagation for a fixed 

number of epochs. We use the pixelwise classification accuracy 

 
∑ ∑ 𝕀{ℎ̂𝑖

(𝑙)
=ℎ𝑖

(𝑙)
}

𝑛ℎ
𝑖=1

𝑛
𝑙=1

∑ ∑ 1
𝑛ℎ
𝑖=1

𝑛
𝑙=1

, (3.15) 

 averaged across all 𝑛ℎ  pixels in the output grid and all 𝑛  examples in a particular 

evaluation set, as the metric for evaluating the network performance on that set. In the 

above, 𝕀(. )  denotes the indicator function. In order to detect overfitting, the 

performance metric on the validation set is computed after each training epoch. At the 

end of the training process, we retain the network weight parameters for the epoch 

exhibiting maximum validation set performance metric. The test set is used for testing 

and hyper-parameter tuning purposes. Hyper-parameter tuning was performed with 

Scenario 1 training dataset. Specifically, 50 sample sets of the hyper-parameters shown 

in Table 3.4 were generated by independently sampling the corresponding prior 

distributions. For each of these 50 cases, the encoder-decoder and dilated CNN 

architectures were trained for 50 epochs. In Figure 3.6, we plot the test set performance 

metric for each network. The dilated CNN architecture clearly outperforms the encoder-

decoder architecture. The network has an optimal test set accuracy of 92.5% when 

trained with the hyper-parameter values shown in Table 3.4. In Figure 3.6, we show 

how the loss function was minimized during training of this network. 

Table 3.4: Results of hyper-parameter tuning for synthetic case examples. 𝑈(𝑎, 𝑏): Continuous 

uniform distribution. 𝑈{𝑎, 𝑏}:Discrete uniform distribution upper and lower limits of 𝑎 and 𝑏. 

Hyper-parameter Prior distribution Optimized value for dilated 

CNN 

Learning rate 𝑈(0.00005,0.005) 0.002 

Number of filters in each 

layer 

𝑈{16,32,64} 64 

Minibatch size 𝑈{8,16,32,64} 8 

Dropout rate 𝑈(0.1,0.3) 0.11 
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Figure 3.6: (a) Results of hyper-parameter tuning for the two CNN architectures. (b) 

Minimization of the loss function during training of the optimal CNN model found by hyper-

parameter tuning. 

Subsequent results are obtained with the optimal network derived in the 

preceding step. Outputs of gas sand mean and variance given 𝒅𝑜𝑏𝑠  (Figure 3.1) are 

shown in Figure 3.7. A total of 𝑇 = 100 samples were used for Monte-Carlo dropout. It 

can be observed that the CNN is able to predict the locations of most channels in the 

section with high accuracy. The prediction variance section indicates that major 

uncertainty lies around the edges of channel objects, which can be expected given the 

band-limited nature of seismic data. To demonstrate the effect that the training set size 

has on CNN model uncertainty, we repeated the training procedure with 500 samples 

instead of 5000. The prediction quality deteriorates as expected. In addition, it can be 

seen from the variance section (Figure 3.7) that the prediction uncertainty increases. We 

quantitatively verify this effect by comparing the kernel density estimate of global 

histograms of the variances in both cases. As evident, CNN model uncertainty can be 

reduced by increasing the training set size. Note that this is straightforward to 

accomplish within our framework since the training dataset can be made as large as 

desired by sampling of the generative model. In Figure 3.8, we show how CNN’s 

prediction quality is compromised when trained with an inconsistent training dataset. In 
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this case, the network was trained with noise-free training dataset sampled from 

Scenario 2 prior. As shown in the plot, the CNN makes highly accurate predictions with 

the test set example of noise-free seismic data. However, the results deteriorate 

significantly when the noisy observed seismic section is used as input. This experiment 

underscores the necessity of validating the consistency of the prior model with prior 

falsification before training of the network. We conclude this section by highlighting 

the possibility of generating multiple facies realizations conditioned to the data. The gas 

sand probability map shown in Figure 3.7 (a) was used as soft conditioning data in 

SNESIM algorithm for conditioning prior 𝑓(𝒉) to 𝒅𝑜𝑏𝑠. Two realizations are shown in 

Figure 3.9. Pixelwise mean and variance computed empirically with 500 such 

realizations show good reproduction of the corresponding statistics shown in Figure 3.7. 

This verifies that the SNESIM algorithm performs soft data conditioning consistently 

with predictions of the CNN. 

 

Figure 3.7: Facies prediction results obtained in Scenario 1 with noisy observed seismic data. 

The true facies model (a). Predicted pixelwise gas sand mean (b) and variance (c) from CNN 

trained with 5000 training samples. Network predictions when trained with 500 samples are 

shown in (e-f). Change in kernel density estimate of the gas sand probability variances with 

number of training samples (d).  
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Figure 3.8: CNN facies prediction results in Scenario 2. The true facies model (a), predicted 

pixelwise gas sand mean (b) and standard deviation (c) for a test set model. Similar results 

obtained with noisy observed seismic data are shown in (d-f). 

 

 

Figure 3.9: Two facies realizations sampled from prior conditioned to CNN predicted 

probability sections. (a-b). Pixelwise posterior mean (c) and variance (d) calculated empirically 

using 500 realizations.   
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3.4 Real case application 

In this section, we present a real case study of our methodology from a producing 

gas reservoir in offshore Nile delta. The minimum depth to the top of the target reservoir 

zone is 2100 meters. The gas-saturated sands in the reservoir zone are part of paleo-

slope-channel systems of Plio-Pleistocene age. Previous seismic geomorphological 

analyses in the study area (Cross et al., 2009) have identified the presence of 

amalgamated, sinuous and leveed channels. Thinly bedded sandstones and limestones 

were also identified to be present, increasing lateral connectivity in the reservoir zone. 

Correspondingly, the goal is to model five geological facies in the study area: channels, 

splays, levees, thin beds and shales. The channel facies is further classified based on 

two fluid saturation scenarios: brine and gas saturated channels. Our analysis will be 

performed on an area with a spatial extent of 5 kms along 𝑥  and 𝑦 directions. The 

thickness of the reservoir zone varies spatially as shown in Figure 3.10, with an average 

thickness of 250 meters. The zone of interest was discretized into 100, 100 and 250 cells 

along 𝑥, 𝑦 and depth dimensions. Thus, each cell has a fixed length of 50 meters along 

the 𝑥 and 𝑦 dimensions and an average thickness of 1 meter along depth dimension. 

Shaly over and under-burden zones, each 50 meters thick, were added to the model as 

shown in Figure 3.10. We present below the details of the dataset that was available to 

us. 

1. Petrophysical logs at seven wells in the study area. Petrophysical interpretations of 

the five target facies were available to us at six wells. Four wells, termed wells 1-4, 

will be used in specifying the prior distribution of the model parameters. Sonic and 

density logs were available at all four wells, while shear sonic logs were available 

at only well 1 and 2. Wells 5-7 are kept blind during the prior building process. 

2. Seismic data consisted of 3D time migrated post stack volume, near stack volume 

obtained by stacking 20, 70 and 120 angle gathers and far stack volumes obtained 

from 210,  260 and 300 angle gathers. The data has a time sampling of 4 ms and a 

dominant frequency of 18 Hz.  

3. Seismic structural interpretations in depth of the reservoir top and base horizons. 
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4. P-wave velocity model obtained by velocity inversion of seismic data. 

To extract seismic data in the zone of interest, depth to time conversion of the horizon 

interpretations was performed using the available velocity model. The data was 

extracted between the reservoir top and base horizons, and subsequently resampled by 

linear interpolation into a grid with 100, 100 and 60 cells along 𝑥 , 𝑦  and time 

dimensions. To avoid aliasing effects, time discretization of 60 cells was chosen to 

retain a sampling rate of 4 ms, the original sampling rate of the data, at the location with 

maximum reservoir thickness. Figure 3.11 shows the post, near and far stack seismic 

data on the seismic grid. We demonstrate below how our methodology was applied to 

estimate facies models on the reservoir grid from seismic data.   

 

Figure 3.10: (a) Depth thickness map of the reservoir zone in the area of interest. (b) The 

reservoir model grid used in this study. The zone of interest is shown in red, and the over-burden 

and under-burden zones are shown in blue. 

 

 

Figure 3.11: (a) Post-stack, (b) near stack and (c) far stack seismic volumes after resampling 

into the seismic grid. 
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3.4.1 Specification, falsification and sampling of the generative model  

Prior uncertainty on facies 𝑓(𝒉)  is parameterized using an object-based 

geostatistical model. Shale is considered to be the background facies. All the non-

background facies categories will be modeled with objects best representing the 

conceptual geological model for the lithology. We use sinusoids, fan lobes and ellipsoid 

objects to model leveed channels, splays and thin beds respectively. The uncertainty on 

the volumetric proportion and parameters controlling the shape and geometry of each 

facies object is quantified through prior probability distributions as shown in Table 3.5. 

These probability distributions were derived based on prior geological understanding 

and geomorphological analyses of the reservoir architecture (Cross et al., 2009). We 

used Petrel commercial software to generate 2400 unconditional object-based 

simulations of the five facies objects under the prior model shown in Table 3.5. Note 

that no hard data is used during the simulation of the facies realizations. Two 

realizations of the facies model are shown in Figure 3.12. The simulated channel objects 

are subsequently classified into gas and brine saturated channels. Using water saturation 

logs available at the wells, we assumed the prior for gas-water contact (GWC) depth to 

follow a triangular distribution with lower and upper limits of 2415 and 2450 meters 

respectively and 2430 meters as mode. For every facies realization, a sample of the 

GWC depth value is obtained from its prior and used to assign the fluid saturation 

scenarios in the channel objects.  

We specify 𝑓(𝒎|𝒉)  following an approach similar to that employed in the 

synthetic case study. In this case, we take 𝒎 = [𝒎𝑣𝑝
, 𝒎𝑣𝑠

, 𝒎𝜌𝑏
]𝑇. Sonic, shear sonic, 

bulk density and legacy petrophysical facies logs were used to estimate the global facies 

conditional distributions shown in Figure 3.13. The distributions for 𝒎𝑣𝑠
 are estimated 

with data from wells 1 and 2, as shear sonic logs were missing at wells 3 and 4. 

Corresponding distributions for 𝒎𝑣𝑝
 and 𝒎𝜌𝑏

 are estimated with data from all four 

wells. These distributions are employed for applying a normal score transform to the 

variables. We assume that the facies conditional distribution for each normal score 
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transformed variable follows the multivariate Gaussian distribution. Parameters of the 

variogram models for each property are shown in Table 3.6. Correlation ranges along 

the vertical direction (minor range) were estimated by fitting the parametric variogram 

model to the experimental variogram calculated at the wells. Note that it is challenging 

to estimate the horizontal (major and medium) ranges directly from well data due to 

absence of horizontal continuity in the data. The ratio of the vertical to horizontal 

variogram range of the post-stack seismic data was used as a guide to roughly assign 

the horizontal ranges shown in Table 3.6. Facies conditional realizations of 𝒎𝑣𝑝
 were 

generated by the SGSIM algorithm. It is assumed that 𝒎𝑣𝑠
 and 𝒎𝜌𝑏

, after conditioning 

to facies, are linearly correlated with 𝒎𝑣𝑝
. Correlation coefficients of 𝒎𝑣𝑠

 and 𝒎𝜌𝑏
 

with 𝒎𝑣𝑝
were estimated for each facies using well logs as shown in Table 3.7. Given a 

realization of 𝒎𝑣𝑝
, corresponding realizations of 𝒎𝑣𝑠

 and 𝒎𝜌𝑏
 for each facies are 

generated by COSGSIM algorithm, with correlations imposed by the Markov 1-type 

model. Simulations of elastic properties were performed for all facies and subsequently 

assimilated by a cookie-cutter approach. We highlight that we implemented the cookie 

cutter workflow concurrently with the object-based facies simulator described 

previously. Since our implementation of the object-based algorithm simulates channel 

objects irrespective of fluid saturation scenarios, it was not straightforward to impose 

correlations of 𝒎𝑣𝑝
− 𝒎𝑣𝑠

 and 𝒎𝑣𝑝
− 𝒎𝜌𝑏

 separately for gas and brine saturated 

channels. Hence, we assumed that the elastic properties for gas saturated channels 

follow the same correlations as that for brine saturated channels. Note, however, that 

we used appropriate global distributions during normal score transformation of each 

facies conditional variable. We validate this by ensuring the distributions of the 

simulated elastic property realizations follow the corresponding distributions estimated 

at the wells for gas and brine saturated channels (Figure 3.14). Additionally, we show 

below that the prior realizations generated with this approximation cannot be falsified 

by the seismic data.  Two realizations each of 𝒎𝑣𝑝
, 𝒎𝑣𝑠

 and 𝒎𝜌𝑏
 obtained by sequential 

simulations are shown in Figure 3.12. Prior to forward modeling of the seismic data, the 

generated realizations were upscaled by running Backus averaging with a window 
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length of 13.5 meters, roughly corresponding to 1/10  of the seismic wavelength 

(Avseth et al., 2005).  

 

Table 3.5: Prior distributions on the parameters for facies geo-objects. 𝒩(𝜇, 𝜎) : normal 

distribution with mean 𝜇 and standard deviation 𝜎. 𝒯(𝑎, 𝑐, 𝑏): triangular distribution with upper 

and lower limits of 𝑎 and 𝑏 respectively, and mode 𝑐. 𝑈(𝑎, 𝑏): uniform distribution with upper 

and lower limits of 𝑎 and 𝑏. 

Geo-object Parameters Distributions 

Channel Global proportion 𝒩(27%, 6%) 

Channel Amplitude 𝒯(300 𝑚, 400 𝑚, 500 𝑚) 

Channel Wavelength 𝒯(350 𝑚, 600 𝑚, 800 𝑚) 

Channel Width 𝒯(100 𝑚, 250 𝑚, 450 𝑚) 

Channel Thickness 𝒯(2 𝑚, 15 𝑚, 30 𝑚) 

Channel Orientation 𝒯(2400, 3050, 3100) 

Levee Width (fraction of channel width) 𝒯(0.1,  0.3,  0.8) 

Levee Thickness (fraction of channel 

width) 

𝒯(0.3,0.6,  0.9) 

Splay Global proportion (fraction of 

channel proportions) 

𝑈(10%, 50%) 

Splay Minor width 𝒯(180 𝑚,  350 𝑚, 700 𝑚) 

Splay Major to minor width ratio 𝒯(0.7,  1.2,  2.2) 

Splay Thickness 𝒯(2 𝑚, 4 𝑚, 9 𝑚) 

Thin beds Global proportion 𝒩(12%, 4%) 

Thin beds Minor width 𝒯(600 𝑚, 800 𝑚, 4000 𝑚) 

Thin beds Major to minor width ratio 𝒯(0.8,  1,  1.2) 

Thin beds Thickness 𝒯(1 𝑚, 1.5 𝑚, 2 𝑚) 

Thin beds  Orientation 𝒯(3000, 3050, 3100) 
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Table 3.6: Variogram parameters for facies conditional elastic properties used in the real case 

study. 

Facies Property Type Major/medium/minor ranges 

(meters) 

Channels Density Spherical 1500/1500/10 

Channels P-velocity Spherical 2000/2000/10 

Channels S-velocity Spherical 2000/2000/10 

Splays Density Spherical 1500/1500/10 

Splays P-velocity Spherical 2000/2000/10 

Splays S-velocity Spherical 2000/2000/10 

Shale Density Exponential 2000/2000/5 

Shale P-velocity Exponential  2500/2500/110 

Shale S-velocity Exponential  2500/2500/110 

Levee Density Spherical 2000/2000/10 

Levee P-velocity Spherical 2000/2000/40 

Levee S-velocity Spherical 2000/2000/40 

Thin beds Density Spherical 1000/1000/5 

Thin beds P-velocity Spherical 1200/1200/20 

Thin beds S-velocity Spherical 1200/1200/20 

 

 

Table 3.7: Correlation coefficients of the S-wave velocity and bulk density with P-wave velocity 

for different facies as estimated using wells logs. 

Facies Correlation coefficient 

between 𝒎𝑣𝑝
 and 𝒎𝑣𝑠

 

Correlation coefficient 

between 𝒎𝑣𝑝
 and 𝒎𝜌𝑏

 

Brine saturated channels 0.5 0.56 

Splays 0.34 0.46 

Shales 0.27 0.57 

Levees 0.34 0.59 

Thin beds 0.28 0.72 

Gas saturated channels 0.24 0.77 
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Figure 3.12: Two realizations (out of 2400) of facies (a), 𝑣𝑝 (b), 𝑣𝑠 (c) and bulk density (d) 

sampled from the generative model. 

 

 

Figure 3.13: (a-c) Kernel density estimates of the global facies-conditional distributions for 𝑣𝑝, 

𝑣𝑠 and density, estimated empirically from well-logs. (d) Corresponding contour plots of the 

bivariate probability distributions for P-impedance and 𝑣𝑝-𝑣𝑠 ratio. 
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Figure 3.14: Kernel density estimates of the elastic properties for gas sands (a,c,e) and brine 

sands (b,d,f). Shown in gray are the estimates obtained using 500 prior realizations, while the 

well-log estimate is shown in red. 

 

We considered two different approaches for estimation of wavelets to be used in 

forward modeling of the seismic data. In the first approach, wavelets for modeling of 

post, near and far stack seismic data were extracted at well 1 (Figure 3.15) by the 

spectral coherency matching technique proposed by Walden and White (1998). An 

advantage of this method is that it generates good seismic-well ties since wavelets are 

extracted by explicitly matching the forward modeled and observed traces at the well 

location. As shown in Figure 3.16, resulting seismic-well ties exhibit high correlation 

coefficients of 87%, 81% and 87% for post, near and far stacks respectively. Even 

though optimal ties were obtained at the well-location, we found that the amplitude 

spectrum of these wavelets did not match that of the real seismic data (Figure 3.17). 

Hence, we generated a second set of wavelets (Figure 3.15) by the statistical wavelet 

extraction technique (Yi et al., 2013), which extracts wavelets by matching the 
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amplitude spectrum of the seismic data. As shown in the Figure 3.17, the spectrum of 

the statistical wavelet exhibits significantly better match with the seismic data as 

compared to the former wavelet. Note, however, that the statistical wavelet extraction 

technique does not provide any information about the phase of the wavelets. We 

estimated the wavelet phase by comparing the correlation coefficients of the seismic-

well ties at well 1. Zero-phase wavelets yielded the best seismic-well ties, with 

correlation coefficients of 70%, 67% and 81% for post, near and far stacks respectively 

(Figure 3.18). Seismic angle gathers were generated using single-scattering forward 

modeling with the exact non-linear Zoeppritz equation and the extracted statistical 

wavelets (Figure 3.20).  

 

Figure 3.15: (a) Wavelets extracted by the coherency matching technique of Walden and White 

(1997). (b) Wavelets extracted by the statistical wavelet extraction technique. 

 

 

Figure 3.16: Seismic-well ties at well 1 obtained with Walden and White (1997) wavelets. Post-

stack observed (a) and synthetic (b) seismic traces. Corresponding plots are shown in same 

sequence for near-stack (c-d) and far-stack traces (e-f). In every plot, a single trace is repeated 

five times for visual convenience. 
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Figure 3.17: Comparison of amplitude spectrum of real post stack data with the spectra of the 

two post-stack wavelets analyzed in this chapter. Wavelet 1 refers to Walden and White (1997) 

wavelet and wavelet 2 refers to the statistical wavelet. 

 

 
Figure 3.18: Seismic-well ties at well 1 obtained with statistical wavelets. Post-stack observed (a) 

and synthetic (b) seismic traces. Corresponding plots are shown in same sequence for near-stack 

(c-d) and far-stack traces (e-f). In every plot, a single trace is repeated five times for visual 

convenience. 

 
Figure 3.19: Residual traces calculated from the error between synthetic and real traces for (a) 

post-stack, (b) near-stack and (c) far-stack seismic data. 
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Figure 3.20: Forward modeled post-stack (a), near-stack (b) and far-stack (c) seismic data and 

corresponding noise volumes (b, d, f) for the realizations shown in Figure 3.12. 

Data and forward-modeling noise is modeled with the random vector 𝝐2 =

[𝝐2
𝑝𝑜𝑠𝑡, 𝝐2

𝑛𝑒𝑎𝑟 , 𝝐2
𝑓𝑎𝑟]𝑇 . Random vectors 𝝐2

𝑝𝑜𝑠𝑡, 𝝐2
𝑛𝑒𝑎𝑟 , 𝝐2

𝑓𝑎𝑟  are assumed to be 

independent and identically distributed. We consider following three types of 

probability distributions for the noise vectors. Prior falsification analysis is subsequently 

employed to select the noise distribution consistent with 𝒅𝑜𝑏𝑠. 

1. Noise distribution 1: Random variables at all spatial locations are assumed to be 

independent and identically distributed according to the univariate zero-mean 

Gaussian distribution. The variance is assigned based on the signal-noise ratio as 

discussed below. 

2. Noise distribution 2: Each random vector is distributed according to the zero mean 

multivariate Gaussian distribution with finite correlation along the vertical direction 

and negligible correlations along the horizontal directions. Our motivation for this 

choice derives from the fact that residuals between the forward modeled and 

observed traces at well 1 (Figure 3.19) have finite correlations along the vertical 

direction. Specifically, we calculated the experimental variogram ranges along the 

vertical direction for the residuals to be approximately 70 ms across the three 
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seismic stacks. We specified covariance matrices of the noise random vectors with 

spherical variogram models with minor range of 70 ms. The major ranges were 

assumed to be negligible in this scenario.  

3. Noise distribution 3: In the above scenario, we assume the zero mean multivariate 

Gaussian noise random vectors to have finite horizontal correlations in addition to 

vertical correlations. This scenario is considered to model horizontally correlated 

noise that may potentially arise from modeling imperfections in the geological or 

geophysical forward model. To account for both short and long-range correlations, 

we assumed that the major and medium variogram ranges are random variables, 

distributed as 𝑈(50 𝑚𝑒𝑡𝑒𝑟𝑠, 2000 𝑚𝑒𝑡𝑒𝑟𝑠) . 𝑈(𝑎, 𝑏)  denotes the uniform 

distribution with upper and lower limits of 𝑎 and 𝑏. The upper limit of 2000 meters 

was chosen to roughly correspond to the variogram ranges of the elastic properties 

(Table 3.6).  

The global variance for the cases described above is assigned using the signal-noise 

ratio, specified as 𝑁/𝑆 =
𝑉𝑎𝑟(𝑛𝑜𝑖𝑠𝑒)

𝑉𝑎𝑟(𝑠𝑖𝑔𝑛𝑎𝑙)⁄ , with 𝑉𝑎𝑟(. )  denoting the 

variance. The true 𝑁/𝑆 is unknown. While it is possible to derive an estimate at well 1, 

it might not be representative of the 𝑁/𝑆 away from the well locations. Hence, we treat 

𝑉𝑎𝑟(𝑛𝑜𝑖𝑠𝑒) as a random variable with a tunable upper bound. Specifically, we take  

𝑉𝑎𝑟(𝝐2
𝑝𝑜𝑠𝑡)~𝑈(𝑙𝑏𝑛𝑜𝑖𝑠𝑒%, 𝑢𝑏𝑛𝑜𝑖𝑠𝑒%),  where 𝑙𝑏𝑛𝑜𝑖𝑠𝑒 and 𝑢𝑏𝑛𝑜𝑖𝑠𝑒 denote the lower and 

upper bounds for the noise variance respectively. During training of the CNN, we 

consider different scenarios by varying the value that 𝑢𝑏𝑛𝑜𝑖𝑠𝑒 takes. In Figure 3.20, we 

show noise realizations sampled from noise distribution 3, which was found to be 

consistent with 𝒅𝑜𝑏𝑠 as shown below. 

We employ the prior falsification analysis to establish the consistency of the 

subjective decisions made while specifying the prior distributions with observed seismic 

data. The falsification analysis is performed with 500 samples of 𝒅 =

[𝒅𝑝𝑜𝑠𝑡, 𝒅𝑛𝑒𝑎𝑟 , 𝒅𝑓𝑎𝑟]𝑇  from the generative model and observed data 𝒅𝑜𝑏𝑠 =

[𝒅𝑜𝑏𝑠
𝑝𝑜𝑠𝑡, 𝒅𝑜𝑏𝑠

𝑛𝑒𝑎𝑟 , 𝒅𝑜𝑏𝑠
𝑓𝑎𝑟

]𝑇 . The approach is similar to the synthetic example falsification 
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analysis, with the exception that 3D DWT is used to decompose each seismic stack 

volume. Dissimilarity 𝐷𝑖𝑗
𝐷𝑊𝑇  between 𝒅𝑖  and 𝒅𝑗  is subsequently computed as 

√∑ ∑ (
𝐷𝑖𝑗,𝑠

𝑤𝑐

𝜎(𝐷𝑖𝑗,𝑠
𝑤𝑐)

)2𝑁
𝑤𝑐=1

3
𝑠=1 . Here, 𝐷𝑖𝑗,𝑠

𝑤𝑐  refers to the dissimilarity for a particular wavelet 

coefficient type and index 𝑠 iterates through the three seismic stack volumes. We first 

analyzed consistency of the forward modeled data before addition of noise variables 𝝐2. 

Mahalonobis-distance based outlier detection is performed after projecting the samples 

into a lower-dimensional space with MDS. We assigned the number of MDS 

dimensions to be 2 since corresponding 𝑐𝑐𝑀𝐷𝑆 ~ 90%. In Figure 3.21, we demonstrate 

that the falsification analysis is able to correctly detect inconsistency of the Walden and 

White (1997) wavelet with 𝒅𝑜𝑏𝑠. As expected, samples of 𝒅, when modeled with the 

statistical wavelet, are consistent with 𝒅𝑜𝑏𝑠. The above analysis also indicates that the 

neither the geological prior model nor the geophysical forward model is falsified, and 

consequently maybe used to generate training data for the training the CNN. We also 

make a similar analysis to determine which of the three distributions considered for 

noise 𝝐2  is applicable (Figure 3.22). Results are shown for 𝑙𝑏𝑛𝑜𝑖𝑠𝑒 = 0.5%  and 

𝑢𝑏𝑛𝑜𝑖𝑠𝑒 = 30%.  It can be seen that both noise distributions 1 and 2 are falsified. In 

contrast, modeling horizontal and vertical correlations in the additive noise is consistent 

with 𝒅𝑜𝑏𝑠. To further validate our analysis, we also compare the kernel density estimate 

of the global seismic amplitude bivariate distribution of the synthetically generated 

samples against that of the prior with noise distribution 3 and the real data (Figure 3.23). 

We see a good overlap between the training data and real data distributions. Based on 

the above analysis, noise realizations sampled from noise distribution 3 (Figure 3.20) 

are added to the 2400 realizations of forward modeled seismic data generated 

previously. These realizations will be used to train the CNN as described next. 
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Figure 3.21: Mahalanobis distances of 500 prior samples of forward modeled seismic data, 

without additive noise, and real seismic data. Shown are the cases when seismic data is modeled 

with (a) Walden and White (1997) wavelet and (b) statistical wavelet. Shown in dotted black 

line is the threshold value for outlier detection. 

 

 

Figure 3.22: Mahalanobis distances of 500 prior samples of forward modeled seismic data, with 

additive noise, and real seismic data. Shown are the cases when additive noise is sampled from 

(a) noise distribution 1, (b) noise distribution 2 and (b) noise distribution 3. Shown in dotted 

black line is the threshold value for outlier detection. 

 

 
Figure 3.23: Bivariate kernel density estimates of the global amplitudes of (a) post stack vs. near 

stack, (b) post stack vs. far stack and (c) near stack vs. far stack seismic data. 
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3.4.2 Facies estimation with 3D CNN and seismic data 

 The realizations sampled from the training dataset were split into 

training, validation and test sets of 2000, 200 and 200 samples respectively. The CNN 

network architecture is shown in Table 3.8. The dilated convolutional architecture, 

exhibiting optimal performance in the synthetic experiments, was designed to take as 

input the post-stack, near-stack and far-stack seismic cubes, stacked as a 4D tensor of 

dimensions 60 × 100 × 100 × 3. Similar to the synthetic case, the network contains 

several 3D convolutional layers, interspersed with transposed convolutional layers to 

gradually upsample from time to depth. Note that, while the facies prior model contains 

six different facies, the CNN is designed to predict three facies: gas sands, brine sands 

and non-reservoir facies. Splays, levees, thin beds and shales were lumped together into 

non-reservoir facies as analysis of direct log measurements showed significant overlap 

between these facies in the P-impedance and 𝑣𝑝-𝑣𝑠 domain (Figure 3.13).  We further 

quantify this observation by performing Bayesian classification of the log 

measurements using P-impedance and 𝑣𝑝-𝑣𝑠 as features. The corresponding confusion 

matrix is shown in Table 3.9. It can be observed that splays, levees and thin beds are 

primarily misclassified as shales, thus indicating that seismic data will not be able to 

resolve these non-reservoir facies from each other. In Figure 3.24, we show the kernel 

density estimates of the elastic property well-log measurements conditioned to gas sand, 

brine sand and non-reservoir facies. The confusion matrix for Bayesian classification of 

the three facies with P-impedance and 𝑣𝑝-𝑣𝑠 features is shown in Table 3.10. 

The network was trained for 40 epochs (~ 24 hours run time) with Adam 

optimizer (Kingma and Ba, 2015) on a machine with 128 GB RAM and two 32GB Tesla 

V100 GPUs. After 40 epochs of training, the CNN learns to make predictions with high 

pixel-wise classification accuracies (~90%) for the training and validation sets, 

irrespective of the regularization scheme employed. Similar classification accuracies 

were obtained on the test set. We explored three types of regularization schemes to 

tackle overfitting: (1) Monte-Carlo (MC) dropout, (2) ℓ2  regularization and (3) ℓ1 

regularization. Results are shown only with ℓ2 regularization since it was found to 
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generate optimal results with the real seismic data. In Figure 3.25 and Figure 3.26, we 

compare the true facies against CNN predictions along depth and cross sections of a test 

set model. It can be observed that the CNN has almost perfectly learned to predict the 

complex geometries of the channel objects. The CNN has predicted the spatial locations 

of the channels and GWC with high accuracy. This indicates that the CNN has robustly 

learnt the discriminative mapping from seismic data to facies as encapsulated in the 

generative model 𝑓(𝒉, 𝒎, 𝒅). It can also be observed that the CNN has learnt to replicate 

the curvilinear geological features of the channel facies in the predictions.  

Table 3.8: The CNN architecture used in the real case study. For nomenclature, see Table 3.2. 

Batch-normalization and dropout layers used after all ‘Conv3D’ and ‘TranspConv3D’ layers. 

Layer 

type 

Filter 

size 

# of 

filters 

Conv 

type 

Stride

s 

Dilation 

factor 

Activa

tion 

Output shape 

Input       60 × 100 × 100 × 3 

Conv3D 3 × 3

× 3 

32 Same 1 × 1

× 1 

1 × 1

× 1 

ReLU 60 × 100 × 100 ×32 

Conv3D 3 × 3

× 3 

32 Same 1 × 1

× 1 

1 × 1

× 1 

ReLU 60 × 100 × 100 × 32 

Transp

Conv3D 

33 × 1

× 1 

32 Valid 1 × 1

× 1 

1 × 1

× 1 

ReLU 92 × 100 × 100 × 32 

Conv3D 3 × 3

× 3 

32 Same 1 × 1

× 1 

2 × 2

× 2 

ReLU 92 × 100 × 100 × 32 

Conv3D 3 × 3

× 3 

32 Same 1 × 1

× 1 

4 × 4

× 4 

ReLU 92 × 100 × 100 × 32 

Transp

Conv3D 

68 × 1

× 1 

32 Valid 2 × 1

× 1 

1 × 1

× 1 

ReLU 250 × 100 × 100 × 32 

Conv3D 3 × 3

× 3 

32 Same 1 × 1

× 1 

8 × 8

× 8 

ReLU 250 × 100 × 100 × 32 

Conv3D 3 × 3

× 3 

32 Same 1 × 1

× 1 

16 ×

16 × 16 

ReLU 250 × 100 × 100 × 32 

Conv3D 3 × 3

× 3 

32 Same 1 × 1

× 1 

32 × 32

× 32 

ReLU 250 × 100 × 100 × 32 

Conv3D 3 × 3

× 3 

3 Same 1 × 1

× 1 

1 × 1

× 1 

Softma

x 

250 × 100 × 100 × 3 
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Table 3.9: Confusion matrix for Bayesian classification of the facies with P-impedance and 𝑣𝑝-

𝑣𝑠 ratio as features. 

 Predicted facies 

Brine 

sand 

Splay Shale Levee Thin 

bed 

Gas 

sand 

 

 

True 

facies 

Brine 

sand 

0.77 0.1 0.1 0 0.01 0.02 

Splay 0.12 0.2 0.47 0.07 0.03 0.11 

Shale 0 0 0.96 0.03 0 0.01 

Levee 0.01 0 0.82 0.1 0 0.07 

Thin 

bed 

0 0 0.98 0.02 0 0 

Gas 

sand 

0.02 0 0.09 0.08 0 0.81 

 

 

 

 

Table 3.10: Confusion matrix for Bayesian classification of brine sand, gas sand and shale facies 

with P-impedance and 𝑣𝑝-𝑣𝑠 ratio as features. 

 Predicted facies 

Brine sand Shale Gas sand 

True 

facies 

Brine sand 0.74 0.24 0.02 

Shale 0.03 0.93 0.04 

Gas sand 0.01 0.25 0.74 
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Figure 3.24: a-c) Kernel density estimates of the global distributions of 𝑣𝑝, 𝑣𝑠 and density for 

brine sand, gas sand and non-reservoir facies. (d) Corresponding contour plots of the bivariate 

probability distributions for P-impedance and 𝑣𝑝-𝑣𝑠 ratio. 

 

 

Figure 3.25: Cross-sections of (a) post-stack seismic data, (b) true facies section, (c) predicted 

gas sand probability and (d) most likely facies prediction. In the facies sections, red, yellow and 

gray represent gas sands, brine sands and non-reservoir facies respectively. 
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Figure 3.26: Horizon sections of (a) post-stack seismic data, (b) true facies section and (c) 

predicted gas sand probability. In the facies section, red, yellow and gray represent gas sands, 

brine sands and non-reservoir facies respectively. 

We now present CNN facies predictions obtained with real seismic data and 

perform validation at wells. Note that the legacy petrophysical interpretations of the 

facies at the wells were available at the well-log scale. In order to account for the 

discrepancy between the well-log and seismic resolution, upscaling of the facies logs 

was performed. Specifically, our zone of interest was discretized with a coarser grid 

having 100, 100 and 20 cells along 𝑥, 𝑦 and depth dimensions, as compared to the 

original grid having 250 cells along depth. The cells in the upscaled grid have an average 

depth thickness of 12.5 meters, approximately equal to 1/10 of the seismic wavelength. 

Well facies logs were upscaled into this grid by the ‘most-of’ averaging method, which 

selects the facies category having highest proportion in the log for every grid cell along 

the well path. Upscaled facies logs were subsequently resampled into the original 

reservoir grid by nearest-neighbor interpolation and will be used for comparison with 

CNN predictions on this grid. Our initial analysis of the results showed that the CNN 

that yields optimal classification on the validation set makes relatively inaccurate 

predictions at the wells. A possible reason could be that the trained network is 

overfitting to the forward or generative model, from which the training, validation and 

test sets were sampled. Note that the validation set employed previously to address 

overfitting was also sampled from the generative model, and consequently would be 

ineffective in preventing potential overfitting of the network to this model. To validate 

our hypothesis, we form a second validation set, termed the well-validation set, 
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consisting of the observed seismic data 𝒅𝑜𝑏𝑠 and upscaled facies labels at all the wells 

in the study area. The evaluation metric we employ is the sum of the area under the 

curve for receiver operating characteristic curves (AUC-ROC; Fawcett, 2006) for the 

three facies under consideration.  We obtain facies predictions from the CNN with 𝒅𝑜𝑏𝑠 

after each training epoch and calculate the AUC-ROC metric on the well-validation set. 

We retain the network weights at the epoch with the highest AUC-ROC metric value on 

the well validation set. For the training experiments described below, it was found that 

the optimal AUC-ROC metric on the well-validation set was generally obtained within 

the first three epochs of network training.   

Our experiments indicated that additive data and forward modeling noise 𝝐2 was 

critical for ensuring that a CNN trained on synthetic data makes reliable predictions 

with real data. To be concrete, we first present the classification performance of a CNN 

trained on a synthetic training dataset generated without additive noise 𝝐2. In Figure 

3.27, we show the resulting ROC curves from classification of the three facies at all the 

wells with real seismic data as input features. It can be seen that the CNN performs as 

poorly as the random classifier for shales and gas sands, with a total AUC-ROC metric 

value of 2.0 on the well-validation set. In comparison, the same CNN classifier has 

excellent prediction quality on a synthetic test set example, with AUC-ROC metric 

value of 2.84. To support our postulation that additive noise improves prediction quality 

with real data, we created several sets of the synthetic training data, modeled with 

various levels of signal-noise ratio for the additive noise. Specifically, the additive noise 

upper and lower bounds, 𝑙𝑏𝑛𝑜𝑖𝑠𝑒 and 𝑢𝑏𝑛𝑜𝑖𝑠𝑒, were systematically varied as shown in 

Table 3.11. For each signal-noise ratio scenario considered, we trained the CNN on the 

corresponding training set, obtained predictions with real seismic data and computed 

the ROC-AUC metric at the wells. It can be observed that prediction quality at the wells 

deteriorates with too small and too large levels of noise. The best ROC-AUC metric is 

obtained for 𝑙𝑏𝑛𝑜𝑖𝑠𝑒 = 30% and 𝑢𝑏𝑛𝑜𝑖𝑠𝑒 = 70% and subsequent results are shown for 

this scenario. In Figure 3.28 and Figure 3.29, we plot the CNN predictions along 

different sections with the corresponding section from the post-stack seismic data 

sampled into the reservoir grid. It can be seen that the CNN seems to preserve the spatial 
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continuity of curvilinear channel-like features that are evident in the data. The variance 

map shows the corresponding uncertainty in the predictions, localized around the 

predicted channel-like features. In Figure 3.30, we compare the predictions of the CNN 

against petrophysical facies interpretations at wells 2 and 6. We see that for well 2, the 

network has predicted with high probability the occurrences of the two gas sand beds in 

the well. Also, note the high variance in the predictions, especially around the edges of 

the two beds. Note that well 6 was kept completely blind during the prior building 

process. For well 6, the network identifies the sand bed present in the deeper section of 

the well. To quantitatively evaluate CNN predictions at all the wells in the study area, 

we plot the ROC curves obtained for classification at the wells in Figure 3.31. The 

curves have an AUC-ROC metric value of 2.58. We also show the ROC curves obtained 

from Bayesian facies classification at wells using log-scale features of P-impedance and 

𝑣𝑝 - 𝑣𝑠 . The corresponding AUC-ROC metric has a value of 2.80. The drop in 

classification performance with CNNs is expected due to the (1) limited resolution of 

seismic data and (2) complex data noise signatures and unmodeled geological and 

geophysical processes that cannot be captured with parametric additive noise 

distributions. 

 
Table 3.11: AUC-ROC metrics obtained with different additive noise distributions. 

𝑙𝑏𝑛𝑜𝑖𝑠𝑒% 𝑢𝑏𝑛𝑜𝑖𝑠𝑒% AUC-ROC metric on 

well-validation set 

0 0 2.0 

0.5 30 2.23 

0.5 50 2.54 

0.5 70 2.52 

0.5 90 2.56 

30 70 2.58 

50 90 2.05 

100 100 2.17 
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Figure 3.27: ROC curves for the CNN classifier trained with synthetic examples without any 

additive noise. ROC curves are shown for facies classification (a) at wells with real seismic data 

as input features and (b) on a synthetic test set example with synthetic seismic data as input 

features. Shown in black is the ROC curve for the random classifier. 

 

 

 

Figure 3.28: (a) Horizon slices of (a) post-stack seismic data, (b) predicted gas sand probability, 

(c) most-likely facies model and (d) variance of gas sand predictions. In the facies section, red, 

yellow and gray represent gas sands, brine sands and non-reservoir facies respectively. 



105 
 

 

Figure 3.29: Cross sections of (a) post-stack seismic data, (b) predicted gas sand probability, (c) 

most-likely facies model and (d) variance of gas sand predictions. In the facies section, red, 

yellow and gray represent gas sands, brine sands and non-reservoir facies respectively. 

 

 

Figure 3.30: Legacy petrophysical facies interpretations (left; sand: yellow, shale: green), CNN 

predicted gas sand probability (middle) and prediction variance (right) for (a) well 2 and (b) 6. 
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Figure 3.31: ROC curves for facies classification at all the wells in the study area obtained from 

the (a) CNN classifier with real seismic data as input features and (b) Bayesian classifier with 

well log-based input features. Shown in black is the ROC curve for the random classifier. 

 

3.5 Discussion 

In this chapter, we presented a methodology of conditioning of complex 

geostatistical models to seismic data with discriminative deep learning. Our proposed 

approach consists of employing CNNs to learn the end-to-end relationship between 

seismic data and reservoir facies. The training set for the learning problem is generated 

by Monte-Carlo sampling of the forward model relating facies to seismic data. Results 

from synthetic examples demonstrated that deep CNNs perform an excellent job at 

learning the target conditional distribution. The trained models were able to replicate 

the complex geological features encapsulated in the prior model with high fidelity from 

the low-resolution seismic data. We applied our proposed methodology in 3D to a real 

case study from Nile delta. For real case applications, it is necessary to ensure the 

consistency of the subjective prior model with data. We presented a methodology for 

performing falsification analysis of the prior distributions with seismic data. A 3D CNN 

network architecture was proposed to make predictions of facies models in depth 

directly from seismic data specified in time. The proposed CNN architecture was found 

to perform robustly on synthetic test examples sampled from the forward model. 

Modeling of additive noise to encapsulate effects of data noise and forward model 

imperfections was found to be critical in ensuring reliable predictions with real data. 



107 
 

The proposed CNN architecture was found to be effective in capturing the spatial 

continuity of the channel facies while making predictions from seismic data. The 

primary computational advantage of the proposed approach results from the fact that 

discriminative learning directly approximates the target posterior distribution, without 

requiring computationally expensive data matching strategies in high dimensional 

problems parameterized with complex geostatistical prior models. We demonstrated 

this by successfully estimating facies models directly from seismic data in 2D and 3D 

case studies parameterized with training-image and object-based geostatistical models. 

Limitations and directions for future research for this chapter are discussed in section 

5.2. 
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Chapter 4 

4 Seismic Bayesian evidential learning: 

estimation and uncertainty 

quantification of sub-resolution 

reservoir properties 

4.1 Introduction 

The contents of this chapter have been published as Pradhan and Mukerji (2020b). 

Solving an inverse problem for elastic properties is a staple component of most seismic 

reservoir characterization (SRC) workflows. Elastic property inversion techniques 

typically encounter theoretical, numerical and computational complexities due to the 

high dimensional nature of subsurface models and the seismic data. It is a well-studied 

problem and there are many efficient approaches to tackle these challenges. However, 

in certain applications, especially related to reservoir management studies, the desired 

properties may be global properties of the reservoir zone such as net-to-gross (volume 

fraction of reservoir sand layers), averaged fluid saturations or geometrical parameters 

of reservoir elements such as widths or thicknesses of channels. The dimensionality of 

these global properties is significantly lower in comparison with reservoir properties 

like facies, porosity and fluid saturations defined on a gridded model of the reservoir. 
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For clarity, we will refer to the global parameters of the reservoir geo-model as low-

dimensional properties while properties defined on the reservoir geo-model grid as high-

dimensional properties. Seismic inverse problems facilitate estimating high-

dimensional geo-models, using which the desired low-dimensional properties can be 

inferred.  The research problem we pose and address in this chapter is the following: 

Does the estimation of low dimensional reservoir properties from seismic data 

indispensably stipulate the solution of a complex high dimensional inverse problem?  

The majority of the SRC workflows solve the seismic inverse problem in a causal 

framework by inferring each cause from its effect. Seismic data is the response of the 

elastic property model of the earth to the geophysical experiment and corresponding 

reservoir property earth model is linked to the elastic model through rock physics 

relations (Figure 4.1). In contrast, when the final objective is low-dimensional 

properties instead of the full earth model, it would be preferable for the estimation 

strategy to entail the following: 1) Quantify the seismic signatures of the target 

properties in reduced dimensions 2) Solve the estimation problem in this reduced 

dimensional space. This alternative approach to estimation is the evidential learning 

approach. In this chapter, we explore the efficacy of estimating reservoir properties from 

seismic data using this approach. A number of recent works, especially in reservoir 

performance forecasting (Scheidt et al., 2014; Satija and Caers, 2015; Li, 2017; Satija 

et al., 2017) have demonstrated the practical advantages of employing the evidential 

approach. Li (2017) presents a general Bayesian framework for the evidential learning 

approach. The general recipe for Bayesian Evidential Learning (BEL) entails learning 

the statistical relationship between the target variables and the data (Figure 4.1) with the 

help of a training set. Learning this relationship facilitates sampling the target posterior 

distribution within various Bayesian inference frameworks. We demonstrate that 

Approximate Bayesian Computation (ABC) (Beaumont, 2010; Blum, 2010a; Blum et 

al., 2013; Sisson and Fan, 2010) allows efficient inference of average net-to-gross and 

average saturations from seismic data. 

The introduction of notions of evidential learning to seismic estimation of average net-

to-gross and fluid saturations can be attributed to Dejtrakulwong (2012). Interpretation 
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of these properties in thinly interbedded sand-shale sequences was performed by relying 

solely on data-centric statistical kernel learning techniques, without resorting to explicit 

impedance inversion (Dejtrakulwong et al., 2012). This chapter extends on their work 

by casting the problem of reservoir property estimation in sub-seismic reservoirs into a 

rigorous BEL framework. Our investigations focus on the estimation of average net-to-

gross (NtG) and average fluid saturations in sub-seismic reservoirs. We begin our 

analysis with a brief review of existing approaches to seismic reservoir property 

estimation. We formulate a rigorous theoretical framework for seismic BEL, which 

facilitates incorporation of unsupervised and supervised statistical/machine learning 

techniques for solving seismic estimation problems in a Bayesian framework. With the 

aid of synthetic examples and a real case application, we demonstrate various 

advantages of adopting the evidential approach for seismic estimation of low-

dimensional properties. 

 

 

Figure 4.1: The causal analysis approach involves estimating each cause from its effect (black 

arrows). The evidential analysis approach performs estimation by learning the relationship 

between data and target quantities (red arrow) (Li, 2017; Scheidt et al., 2017). 

 

4.2 Notation 

We briefly describe the notation adopted for this chapter. For any random variable 𝑋, 

𝑋 ~ 𝑓𝑋(𝑥)  means 𝑋  is distributed according to the probability density function or 
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distribution of 𝑓𝑋(𝑥). The corresponding lower-case letter 𝑥 denotes the sample values 

of the random variable 𝑋. Physical forward models are denoted by 𝑔, while regression 

models, parameterized by 𝛽, are represented as 𝑞𝛽. We represent the random vector 

(vector whose elements are random variables) for low dimensional properties such as 

net-to-gross (NtG) and averaged fluid saturation by 𝑯. High dimensional reservoir 

properties defined on the reservoir geo-model grid such as facies are denoted by 𝑯ℎ. 

Random vector for high-dimensional elastic properties, [P-wave velocity (𝑉𝑝), S-wave 

velocity (𝑉𝑠), bulk density (𝜌𝑏)], are denoted by 𝑴. Random vector for seismic data 

constituting pre-stack gathers are denoted by 𝑫. Observed seismic data is denoted by 

𝒅𝒐𝒃𝒔 and is viewed as a realization of 𝑫. Letter 𝑬 denotes the random vector for errors 

inherent in our estimation due to factors such as noise in data and forward modeling 

imperfections. 𝑛𝑿 denotes the dimensionality of 𝑿. 

4.3 Seismic Bayesian Evidential Learning 

The theoretical framework for seismic BEL presented in this section is applicable for 

estimation of any reservoir property 𝑯 implicitly related to seismic data given that 

𝑛𝑯 ≪ 𝑛𝑫.  

Given observed seismic data 𝒅𝑜𝑏𝑠, the goal of seismic reservoir property estimation in 

a Bayesian framework is to generate samples of the desired reservoir property from the 

posterior distribution 𝑓𝑯|𝑫(𝒉|𝑫 = 𝒅𝑜𝑏𝑠). 𝑯 is generally a function of the full earth 

property model 𝑯ℎ: 

 𝑯 = 𝑔1(𝑯ℎ) (4.1) 

For example, when 𝑯  represents net-to-gross, 𝑔1(. )  estimates the fraction of sand 

layers in the high dimensional facies vector 𝑯ℎ. Traditional inversion methods would 

invert for 𝑯ℎ  from 𝒅𝒐𝒃𝒔  and then extract 𝑯 from 𝑯ℎ . The BEL approach learns the 

relation between 𝑯 and 𝑫 from which it infers 𝑯 conditioned to the observed data 𝒅𝒐𝒃𝒔.  

The forward functional relation between 𝑯ℎ and 𝑫 is generally specified as a synthesis 

of the rock physics model 𝑔2(. ) and wave propagation model 𝑔3(. ):   
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 𝑴 = 𝑔2(𝑯ℎ) + 𝑬2 (4.2) 

 𝑫 = 𝑔3(𝑴) + 𝑬3 (4.3) 

Here, 𝑬2 and 𝑬3 are error random vectors which account for effects not modeled such 

as noise in data and imperfections in the forward models 𝑔2(. ) and 𝑔3(. ) respectively. 

The conventional SRC workflows can be broadly categorized into sequential or 

simultaneous approaches based on how the above equations are inverted (Bosch et al., 

2010). The sequential approach inverts Equations 4.2 and 4.3 in two cascaded steps, 

while the simultaneous approach solves a joint inverse problem. In the simultaneous 

approach, the desired posterior distribution is specified as below, using Bayes rule in 

terms of the prior distribution on 𝑯ℎ , rock physics likelihood 𝑓𝑴|𝑯ℎ(. ) and seismic 

likelihood 𝑓𝑫|𝑴(. ): 

 𝑓𝑯ℎ,𝑴|𝑫(𝒉ℎ, 𝒎|𝑫 = 𝒅𝑜𝑏𝑠) ∝ 𝑓𝑫|𝑴(𝑫 = 𝒅𝑜𝑏𝑠|𝒎)𝑓𝑴|𝑯ℎ(𝒎|𝒉ℎ)𝑓𝑯ℎ(𝒉ℎ) (4.4) 

When 𝐄3 is modeled as a Gaussian distribution 𝒩(𝟎, 𝚺), the seismic likelihood is given 

as (Tarantola, 2005) 

 𝑓𝑫|𝑴(𝑫 = 𝒅𝑜𝑏𝑠|𝒎) ∝ 𝑒𝑥 𝑝 (−
1

2
(𝒅𝑜𝑏𝑠 − 𝑔2(𝒎))

𝑇
𝚺−1(𝒅𝑜𝑏𝑠 − 𝑔2(𝒎))). (4.5) 

The above approach provides an elegant and rigorous framework to invert for 𝑴, and 

𝑯ℎ  from which 𝑯 can be obtained using Equation 4.1. However, if one considers a 

scenario where the goal is the estimation of just 𝑯 from 𝑫 and the direct relation 

between 𝑫 and 𝑯 is known, it would be possible to generate posterior samples of 𝑯, 

dispensing with the necessity for generating samples of either 𝑯ℎ or 𝑴. The goal of 

BEL is to quantify this direct relationship between 𝑯 and 𝑫 by statistical learning and 

accomplish efficient lower-dimensional Bayesian inference.  

The major steps, at the high level, in our workflow consist of:  

1. Defining the prior distribution of the target variables and prior falsification;  

2. Selection of an informative summary statistic and performing approximate 

Bayesian computation using the selected summary statistic; and finally,  
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3. Posterior falsification.  

Below we describe these major components of BEL and propose methods suitable for 

seismic estimation problems. 

4.3.1 Priors and prior falsification 

The foremost step of BEL (Scheidt et al., 2017; Li, 2017), as with any Bayesian 

inference workflow, is to define the prior distributions on relevant variables. The priors, 

however, serve an additional purpose in BEL, that of generating the training set for the 

learning problem. Establishing a statistical model between 𝑯 and 𝑫 requires a training 

set consisting of the corresponding samples{(𝒉𝑖, 𝒅𝑖);  𝑖 = 1, . . , 𝑙}, where 𝑙 is the number 

of samples in the training set. In most geoscientific experiments we typically have 

access to one realization 𝒅𝑜𝑏𝑠 of 𝑫 and to a sparse subset (at wells) of the true earth 

realization 𝒉𝑡𝑟𝑢𝑒
ℎ . In the BEL approach, we address this limitation by generating 

samples of 𝑯ℎ  from its prior distribution 𝑓𝑯ℎ(𝒉ℎ). The corresponding samples of 𝑯 

and 𝑫 are generated by equations 4.1, 4.2 and 4.3. Following this approach, a large 

number of training examples, as suitable for the learning application, can be generated 

depending on the computational cost of the physical models. Note that the training 

examples are generated by sampling from the prior distribution which is a significantly 

easier problem than sampling techniques such as Markov Chain Monte Carlo (MCMC) 

or Gibbs sampling required for efficient exploration of high-dimensional posterior 

conditional probability spaces (Vidakovic, 1999). 

We emphasize that in generating the training samples of 𝑫, random vector 𝑬 for the 

forward modeling and data uncertainties should also be sampled and assimilated as 

specified in Equations 4.2 and 4.3. This in contrast to Bayesian inversion frameworks 

where the general approach is to assign the prior samples a likelihood value based on 

the probability distribution for the error (Equation 4.5), which is subsequently used in a 

sampling scheme to generate posterior samples. Note that in our case the statistical 

model will be employed for direct inference from real data. By sampling the error 
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distribution during training set generation, we train the model to account for these 

uncertainties at prediction time.  

We caution that the efficacy of our approach can be compromised by the issue of prior 

inconsistency, which is inherent in all Bayesian applications. Modeling of prior beliefs 

on uncertainty is highly subjective in nature and measures for validating the consistency 

of the prior with observed data are imperative. Mathematically, this is equivalent to 

establishing that 𝒅𝑜𝑏𝑠 and the training examples {𝒅𝑖;  𝑖 = 1, . . , 𝑙} are realizations of the 

same random variable 𝑫 ~ 𝑓𝑫(𝒅) . The typical approach is to compare appropriate 

summary statistics of 𝒅𝑜𝑏𝑠 and training examples and determine if 𝒅𝑜𝑏𝑠 is an outlier. 

The outlier detection algorithm employed depends on the characteristics and 

dimensionality of the 𝒅𝑜𝑏𝑠. Li (2017) discusses some methods to perform such tests and 

associated challenges. In the real case application presented in a later section, outlier 

detection using Mahalanobis distances is employed to determine if the statistics of the 

observed seismic angle gather is captured by the prior samples of the training set. In the 

eventuality that 𝒅𝑜𝑏𝑠  is deemed to be an outlier, then the prior distributions will be 

falsified, necessitating suitable adjustments to the prior, either by broadening the range 

of parameters, or by substantially changing the geological scenario.  

4.3.2 Strategies for seismic BEL 

The efficacy of BEL is critically dependent on selecting a statistical learning method 

that facilitates effective and efficient Bayesian inference. To this end, previous 

applications of BEL (Satija and Caers, 2015; Li, 2017) have advocated learning by 

linear and non-parametric regression techniques. Regressing 𝑫 on 𝑯 with the linear 

model 𝑞𝛽, 

 �̂� = 𝑞𝛽(𝑯) (4.6) 

facilitates analytical formulation of 𝑓𝑯|𝑫(𝒉|𝑫 = 𝒅𝑜𝑏𝑠)  if 𝑓𝑯(𝒉)  is assumed to be 

Gaussian. Here, 𝑞𝛽  represents a regression model parameterized by 𝛽  and �̂�  is the 

estimated data variable. Non-parametric regression methods (Scott et al., 1977; 

Silverman, 1986) relax the strong assumptions of linearity and Gaussianity by fitting 
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kernel functions to estimate 𝑓𝑯|𝑫(𝒉|𝑫 = 𝒅𝑜𝑏𝑠), but are normally applicable in low-

dimensional settings. In our case the seismic data 𝑫 is high dimensional. Even though 

these methods facilitate efficient sampling of the posterior, they are not conducive to 

seismic problems. The direct relation between 𝑫 and 𝑯 cannot be expected to be linear 

in general. Additionally, while 𝑯 may be low dimensional, the high dimensional nature 

of seismic data precludes non-parametric regression methods. An obvious solution 

would be to employ regression of 𝑫 on 𝑯 with non-linear 𝑞𝛽 and subsequently sample 

the posterior by standard MCMC techniques. However, we do not recommend this 

approach as obtaining a reliable regression model will be challenging since 𝑛𝑯 ≪ 𝑛𝑫. 

To address the various issues highlighted above, we propose the following approach for 

applying BEL in seismic applications:   

1. Extract informative features from 𝑫 which quantify the non-linear relationship with 

𝑯 as desired. These features are referred to as summary statistics of the data and 

denoted as 𝑆(𝑫).  

2. Account for 𝑆(𝑫)  during Bayesian inference, i.e., sample the distribution 

𝑓𝑯|𝑆(𝑫)(𝒉|𝑆(𝑫) = 𝑆(𝒅𝒐𝒃𝒔)).  

 

However, since 𝑆(. )  could be a non-linear function, it presents complications for 

formulating an exact model for the likelihood. Recall from Equation 4.5 that the 

likelihood distribution is assigned according to the data and modeling uncertainty, 

specified typically as 𝑬~𝒩(𝟎, 𝚺). It is difficult to derive a probabilistic model for the 

noise following application of an arbitrary non-linear transformation 𝑆(. ) of the data 

variable. While it is possible to fit probabilistic models to 𝑆(𝑬) using Monte Carlo 

sampling (Hermans et al., 2016), such approach requires making assumptions about the 

parametric nature of the model. Rather, we advocate likelihood-free inference using 

Approximate Bayesian Computation (ABC) as described in the sub-section below. 

Details on selecting an informative summary statistic 𝑆(𝑫) using unsupervised and 

supervised learning is presented in the subsequent sub-section. 
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4.3.3 Inference by Approximate Bayesian Computation 

As described in chapter 2, ABC was introduced in developed as a framework for 

performing Bayesian inference in problems which exhibit intractable likelihoods 

(Beaumont,  2010; Blum, 2010a; Sisson and Fan, 2010). In the ABC framework, a series 

of approximations are made in order to sample the posterior in the absence of a tractable 

likelihood:  

𝑓𝑯|𝑫(𝒉|𝑫 = 𝒅𝑜𝑏𝑠) ≈ 𝑓𝑯|𝑆(𝑫)(𝒉|𝑆(𝑫) = 𝑆(𝒅𝑜𝑏𝑠)) 

 ≈ 𝑓𝑯|𝑆(𝑫)(𝒉| ∥ 𝑆(𝒅) − 𝑆(𝒅𝑜𝑏𝑠) ∥< 𝜖𝑆). (4.7) 

Here, ∥∙∥ is a distance measure and 𝜖𝑆 is a threshold dependent on 𝑆(. ). Theoretically, 

it is possible to sample the exact posterior (L.H.S. of Equation 4.7) using rejection-

sampling by generating prior samples {𝒉𝑖;  𝑖 = 1, . . , 𝑛}, obtaining corresponding data 

{𝒅𝑖;  𝑖 = 1, . . , 𝑛} and accepting those 𝒉𝑖s for which 𝒅𝑖 = 𝒅𝑜𝑏𝑠. Since the probability of 

finding an exact match will generally be very low, one instead hopes to find a match to 

some low-dimensional summary statistics 𝑆(𝒅𝑜𝑏𝑠) (middle expression of Equation 4.7). 

In practice, the distribution specified on the R.H.S. of Equation 4.7 is sampled by 

accepting models for which ∥ 𝑆(𝒅𝑖) − 𝑆(𝒅𝑜𝑏𝑠) ∥< 𝜖𝑆. The threshold 𝜖𝑆 is set such that 

the approximation holds true. In the limiting case where 𝑆(. ) is the identity function and 

𝜖𝑆 = 0, equation 4.7 becomes trivial. We highlight that ABC, by allowing to incorporate 

any desired summary statistics into the analysis, serves as the natural inference 

framework for seismic BEL applications. 

4.3.4 Selecting an informative summary statistic 

A small threshold 𝜖𝑆 improves the approximation in Equation 4.7 but requires a large 

number of forward models to generate posterior samples that meet the threshold. 

Employing an informative summary statistic can help maintain the accuracy and 

efficiency of the approach (Blum, 2010b; Blum et al., 2013), by allowing Equation 4.7 

to hold even for a relatively larger value of 𝜖𝑆. The ideal summary statistic should: 1) 

provide a highly compressed representation of 𝑫 with minimal loss of information 2) 
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be highly informative on the target variable 𝑯. We propose the following approach to 

select a suitable statistic: 1) Depending on the nature and dimensionality of 𝑫 and 𝑯, 

formulate a set of potentially informative summary statistics; 2) Generate a test example 

(𝒉, 𝒅)  by sampling from the prior distribution and forward modeling the data; 3) 

Compare the posterior distributions estimated by performing ABC using each statistic. 

Summary statistics highly informative on 𝑯 will exhibit significant reduction of the 

prior uncertainty in the corresponding posterior distributions. For summary statistics 

that are not informative about 𝑯, the posterior and prior distributions of the target 

variable will be similar. 

To formulate a set of potential 𝑆(. ), we consider statistics learned in unsupervised as 

well as supervised settings. Unsupervised learning methods reduce data dimensionality 

by eliminating redundancy in the data, extracting features capturing patterns present in 

the data and learning lower-dimensional manifolds along which data might be 

distributed (Bengio et al., 2013). These methods could be effective for our problem since 

𝑛𝑯 ≪ 𝑛𝑫  and thus the seismic data space might contain implicit low-dimensional 

representations capturing the variability of 𝑯. We also consider supervised learning 

methods that extract features by explicitly encoding the relationship between 𝑫 and 𝑯 

using the training set. Specifically, 𝑯 is regressed on 𝑫 and the resulting estimator is 

used as a summary statistic: 

 𝑆(𝑫) = �̂� = 𝑞𝛽(𝑫), (4.8) 

where the regression model 𝑞𝛽 is learned by minimizing the loss function shown below, 

given the training set {(𝒉𝑖, 𝒅𝑖);  𝑖 = 1, . . , 𝑙}, 

 ℒ(𝑯, �̂�) =
1

𝑙
∑ ∥ �̂�𝑖 − 𝒉𝑖 ∥2

2𝑙
𝑖=1 =

1

𝑙
∑ ∥ 𝑞𝛽(𝒅𝑖) − 𝒉𝑖 ∥2

2𝑙
𝑖=1  (4.9) 

Supervised learning methods require an optimization problem to be solved, are more 

computationally intensive and more prone to overfitting than many unsupervised 

methods.  However, summary statistics extracted through supervised learning have 

several advantages: 1) Since 𝑆(𝑫) = �̂�(𝒅), it directly informs on 𝑯 2) The degrees of 

freedom of the statistic is low as 𝑯 is low dimensional and thus allows us to set a 
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relatively high value for 𝜖𝑆. 3) Using �̂� as a summary statistic in an ABC framework 

has the attractive theoretical result that the approximate and exact posterior converge in 

expectation (Fearnhead and Prangle, 2012). Explicit examples of both unsupervised and 

supervised methods to obtain summary statistics are described in section 4.4.  

4.3.5 Falsification of the approximate posterior 

Equation 4.7, albeit facilitating generation of desired samples, renders our approach 

susceptible to mis-approximations. These could stem from various factors such as: 1) 

matching data summary statistics might be a poor approximation to matching the data 

itself 2) Threshold 𝜖𝑆 might not be small enough. To ensure reliability, it is imperative 

to determine whether a particular summary statistic and associated threshold reasonably 

approximate Equation 4.7. We present below a method of falsifying the approximate 

posterior to establish this result. For brevity, we denote the approximate posterior 

𝑓𝑯|𝑆(𝑫)(𝒉| ∥ 𝑆(𝒅) − 𝑆(𝒅𝑜𝑏𝑠) ∥< 𝜖𝑆) as 𝑓𝑯|�̃�(𝒉|𝒅𝑜𝑏𝑠) in the following.  

Consider the property 𝒉𝑡𝑟𝑢𝑒 of the true earth model and observed data 𝒅𝑜𝑏𝑠. We treat 

the true earth property and observed data as random vectors 𝑯𝑡𝑟𝑢𝑒  and 𝑫𝑜𝑏𝑠 

respectively. The approximate posterior will be falsified if the following equations do 

not hold:  

 𝑯𝑡𝑟𝑢𝑒 ~ 𝑓𝑯|�̃�(𝒉|𝒅𝑜𝑏𝑠) (4.10) 

 ⟹ 𝑝 (𝐻𝑡𝑟𝑢𝑒
𝑗

≤ 𝑃𝛿 (𝑓𝐻𝑗|�̃�(ℎ𝑗|𝒅𝑜𝑏𝑠))) = 𝛿% ; ∀𝑗, 𝛿. (4.11) 

Here, 𝑝(. ) denotes probability, superscript 𝑗 denotes the 𝑗𝑡ℎ  element of a vector and  

𝑃𝛿(. ) is the 𝛿% quantile of a distribution.  

In other words, if 𝑓𝐻𝑗|�̃�(ℎ𝑗|𝒅𝑜𝑏𝑠) reasonably approximates the distribution of 𝐻𝑡𝑟𝑢𝑒
𝑗

, 

then the probability that 𝐻𝑡𝑟𝑢𝑒
𝑗

 is less than any quantile 𝑃𝛿 of 𝑓𝐻𝑗|�̃�(ℎ𝑗|𝒅𝑜𝑏𝑠) should be 

𝛿%. The posterior falsification step tests whether equation 4.11 holds. To test this, we 

generate a new test set {(𝒉𝑡𝑟𝑢𝑒,𝑖, 𝒅𝑜𝑏𝑠,𝑖);  𝑖 = 1, . . , 𝑛} , consisting of realizations of 

𝑯𝑡𝑟𝑢𝑒 randomly sampled from the prior and corresponding forward-modeled samples 
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of 𝑫𝑜𝑏𝑠 . Given 𝑖𝑡ℎ  observed data sample 𝒅𝑜𝑏𝑠,𝑖 , we estimate corresponding 

approximate posterior distribution using equation 4.7 and estimate 

𝑃𝛿(𝑓𝐻𝑗|�̃�(ℎ𝑗|𝒅𝑜𝑏𝑠,𝑖)). This analysis is conducted for all test set examples. Subsequently, 

L.H.S. of equation 4.11 is empirically evaluated by counting the fraction of test samples 

in which ℎ𝑡𝑟𝑢𝑒,𝑖
𝑗

 is less than the corresponding 𝑃𝛿(. ) as shown below: 

 𝑝 (𝐻𝑡𝑟𝑢𝑒
𝑗

≤ 𝑃𝛿 (𝑓𝐻𝑗|�̃�(ℎ𝑗|𝒅𝑜𝑏𝑠))) =
∑ 𝕀(ℎ𝑡𝑟𝑢𝑒,𝑖

𝑗
≤𝑃𝛿(𝑓𝐻𝑗|𝑫

̃ (ℎ𝑗
|𝒅𝑜𝑏𝑠,𝑖))𝑛

𝑖=1

𝑛
 (4.12) 

Here, 𝕀(. ) denotes the indicator function. Note that this result should hold true for all 

variables 𝐻𝑗 and quantiles 𝑃𝛿(. ) to validate equation 4.10. 

4.4 A synthetic example 

In this example, we assume that the reservoir interval is 200 meters thick, at a depth of 

1500 meters with a shaly overburden. The reservoir interval contains thin sand layers 

below seismic resolution, interbedded with shaly sand and shale. The goal is to use the 

seismic BEL approach for estimating the reservoir net-to-gross and average fluid 

saturations in the reservoir interval using near and far offset seismic data. We will 

evaluate the efficacy of our approach using a test set consisting of example pairs of true 

synthetic earth models and observed seismic gathers, generated by sampling of the prior 

distributions and seismic forward modeling as discussed below. For the purposes of this 

synthetic example, we assume that the prior distributions and the forward modeling 

scheme generating the observed data are known to us. Since the priors are consistent 

with the observed data, falsification of the prior is not required in this case. The real 

field data case described later will require this step. 

4.4.1 Priors for facies, elastic properties, and seismic data 

We assume that the prior uncertainty on the vertical spatial arrangement of the reservoir 

facies layers can be captured by a Markov chain model. Transition matrices for Markov 

chains describing lithologic successions are typically estimated using well logs (Eidsvik 

et al., 2004). The three-state transition matrix we use (Grana et al., 2012) for our 
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example is shown in Table 4.1. The three states correspond to sand, shaly sand and shale 

lithologies. Realizations are generated by sampling the Markov chain with a constant 

vertical discretization of 1 meter. Realizations of the prior facies model are shown in 

Figure 4.2. We assume that priors on the elastic properties are described by facies-

conditional Gaussian distributions: 𝑓𝑴𝑖|𝐻ℎ,𝑖(𝒎𝑖|ℎℎ,𝑖) ~ 𝒩(𝝁, 𝚺).  Here, 𝑴𝑖  (∈ ℝ3) 

denotes the random variable for elastic properties, (𝑉𝑝, 𝑉𝑠 and 𝜌𝑏) and 𝐻ℎ,𝑖 is the random 

variable for facies respectively at depth 𝑧𝑖 , {𝑖 = 1501,1502, … ,1700 meters}.  We use 

standard rock physics models to obtain the relation between the three facies and their 

corresponding mean 𝑉𝑝, 𝑉𝑠 and 𝜌𝑏. We use a combination of the Yin-Marion dispersed-

mixing model (Marion et al., 1992) and the soft-sand rock physics model (Avseth et al., 

2005) as described by Dejtrakulwong (2012, Chapter 4) to obtain 𝝁. For all facies, 𝚺 is 

assumed to be:  

 𝚺 = [

𝜎𝑉𝑝

2 𝑟𝜎𝑉𝑝
𝜎𝑉𝑠

𝑟𝜎𝑉𝑝
𝜎𝜌𝑏

𝑟𝜎𝑉𝑝
𝜎𝑉𝑠

𝜎𝑉𝑠

2 𝑟𝜎𝑉𝑠
𝜎𝜌𝑏

𝑟𝜎𝑉𝑝
𝜎𝜌𝑏

𝑟𝜎𝑉𝑠
𝜎𝜌𝑏

𝜎𝜌𝑏
2

] (4.13) 

Here, 𝜎𝑉𝑝
= 100  m/s, 𝜎𝑉𝑠

= 70  m/s, 𝜎𝜌𝑏
= 0.05  g/cc and 𝑟 = 0.8 . Kernel density 

estimates of the facies-conditional priors distributions for 𝑉𝑝, 𝑉𝑠 and 𝜌𝑏 as well as the 

bivariate facies-conditional distributions of P-impedance (𝐼𝑝 = 𝑉𝑃𝜌𝑏) and S-impedance 

( 𝐼𝑠 = 𝑉𝑆𝜌𝑏 ) are shown in Figure 4.3. Two different fluid-saturation scenarios are 

considered as described below. 

1. Scenario 1: All facies are assumed to be completely water saturated and the goal 

in this scenario is to estimate only NtG over the reservoir interval.  

2. Scenario 2: We assume that the pore fluid in the sand layers consists of oil and 

water mixed in unknown proportions, while other facies are completely water 

saturated. The goal in this case is to estimate both NtG and average water 

saturation in the reservoir interval. We assume a uniform prior 𝒰(0.15,1) on the 

water saturation value in each sand layer. The effect of fluid substitution on the 
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elastic properties is derived using Gassmann’s (Mavko et al., 2009) fluid 

substitution relations. 

Single-scattering forward modeling with the exact non-linear Zoeppritz equation (Aki 

and Richards, 1980), 35 Hz Ricker wavelet and 1% independent and identically 

distributed Gaussian noise (signal to noise ratio SNR = 100) was employed for 

generation of the normal incidence and far angle (300) seismic traces as shown in Figure 

4.2. 𝑫 consists of both these traces and is 840 dimensional with a time discretization of 

0.5 ms. Note that the sand layers in the reservoir facies realizations will be sub-seismic 

with wavelength to average layer thickness ratio 𝜆/𝑑𝑎𝑣𝑔 ≈ 7. The Markov Chain has a 

depth discretization 𝑑𝑧 = 1 meter and sand layers have a self-transition probability 𝑝 = 

0.9, thus 𝑑𝑎𝑣𝑔 =
𝑑𝑧

(1−𝑝)
= 10 meters (Eidsvik et al., 2004).  𝜆 has a value of ≈ 70 meters 

corresponding to mean sand 𝑉𝑝 of 2425 m/s. 

 

Table 4.1: The transition matrix for the Markov chain of the synthetic example  

 Sand  Shaly sand Shale 

Sand 0.9 0.05 0.05 

Shaly sand 0 0.93 0.07 

Shale 0.05 0 0.95 
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Figure 4.2: (From left to right) Prior realizations of facies (sand: yellow, shaly sand: green and 

shale: blue), elastic properties and forward modeled normal incidence (blue) and far angle 

trace (red). Each angle trace is repeated 5 times for visual convenience. 

 

 

Figure 4.3: Kernel density estimates of prior facies-conditional distributions of 𝑉𝑝, 𝑉𝑠 and 𝜌𝑏 in 

synthetic case scenarios 1 (top row) and 2 (milddle row). In the bottom row, bivariate 

distributions in the 𝐼𝑝 − 𝐼𝑠 space are shown for scenarios 1 (left) and 2 (right) 
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4.4.2 Summary statistic synthesis: Unsupervised learning methods 

We explored 3 different dimension reduction methods to identify informative summary 

statistics extracted in an unsupervised manner. Training and validation sets (examples 

‘hidden’ from the training process) consist of 50000 and 2000 examples of seismic data 

(𝑫 ∈ ℝ840) respectively. Results are shown for Scenario 1, estimating NtG only, as it 

turned out that the unsupervised methods explored did not give sufficiently informative 

statistics. 

1. Principal Components Analysis (PCA): PCA (Cunningham, 2008; Moore, 1981) 

is one of the simplest and most effective dimension reduction techniques 

available. PCA helps eliminate redundancies present in the data by identifying 

orthogonal directions (principal components, in the data space, which maximize 

the variance of data. In the event that majority of the data variance is captured 

along a few principal components, dimension reduction can be achieved by 

discarding the other components. Using the training set, 49 out of 840 principal 

components were retained which capture approximately 99% of the training data 

variance. In Figure 4.4, we show the original seismic trace for a validation set 

example and the trace reconstructed from the 49-dimensional principal 

component space identified using the training set. The metrics reported in Table 

4.2 indicate excellent agreement between original and reconstructed seismic 

traces for all validation set examples.  

2. Wavelet thresholding/shrinkage: A limitation of PCA is that the principal 

components are obtained through linear transformations of the original data 

dimensions and might not capture non-linear features present in the data. To 

address this limitation, we used wavelet thresholding, which has been shown to 

be quite effective in denoising, compressing and finding structures in data 

(Donoho and Johnstone, 1994; Donoho et al., 1995; Vidakovic, 1999). The 

general approach is to perform a discrete wavelet transform (DWT; Mallat, 

1999) of the data and apply a thresholding rule to retain only significant wavelet 

coefficients, thus obtaining a sparse representation of the data. We employ the 
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training set to determine the wavelet functions which maximally capture the 

variations in our data. A 4-level DWT using Daubechies’ (1992) least 

asymmetric wavelet bases is performed on all the training examples to obtain 

corresponding coefficients of the scaling and wavelet functions. We retain all 

the scaling functions and only 5% of the wavelet functions having highest 

coefficients after averaging across the training set. This approach reduces data 

dimensionality from 840 to 99. To evaluate the robustness of the chosen wavelet 

functions, we reconstruct the seismic traces in the training and validation set by 

performing inverse DWT on respective thresholded wavelet coefficients. Figure 

4.4 compares the original and reconstructed traces for a validation set example. 

Table 4.2 summarizes the results for all training and validation set examples. 

3. Compression using autoencoders: Autoencoders (non-linear PCA) provide a 

framework for performing parametric non-linear feature extraction from the data 

(Hinton and Zemel, 1994; Hinton and Salakhutdinov, 2006). The parametric 

form of the features is embodied in an encoder-decoder neural network 

architecture. The encoder extracts low-dimensional features from the input 

through multiple non-linear hidden layers, while the decoder reconstructs the 

input from these features. The network weights are learned by minimizing the 

reconstruction error on the training examples. Note that if the autoencoder has 

linear encoders and decoders, and the squared reconstruction error is used as the 

objective function, then the subspace learned by training the autoencoder will be 

the same as extracted using PCA (Bengio et al., 2013). A factor which renders 

autoencoders potentially powerful is that they allow regularizing the training via 

various techniques which can prove effective in learning the underlying data-

generating distribution (Bengio et al., 2013). We trained an autoencoder with a 

single hidden layer of 100 nodes and non-linearity was imposed through the 

sigmoid function: 

 𝑓(𝑥) =
𝑒𝑥

𝑒𝑥+1
. (4.14) 
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The training was regularized using ℓ2 and sparsity regularization. Sparsity in the 

learned features is encouraged by penalizing deviation of average activations of 

the hidden layer, averaged across the training set, from a low value. This causes 

each hidden layer node to get activated by distinctive features present in a small 

number of training examples (Lee et al., 2008). Regularization coefficients, 

which define the weight assigned to corresponding regularization scheme in the 

loss function, were tuned to obtain good performance on the validation set. 

Performance of the trained autoencoder on the validation set (see Table 4.2 and 

Figure 4.4) evidences good generalization of the learned features to unseen 

examples. 

4. Seismic waveforms: For comparison, we also consider directly using the 

uncompressed seismic amplitudes as the summary statistic: i.e., 𝑆(𝑫) = 𝑫. 

Equation 4.7 is utilized to estimate the approximate posterior for a randomly chosen 

𝒅𝑜𝑏𝑠 from the test set (Figure 4.5). We recommend excluding the training examples 

from the prior sample set on which ABC is executed since factors such as overfitting of 

the statistical learning method to the training examples might bias the resulting 

uncertainty estimates. We sample a separate batch of 1.5 × 105 prior models for the 

analysis. Given a summary statistic {𝑆𝑘(. ) ; 𝑘 = 1, . .4}  from the four unsupervised 

methods listed above, the following steps are carried out:  

1. Calculate the summary statistics for all 𝑙 = 1.5 × 105  prior samples: 

{𝑆𝑘(𝒅1), 𝑆𝑘(𝒅2),  … , 𝑆𝑘(𝒅𝑙)} 

2. Calculate the ℓ2-distance between the summary statistics of prior samples and 

observed data: {∥ 𝑆𝑘(𝒅𝑖) − 𝑆𝑘(𝒅𝑜𝑏𝑠) ∥2, 𝑖 = 1, . . , 𝑙} 

3. From the prior samples 𝒉𝑖 s, accept those as posterior samples for which 

∥ 𝑆𝑘(𝒅𝑖) − 𝑆𝑘(𝒅𝑜𝑏𝑠) ∥2< 𝜖𝑆. The threshold 𝜖𝑆 is specified using the approach 

suggested by Beaumont et. al. (2002), in which a certain percentage 𝛿 of the 

prior samples with the lowest ∥ 𝑆𝑘(𝒅𝑖) − 𝑆𝑘(𝒅𝑜𝑏𝑠) ∥2 are accepted. Note that 

this corresponds to setting 𝜖𝑆 as the 𝛿% quantile of the empirical distribution for 
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∥ 𝑆𝑘(𝑫) − 𝑆𝑘(𝒅𝑜𝑏𝑠) ∥. The threshold value is set using posterior falsification, 

described in a later section.  

4. Estimate the approximate posterior 𝑓𝑯|𝑆(𝑫)(𝒉| ∥ 𝑆𝑘(𝑫) − 𝑆𝑘(𝒅𝑜𝑏𝑠) ∥< 𝜖𝑆) 

empirically using the kernel density estimate (KDE) of the samples accepted in 

the previous step. 

 

 

Table 4.2: Values for % variance captured in the reconstructed seismic traces after dimension 

reduction using the unsupervised methods as against the original traces. Corresponding 

correlation coefficients (CCs) are also shown. Values are averaged across each evaluation set. 

The ratio of original dimensionality to reduced dimensionality in each case is listed as 

dimensionality reduction (DR) 

Evaluation set PCA (DR: 17) Wavelet thresholding 

(DR: 8.5) 

Autoencoders  

(DR: 8.4) 

Training set Variance captured: 

98.99%, 

CC: 0.99 

Variance captured: 

98.95%, 

CC: 0.99 

Variance captured: 

97.89%, 

CC: 0.99 

Validation set Variance captured: 

98.98%, 

CC: 0.99 

Variance captured: 

98.94%, 

CC: 0.99 

Variance captured: 

97.86%, 

CC: 0.99 
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Figure 4.4: Original and reconstructed seismic traces obtained using PCA (top), wavelet 

thresholding (middle) and autoencoders (bottom) for different validation set examples  

 

 

 

Figure 4.5: Randomly selected example from the test set on which synthetic case is tested. 

True facies model (left), normal incidence (blue) and far angle (red) traces are shown 
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A very low threshold 𝛿 = 0.1% was set for ABC. Thus, for each unsupervised method 

employed as summary statistic, 150 models from the set of 1.5 × 105 prior samples 

were accepted as approximate posterior samples using Equation 4.7 as described above. 

Comparison of the prior and posterior KDEs (Figure 4.6) shows negligible reduction of 

prior uncertainty in all the cases. Possible factors responsible for this behavior could be 

that the summary statistics are not informative on the property of interest or the 

threshold is too high. It is easy to analyze the validity of the threshold when 𝑆(𝑫) = 𝑫, 

since the likelihood can be expressed in an analytical form in this case. The posterior 

samples should fit 𝒅𝑜𝑏𝑠 within the uncertainty of the 1% independent and identically 

distributed Gaussian noise (𝑬3~𝒩(𝟎, 𝚺𝒅)) added to the seismic gathers in test set. 

However, we found that none of the 1.5 × 105  prior models satisfy this criterion. 

Figure 4.7 elaborates this observation by illustrating the KDE of the negative log 

likelihood, 
1

2
(𝒅𝑜𝑏𝑠 − 𝑔3(𝒎𝑖))

𝑇
𝚺𝑑

−1(𝒅𝑜𝑏𝑠 − 𝑔3(𝒎𝑖)), computed using all prior models 

{𝒎𝑖;  𝑖 = 1, . . , 𝑙} . We also generated 𝑙  samples of 𝐄3  and show the KDE of the 

corresponding negative log distribution values (i.e. 
1

2
𝝐3

𝑇𝚺𝑑
−1𝝐3 ). The fact that the 

support of the two KDEs is significantly different proves threshold of 𝛿 = 0.1% is too 

high when 𝑆(𝑫) = 𝑫 . Generating valid posterior samples will necessitate further 

random prior sampling or designing smart strategies for exploring the prior model space, 

like MCMC and Gibbs sampling, as is the norm in high-dimensional property inversion.  

For the purposes of low-dimensional property estimation, however, we emphasize that 

the efficiency of the ABC rejection sampling approach can be maintained if the 

employed summary statistic is highly informative on target properties. The previous 

analysis demonstrated that the evaluated unsupervised learning techniques are not 

sufficiently informative on NtG. Rather than using purely unsupervised, data-centric 

summary statistics, we propose to encode information about dependencies between data 

and the target variables into the summary statistic using supervised learning models. 
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Figure 4.6: Estimated posterior distributions of NtG (red) estimated using different summary 

statistics as listed on top of each plot. The prior distribution (blue) and the true values (black) 

are shown for comparison 

 

 

Figure 4.7: (Left) KDE of the negative log likelihood values obtained using 1.5 × 105 prior 

models (Right) KDE of negative log distribution using 1.5 × 105 samples from the error 

model. 

 

4.4.3 Summary statistic synthesis: Supervised learning using deep 

neural networks 

The usage of various regression models of the target variable as summary statistic for 

ABC has been studied by several authors (Fearnhead and Prangle, 2012; Jiang et al., 

2015; Wegmann et al., 2009). Similar to unsupervised methods, numerous supervised 

regression model architectures exist in literature today. While features learned by 
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unsupervised methods might vary from one method to another, the characteristics of 

features learned by supervised methods, i.e. �̂�, will remain same irrespective of the 

statistical model employed. The singular constraint is that the model should have the 

architectural flexibility to allow it to robustly learn the implicit relationship between 

data and target variables, thus exhibiting reliable prediction ability on examples 

extraneous to the training set. Deep neural networks (DNNs; Schmidhuber, 2015; 

Goodfellow et al., 2016) is the regression model of choice for our problem. Our choice 

was motivated by the fact that the recent advances in deep learning research have made 

it feasible to train very deep networks with large number of learnable parameters 

without overfitting. Specific regularization techniques, such as dropout, have been 

shown to be highly effective in tackling overfitting.  

Figure 4.8 depicts our DNN architecture for Scenario 1. The inputs to the network are 

the seismic near and far angle traces concatenated as the vector 𝑫 and the output of the 

network is net-to-gross 𝐻  of the depth column being considered. The relationship 

between 𝑫 and 𝐻 is modeled using three hidden layers. The hidden and output layers 

consist of neurons parameterized by weights and bias parameters. Each neuron performs 

the dot product of its inputs and weights, subsequently adds the bias term and finally 

applies a non-linear activation function. Note that the learnable parameters 𝛽 of the 

network consist of the neuron weights and biases. The layers of the network are fully 

connected layers, i.e., the inputs to a neuron in any layer are the activations of all 

neurons present in the previous layer. We use the leaky Rectified Linear Unit (ReLU) 

 𝑓(𝑥) = {
𝑥                   𝑖𝑓 𝑥 > 0
0.01𝑥      𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

 (4.15) 

as activation functions for the hidden layer neurons while the output layer neuron has 

the sigmoid activation function (equation 4.14). The number of neurons used for the 

hidden layers are shown in Table 4.3 and were chosen by hyper-parameter tuning, which 

entailed selecting parameter values for which the network’s prediction performance on 

the validation set was optimized.  The network was trained with Adam optimizer 

(Kingma and Ba, 2014) in the TensorFlow deep learning framework. For Scenario 2, 
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when estimating both NtG and saturation, only the dimension of the output layer is 

modified from one output to two. 

 

 

Figure 4.8: The deep neural network architecture for Scenario 1. For Scenario 2, the 

dimensionality of the output layer is changed from one output to two. 

 
Table 4.3: Optimized hyper-parameters for DNN 

Case Number of 

neurons in 

hidden layers 

Regularization 

scheme 

Dropou

t rate 

Mini 

batch 

size 

Learning 

rate  

Synthetic 

scenario 1 

[708,446,143] Dropout + Batch 

Normalization 

0.19 256 0.0007 

 

Synthetic 

scenario 2 

[685,378,146] Dropout + Batch 

Normalization 

0.32 512 0.0009 

Real Case [629,387,77] Dropout + Batch 

Normalization 

0.32 256 0.0008 

 
 

Several diagnostic measures were employed to ensure that the model is not overfitting 

and is able to generalize to previously unseen examples: 1) Performance on validation 

sets is evaluated simultaneously during training to identify overfitting, if any. 2) 

Regularizing the network weights during training aids in better generalization of the 

network’s prediction ability. Regularization combining dropout (Srivastava et al., 2014) 

and batch-normalization (Ioffe and Szegedy, 2015) was found to be particularly 
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effective for our network. Various hyper-parameters related to the network architecture, 

optimization algorithm and regularization scheme also require to be assigned. Suitable 

values (Table 4.3) were chosen by hyper-parameter tuning.  

The training details and performance metrics for the two estimation scenarios are listed 

in Table 4.4 and Table 4.5 respectively. In both scenarios, training was executed for 800 

epochs and the network weights for the epoch with best validation set performance were 

retained as the final model. Figure 4.9 depicts performance of Scenario 1’s network on 

training and validation sets. The good performance on the validation set of 2000 

examples signifies the reliability of the trained network. A larger training set was 

required to ensure reliable performance on the validation set for Scenario 2 (90000 vs. 

50000 for Scenario 1). This observation can be attributed to the fact that fluid effects 

create more overlap between sand and shale 𝑉𝑝 values (Figure 4.3), which potentially 

limits the network’s ability to generalize easily. Note however that the prior 

distributions for the facies are well demarcated with respect to 𝑉𝑠 values. The afore-

mentioned training behavior of the DNN indicates that it was able to learn this 

underlying distribution with additional training examples. Thus, in problems where 

forward modeling computational expense is not a limitation, BEL’s approach to 

synthetic training set generation can prove effective in boosting the network’s 

generalization ability by increasing the number of training examples as required.  

 

Table 4.4: DNN training details 

Case Training/Validation 

set sizes 

Training epochs  Run time (on 1 

NVIDIA K80 

GPU) 

Synthetic 

scenario 1 

50000/2000 800 ≈ 30 minutes 

Synthetic 

scenario 2 

90000/5000 800 ≈ 60 minutes 

Real Case 100000/5000 100 ≈ 10 minutes 
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Table 4.5: Performance metrics of trained DNN. CC and RMSE refer to correlation coefficient 

and root mean square error between �̂� and 𝑯 

Evaluation 

set 

Synthetic 

scenario 1 

Synthetic scenario 2 Real Case 

NtG NtG Sw NtG 

Training set CC: 0.99, 

RMSE: 0.02 

CC: 0.97, 

RMSE: 0.03 

CC: 0.96, 

RMSE: 0.01 

CC: 0.86, 

RMSE: 0.04 

Validation set CC: 0.89, 

RMSE: 0.05 

CC: 0.87, 

RMSE: 0.05 

CC: 0.87, 

RMSE: 0.02 

CC: 0.81, 

RMSE: 0.05 

 

 

 

Figure 4.9: Plot of actual NtG of Scenario 1 against the NtG estimated by the trained network 

for the training (left) and validation (right) set. The correlation coefficient and RMSE between 

true and estimated values are reported at the top 

 

To generate samples of the approximate posterior, we use DNN output �̂�  as the 

summary statistic in the ABC workflow presented earlier. For performing ABC, 104 

prior models were sampled and 200 (𝛿 = 2%) posterior samples were retained. We 

illustrate our results for the facies model shown in Figure 4.5. Figure 4.10 compares 

estimates of the prior and posterior uncertainty. It can be clearly seen that modeling the 

direct relationship between 𝑫 and 𝑯 with DNNs and using it as the summary statistic 
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reduces the prior uncertainty and captures the uncertainty around the reference case in 

both scenarios (compare to Figure 4.6, summary statistics from unsupervised learning). 

The top right plot in Fig. 10 compares the true and DNN predicted values of the prior 

and posterior models. ABC selects those prior realizations as samples of the posterior 

for which ℎ̂ is nearest to ℎ̂𝑡𝑟𝑢𝑒 = 𝑆(𝒅𝑜𝑏𝑠) (black asterisk). Note that the total number of 

prior models evaluated by our approach, including the ones used for training purposes, 

amounts to 62000 in Scenario 1. As seen previously, features extracted using 

unsupervised methods are non-informative about NtG even with 2.02 × 105  prior 

model evaluations. As the final step in the workflow, posterior falsification, we 

evaluated our results on a test set of 2000 examples by the proposed method of posterior 

falsification (equation 4.12). As demonstrated in Figure 4.11, the points along the 

diagonal indicate that equation 4.11 holds and the approximate posterior is not falsified. 

Our method makes reliable predictions of posterior uncertainty on the test set examples. 

 

Figure 4.10: (Top: Scenario 1) Prior and posterior uncertainty of NtG estimated by seismic BEL 

using DNN as summary statistic on the left. The right plot compares the true and DNN estimated 

values of NtG for the prior and posterior models. (Bottom: Scenario 2) Prior and posterior 

uncertainties of NtG and average water saturations estimated by seismic BEL using DNN as 

summary statistic. The true facies model is shown in Figure 4.5 
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Figure 4.11: Percentage of test set examples for which corresponding posterior distributions 

captured the reference case in various uncertainty intervals (90% uncertainty interval denotes 

P5-P95). Results for scenario 1 and 2 are shown in the top and bottom rows respectively 

 

 

4.5 Real case example from offshore Nile delta 

We present a real case study from a producing field located in offshore Nile Delta. The 

target reservoir zone is located in the depth range of 2300 to 2700 meters and contains 

gas saturated sands as part of paleo slope-channel systems of Plio-Pleistocene age. The 

available dataset consists of 3D pre-stack and post stack seismic cubes and logs from 

several wells drilled in the area. Some studies on rock physics modeling and 

probabilistic seismic petrophysical inversion have been conducted in this field (Aleardi 

and Ciabarri, 2017; Aleardi et al., 2018; Aleardi, 2018). As identified in these studies, 

a critical limitation of the seismic data is that it has a dominant frequency of 15 Hz 

(Figure 4.12) due to attenuation effects from several shallow gas clouds. Challenges 

exist with regards to the spatial characterization of the thin reservoir layers observed in 

the wells. Our goal in this study to exploit our seismic BEL framework to obtain 

uncertainty estimates of gross variability of the NtG of the sub-seismic reservoir layers 

in the field. We expect such estimates to prove useful in imposing informative 

constraints on future geo-modeling, reservoir characterization or forecasting endeavors. 
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We apply our seismic BEL workflow for a region with an approximate spatial extent of 

3.6 km × 3.6 km. Our analysis will be focused on a window of approximately 200 m 

below the reservoir top horizon. Three wells are considered in the analysis. Well 1 is 

used in all components of the prior-building process. Well 2 lacks shear sonic 

information and is used only in derivation of the prior for facies model.  Well 3 is kept 

blind. Figure 4.13 illustrates elastic logs and interpreted facies log available in wells 1 

and 3. The logs depict the presence of several sand layers, interbedded with shales. The 

sand layers in some cases are as thin as 1.2 meters. For the dominant seismic frequency 

of 15 Hz, these very thin sand layers are significantly below the seismic resolution (𝜆/𝑑 

≈ 136; average velocity in the sonic logs ≈ 2450 m/s ⇒ 𝜆 ≈ 163 m). We will use our 

approach to estimate the depth averaged volume fraction of sand layers (NtG) across 

our zone of interest. Seismic data consists of near (20) and far (300) pre-stack angle 

gathers. Figure 4.14 shows the root mean square (RMS) amplitudes extracted across the 

reservoir zone from the near and far angle gathers.  

 

 

 

Figure 4.12: Amplitude spectrum extracted from the seismic data 
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Figure 4.13: Interpreted facies (shale: blue, sand: yellow) and logged P-velocity, S-velocity 

and density profiles at well 1 (left) and 3 (right) 

 

 

Figure 4.14: RMS near (left) and far (right) angle seismic amplitude maps extracted across the 

reservoir zone. Locations of well 1 (black cross) and well 3 (red cross) are shown on the maps. 

Well 2 has the same well head as well 3 

4.5.1 Prior specification and falsification 

We use Markov chains and variograms (equivalently spatial autocorrelation functions) 

with a depth discretization of 15 cm to model the depth correlation of facies and elastic 

properties respectively. Lateral spatial correlation in the final estimates of NtG is 

imposed only by the trace-to-trace spatial correlation of the seismic data. Interpreted 

facies logs in wells 1 and 2 are used to derive the transition matrix for the Markov chain 

with 2 states representing sand and shale facies (Table 4.6).  For these transition 

probabilities, the sand layers in Markov chain simulations will have 𝜆/𝑑𝑎𝑣𝑔  ≈  30 

(average thickness of sand layers in well 1 is 6 meters and thus 𝜆/𝑑𝑎𝑣𝑔 = 27 at well 1). 
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Figure 4.15 shows some facies realizations obtained by unconditional simulations of the 

Markov chain with the specified transition matrix. The priors for elastic properties (𝑉𝑝, 

𝑉𝑠 and 𝜌𝑏) are modeled as multivariate Gaussian distributions. Compressional sonic, 

shear-sonic, and density logs at well 1 are used to model the spatial autocorrelation 

functions for each elastic property of each facies separately. Subsequently, realizations 

of 𝑉𝑝 are generated by Sequential Gaussian simulation (SGSIM; Deutsch and Journel, 

1992). Given an SGSIM realization of 𝑉𝑝, we generate corresponding realization of 𝑉𝑠 

and 𝜌𝑏 by Sequential Gaussian co-simulation (COSGSIM). 𝑉𝑝 − 𝑉𝑠 and 𝑉𝑝 − 𝜌𝑏 cross-

correlations of 80% and 20%, calculated with the logs at well 1, are imposed in co-

simulations by the Markov1-type model (Goovaerts, 1997). Figure 4.16 shows the 

facies-conditional prior distributions of 𝑉𝑝 , 𝑉𝑠  and 𝜌𝑏 . Corresponding realizations (∈

ℝ1349) of the full multivariate prior are shown in Figure 4.15. 

 

Table 4.6: Transition matrix of the Markov chain in real case application 

 Sand Shale 

Sand 0.9725 0.0275 

Shale 0.0068 0.9932 

 

 

Figure 4.15: Realizations of facies (leftmost, shale: blue, sand: yellow) and elastic properties 

obtained by sampling the prior 
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Figure 4.16: Kernel density estimates of prior facies-conditional distributions of 𝑉𝑝, 𝑉𝑠, 𝜌𝑏 and 

𝐼𝑝 − 𝐼𝑠 for real case application 

 

 

 

Figure 4.17: (Top) Wavelets extracted for seismic forward modeling. (Bottom) Seismic-well 

tie at well 1. The near angle traces are shown in blue and far angle traces in red 
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Seismic angle gathers are generated using single-scattering forward modeling with the 

exact non-linear Zoeppritz equation, using wavelets extracted from the actual field data. 

Near and far angle wavelets, shown in Figure 4.17, were extracted at well 1 by the 

coherency matching technique proposed by Walden and White (1998). Corresponding 

seismic-well ties for the near and far angle traces exhibit correlation coefficients of 86% 

and 94% respectively. The amplitudes of synthetic traces capture 70% and 68% of the 

variances of near and far angle traces respectively recorded at well 1. Corresponding 

amplitude errors can be attributed to the noise present in the data and physical effects 

not modeled in our forward modeling scheme. We assume that the probabilistic model 

for the data and forward-modeling noise (𝑬3) is given by independent and identically 

distributed Gaussian distributions having zero mean and 30% and 32% (SNR ≈ 3) 

variances for near and far angles respectively. It is desirable for the DNN to learn this 

underlying noise distribution and account for it while making predictions. We propose 

to achieve this objective by generating samples from the noise distribution and add it to 

the training examples of the data according to equation 4.3. 

For real case applications, it is essential to validate the consistency of the defined prior 

distributions with observed data. We ensure that the modeled prior distributions for 

elastic properties are consistent with well logs by comparing autocorrelation functions 

of 5000 prior realizations against that of the well logs as shown in Figure 4.18. To 

compare the observed and forward modeled seismic traces, we employ the prior 

falsification approach described in the theory section. Inconsistent priors will be 

falsified by outlier detection using Mahalanobis distances (Rousseeuw and Van 

Zomeren, 1990). To identify outliers in a given set of 𝑛-dimensional samples {𝒙𝑖 ∈

ℝ𝑛; 𝑖 = 1, . . , 𝑙}, we compute the Mahalanobis distance 

 𝑑𝑀 = √(𝒙 − �̂�)𝑇�̂�−1(𝒙 − �̂�), (4.16) 

where �̂� and �̂� are an estimate of the data mean and covariance. Note that setting 𝑑𝑀 to 

a constant value corresponds to defining an ellipsoid in the multivariate space centered 

at �̂�. The approach for outlier detection is to define a threshold 𝜖 such that 𝒙𝑖s located 
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outside the ellipsoid defined by 𝜖 are deemed as outliers. The threshold is generally 

assigned as 

 𝜖 = √𝜒𝑛,0.975
2  (4.17) 

(Rousseeuw and Van Zomeren, 1990), where 𝜒𝑛,0.975
2  is the 97.5% quantile of the chi-

square distribution with 𝑛  degrees of freedom. Note that if the underlying data 

distribution is a multivariate Gaussian, then the probability that 𝑑𝑀2
> 𝜒𝑛,0.975

2  is (1 −

0.975). Thus, in a large dataset, there is a finite probability that a few samples from the 

prior distribution may have a Mahalanobis distance exceeding the threshold. 

We present the prior falsification analysis with a set of 5000 prior samples of 𝑫 (∈

ℝ760) and seismic traces acquired at 64 locations in the area of interest. The 64 locations 

were selected by coarsely sampling the original seismic survey grid every 500 meters 

along inline and crossline directions. Note that we have approximately 42000 seismic 

traces in the area of interest. We compute Mahalanobis distances in a reduced 

dimensional space obtained using PCA and multi-dimensional scaling (MDS; Borg and 

Groenen, 1997). 5064 seismic traces (5000 prior samples plus 64 field seismic traces) 

were used to identify 285 principal components which retain 90% of the original 

variance. Subsequently, we use MDS which facilitates dimension reduction while 

preserving some measure of dissimilarity in the original data and MDS space. We 

performed MDS on the 5064 traces represented in the 285-dimensional principal 

component space, using Euclidean distance between the principal component scores as 

a measure of dissimilarity. In Figure 4.19, we show the prior and acquired seismic traces 

in different bivariate plots of the first three MDS dimensions. It can be ascertained by 

visual inspection that none of the field seismic traces feature as outliers in the first three 

MDS dimensions. Note however that the mutual distances between the traces in the 

trivariate MDS space has a correlation coefficient of approximately 65% with 

corresponding distances in the 285-dimensional principal component space. Going 

beyond a qualitative visual check, we perform Mahalanobis distance based outlier 

detection in the first 12 MDS dimensions. We select 12 MDS dimensions as the 12 

dimensions exhibit 95% correlation coefficient between distances in MDS and principal 



147 
 

component space. We estimate �̂�  and �̂�  using two approaches: 1) The classical 

approach where �̂� and �̂� are assigned as the sample mean and covariance, and 2) robust 

estimates of �̂�  and �̂�  obtained by the minimum covariance determinant estimator 

(Rousseeuw and Van Driessen, 1999). This approach addresses the masking effect 

caused by presence of outlier clusters in the samples which may bias the sample mean 

and covariance in the direction of the outliers. In Figure 4.20, we plot the classical and 

robust Mahalanobis distances of the 5064 seismic traces estimated in the first 12 MDS 

dimensions. The Mahalanobis distances for a few prior samples fall above the threshold 

value √𝜒12,0.975
2  using the classical (6 samples above the threshold) and robust (37 

samples above the threshold) estimates. More importantly, it can be seen that all the 

selected field seismic traces are within the defined threshold value, thus indicating that 

the stated priors are consistent with the field seismic traces. The prior is not falsified. 

 

Figure 4.18: Autocorrelation functions of the prior realizations (gray) and well-log (red) for 

elastic properties 

 

 

Figure 4.19: 5000 prior samples of forward modeled seismic data (gray circles) and seismic 

traces extracted at 64 locations from the acquired pre-stack seismic cube (red diamonds) 

plotted along various MDS dimensions 
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Figure 4.20: Classical Mahalanobis distances of the prior (gray circles) and field (red diamonds) 

seismic traces plotted against the robust Mahalanobis distances computed in 12 MDS 

dimensions. Shown in dotted black lines are the values for √𝜒12,0.975
2  

4.5.2 Informative statistics, Approximate Bayesian computation and 

posterior falsification   

Subsequent to the prior falsification, the next steps involve training the DNN that will 

be used to estimate the informative statistic, followed by ABC and posterior 

falsification. A training set for the DNN training is generated by sampling from the prior 

distribution. The DNN architecture is similar to the one for the synthetic example. 

Specific details about the optimized DNN hyper-parameters and training are presented 

in Table 4.3 and Table 4.4 respectively. Figure 4.21 shows the performance of the 

network on training and validation sets. Even though the DNN has achieved good 

generalization ability, the reliability of its predictions has deteriorated in comparison 

with the results of the synthetic example presented previously. Possible reasons which 

render this example more challenging include: 1) Seismic wavelength to layer thickness 

ratio is much larger 2) Significantly more noise is present in the real case. 

Once we have the informative statistics from the trained DNN, the next steps are 

performing inference using ABC and posterior falsification. Posterior falsification 

analysis is performed with a separate test set of 5000 examples. ABC rejection sampling 

is performed with a set of 30000 prior models and the approximate posterior for each 

test set example is estimated with 300 samples (threshold 𝛿 = 1% of 30000). Figure 

4.22 indicates that the posterior estimated with the DNN as summary statistic and 𝛿 =
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1% is a reasonable approximation to the desired posterior distribution. Now we can 

apply the DNN and ABC inference to all the traces in the seismic cube. The seismic 

gather at each spatial location in the area of interest is input to obtain the NtG prediction 

from the DNN as shown in Figure 4.23. Posterior distributions were estimated at each 

location using our approach and corresponding 90% uncertainty intervals are also 

shown. It can be observed that posterior uncertainty intervals are somewhat correlated 

with the NtG predictions from the DNN. Regions of higher predicted NtG also have 

greater posterior uncertainty. This result is explained in Figure 4.24 where we compare 

the prior and posterior distributions for three test set examples with increasing NtG 

values. The trained network generally predicts examples with higher NtG values with 

lower confidence. Consequently, the accepted posterior models have larger scatter of 

true NtG values around the DNN estimated values. To validate our results, we present 

the estimates of posterior uncertainty at well 1 and blind well 3 in Figure 4.25. It can be 

observed that uncertainty predictions by our approach has successfully captured the true 

NtG interpreted at these wells. 

 

 

 

Figure 4.21: Plot of actual NtG against the NtG estimated by the trained network for the 

training (left) and validation (right) set for the real case application 
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Figure 4.22: Results of posterior falsification for the real case application 

 

 

Figure 4.23: (Left) NtG predicted by the DNN using near and far angle seismic traces. (Right) 

90% uncertainty interval of the estimated posterior distributions. Locations of well 1 (black 

cross) and well 3 (red cross) are shown on the maps 

 

 

Figure 4.24: (Top) Prior and posterior distributions for three test set examples with increasing 

NtG values from left to right. The 90% posterior uncertainty interval (P5-P95) is stated on the 

top. (Bottom) Corresponding scatter plots of true and DNN estimated NtG values. Estimated 

posterior uncertainty intervals change in proportion to the confidence we have on the 

predictions by the trained network 
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Figure 4.25: Approximate posterior distributions of NtG estimated at well 1 (left) and blind 

well 3 (right). The true NtG values estimated using the facies logs are shown in black  

4.6 Discussion  

Though seismic data are the elastic response of the subsurface, estimation of low-

dimensional non-elastic quantities from seismic data does not necessitate solving a 

demanding seismic inverse problem. In this chapter, we presented an evidential learning 

framework for performing seismic estimation of any low-dimensional earth property 

implicitly related to seismic data. Our approach employs Approximate Bayesian 

Computation for performing inference and uncertainty quantification with any desired 

statistical learning model trained to encapsulate this implicit relationship.  

Major factors controlling the computational costs of the approach are: 1) Number of 

examples required to train the statistical model without overfitting 2) Number of prior 

examples required to perform ABC. 3) The degree to which the model is informative 

on target variables. The first factor will generally depend on the nature of the 

relationship between the data and target variables, dimensionality of the problem space 

and the employed statistical model. The second factor is predominantly linked to the 

dimensionality of the data or target variables since high dimensional variables will 

render the ABC rejection sampling procedure highly inefficient. An informative 

summary statistic can be very effective in limiting these costs and thus special attention 

should be directed towards selecting an appropriate statistic. Unsupervised learning 

models are generally easier to be trained and less prone to overfitting than their 

supervised counterparts. Supervised models, however, facilitate directly encoding the 

relationship of data and target variables into the summary statistic. 
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We demonstrated the efficacy of our approach on a synthetic example and real case 

study of seismic estimation in reservoir intervals with sub-seismic sand layers. We 

explored two different approaches to estimate summary statistics. In the unsupervised 

approach we analyzed the applicability of PCA, wavelet thresholding and autoencoders. 

For supervised learning we used deep neural networks to extract data summary statistics 

for estimation of NtG and average fluid saturation. Compared to the unsupervised 

methods, the supervised deep neural network architecture was found to be more 

effective in extracting highly informative summary statistics on the target properties.  
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Chapter 5 

5 Conclusions and future research 

directions 

Reliable decision-making during exploration and development of subsurface 

resources is strongly coupled to estimation of subsurface properties that are geologically 

plausible and realistic. However, property estimation in conventional inverse modeling 

formulations runs into several computational challenges due to high-dimensional 

problem settings and significant geological uncertainty present in subsurface estimation 

problems. In this dissertation, we proposed and investigated methodologies from 

statistical learning and inference to estimate subsurface properties under complex 

geological uncertainty. We summarize below the main findings, advantages and 

limitations of the three seismic inference problems analyzed in this dissertation, along 

with directions for future research. 

5.1 Seismic velocity and pore-pressure estimation with 

geological and physical constraints 

5.1.1 Main findings 
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Present-day earth velocity and pore-pressure properties are intricately linked to 

earth’s geological history and ideally the inversion method should conform to all prior 

geological knowledge. Many factors preclude achieving this objective in practice such 

as 1) constraining geologic modeling tools with geophysics is not straightforward to 

implement and 2) geologic knowledge is highly uncertain and will necessitate consistent 

propagation of uncertainties. In this study, we developed an integrated framework that 

employs basin modeling, rock physics, wave physics and Bayesian inference methods 

to reduce P-wave velocity and pore pressure uncertainty with seismic data. Using a case 

study from Gulf of Mexico, we showed how statistical approximations can be leveraged 

to make reliable predictions in interdisciplinary problems, where typically exact 

solutions are analytically impossible or computationally infeasible to obtain.  

5.1.2 Advantages 

The primary advantage of the proposed methodology is that it facilitates 

constraining the velocity model space to be geologically and physically valid. 

Deterministic velocity inversion methods typically lack these constraints. In addition to 

their usage in seismic data processing workflows, velocity models are also routinely 

used to provide low-frequency constraints in seismic reservoir characterization 

workflows.  A velocity model that is geologically and physically valid while honoring 

the data will significantly boost the reliability of predictions and decisions. Another 

advantage of the workflow is that it allows us to go beyond velocity and perform 

uncertainty quantification of several other earth properties such as pore-pressure, 

porosity, rock mineral volume fractions and basin modeling parameters. 

5.1.3 Limitations 

A major practical challenge associated with the proposed approach is that it 

relies on performing multiple basin modeling, rock physics and depth migration 

evaluations, each of which can be computationally demanding. Considering additional 

sources of variability such as velocity anisotropy or increasing the model dimensionality 
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could exacerbate the computational costs of this approach. We discussed several 

strategies for improving the feasibility of the approach such as decoupling the basin 

modeling and imaging components and employing strategies such as importance 

sampling. For 3D cases, it might be necessary to employ sampling methods such as 

Markov Chain Monte Carlo for sampling important regions of the prior parameter space 

with minimal number of forward model evaluations. 

 Another limitation of the proposed approach is associated with the implicit 

parameterization of velocity model through basin modeling parameters. Since basin 

modeling parameters are global properties for each geological layer, it becomes difficult 

to perform a local optimization of the velocity model using local information from 

seismic data. However, note that such global parameterization is parsimonious. For 

instance, in the case study presented in section 2.3, the velocity model grid containing 

60000 grid cells was parameterized implicitly by 51 basin modeling parameters. This 

can be especially advantageous since the prior uncertainty space can be efficiently 

explored to build a geological and physical model space. Once the desired prior model 

space is generated, a constrained local optimization of the velocity model using 

tomography or full waveform inversion can be performed. Other limitations include: (1) 

we did not account for structural uncertainty in the interpreted geologic horizons and 

faults or spatial uncertainties in the basin modeling parameters; (2) we did not account 

for salt movement history in basin simulations; and (3) we did not consider velocity 

anisotropy. Some general research directions are discussed below to address these 

shortcomings. 

5.1.4 Future research directions 

1) Accounting for structural, spatial and temporal uncertainty: An important direction 

for future research is modeling of structural uncertainty of geologic horizons. Recall 

that basin modeling requires structural interpretations of geologic horizons in the 

depth domain as inputs, which are derived from a legacy seismic image in practice. 

Consequently, any errors in the legacy velocity model, will be propagated into the 
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workflow. This issue may be addressed by modeling the structural uncertainty of 

input horizons. A potential approach for deriving estimates of uncertainty is to run 

through an initial iteration of our proposed workflow (Figure 2.1 and Figure 2.2) to 

obtain multiple realizations of velocity models. These multiple models can 

subsequently be used in multiple depth migrations to quantify the uncertainty in the 

interpreted horizons. Surface-based (Bertoncello et. al., 2013) or level-set based 

models (Yang et. al., 2019) have been practically applied for modeling of geological 

surfaces and represent potential candidates for capturing the basin-scale variability 

of interpreted horizons. Another research direction will be to make the basin 

modeling input uncertainty spatially and temporally varying. Traditional modeling 

methods from geostatistics may be effective in handling these uncertainties. 

2) Incorporation of smart Monte-Carlo sampling strategies: Given the computational 

expenses of the various forward models present in the analysis, extension of 

proposed methodology to 3D problems will necessitate strategies for smartly 

sampling the prior uncertainty space. Our proposed importance sampling strategy 

was only applied on the basin modeling parameter space. A straightforward 

extension will be to use an importance sampling strategy for sampling of the velocity 

models. An open research question exists as to how we can design an informative 

importance sampling proposal distribution for this problem. If Monte-Carlo based 

approaches are deemed to be too expensive, ideas from Bayesian evidential learning 

(chapter 4) can be employed to gain tractability by directly modeling the statistical 

relationship between data and target variables. 

3) Incorporating imaging constraints with full-waveform modeling: Many 

deterministic velocity inversion methods like full-waveform inversion are critically 

coupled to the quality of the initial estimate of the solution (Virieux and Operto, 

2009). The geological and physical model space constructed by our workflow may 

especially be effective in building a reliable initial model space for such inversion 

methods. Note that our methodology imposes imaging constraints thorough a wave 

propagation forward model. Migration velocity analysis was employed for this 

purpose in the presented workflow. Theoretically, it maybe replaced with more 
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rigorous forward modeling methods such as full-waveform modeling. To ensure 

practically efficiency, it will be necessary to employ research ideas discussed 

previously regarding sampling strategies. 

5.2 Seismic facies estimation with deep learning 

5.2.1 Main findings  

We explored conditioning of reservoir facies models parameterized by training-

image and object-based geostatistical models to seismic data with discriminative deep 

learning. Our approach is based on creating the training dataset by sampling the prior 

uncertainty space and directly modeling the inverse mapping from data to facies with 

deep convolutional neural networks. Results from synthetic examples demonstrate that 

deep CNNs learn to predict the geological facies from low-resolution seismic data with 

high accuracy. Application of proposed methodology to a 3D real case application was 

presented. The CNN was found to make predictions with high accuracy on test samples 

from the prior distribution. However, prediction quality of CNNs, trained on perfectly 

modeled noise-free synthetic data, was found to deteriorate on real data.  Additive noise, 

modeling data noise and forward modeling imperfections, was found to significantly 

boost the prediction quality at the wells.   

5.2.2 Advantages 

The proposed methodology provides several advantages for directly estimating 

facies from seismic data. Note that we rely on Monte-Carlo sampling to generate the 

training dataset. In the presented 3D example, we generated only 2400 random samples 

from the prior distribution. This aspect makes the methodology significantly more 

efficient than iterative data-matching approaches, such as Markov chain Monte-Carlo 

sampling methods, in such high-dimensional settings. Also, note that proposed method 

is not coupled to any specific geostatistical model and thus any desired modeling 

algorithm can be incorporated. Results from the case studies show that deep CNNs show 
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great potential in capturing the complex curvilinear geological features present in 

hydrocarbon reservoir systems while conditioning to dense 3D seismic data.   

5.2.3 Limitations 

A limitation of proposed methodology is that the cross-entropy loss function, 

used for optimization of network parameters, assumes conditional independence of all 

the grid pixels given seismic data. Consequently, in order to generate multiple 

realizations of the seismic-conditioned facies models, the output facies probability maps 

need to be used as soft conditioning data in geostatistical algorithms in a separate step. 

We discuss below some general ideas to directly generate facies realizations from 

seismic data.  

5.2.4 Future research directions 

1) Improving robustness of 3D discriminative deep learning to deviations from the 

training data distribution: We showed that CNNs trained on perfectly modeled 

noise-free data were prone to overfitting to the prior model, with poor results on the 

real data. A main finding of the study was that additive noise modeling aided in 

boosting the prediction quality at wells. However, parametric noise distributions 

will not be able to capture all complex signatures of data noise and modeling 

imperfections.  Consequently, the statistics of the real data will contain small 

deviations from the training data distribution in many cases. Further research is 

needed on strategies to ensure that the machine learning model makes robust 

predictions in the face of such discrepancies in the input distribution. A question 

that was not addressed in the present study is whether we can replicate the highly 

accurate performance obtained on test synthetic examples with real data. 

2) Imposing spatial dependencies in deep learning model outputs: The pixelwise 

independence assumption made in the cross-entropy loss function precludes 

learning and informing the prior spatial interaction rules by seismic data. For deep 

learning models, this challenge has been attempted to be addressed by using 
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probabilistic graphical models (PGMs) in conjunction with deep learning models 

(Chen et al., 2016). Recent advances in deep generative learning research have made 

it feasible to integrate a wide variety of PGMs within the fold of deep learning and 

this holds interesting research implications for performing geophysical estimations 

by ‘learning’ geophysics and simultaneously honoring geological relationships. 

Conditional modeling with generative adversarial networks (Goodfellow et al., 

2016) may also be considered as a potential avenue for research.  

5.3 Seismic Bayesian evidential learning 

5.3.1 Main findings 

The material presented in chapters 2 and 3 highlights the various theoretical and 

practical challenges associated with constraining large-scale earth models to seismic 

data with uncertainty quantification. Several statistical approximations are necessary in 

order to efficiently quantify uncertainties. However, in many cases, the final objective 

is to make decisions with estimated earth models. Thus, the research question may be 

posed as to whether it is necessary to build an expensive but ‘approximate’ earth model 

when the final goal is something low-dimensional. Chapter 4 proposes methodologies 

for addressing this research question. We employ the Bayesian evidential learning 

framework to directly learn the statistical relationship between data and target variables, 

using Monte-Carlo simulations from conventional physical forward models. We found 

approximate Bayesian computation to be applicable in performing uncertainty 

quantification associated with predictions from seismic data. We successfully applied 

our method to estimate the NtG and average fluid saturation uncertainty of sub-

resolution thin-sand using near and far-offset seismic waveforms, without requiring an 

explicit inversion. Supervised learning methods were found to be highly effective in 

reducing the prior uncertainty as compared to unsupervised learning methods. 

 

5.3.2 Advantages 
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A crucial advantage of our approach is the way we approach sampling of probability 

distributions on uncertain parameters. Generation of the training set for the learning 

problem is accomplished by Monte-Carlo sampling of prior distributions. Approximate 

Bayesian computation of low-dimensional target variables can also be performed 

efficiently with random sampling, subject to the condition that summary statistics are 

sufficiently informative. This offers the flexibility to incorporate prior distributions of 

desired complexity into the analysis. Random sampling is generally an easier problem 

than designing strategies for smart exploration of complex high-dimensional conditional 

probability spaces, often required for solving traditional Bayesian inverse problems.  

5.3.3 Limitations 

Employing statistical models, in conjunction with physical models, for solving 

estimation problems comes with several pitfalls. Inconsistency of stated prior 

distributions with acquired data is a major limitation in our approach because these 

priors are also employed to generate training sets for the statistical learning method. 

Any formulated prior distributions should be subjected to appropriate prior falsification 

tests. Another critical aspect is that the trained statistical model should have good 

generalization ability to examples not presented during training. A model which is 

overfitting the training dataset will significantly bias the predicted estimates of 

uncertainty. We discussed employing validation sets during training and performing 

posterior falsification subsequent to training as precautionary measures against this 

pitfall.  

5.3.4 Future research directions 

1) Extension of BEL framework 4D seismic data: A future research direction would be 

extend the presented seismic BEL framework to incorporate time-lapse 4D seismic 

data. Time lapse data are effective in identifying reservoir fluid saturation and 

pressure changes induced by production. Consequently, they have great potential 

for informing decisions related to well-placement and drilling. The BEL framework 

can potentially be used for making such decisions directly from seismic data. Since 
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the physical forward model in such an application would have both reservoir static 

and dynamic modeling components, it might be necessary to explore and 

incorporate other efficient inference methods. 
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