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Abstract

Convex optimization is the cornerstone of continuous optimization, but many real problems
arising in machine learning and operations research are nonconvex. This two part thesis
explores my work developing principled algorithms for finding local minima of nonconvex
functions.

Part I: The complexity of finding stationary points of nonconvex functions For
a long time, it was known that gradient descent achieved an ✏�2 rate for finding stationary
points of unconstrained nonconvex functions, but better rates for first-order methods were
unknown. We show that, using an algorithm that judiciously utilizes Nesterov’s accelerated
gradient descent, it is possible to improve this rate to ✏�7/4 rate for functions with Lipschitz
first and second derivatives. Adding Lipschitz third derivatives improves this rate to ✏�5/3.
Moreover, we provide almost matching lower bounds to prove that (i) finding a stationary
point is easier for convex functions and (ii) acceleration in nonconvex optimization requires
assumptions beyond smoothness.

Part II: Interior point methods for nonconvex optimization The second part of
this thesis focuses on an interior point method (IPM) for optimization problems with non-
convex constraints. The work of Wachter and Biegler suggests that infeasible-start interior
point methods (IPMs) developed for linear programming cannot be adapted to nonlinear
optimization without significant modification, i.e., using a two-phase or penalty method. We
propose an IPM that, by careful initialization and updates of the slack variables, is guaran-
teed to find a first-order certificate of local infeasibility, local optimality or unboundedness
of the (shifted) feasible region. Our proposed algorithm differs from other IPM methods
for nonconvex programming because we reduce primal feasibility at the same rate as the
barrier parameter. This gives an algorithm with more robust convergence properties and
closely resembles successful algorithms from linear programming. Comparisons with IPOPT
on a subset of CUTEst problems indicate less frequent failures and superior performance for
detecting infeasibility. Finally, we develop a highly simplified version of our IPM method
with nonconvex constraints that obtains an ✏-scaled KKT point in ✏�7/4 iterations. This
provides the first proof that IPMs with nonconvex constraints have a polynomial runtime
in 1/✏.
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Chapter 1

Introduction

Local optimization is an extremely popular set of methods used to solve many real-world
optimization problems. However, it frequently consists of heuristics with limited theoretical
justification; algorithmic design decisions based on rough intuition, tuned to obtain the best
performance on a test set. These test set results are subsequently trumpeted to claim the
algorithm is superior to other algorithms. Unfortunately, this approach to algorithm devel-
opment leads to multiple issues. Firstly, to eke out performance on the test set, methods
can become extremely complicated and it is difficult to disentangle which aspects of the
algorithm are critical to performance and which are minor details. For these complicated
methods it is difficult to replicate results, improve the algorithm, or specialize it to a partic-
ular instance. Moreover, if as often happens, ad hoc fixes are created for each difficult test
example, then the code can become unwieldly and difficult to maintain. Finally, methods
that are tuned to achieve the best performance on the test set may suffer from overfitting.
Consequently, even though the algorithm may perform well on test sets used for development
it may fail dramatically when given a new set of problems.

To mitigate these issues one might wish to give worst-case performance guarantees for
the algorithms we develop. While worst-case performance is a well-established area of study
for convex optimization, finding local minima of nonconvex optimization problems is less
well-studied. My hope is that by understanding the theoretical underpinnings of local
optimization, we can resolve these issues, building algorithms that are reliable and more
transparent. This thesis represents a small step in this direction.

1.1 What is an approximate local minimizer?

Consider the problem

min
x2Rn

f(x), (1.1)

where f : Rn
! R. We say x⇤ is a local minimizer for (1.1) if there exists some radius r > 0

such that
f(x⇤) = inf

x2Rn:kx�x⇤k2r
f(x).

Even if f were convex it would be unnecessary if not impossible to find an exact minimizer.
For similar reasons, we cannot expect our algorithm to find an exact local minimizer. There-
fore we need some notion of an ‘approximate’ local minimizer. One definition is that the

1
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Figure 1.1: f(x) := �x2 + x4

point x̃⇤ is an approximate local minimizer if the gradient is approximately zero:

krf(x̃⇤)k2  ✏, (1.2)

for some ✏ > 0. This is known as the first-order necessary condition because if x̃⇤ is a local
minimizer then (1.2) is satisfied with ✏ = 0. Furthermore, if the function f is convex (and
the distance to optimum bounded) then this implies approximate global optimality. How-
ever, this definition has drawbacks. For example, consider the unconstrained optimization
problem

min f(x) := �x2 + x4, (1.3)

as pictured in Figure 1.1. At the point x = 0 we have rf(x) = 0, but it is not a local
minimizer. Let us consider a slightly more stringent definition of local optimality, known as
the second-order necessary conditions. These conditions hold when (1.2) and

dTr2f(x)d � �✏kdk22 (1.4)

are satisfied with ✏ = 0. For problem (1.3), points that satisfy the second-order necessary
conditions are local minimizers. But consider the problem

min f(x) := �x3 + x4

as pictured in Figure 1.2. Even though the point x = 0 satisfies the second-order necessary
conditions it is not a local minimizer.

The only way a point satisfying the second-order necessary conditions, is not a local
minimizer is if the smallest eigenvalue of r2f(x) is zero. Intuitively this is an unlikely
event, an arbitrarily small perturbation to the Hessian would cause the point to either not
satisfy the second-order necessary conditions or be a local minimizer. Furthermore, since
our goal is to find an approximate local minimizer, we only can find approximate versions
of these conditions holding. Hence even if we could show the pth order necessary condition
held approximately for all p we could not guarantee we were at a local minima. For these
reasons, it is natural for an ‘approximate local minima’ to be a point satisfying (1.2) and
(1.4), i.e., the second-order necessary conditions.
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Now that we have established the concept of an approximate local minimizer it is worth
asking: why find them? Since it is easy to construct examples of functions with local
minimizers where the objective value is much worse than the global minimizer, one might
conclude it is not worth developing efficient algorithms for finding local minimizers. The
next two sections explain from a theoretical and practical perspective why, in fact, it is a
worth finding local minimizers.

1.2 Theoretical motivation for local optimization

Problem (1.7) below represents a powerful framework that encompasses a huge number of
practical problems. Wouldn’t it be awesome if we could devise a general algorithm for solving
this problem? Unfortunately, as Nemirovsky and Yudin [159] showed in their seminal work,
for the simpler unconstrained problem

min
x2Rn

f(x),

any algorithm that is guaranteed to find an ✏-optimal solution for all functions f with
Lipschitz continuous derivatives will require (for some f) at least ✏�d/k evaluations of the
function and its derivatives. This negative result motivated Nemirovsky and Yudin [159]
to study a restricted class of problems where efficient algorithms can be devised: convex
functions. At this point one might view the world as per Figure 1.3. But we need to be
careful interpreting the result of Nemirovsky and Yudin. In particular, the result only shows
that for any algorithm there exists a hard function f . This does not mean that all nonconvex
functions are hard. If we are attempting to find a slightly larger class of problems where
we can develop efficient algorithms, the natural place to look at is the properties that make
convex functions tractable. The most important property of convex functions that permits
efficient optimization1 is that if we find a point that is approximate local minima then that
point is an approximate global optima. It follows that perhaps a more accurate view of the
world is given by Figure 1.4. The next natural question is how big is this set of problems
for which local optima ⇡ global optima. Over the past few years many problems have been

1By efficiently we mean in time polynomial in measures of problem accuracy and regularity.
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CONVEX 
PROBLEMS. 
EFFICIENTLY 
SOLVABLE.

NONCONVEX = INTRACTABLE

Figure 1.3: The world-view one might obtain from reading Nemirovsky and Yudin [159]

CONVEX 
PROBLEMS. 
EFFICIENTLY 
SOLVABLE.

LOCAL OPTIMA ≈ GLOBAL OPTIMA.
EFFICIENTLY SOLVABLE.

ALL PROBLEMS

Figure 1.4: A more sophisticated view of the world

discovered to fit into this category, including2

• Nonconvex reformulation of semi-definite programs [36, 43]

• Simple neural networks [63]

• Matrix completion [86]

• Phase retrieval [47]

• Random systems of quadratic equations [62]

• Regression with nonconvex regularization [138]

These are just examples of problems where we have theoretical proofs of global optimality.
In many other applications, practitioners find local optima provide ‘high quality’ solutions3.
This viewpoint is the subject of the next section.

2Some of these examples require specific initialization.
3In other words, meaningfully better than their current solution, which most likely is either a crude

heuristic or human intervention.
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1.3 Practical motivation for local optimization

The field of numerical optimization [90, 167, 181] focuses on developing algorithms to find
approximate local minimizers, i.e., algorithms that tend to a point x satisfying the second-
order necessary condition

rf(x) = 0, r
2f(x) ⌫ 0.

The motivation behind this condition is that if the slightly stronger condition rf(x) =
0,r2f(x) � 0 holds then we are provably at a local minimizer. To achieve this goal,
algorithms tend to be of the form

xk+1
 xk + ↵kdk,

where dk 2 Rn is a search direction and ↵k
2 (0, 1] is a step size. This focus on finding

approximate local minimizers, has yielded many successful applications, including

• Neural networks for vision recognition [127]

• Engineering design: sail boat design4, and truss design

• Trajectory optimization [173]: Spacecraft5, autonomous vehicles [77], and quadcopters

• Chemical process control [31]

• Network optimization: electricity [80], drinking water [44], and gas networks [75]

Many of these applications require large-scale optimization models to accurately model
system dynamics, and have stringent requirements on solver runtimes and reliability. For
example, the failure of an optimization algorithm to return a suitable solution in reasonable
time could cause a spacecraft to crash or a blackout in an electricity network. Therefore
algorithms with both strong theoretical and empirical evidence of reliability are preferable.

Historically, numerical optimization has been more focused on the development of ‘prac-
tical algorithms’ rather than theory. Its hallmarks include trust-region methods, quasi-
Newton methods, active-set methods and interior point methods. Theory in this field tended
to show either (i) local superlinear convergence, or (ii) global convergence results that do
not explicitly bound the runtime in terms of measures of function regularity, but rather
show limk!1rf(xk)! 0. This global convergence theory is somewhat unsatisfying. First,
it does not allow us to distinguish between the convergence speed of different methods. For
example, the typical argument used to prove a method converges is as follows [167, Theorem
3.2.]:

1. Show that the angle between the direction dk and the gradient rf(xk) is not too big.

2. Therefore the algorithm is not too much slower than gradient descent.

3. Since gradient descent converges, this algorithm must converge.

This is the argument used to prove convergence for methods that we know are substantially
faster in practice than gradient descent: BFGS, Newton’s method, trust region methods,
etc. Second, it does not predict which problems are hard and which are easy. In particular,
it is well known that certain methods are suitable for certain problems. For example, it is

4As Andy Philpott implemented for the 1995 Americas cup.
5To the best of my knowledge, SpaceX uses sequential convex programming to land their rockets, based

on ideas from [34].
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well known that gradient descent is usually extremely slow for poorly conditioned problems6
or when high accuracy is desired. One would also expect methods that use second-order
information to perform better when the second-derivatives provide accurate approximations
of the target function.

In contrast, when one looks at the convex optimization theory [159, 160], the high-level
predictions are remarkably accurate. For example, gradient descent is indeed empirically
substantially slower than accelerated gradient descent. On the other hand, stochastic gra-
dient descent is an extremely effective method for machine learning [129], which usually
consists of minimizing well-conditioned stochastic objectives. Furthermore, Nesterov and
Nemirovskii [165] shows that Newton methods have excellent guarantees when the second
derivatives provide an accurate model of the target function. Obvious gaps remain: algo-
rithms such as BFGS lack a complete theoretical explanation for their empirical success.

Sometimes this theory has been playing catch up with practice (e.g., the Simplex method).
But sometimes theory leads practice. The classic example is interior point methods, which
despite being invented in 1968 [78] did not have practical success until the theory was
relatively mature.

The theory of nonconvex optimization is even more immature than convex optimization.
The aim of this thesis is try to further nonconvex optimization theory. Questions we intend
to answer include:

1. Is it possible to beat the theoretical runtime of gradient descent to find stationary
points (rf(x) ⇡ 0) on nonconvex functions?

2. What are the lower bounds on how fast algorithms for nonconvex optimization can
be?

3. Interior point methods are extremely popular for constrained nonconvex optimization.
Can we put them on a firmer theoretical footing?

Part I of this thesis focuses on first-order methods; Part II focuses on second-order
methods (interior point methods). Given that both first-order and second-order methods
are subjects of this thesis, we have missed an important discussion on when to use a first-
order or second-order method. This is the purpose of the next section.

1.4 First-order versus. second-order methods

Over the past decade, there has been a shift in optimization research away from second-order
methods (which require a small number of relatively expensive iterations) toward first-order
methods (which may require more iterations but each iteration is cheaper). In this section
we argue that the shift is reflective of a change in the types of problems optimization
researchers are tackling. As a researcher in optimization it is important to keep this in
mind—optimization is a tool set where the tools must be carefully selected appropriate to
the problem at hand.

1.4.1 When should you use a first-order method?
If you were randomly walking around ICML, or any other Machine Learning conference (as
a I have found myself) and chatted to researcher on whether one should use a first-order
method or a second-order method, they’d probably say something like “first-order methods
have cheaper iterations that second-order methods and since we only require low accuracy

6i.e., problems with very large Lipschitz constant for the gradient rf
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they are the method of choice”. And there is validity to this claim. In particular, consider
the pinnacle of modern machine learning, the neural network. The training of a neural
network can be viewed as trying to solve

min
x

E![`(x,!)],

where `(x,!) is the nonconvex loss function for a particular element of the dataset !. Now,
the Hessian of ` is quite dense. Furthermore, if we want to use a second-order method
we’d need to estimate E![r2`(x,!)], which would require adding these dense Hessians
together. For example, we can make a quick back-of-the-envelope calculation for Alexnet
[127], which has 60 million learnable parameters in the neural network and 12 million images
in the training set. The total number of additions of two numbers needed is approximately
(60⇥ 106)2 ⇥ 12⇥ 106 = 4⇥ 1022, which using a 1GHz processor would take approximately
one million years to compute and would require thousands of terabytes to store the resulting
Hessian. On the other hand, from a similar back-of-the-envelope calculation it takes only
six days for stochastic gradient descent to cycle through all 12 million points in the dataset
and perform roughly 100, 000 steps (assuming minibatch size of 100). Training of Alexnet
[127] (which is done across multiple GPUs) is in practice terminated after 90 cycles through
the data, because more cycles would lead to overfitting.

1.4.2 When should you use a second-order method?
If you randomly picked an optimization researcher before the 2000s and asked them: what
method was more practically efficient, a first-order method or a second-order method? Many
would answer a second-order method. For certain types of problem this statement is correct.

One advantage of second-order methods is that they are able to exploit the sparsity
structure occurring in large-scale optimization. For example, consider an optimal control
problem,

min
x,u

TX

t=1

gt(xt) (1.5a)

s.t. xt+1 = f(xt, ut) 8t 2 {1, . . . , T � 1}, (1.5b)

where t represents the discretized time step, T the number of discretizations, xt the state
of the system, ut the action, and f is a twice differentiable function. In particular, if this
were a rocket control problem then xt would represent the position, velocity, orientation,
and fuel level; ut would represent the thrust. Generally, for a rocket control problem the
state space xt would consist of around 10 to 50 variables [34]—too big to perform dynamic
programming but still very small. On the other hand, the number of time steps T is very
big—perhaps T = 1, 000 is required to estimate the full flight to sufficient accuracy. Finally,
these problems need to be solved in milliseconds to enable real-time control and deployment.

To make (1.5) a twice-differentiable unconstrained problem, we can move the constraints
into the objective using a penalty parameter ⇢:

min
x,u

TX

t=1

gt(xt) + ⇢(xt+1 � f(xt, ut))
2. (1.6)

If we apply (modified) Newton’s method [167] to (1.6) we notice that the Hessian has
a banded structure. This banded matrix structure implies each iteration costs O(nk2)
arithmetic operations [95, Section 4.3], where n is the number of columns/rows of the matrix
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Table 1.1 Contrasting different types of problems and their preferred solution method.
Field Operations Research/Engineering Machine learning
Properties

• Sparsity structure in Hessian.

• Hard constraints from the real
world, e.g., conservation of en-
ergy, availability of materials,
nonanticipativity, etc.

• Constraints introduce non-
smoothness and poor condition-
ing.

• Often have a structure that is ad-
versarial to first-order methods.

• Important to be robust to uncer-
tainty in portions of data.

• Dense Hessians.

• Huge amount of freedom in model
choice.

• Tend to be smooth (or at least
separable) and well-conditioned.

• Stochastic.

• Care about performance on non-
training data.

• Regularization is important.

Preferred
methods

Second-order methods, e.g., active-set,
interior point methods.

First-order methods, especially
Stochastic Gradient Descent

Examples Electricity network optimization, tra-
jectory optimization, etc.

Neural networks, logistic regression,
LASSO.

and k is the band width. For this problem k is equal to the dimension of xt plus the dimension
of ut. Now, just evaluating the gradient requires O(nk) arithmetic operations. Therefore
computing the gradient step is only k times cheaper than a Newton step. For k ⇡ 50 this is
a relatively small difference in iteration cost.

Second, to solve the problem it will take an inordinate number of steps for a first-order
method. Why? We need to pick ⇢ very large to make solving (1.6) approximately equivalent
to solving (1.5), which will make (1.6) poorly conditioned. This causes a first-order method
to require a large number of iterations until sufficient accuracy is obtained. But an even
more compelling argument can be made that first-order methods are a poor choice for this
problem. Suppose ⇢ = 1, g0(x) = (x� 1)2, gt(x) = 0 for t > 0, and f(x, u) := x. Then (1.6)
reduces to Nesterov’s ‘worst function in the world’ [164, Chapter 2.1.2]. For this function
if we start at x = 0 we provably require at least T iterations for a first-order method to find
a solution within a constant factor of the optimal value.

Table 1.1 summarizes this Section. We emphasize this table should just be viewed as a
general guideline. There are many exceptions to the statements made in this table.

1.5 Outline of thesis

This thesis is a collection of papers on finding local optima of

min
x2Rn

f(x) such that a(x)  0 (1.7)

where f : Rn
! R and a : Rn

! Rm are twice differentiable. Part I focuses on un-
constrained optimization (i.e., drop a(x)  0 from (1.7)). Part II focuses on constrained
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optimization. There is also a dichotomy in terms of the method used: Part I focuses on
first-order methods—i.e., methods that use only function and gradient information, whereas
Part II focuses on second-order methods—methods that use function, gradient and Hessian
information. Chapters 2 & 3 are already published [51, 50], for the remaining chapters that
are not yet published I recommend reading the versions on arXiv [52, 49, 105, 112, 111]
which will remain up-to-date whereas this thesis is static.

For readers who would like more background reading, we have a few suggested textbooks.
For practical optimization algorithms we suggest Numerical Optimization by Nocedal and
Wright [167]. For those who would like a light introduction to the theory of convex op-
timization, we suggest Convex Optimization: Algorithms and Complexity by Bubeck [40].
More intense but excellent references on convex optimization include Lectures on Modern
Convex Optimization: Analysis, Algorithms, and Engineering Applications by Ben-Tal and
Nemirovski [25], and Introductory Lectures on Convex Optimization: A Basic Course by
Nesterov [164].
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Unconstrained problems
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Chapter 2

Accelerated methods for

nonconvex optimization

Joint work with Yair Carmon, John Duchi and Aaron Sidford.
Published in SIOPT, copyright SIAM [51].

Abstract We present an accelerated gradient method for non-convex optimization prob-
lems with Lipschitz continuous first and second derivatives. In time O(✏�7/4 log(1/✏)), the
method finds an ✏-stationary point, meaning a point x such that krf(x)k  ✏. The method
improves upon the O(✏�2) complexity of gradient descent and provides the additional second-
order guarantee that �min(r2f(x)) & �✏1/2 for the computed x. Furthermore, our method
is Hessian-free, i.e., it only requires gradient computations, and is therefore suitable for
large scale applications.

2.1 Introduction

We consider the optimization problem

minimize
x2Rd

f(x), (2.1)

where f : Rd
! R has L1-Lipschitz continuous gradient and L2-Lipschitz continuous

Hessian, but may be non-convex. In general, computing a global minimum of f is in-
tractable: finding an ✏-suboptimal point for a k-times continuously differentiable func-
tion f : Rd

! R requires at least ⌦((1/✏)d/k) evaluations of the function and first k-
derivatives [159, §1.6]. Even certifying that a point of a nonlinear function is a local mini-
mum can be NP-hard [156, 161]. Consequently, we aim for a weaker guarantee, looking for
locally “optimal” points for problem (2.1); in particular, we seek stationary points, that is,
points x with sufficiently small gradient:

krf(x)k  ✏. (2.2)

The simplest method for obtaining a guarantee of the form (2.2) is gradient descent (GD):
if GD begins from a point x1, then for any �f � f(x1) � infx f(x) and ✏ > 0, it finds a
point satisfying the bound (2.2) in O(�fL1✏�2) iterations [164, Ch. 1]. If one additionally
assumes that the function f is convex, substantially more is possible: GD then succeeds

11
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after at most O(RL1✏�1) iterations, where R is an upper bound on the distance between x1

and the set of minimizers of f . Moreover, Nesterov [163] also shows that acceleration and
regularization techniques can reduce the iteration complexity to eO(

p
RL1✏�1/2).1

In the non-convex setting, it is possible to achieve better rates of convergence to sta-
tionary points assuming access to more than gradients, e.g. the full Hessian. Nesterov and
Polyak [166] explore such possibilities with their work on the cubic-regularized Newton
method, which they show computes an ✏-stationary point in O(�fL

1/2
2 ✏�3/2) iterations (i.e.

gradient and Hessian calculations). However, with a naive implementation, each such iter-
ation requires explicit calculation of the Hessian r2f(x) and the solution of multiple linear
systems, with complexity that of solving a symmetric linear system (typically eO(d3)). More
recently, Birgin et al. [33] extend cubic regularization to pth order regularization, showing
that iteration complexities (ignoring computational cost of each iteration) of order ✏�(p+1)/p

are possible given evaluations of the first p derivatives of f . That is, there exist algorithms
for which ✏�(p+1)/p calculations of the first p derivatives of f are sufficient to achieve the
guarantee (2.2). More efficient rates are also possible for various structured problems, such
as finding KKT points for indefinite quadratic optimization problems [209] or local minima
of `p “norms,” p 2 (0, 1), over linear constraints [84].

In this paper, we ask a natural question: using only gradient information, is it possible to
improve on the ✏�2 iteration complexity of gradient descent in terms of number of gradient
calculations without significant dependence on dimension?2 We answer the question in the
affirmative, providing an algorithm that requires at most

eO
⇣
�fL

1
2
1 L

1
4
2 ✏

� 7
4

⌘

gradient and Hessian-vector product evaluations to find an x such that krf(x)k  ✏, where
we recall that L1 and L2 are the Lipschitz constants of rf and r2f , respectively. For a
summary of our results in relation to other work, see Table 2.1.

Table 2.1 Runtime comparisons for finding a first-order stationary point (2.2)

# iterations
Hessian

free?

Hessian

Lipschitz?

f must be

convex?

Gradient descent

(non-convex case)
O
�
�fL1✏

�2
�

Yes No No

Gradient descent

(convex case) [163]
O
�
RL1✏

�1
�

Yes No Yes

Proximal accelerated

gradient descent

[163]

eO
⇣
(RL1)

1
2 ✏

� 1
2

⌘
Yes No Yes

Cubic-regularized

Newton method

[166]

eO
✓
�fL

1
2
2 ✏

� 3
2

◆
No Yes No

This paper
(Theorem 2.5.1)

eO
✓
�fL

1
2
1 L

1
4
2 ✏

� 7
4

◆
Yes Yes No

1The notation eO hides logarithmic factors. See Definition 5.
2Using only gradient calculations, in our setting, one can emulate the cubic-regularized Newton method

by using d finite difference approximations to the Hessian, thus achieve an ✏-stationary point with
O(d�fL

1/2
2 ✏

�3/2) gradient calculations.
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Another advantage of the cubic-regularized Newton method is that it provides a second-
order guarantee of the form r2f(x) ⌫ �

p
✏I, thus giving a rate of convergence to points

with zero gradient and positive semi-definite Hessian. Such second-order stationary points
are finer approximations of local minima compared to first-order stationary points (with
zero gradient). Our approach also provides this guarantee, and is therefore an example of a
first-order method that converges to a second-order stationary point in time polynomial in
the desired accuracy and with logarithmic dependence on the problem dimension. A notable
consequence of this approach is that for strict saddle functions [132, 85]—those with only
non-degenerate stationary points in a uniform sense—our approach converges linearly (i.e.
in time

p
 log 1

✏ for an appropriate notion of condition number ) to local minimizers. We
discuss this result in detail in Section 2.6.

2.1.1 Related work and background
In the optimization and machine learning literature, there has been substantial recent work
on the convergence properties of optimization methods for non-convex problems. A major
motivation for these lines of work is the interesting fact that for many nominally non-
convex problems arising in statistical and data-fitting scenarios, all stationary points (or
local minima) are (near) global minimizers [e.g., 141, 192]. One line of work investigates
the types of local optima to which gradient-like methods converge, as well as convergence
rates. In this vein, under certain reasonable assumptions (related to geometric properties
of saddle points), Ge et al. [85] show that stochastic gradient descent (SGD) converges to
second-order local optima (stationary points with positive semidefinite Hessian), while Lee
et al. [132] show that GD generically converges to second-order local optima. Anandkumar
and Ge [9] extend these ideas, showing how to find a point that approximately satisfies the
third-order necessary conditions for local optimality in polynomial time. While these papers
use second-order smoothness assumptions to ensure convergence to stronger local minima
than the simple stationary condition (2.2), they do not improve rates of convergence to
stationarity.

A second line of work focuses on improving the slow convergence rates of SGD to sta-
tionary points (typically O(✏�4) stochastic gradient evaluations are sufficient [88]) under
appropriate structural conditions on f . One natural condition—common in the statistics
and machine learning literature—is that f is the sum of n smooth non-convex functions.
Indeed, the work of Reddi et al. [177] and Allen-Zhu and Hazan [5] achieves a rate of
convergence O(✏�2) for such problems without performing the n gradient evaluations (one
per function) that standard gradient descent requires in each iteration. These analyses
extend variance-reduction techniques that apply to incremental convex optimization prob-
lems [119, 71]. Nonetheless, they do not improve on the O(✏�2) iteration complexity of
GD.

Additionally, a number of researchers apply accelerated gradient methods [164] to non-
convex optimization problems, though we know no theoretical guarantees giving improved
performance over standard gradient descent methods. Ghadimi and Lan [89] show how to
modify Nesterov’s accelerated gradient descent method so that it enjoys the same conver-
gence guarantees as gradient descent on non-convex optimization problems, while maintain-
ing the accelerated (optimal) first-order convergence rates for convex problems. Li and Lin
[135] develop an accelerated method for non-convex optimization and show empirically that
on (non-convex) sparse logistic regression test problems their methods outperform other
methods, including gradient descent.

While the subproblem that appears in the cubic-regularized Newton method is expensive
to solve exactly, it is possible to consider methods in which such subproblems are solved
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only approximately by a low complexity Hessian-free procedure. A number of researchers
investigate this approach, including Cartis et al. [54] and Bianconcini et al. [30]. These works
exhibit strong empirical results, but their analyses do not improve on the O(✏�2) evaluation
complexity of gradient descent. Recently, Hazan and Koren [109] and Ho-Nguyen and
Kılınc-Karzan [113] have shown how to solve the related quadratic non-convex trust-region
problem using accelerated first-order methods; both these papers use accelerated eigenvector
computations as a primitive, similar to our approach. It is therefore natural to ask whether
acceleration can give faster convergence to stationary points of general non-convex functions,
a question we answer in the affirmative.

Concurrently to and independently of this paper3, Agarwal et al. [3] also answer this
question affirmatively. They develop a method that uses fast approximate matrix inversion
as a primitive to solve cubic-regularized Newton-type steps [166], and applying additional
acceleration techniques they show how to find stationary points of smooth non-convex ob-
jectives. Though the technical approach is somewhat different, their convergence rates to
✏-stationary points are identical to ours. They also specialize their technique to problems
of the finite sum form f = 1

n

Pn
i=1 fi, showing that additional improvements in terms of n

are achievable; they do not consider convergence rates for strict-saddle functions.

2.1.2 Our approach
Our method is in the spirit of the techniques that underly accelerated gradient descent
(AGD). While Nesterov’s 1983 development of acceleration schemes may appear mysterious
at first, there are multiple interpretations of AGD as the careful combination of different
routines for function minimization. The estimate sequence ideas of Nesterov [164] and
proximal point proofs [136, 184, 81] show how to view accelerated gradient descent as a
trade-off between building function lower bounds and directly making function progress.
Bubeck et al. [41] develop an AGD algorithm with a geometric interpretation based on
shrinking spheres, while the work of Allen-Zhu and Orecchia [6] shows that AGD may be
viewed as a coupling between mirror descent [159] and gradient descent; this perspective
highlights how to trade each method’s advantages in different scenarios to achieve faster—
accelerated—running time.

We follow a similar template of leveraging two competing techniques for making progress
on computing a stationary point, but we deviate from standard analyses involving acceler-
ation in our coupling of the algorithms. The first technique we apply is fairly well known.
If the problem is locally non-convex, the Hessian must have a negative eigenvalue. In this
case, under the assumption that the Hessian is Lipschitz continuous, moving in the direction
of the corresponding eigenvector must make progress on the objective. Nesterov and Polyak
[166] (and more broadly, the literature on cubic regularization) use this implicitly, while
other researchers [85, 9] use this more explicitly to escape from saddle points.

The second technique is the crux of our approach. While L1-Lipschitz continuity of rf
ensures that the smallest eigenvalue of the Hessian is at least �L1, we show that any stronger
bound—any deviation from this “worst possible” negative curvature—allows us to improve
upon gradient descent. We show that if the smallest eigenvalue is at least ��, which we call
�-semi-convexity, we can apply proximal point techniques [172, 163] and accelerated gradient
descent to a carefully constructed regularized problem to obtain a faster running time. Our
procedure proceeds by approximately minimizing a sequence of specially constructed such
functions. This procedure is of independent interest since it can be applied in a standalone
manner whenever the function is globally semi-convex.

3Preprints of this paper and Agarwal et al.’s appeared on the arXiv one day apart [51, 3].



CHAPTER 2. ACCELERATED METHODS FOR NONCONVEX OPTIMIZATION 15

By combining these procedures, we achieve our result. We run an accelerated (single)
eigenvector routine to estimate the eigenvector corresponding to the smallest eigenvalue of
the Hessian. Depending on the estimated eigenvalue we either move along the approximate
eigenvector or apply accelerated gradient descent to a regularized sub-problem, where we
carefully construct the regularization based on this smallest eigenvalue. Trading between
these two cases gives our improved running time. We remark that an improvement over gra-
dient descent is obtainable even if we use a simpler (non-accelerated) method for estimating
eigenvectors, such as the power method. That said, an accelerated gradient descent sub-
routine for the regularized sub-problems we solve appears to be crucial to achieving faster
convergence rates than gradient descent.

The remainder of the paper is structured as follows. Section 2.2 introduces the notation
and existing results on which our approach is based. Section 2.3 gives sketch of our main
algorithm and an informal overview of its analysis. Section 2.4.1 introduces our method for
accelerating gradient descent on semi-convex functions, while Section 2.4.2 presents and ex-
plains our “negative curvature descent” subroutine. Section 2.5 joins the two components to
obtain our main result, while in Section 2.6, we show how our results give linear convergence
to local minima for strict-saddle functions.

2.2 Notation and standard results

Before beginning our contributions, we collect our (mostly standard) notation and a few
basic results. Throughout this paper, norms k·k are the Euclidean norm; when applied to
matrices k·k denotes the `2-operator norm. All logarithms are base-e. For a symmetric
matrix A, we let �min(A) and �max(A) denote its minimum and maximum eigenvalues,
respectively. For symmetric matrices A and B, we use A ⌫ B to denote that A � B is
positive semidefinite. We also use the following definitions.

Definition 1 (Smoothness). A function f : Rd
! R is L1-smooth if its gradient is L1-

Lipschitz, that is, krf(x)�rf(y)k  L1 kx� yk for all x, y. An equivalent definition for
C
2 functions f is that L1I ⌫ r2f(x) ⌫ �L1I for all x.

Definition 2 (Lipschitz Hessian). A twice differentiable function f : Rd
! R has L2-

Lipschitz continuous Hessian if
��r2f(x)�r2f(y)

��  L2kx� yk for all x, y.

Definition 3 (Optimality gap). A function f : Rd
! R has optimality gap �f > 0 at

point x if �f � f(x)� infy2Rd f(y).

We assume throughout without further mention that f is L1-smooth, has L2-Lipschitz
continuous Hessian, and has optimality gap �f < 1 at the initial search point, generally
denoted x1.

Important in our development are functions that are “nearly” convex, in that they are
the difference of a convex function and a canonical quadratic [35]. We use somewhat atyp-
ical notation (in that we allow a function to be strongly convex with negative convexity
parameter), though this will be convenient in the following. With this in mind, we give

Definition 4 (Generalized strong convexity and semi-convexity). A function f : Rd
! R is

�1-strongly convex if �1
2 ky�xk

2
 f(y)�f(x)�rf(x)T (y�x) for some �1 2 R, equivalently,

r
2f(x) ⌫ �1I for all x. For � = max{��1, 0}, we call such functions �-semi-convex.

This is a more uniform and quantitative definition of the well-known notions of semi-convex
and lower C

2-functions important in variational analysis [35, 180]. Of course, if �1 < 0 in
Definition 4, the function may be non-convex, but we can use �1 to bound the extent to which
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the function is non-convex. As we show in Lemma 7 semi-convexity allows improvements in
runtime over gradient descent.

The next three results are standard but useful lemmas using the definitions above.

Lemma 1 (Nesterov [164], Theorem 2.1.5). Let f : Rd
! R be L1-smooth. Then for all

x, y 2 Rd

|f(y)� f(x)�rf(x)T (y � x)| 
L1

2
ky � xk2.

Lemma 2 (Nesterov and Polyak [166], Lemma 1). Let f have L2-Lipschitz Hessian. Then
for all x, y 2 Rd

krf(y)�rf(x)�r2f(x)(y � x)k 
L2

2
ky � xk2

and ����f(y)� f(x)�rf(x)T (y � x)�
1

2
(y � x)Tr2f(x)(y � x)

���� 
L2

6
ky � xk3

Lemma 3 (Boyd and Vandenberghe [37], Eqs. (9.9) and (9.14)). Let f be L1-smooth and
µ-strongly convex. Then for all x the minimizer x⇤ of f satisfies

2µ[f(x)� f(x⇤)]  krf(x)k2  2L1[f(x)� f(x⇤)].

Lemma 1 guarantees any L1-smooth function is (�L1)-strongly convex. A key idea in
this paper is that if a function is (��1)-strongly convex with �1 � 0, standard convex
proximal methods are still applicable, provided the regularization is sufficiently large. The
following trivial lemma, stated for later reference, captures this idea.

Lemma 4. Suppose f : Rd
! R is (��1)-strongly convex, where �1 � 0. Then for any

x0 2 Rd the function g(x) = f(x) + �1kx� x0k
2 is (�1)-strongly convex.

Throughout this paper, we use a fully non-asymptotic big-O notation to be clear about
the convergence rates of the algorithms we analyze and to avoid confusion involving relative
values of problem-dependent constants (such as d, L1, L2).

Definition 5 (Big-O notation). Let S be a set and let M1,M2 : S ! R+. Then M1 =
O(M2) if there exists C 2 R+ such that M1(s)  C ·M2(s) for all s 2 S.

Throughout, we take S ⇢ [0,1)6 to be the set of tuples (✏, �, L1, L2,�f , d); sometimes
we require the tuples to meet certain assumptions that we specify. The notation eO(·)
hides logarithmic factors in problem parameters: we say that M1 = eO(M2) if M1 =
O(M2 log

�
1 + d+ 1/� +

p
L1�f/✏

�
).

Because we focus on gradient-based procedures, we measure the running time of our
algorithms in terms of gradient operations, each of which we assume takes a (problem-
dependent) amount of time Tgrad. The following assumption specifies this more precisely.

Assumption A1. The following operations take O(Tgrad) time:

1. The evaluation rf(x) for a point x 2 Rd.

2. The evaluation of r2f(x)v for some vector v 2 Rd and point x 2 Rd.

3. Any arithmetic operation (affine combinations and inner products) of two vectors of
dimension at most d.
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Based on Assumption A1, we call an algorithm Hessian free if its basic operations take time
at most O(Tgrad).

Of the items in Assumption A1, the only one that requires some justification is A1.2.
By definition, we have that limh!0 h�1(rf(x + hv) � rf(x)) = r2f(x)v for any v 2 Rd.
Thus, a natural approximation to the product r2f(x)v is to set

p =
rf(x+ hv)�rf(x)

h

for some small h > 0. By Lemma 2, we immediately have

��p�r2f(x)v
��  h

L2kvk2

2
,

which allows sufficiently precise calculation by taking h small.4
In a number of concrete cases, Hessians have structure that allows efficient computation

of the product v 7! r2f(x)v. For example, in neural networks, one may compute r2f(x)v
using a back-propagation-like technique at the cost of at most two gradient evaluations [174,
183].

2.2.1 Building block 1: fast gradient methods
With the basic lemmas and definitions in place, we now recapitulate some of the classi-
cal development of accelerated methods. First, the following pseudo-code gives Nesterov’s
classical accelerated gradient descent method for strongly convex functions [164].

1: function Accelerated-gradient-descent(f , y1, ✏, L1, �1)
2: Set  = L1/�1 and x1 = y1
3: for j = 1, 2, . . . do
4: if krf(xj)k  ✏ then return xj

5: Let

yj+1 = xj �
1

L1
rf(xj)

xj+1 =

✓
1 +

p
� 1
p
+ 1

◆
yj+1 �

p
� 1
p
+ 1

yj

The method Accelerated-gradient-descent enjoys the following essentially stan-
dard guarantee when initialized at any x1 satisfying f(x1)� infx f(x)  �f .
Lemma 5. Let f : Rd

! R be �1 > 0-strongly convex and L1-smooth. Let ✏ > 0 and let xj

denote the jth iterate of Accelerated-gradient-descent(f , x1, ✏, L1, �1). Then

krf(xj)k  ✏ for every j � 1 +

r
L1

�1
log

✓
4L2

1�f

�1✏2

◆
.

Proof. Let x⇤ be the minimizer of f . If ✏2 � 4L2
1�f/�1, then

krf(x1)k
2

(i)
 L2

1 kx1 � x⇤
k
2

(ii)


2L2
1

�1
(f(x1)� f(x⇤))

(iii)


4L2
1�f

�1
 ✏2,

4 We assume infinite precision arithmetic in this paper: see discussion in Section 2.2.2.
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where inequality (i) follows from smoothness of f (Def. 1), inequality (ii) by the strong
convexity of f (Lemma 4), and inequality (iii) by the definition of �f . Thus the iteration
ends at j = 1.

For smaller ✏, we let  = L1/�1 � 1 denote the condition number for the problem. Then
Nesterov [164, Theorem 2.2.2] shows that for j > 1

f(xj)� f(x⇤)  L1

⇣
1�

p
�1/L1

⌘j�1
kx1 � x⇤

k
2
 2 exp

⇣
�(j � 1)�

1
2

⌘
�f .

Taking any j � 1 +
p
 log 4L1�f

✏2 yields

f(xj)� f(x⇤) 
✏2

2L1
.

Noting that krf(x)k2  2L1(f(x)� f(x⇤)) by Lemma 3, we obtain our result.

2.2.2 Building block 2: fast eigenvector computation
The final building block we use is accelerated approximate leading eigenvector computation.
We consider two types of approximate eigenvectors. By a relative "-approximate leading
eigenvector of a positive semidefinite (PSD) matrix H, we mean a vector v such that kvk = 1
and vTHv � (1 � ")�max(H); similarly, an additive "-approximate leading eigenvector of
H satisfies kvk = 1 and vTHv � �max(H) � ". A number of methods compute such
(approximate) leading eigenvectors, including the Lanczos method [128]. For concreteness,
we state one lemma here, where in the lemma we let Thess denote the larger of the times
required to compute the matrix-vector product Hv or to add two vectors.

Lemma 6 (Accelerated top eigenvector computation). Let H 2 Rd⇥d be symmetric and
PSD. There exists an algorithm that on input ", � 2 (0, 1) runs in O(Thess log(d/�)"�1/2)
time and, with probability at least 1� �, returns a relative "-approximate leading eigenvector
bv.

Notably, the Lanczos method [128, Theorem 3.2] achieves this complexity guarantee.
While Lemma 6 relies on infinite precision arithmetic (the stability of the Lanczos method
is an active area of research [170]), shift-and-invert preconditioning [82] also achieves the
convergence guarantee to within poly-logarithmic factors in bounded precision arithmetic.
This procedure reduces computing the top eigenvector of the matrix H to solving a sequence
of linear systems, and using fast gradient descent to solve the linear systems guarantees the
running time in Lemma 6. (See Section 8 of [82] for the reduction.) For simplicity—because
we do not wish such precision issues to overburden us—we use Lemma 6 in the sequel.

For later use, we include a corollary of Lemma 6 in application to finding minimum
eigenvectors of the Hessian r2f(x) using matrix-vector multiplies. Recalling that f is L1-
smooth, we know that the matrix M := L1I � r2f(x) is PSD, and its eigenvalues are
{L1��i}di=1 ⇢ [0, 2L1], where �i is the ith eigenvalue of r2f(x). The procedure referenced
in Lemma 6 (Lanczos or another accelerated method) applied to the matrix M thus, with
probability at least 1� �, provides a vector bv with kbvk = 1 such that

L1 � bvTr2f(x)bv = bvTMbv � (1� ")�max(M) � (1� ")(L1 � �min(r
2f(x)))

in time O(Tgrad"�
1
2 log d

� ). Rearranging, we have

bvTr2f(x)bv  "L1 + (1� ")�min(r
2f(x)),
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and substituting ✏/(2L1) for " yields bvTr2f(x)bv  �min(r2f(x))� ✏. When this inequality
holds we say bv is an additive ✏-approximate smallest eigenvector of the matrix r2f(x). We
summarize this in the following corollary.

Corollary 1 (Finding the negative curvature). Let ↵ 2 (0, L1]. In the setting of the previous
paragraph, there exists an algorithm that given x 2 Rd computes, with probability at least 1�
�, an additive ↵-approximate smallest eigenvector bv of r2f(x) in time O(Tgrad

q
L1
↵ log d

� ).

2.3 Overview of algorithm and analysis

To help put the following developments in context, we sketch an outline of our final method
(Alg. 2 in Section 2.5), and informally survey the derivation of its eO(✏�7/4) running time
guarantee.

Algorithm 1 Sketch of Algorithm 2
1: Start at an arbitrary x1

2: for k = 1, 2, . . . do
3: bxk  Negative-curvature-descent on the function f at the point xk

4: if krf(bxk)k  ✏ then return bxk

5: Set fk(x) := f(x) + ⇢(x� bxk), rendering fk semi-convex
6: xk+1  Semi-convex-AGD on the function fk starting at the point bxk

Alg. 1 alternates between Hessian-based optimization (Negative-curvature-descent)
and gradient-based optimization (Semi-convex-AGD). On line 3, the method Negative-
curvature-descent, which we present in Section 2.4.2, iteratively decreases the func-
tion value by moving along directions of negative curvature (i.e. directions v in which
vTr2f(x)v ⌧ 0, which we can exploit) until no such direction exists, returning bxk. When
this procedure finishes, the Hessian of f is nearly positive definite at the point bxk, so that f
is locally semi-convex with a small semi-convexity parameter (Definition 4). By adding the
penalty ⇢ of the form ⇢(z) = [kzk � ↵]2+, where ↵ is a parameter of the method, we trans-
form this property into a global semi-convexity guarantee for fk (see Eq. (2.12) for a formal
definition of ⇢). Then the method Semi-convex-AGD, which we present in Section 2.4.1,
takes advantage of this semi-convexity property to find an approximate stationary point
of fk. We show that each of these makes sufficient progress to guarantee our convergence
results.

With this outline of the algorithm, let us provide a heuristic derivation of our convergence
rates, exhibiting the major steps in the analysis. To simplify the discussion, we ignore
problem-dependent constants and logarithmic factors. We parameterize the methods by
↵ 2 R+, which we can optimize to guarantee a particular convergence rate. Let us begin
with the method Negative-curvature-descent. The method iteratively finds directions
v, kvk = 1, such that vTr2f(x)v  �↵ if such a direction exists; Lemma 6 guarantees this
is possible in roughly 1/

p
↵ time. Whenever such a negative curvature direction exists, a

Taylor expansion shows that appropriate choice of t 2 {±↵} allows us to make progress
of order f(x + tv) � f(x) . �↵3. Thus, so long as negative definite components of the
Hessian exist, internal iterates of Negative-curvature-descent make progress ↵3 and so
the total number of iterations internal to the method is at most

1 +
f(xk)� f(bxk)

↵3
, where each iteration requires time ↵� 1

2 . (2.3a)
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When the method returns, we are guaranteed that r2f(bxk) ⌫ �↵I (Lemma 8). Semi-
convex-AGD. In this method, the choice ⇢(z) = [kzk � ↵]2+ and the fact that r2f(bxk) ⌫
�↵I guarantee that fk(x) is ↵-semi-convex (Lemma 9). In Lemma 7, we show that a slightly
modified version of accelerated gradient descent converges quickly for smooth semi-convex
functions; Semi-convex-AGD performs this careful acceleration to return xk+1 satisfying

f(xk+1)  f(bxk)�min{↵✏,↵3
} in time 1 +

p
↵

✏2
�
f(bxk)� f(xk+1)

�
, (2.3b)

which is similar to the classical O(1/✏2) convergence guarantee of gradient descent but
improved by the factor

p
↵, which semi-convexity allows. We then set ↵ to balance the

contributions of ↵3 and ↵✏ to the progress guarantee (2.3b) choosing ↵ =
p
✏.

Combining equations (2.3a) and (2.3b), we thus find that each full iteration of Alg. 1
requires time at most

↵� 1
2 +

f(xk)� f(xk+1)

↵7/2
= ✏�

1
4 +

f(xk)� f(xk+1)

✏7/4

and makes progress at least f(xk+1)  f(xk)�min{↵3,↵✏} = f(xk)�✏3/2. Over k iterations
Algorithm 1 thus decreases f by at least k ·✏3/2, and so (as we show rigorously in Lemma 10)
the total number of iterations can be at most

ktotal 
f(x1)� infx f(x)

✏3/2
=
�f

✏3/2
.

Summing the contributions of each iteration to the run time, we see that the total time
complexity of the method is at most

X

kktotal


✏�

1
4 +

f(xk)� f(xk+1)

✏7/4

�
= ktotal✏

� 1
4 +

f(x1)� f(xktotal+1)

✏7/4


2�f

✏7/4
.

We establish this result rigorously in Theorem 2.5.1.

2.4 Two structured non-convex problems

With our preliminary results established, in this section we turn to two methods that form
the core of our approach. Roughly, our overall algorithm will alternate between finding
directions of negative curvature of f and solving structured sub-problems that are �-semi-
convex (Definition 4), for � ⌧ L1. We turn to each of these pieces in turn.

2.4.1 Accelerated gradient descent for semi-convex functions
The first main component of our general accelerated method is a procedure for finding
stationary points of smooth non-convex functions that are � � 0-semi-convex (Def. 4),

f(y) � f(x) +rf(x)T (y � x)�
�

2
kx� yk2 for all x, y.

The next procedure applies to such semi-convex functions, and builds off of an idea of
Nesterov [163] to use regularization coupled with accelerated gradient descent to improve
convergence guarantees for finding a stationary point of f . The idea, as per Lemma 4, is to
add a regularizing term of the form �kx� x0k

2 to make f become �-strongly convex. As
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we describe in the sequel, we solve a sequence j = 1, 2, . . . of such proximal sub-problems

minimize
z

gj(x) := f(x) + � kx� xjk
2 (2.4)

using accelerated gradient descent. Whenever � < L1, the regularized model gj of f has
better fidelity to f than the model f(x) + L1

2 kx� xjk
2 (which is essentially what gradient

descent attempts to minimize), allowing us to make more progress in finding stationary
points of f . We now present the Semi-convex-AGD procedure.

1: function Semi-convex-AGD(f , x1, ✏, �, L1)
2: for j = 1, 2, . . . do
3: if krf(xj)k  ✏ then return xj

4: Let gj(x) = f(x) + � kx� xjk
2 as in model (2.4).

5: ✏0 = ✏
p
�/(50(L1 + 2�))

6: xj+1  Accelerated-gradient-descent(gj , xj , ✏0, L1, �)

Recalling the definition �f � f(x1) � infx f(x), we have the following convergence
guarantee.

Lemma 7. Let �1 � 0, let f : Rd
! R be be �1-semi-convex and L1-smooth, and let � 2

[�1, L1].Then Semi-convex-AGD(f ,x1,✏,�,L1) returns a point x such that krf(x)k  ✏
and

f(x1)� f(x) � min

⇢
�kx� x1k

2,
✏
p
10
kx� x1k

�
(2.5)

in time

O

 
Tgrad

 s
L1

�
+

p
�L1

✏2
(f(x1)� f(x))

!
log

✓
2 +

L3
1�f

�2✏2

◆!
. (2.6)

Before providing the proof, we remark that the runtime guarantee (2.6) is an im-
provement over the convergence guarantees of standard gradient descent—which scale as
O(Tgrad�fL1✏�2)—whenever � ⌧ L1.

Proof. Because f is �1-semi-convex and � � �1, Lemma 4 guarantees that gj is �-strongly
convex. This strong convexity also guarantees that gj has a unique minimizer, which we
denote x⇤

j .
Let j⇤ be the time at which the routine terminates (we set j⇤ =1 if this does not occur;

our analysis addresses this case). Let j 2 {1, . . . , j⇤ � 1} be arbitrary. We have by Line 6
and Lemma 5 (recall that gj is convex and L1 + 2� smooth) that krgj(xj+1)k

2


✏2�
L1+2� .

Moreover, because j < j⇤, we have krgj(xj)k = krf(xj)k � ✏ by our termination criterion
and definition (2.4) of gj . Consequently, krgj(xj+1)k

2


�
L1+2� krgj(xj)k

2, and applying
Lemma 3 to the (L1 + 2�)-smooth and �-strongly convex function gj yields that

gj(xj+1)� gj(x
⇤
j ) 

1

2�
krgj(xj+1)k

2


1

2(L1 + 2�)
krgj(xj)k

2
 gj(xj)� gj(x

⇤
j ).
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Thus we have gj(xj+1)  gj(xj) and

f(xj+1) = gj(xj+1)� � kxj+1 � xjk
2

 gj(xj)� � kxj+1 � xjk
2 = f(xj)� �kxj+1 � xjk

2.

Inducting on the index j, we have

��f  f(xj⇤)� f(x1)  ��
j⇤�1X

j=1

kxj+1 � xjk
2. (2.7)

Equation (2.7) shows that to bound the number of iterations of the algorithm it suffices to
lower bound the differences kxj+1�xjk. Using the condition krgj(xj+1)k  ✏

q
�

50(L1+2�) 

1
10✏, we have

kxj+1 � xjk =
1

2�
krf(xj+1)�rgj(xj+1)k �

1

2�

⇣
krf(xj+1)k �

✏

10

⌘
,

where the inequality is a consequence of the triangle inequality. By our termination criterion,
we know that if j + 1 < j⇤ then krf(xj+1)k � ✏ and therefore kxj+1 � xjk �

9✏
20� �

✏
�
p
5
.

Substituting this bound into (2.7) yields

��f  f(xj⇤)� f(x1)  ��
j⇤�2X

j=1

kxj+1 � xjk
2
 �(j⇤ � 1) ·

✏2

5�

and therefore
j⇤  1 +

5�

✏2
[f(x1)� f(xj⇤)]  1 +

5�

✏2
�f . (2.8)

Note that the method calls Accelerated-gradient-descent (Line 6) with accuracy
parameter ✏0 = ✏

p
�/(50(L1 + 2�)); using �  L1 we may apply Lemma 5 to bound the

running time of each call by

O

✓
Tgrad

✓
1 +

s
L1 + 2�

�
log

4(L1 + 2�)2�f

�(✏0)2

◆◆
= O

 
Tgrad

s
L1

�
log

✓
2 +

L3
1�f

�2✏2

◆!
.

The method Semi-convex-AGD performs at most j⇤ iterations (Eq. (2.8)), and combining
the preceding display with this iteration bound yields the running time (2.6).

All that remains is to prove the progress bound (2.5). By application of the triangle
inequality and Jensen’s inequality, we have

kxj⇤ � x1k
2


0

@
j⇤�1X

j=1

kxj+1 � xjk

1

A
2

 j⇤ ·
j⇤�1X

j=1

kxj+1 � xjk
2.

Combing this bound with the earlier progress guarantee (2.7) yields f(x1)�f(xj⇤) �
�
j⇤ kx

⇤
j�

x1k
2, and since by (2.8) either j⇤  1 or j⇤  10 �✏2 [f(x1)� f(xj⇤)] the result follows.
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2.4.2 Exploiting negative curvature
Our second sub-routine descends along direction of significant negative curvature until no
such directions are found, whereby it certifies that the problem is locally “semi-convex”. The
method relies on the well-known idea of reducing the function value using negative curvature,
i.e. if for some x and ↵ > 0 we have �min(r2f(x))  �↵/2, then we can reduce the objective
significantly (by a constant fraction of L�2

2 ↵3 at least) by taking a step in a direction of
negative curvature. Conversely, if �min(r2f(x)) � �↵/2, the function f is “semi-convex” in
a neighborhood of x, suggesting that gradient-like methods on f directly should be effective.
With this in mind, we present the routine Negative-curvature-descent.

1: function Negative-curvature-descent(x1, f , L2, ↵, �f , �)
2: Set �0 = �/

�
1 + 12L2

2�f/↵3
�

3: for j = 1, 2, . . . do
4: Find a vector vj such that kvjk = 1 and, with probability at least 1� �0,

�min(r
2f(xj)) � vTj r

2f(xj)vj � ↵/2

using leading eigenvector computation . see Corollary 1
5: if vTj r

2f(xj)vj  �↵/2 then . Make at least ↵3/12L2
2 progress

xj+1  xj �
2|vTj r

2f(xj)vj |

L2
sign(vTj rf(xj))vj

6: else . w.h.p., �min(r2f(xj)) � �↵
7: return xj

We provide a formal guarantee for the method Negative-curvature-descent in the
following lemma. Before stating the lemma, we recall that f : Rd

! R has L2-Lipschitz
Hessian and that �f � f(x1)� infx f(x).

Lemma 8. Let the function f : Rd
! R be L1-smooth and have L2-Lipschitz continuous

Hessian, ↵ 2 (0, L1], � 2 (0, 1) and x1 2 Rd. If we call Negative-curvature-descent(x1,
f , L2, ↵, �f , �) then the algorithm terminates at iteration j for some

j  1 +
12L2

2(f(x1)� f(xj))

↵3
 1 +

12L2
2�f

↵3
, (2.9)

and with probability at least 1� �

�min(r
2f(xj)) � �↵. (2.10)

Furthermore, each iteration requires time at most

O

 
Tgrad

r
L1

↵
log

✓
d

�

✓
1 + 12

L2
2�f

↵3

◆◆!
. (2.11)

Proof. Assume that the method has not terminated at iteration k. Let

⌘k =
2|vTkr

2f(xk)vk|

L2
sign(vTkrf(xk))
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denote the step size used at iteration k, so that xk+1 = xk � ⌘kvk as in Line 5. By the
L2-Lipschitz continuity of the Hessian, we have

����f(xk � ⌘kvk)� f(xk) + ⌘kv
T
krf(xk)�

1

2
⌘2kv

T
kr

2f(xk)vk

���� 
L2

6
k⌘kvkk

3.

Noting that ⌘kvTkrf(xk) � 0 by construction, we rearrange the preceding inequality to
obtain

f(xk+1)� f(xk) 
⌘2k
2

✓
L2

3
|⌘k|+ vTkr

2f(xk)vk

◆
= �

2|vTkr
2f(xk)vk|3

3L2
2

(i)
 �

↵3

12L2
2

,

where inequality (i) uses that |vTkr
2f(xk)vk| > ↵/2, as the stopping criterion has not been

met. Telescoping the above equation for k = 1, 2, . . . , j � 1, we conclude that at the final
iteration

�f � f(x1)� f(xj) �
↵3

12L2
2

(j � 1) ,

which gives the bound (2.9).
We turn to inequality (2.10). Recall the definition of �0 = �

1+12L2
2�f/↵3 , which cer-

tainly satisfies �0  �/j if j is the final iteration of the algorithm (as the bound (2.9) is
deterministic). Now, at the last iteration, we have by definition of the final iterate that
vTj r

2f(xj)vj � �
↵
2 , and thus, if vj is an additive ↵/2-approximate smallest eigenvector, we

have �min(r2f(xj)) � vTj r
2f(xj)vj � ↵/2 � �↵. Applying a union bound, the probability

that the approximate eigenvector method fails to return an ↵/2-approximate eigenvector in
any iteration is bounded by �0j  �, giving the result.

Finally, equation (2.11) is immediate by Corollary 1.

2.5 An accelerated gradient method for non-convex op-

timization

Now that we have provided the two subroutines Negative-curvature-descent and Semi-
convex-AGD, which (respectively) find directions of negative curvature and solve nearly
convex problems, we combine them to provide an accelerated gradient method for smooth
non-convex optimization. The idea behind Algorithm 2 is as follows. At the beginning of
each iteration k we use Negative-curvature-descent to make progress until we reach a
point bxk where the function is semi-convex (Def. 4) in a neighborhood of the current iterate.
For a parameter ↵ � 0, we define the convex penalty

⇢↵(x) := L1


kxk �

↵

L2

�2

+

, (2.12)

where [t]+ = max{t, 0}. We then modify the function f(x) by adding the penalty ⇢↵ and
defining

fk(x) = f(x) + ⇢↵(x� bxk).

The function fk(x) is globally semi-convex, as we show in Lemma 9 to come, so that the
method Semi-convex-AGD applied to the function fk(x) quickly reduces the objective f .
We trade between negative curvature and gradient descent using the parameter ↵, which
governs acceptable levels of non-convexity. By carefully choosing ↵, the combined method
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has convergence rate eO(✏�7/4), which we we prove in Theorem 2.5.1.

Algorithm 2 Acceleration of smooth non-linear optimization
1: function Accelerated-non-convex-method(x1, f , ✏, L1, L2, ↵, �f , �)
2: Set K := d1 +�f (12L2

2/↵
3 +
p
10L2/(↵✏))e and �00 := �

K
3: for k = 1, 2, . . . do
4: bxk  Negative-curvature-descent(xk, f , L2, ↵, �f , �00)
5: if krf(bxk)k  ✏ then
6: return bxk . guarantees w.h.p., �min(r2f(bxk)) � �2↵

7: Set fk(x) = f(x) + L1

�
[kx� bxkk � ↵/L2]+

�2

8: xk+1  Semi-convex-AGD(fk, bxk, ✏/2, 3↵, 3L1)

2.5.1 Preliminaries: convexity and iteration bounds
Before coming to the theorem giving a formal guarantee for Accelerated-non-convex-
method, we provide two technical lemmas showing that the internal subroutines are well-
behaved. The first lemma confirms that regularization with the function (2.12) transforms
a locally semi-convex function into a globally semi-convex function (Def. 4), so we can
efficiently apply Semi-convex-AGD to it.

Lemma 9. Let f be L1-smooth and have L2-Lipschitz continuous Hessian. Let x0 2 Rd be
such that r2f(x0) ⌫ �↵I for some ↵ � 0. The function f(x)+⇢↵(x�x0) is 3↵-semi-convex
and 3L1-smooth.

Proof. It is clear that ⇢↵ is convex, as it is an increasing convex function of a positive
argument [37, Chapter 3.2]. We claim that ⇢↵ is 4L1-smooth. Indeed, the gradient

r⇢↵(x) = 2L1
x

kxk


kxk �

↵

L2

�

+

is continuous by inspection and differentiable except at kxk = ↵
L2

. For kxk < ↵/L2, we have
r

2⇢↵(x) = 0, and for kxk > ↵/L2 we have

r
2⇢↵(x) = 2L1

✓
I +

↵

L2

✓
xxT

kxk3
�

I

kxk

◆◆
, (2.13)

which satisfies 0 � r2⇢↵(x) � 2L1I for all x. As r⇢↵(x) is continuous, we conclude that
⇢↵ is 2L1-smooth. The L1-smoothness of f then implies that the sum f(x) + ⇢↵(x� x0) is
3L1 smooth.

To argue semi-convexity of f + ⇢↵, we show that r2f(x) + r2⇢↵(x � x0) ⌫ �3↵I
almost everywhere, which is equivalent to Definition 4 when the gradient is continuous. For
kx� x0k < 2↵/L2, we have by Lipschitz continuity of r2f that

r
2f(x) ⌫ r2f(x0)� L2kx� x0kI ⌫ �3↵I,

which implies the result because ⇢↵ is convex. For kx � x0k > 2↵/L2, inspection of the
Hessian (2.13) shows that r2⇢↵(x � x0) ⌫ L1I. Since r2f(x) ⌫ �L1I almost everywhere
by the L1-smoothness of f , we conclude that r2f(x)+r2⇢↵(x� x0) ⌫ 0 whenever r2f(x)
exists.

The next lemma provides a high probability guarantee on the correctness and number of
iterations of Accelerated-non-convex-method (there is randomness in the eigenvector
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computation subroutine invoked within Negative-curvature-descent). As always, we
let �f � f(x1)� infx f(x).

Lemma 10. Let f be L1-smooth with L2-Lipschitz continuous Hessian, ✏ > 0, � 2 (0, 1), and
↵ 2 [0, L1]. Then with probability at least 1 � �, the method Accelerated-non-convex-
method(x1, f , ✏, L1, L2, ↵, �f , �) terminates after t iterations with krf(bxt)k  ✏, where
t satisfies

t  2 +�f

 
12L2

2

↵3
+

p
10L2

↵✏

!
(2.14)

Further, �min(r2f(bxk)) � �2↵ for all k  t.

Proof. Let K = d1 +�f (
12L2

2
↵3 +

p
10L2
↵✏ )e and �00 = �

K as in line 2 of Alg. 2. By Lemma 8
and a union bound, with probability at least 1 � �, for all k  K the matrix inequality
r

2f(bxk) ⌫ �2↵I holds, so that we perform our subsequent analysis (for k  K) conditional
on this event without appealing to any randomness.

At any iteration 1 < k  K exactly one of following three cases is true:

(i) The termination criterion krf(bxk)k  ✏ holds and Alg. 2 terminates.

(ii) krf(bxk)k > ✏ and bxk 6= xk.

(iii) krf(bxk)k > ✏ and bxk = xk.

We claim that in case (ii) or (iii), we have

f(bxk�1)� f(bxk) � min

⇢
↵✏

L2

p
10

,
↵3

12L2
2

�
. (2.15)

Deferring the proof of claim (2.15), we note that it immediately gives the result. Assume, in
order to obtain a contradiction, that after K iterations the algorithm has not terminated.
It follows that:

�f � f(bx1)� f(bxK) =
KX

k=2

f(bxk)� f(bxk+1) � (K � 1)min

⇢
↵✏

L2

p
10

,
↵3

12L2
2

�
,

Substituting for K = d1+�f (
12L2

2
↵3 +

p
10L2
↵✏ )e as in line 2 yields a contradiction and therefore

the algorithm terminates after at most K iterations which the bound (2.14).
Let us now prove the claim (2.15). First, assume case (ii). Then Negative-curvature-

descent requires at least two iterations, so Lemma 8 implies

12L2
2(f(xk)� f(bxk))

↵3
� 1.

Combining this with the fact that f(xk)  f(bxk�1) by the progress bound (2.5) in Lemma 7
(Semi-convex-AGD decreases function values), we have

f(bxk�1)� f(bxk) � f(xk)� f(bxk) �
↵3

12L2
2

.

Let us now consider the case that (iii) holds. Since krf(bxk)k > ✏, we have

✏  krf(bxk)k
(a)
 krfk�1(bxk)k+ kr⇢↵(bxk � bxk�1)k

(b)


✏

2
+ 2L1


kbxk � bxk�1k �

↵

L2

�

+

.
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In inequality (a) we used the triangle inequality and definition fk�1 = f + ⇢↵(·�xk�1) and
inequality (b) used that the call to Semi-convex-AGD returns xk with krfk�1(xk)k  ✏/2
and that bxk = xk. Rearranging yields

0 
✏

4L1



kbxk � bxk�1k �

↵

L2

�

+

= kxk � bxk�1k �
↵

L2
, (2.16)

where the equality is implied because ✏ > 0 and bxk = xk. By Lemma 9 we know that the
constructed function fk is 3↵-semi-convex (Def. 4) and 3L1-smooth, therefore we may apply
Lemma 7 with � = 3↵ to lower bound the progress of the entire inner loop of Alg. 2 by

f(bxk�1)� f(bxk) = f(bxk�1)� f(xk)

� min

⇢
�kbxk�1 � xkk

2,
✏
p
10
kbxk�1 � xkk

�
� min

⇢
3↵3

L2
2

,
↵✏

L2

p
10

�

as desired, where we substituted kbxk�1 � xkk �
↵
L2

from (2.16).

2.5.2 Main result
With Lemmas 9 and 10 in hand, we present our main result.

Theorem 2.5.1. Let f : Rd
! R be L1-smooth and have L2-Lipschitz continuous Hes-

sian, and let x1 2 Rd satisfy f(x1) � infz f(z)  �f . Let � 2 (0, 1) and 0 < ✏ 

min{�2/3
f L1/3

2 , L2
1/L2} and set

↵ = L1/2
2 ✏1/2.

Then with probability at least 1��, Accelerated-non-convex-method(x1, f , ✏, L1, L2,
↵, �f , �) returns a point x that satisfies

krf(x)k  ✏ and �min(r
2f(x)) � �2L1/2

2 ✏1/2

in time

O

 
Tgrad

�fL
1/2
1 L1/4

2

✏�7/4
log

"
d

�
·

p
L1�f

✏

#!
. (2.17)

Proof. We proceed in two steps. First, we bound the number of eigenvector calculations
that Negative-curvature-descent performs using Lemmas 8 and 10. After this, we
perform a similar calculation for the total number of gradient calculations throughout calls
to Semi-convex-AGD, this time applying Lemmas 7.

We begin by bounding the number of eigenvector calculations. Let k⇤ denote the total
number of iterations of Accelerated-non-convex-method. Noting that ↵ =

p
L2✏  L1

by our assumption ✏  L2
1/L2, we may apply Lemma 10 to bound k⇤ as

k⇤  K  2 +�f

 
12L2

2

↵3
+

p
10L2

↵✏

!
(i)
 18�fL

1/2
2 ✏�3/2, (2.18)

where inequality (i) follows and our assumption ✏3/2  �fL
1/2
2 .

Multiplying (2.9) and (2.11) in Lemma 8, the cost of the k-th iteration of Negative-
curvature-descent is bounded by
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O

 
Tgrad

✓
1 +

12L2
2

↵2
[f(xk)� f(bxk)]

◆r
L1

↵
log

✓
d

�00

✓
1 +

12L2
2�f

↵3

◆◆!
.

To simplify the expression inside the logarithm we use the definition of �00 in line 2 and the
bound (2.18) to write

1

�00

✓
1 +

12L2
2�f

↵3

◆


18 · 13

�
�2

fL2✏
�3


18 · 13

�
�2

fL
2
1✏

�4, (2.19)

where we have used 1  �fL
1/2
2

✏3/2


�fL1

✏2 which follows from ✏  min
n
�2/3

f L1/3
2 , L2

1
L2

o
. Using

that f(xk+1)  f(bxk) (Semi-convex-AGD decreases function values), we conclude that
the cost of the k-th iteration of of Negative-curvature-descent is at most

O

 
Tgrad

 
L1/2
1

L1/4
2 ✏1/4

+
L1/2
1 L1/4

2

✏7/4
(f(xk)� f(xk+1))

!
log

"
d

�
·

p
L1�f

✏

#!
. (2.20)

Summing this bound for k = 1, ..., k⇤ bounds the total cost of Negative-curvature-
descent as

O

 
Tgrad

 
L1/2
1

L1/4
2 ✏1/4

k⇤ +
�fL

1/2
1 L1/4

2

✏7/4

!
log

"
d

�
·

p
L1�f

✏

#!
,

which, when combined with (2.18) that k⇤ . ✏�3/2, gives the final cost bound (2.17).
It remains to compute the total cost of calling Semi-convex-AGD. Using the time

bound (2.6) of Lemma 7, the cost of calling Semi-convex-AGD in iteration k with semi-
convexity parameter � is bounded by

O

 
Tgrad

 s
L1

�
+

p
�L1

✏2
(fk(bxk)� fk(xk+1))

!
log


2 +

L3
1�f

�2✏2

�!
.

Substituting � = 3↵ = 3
p
L2✏, simplifying the expression inside the logarithm as in (2.19),

and using the fact that fk(x̂k) � fk(xk+1)  f(x̂k) � f(xk+1)  f(xk) � f(xk+1), we see
that the cost of iteration k of Semi-convex-AGD also has bound (2.20), completing the
proof.

The assumption ✏  min{�2/3
f L1/3

2 , L2
1/L2} delineates the parameter settings in which

our approach is relevant. When ✏ > L2
1/L2, we have �fL1✏�2 < �fL

1/2
2 ✏�3/2, which means

that gradient descent is preferable even to the cubic-regularized Newton method, so we are
unlikely to improve upon it. When ✏ > �2/3

f L1/3
2 the problem is trivial for cubic-regularized

Newton, which would take a constant number of iterations. In this case, the analysis in the
proof above shows that Alg. 2 also requires at most a constant number of iterations, and
that its total computational cost scales as ✏�1/4, so the problem is very easy for our method
as well.

To elucidate the relative importance of acceleration in the approximate eigenvector or
gradient descent computation in Accelerated-non-convex-method, we may also con-
sider replacing them with (respectively) the power method (rather than the Lanczos method)
or standard gradient descent. We first consider the accelerated (approximate) eigenvector
routine. With probability at least 1 � �, the power method finds an ↵-additive approx-
imate maximum or minimum eigenvector of the matrix r2f(x) 2 Rd⇥d, with operator
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norm bounded as
��r2f(x)

��  L1, in time O(L1
↵ log d

� ) (compare this with Corollary 1).
In this case, substituting ↵ ⇣ ✏4/9, rather than ↵ ⇣ ✏1/2 in Theorem 2.5.1, and mimicking
the preceding proof yields total time complexity of order ✏�16/9

⌧ ✏�2, ignoring all other
problem-dependent constants. That is, non-accelerated eigenvector routines can still yield
faster than ✏�2 rates of convergence.

Conversely, it appears that accelerated gradient descent is more central to our approach.
Indeed, the term involving

p
�L1 in the bound (2.14) is important, as it allows us to carefully

trade semi-convexity � with accuracy ✏ to achieve fast rates of convergence. Replacing the
accelerated gradient descent method with gradient descent in Semi-convex-AGD elimi-
nates the possibility for such optimal trading. Of course, our procedure would still produce
output with the second order guarantee r2f(x) ⌫ �2✏1/2L1/2

2 I.

2.6 Accelerated (linear) convergence to local minimizers

of strict-saddle functions

In this section, we show how to apply Accelerated-non-convex-method and Theo-
rem 2.5.1 to find local minimizers for non-pathological smooth optimization problems with
linear rates of convergence. Of course, it is in general NP-hard to even check if a point is
a local minimizer of a smooth nonconvex optimization problem [156, 161], so we require
a few additional assumptions in this case. In general, second-order stationary points need
not be local minima; consequently, we consider strict-saddle functions, which are func-
tions such that the smallest eigenvalue of the Hessian is non-zero at all critical points, so
that second-order stationary points are indeed local minima. Such structural assumptions
have been important in recent work on first-order methods for general smooth minimiza-
tion [132, 85, 192], and in a sense “random” functions generally satisfy these conditions (see
the discussion of Morse functions in the book [1]). To make our discussion rigorous, consider
the following quantitative definition.

Definition 6. A twice differentiable function f : Rd
! R is (",��,�+)-strict-saddle if for

any point x such that krf(x)k  ", �min(r2f(x)) 62 (��,�+).

Some definitions of strict-saddle include a radius R bounding the distance between any
point x satisfying krf(x)k  " and �min(r2f(x)) � �+ and a local minimizer x+ of f , and
they assume that f is �+-strongly convex in a ball of radius 2R around any local minimizer.
Our assumption on the Lipschitz continuity of r2f obviates the need for such conditions,
allowing the following simplified definition.

Definition 7. Let f : Rd
! R have L2-Lipschitz continuous Hessian. We call f �1-strict-

saddle if it is (�2
1/L2,�1,�1)-strict-saddle.

With this definition in mind, we present Algorithm 3, which leverages Algorithm 2 to
obtain linear convergence (in the desired accuracy ✏) to a local minimizer of strict-saddle
functions. The algorithm proceeds in two phases, first finding a region of strong convexity,
and then second phase solving a regularized version of the resulting locally convex problem
in this region. That the first phase of Alg. 3 terminates in a neighborhood of a local optimum
of f , where f is convex in this neighborhood, is an immediate consequence of the strict-
saddle property coupled with the gradient and Hessian bounds of Theorem 2.5.1, because if
we know that r2f(x) ⌫ �

p
✏I for ✏ < �2

�, where krf(x)k  ✏, we must have r2f(x) ⌫ �+I
by Definition 6. We can then apply (accelerated) gradient descent to quickly find the local
optimum, which we describe rigorously in the following theorem.
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Algorithm 3 Acceleration of smooth strict-saddle optimization
1: function Accelerated-strict-saddle-method(x1, f , ✏, L1, L2, �1, �f , �)

Phase one
2: Set " = max

n
✏, �2

1
16L2

o

3: Set ↵ =
p
L2" . as in Theorem 2.5.1

4: x+  Accelerated-non-convex-method(x1, f, ", L1, L2,↵,�f , �)
Phase two:

5: if ✏ < " then . non-trivial case
6: Set f+(x) = f(x) + L1

h
kx� x+k �

�1
4L2

i2
+

7: return Accelerated-gradient-descent(f+, x+, ✏, 3L1, �1/2)
8: else
9: return x+

Theorem 2.6.1. Let f : Rd
! R be L1-smooth, have L2-Lipschitz continuous Hessian, and

be �1-strict-saddle. Let 0 < ✏  min
n
�2/3

f L1/3
2 , L2

1/L2

o
and � 2 (0, 1). With probability at

least 1� �, Accelerated-strict-saddle-method(x1, f , ✏, L1, L2, �1, �f , �) returns a
point x that satisfies krf(x)k  ✏ in time

O

 
Tgrad

"r
L1

�1
log

 
L1

�1
·

p
L1�f

✏

!
+

L1/2
1 L2

2�f

�7/2
1

log

 
d

�
·
L2

p
L1�f

�2
1

!#!
.

Additionally, assume ✏  �2
1

16L2
. When the method successfully returns x such that krf(x)k 

✏, there exists a local minimizer x?+ of f such that

��x� x?+
��  2✏

�1
and f(x)� f(x?+) 

2L1✏2

�2
1

. (2.21)

Proof. The result in the low accuracy regime in which ✏ > �2
1/16L2 is immediate by Theo-

rem 2.5.1, and we therefore focus on the case that ✏  �2
1/16L2. We perform our analysis

conditional on the event, which holds with probability at least 1� �, that the guarantees of
Theorem 2.5.1 hold. That is, that x+ generated in Line 4 satisfies

krf(x+)k 
�2
1

16L2
and r2f(x+) ⌫ �

�1
4
I, (2.22)

and that it is computed in time

T1 = O

 
Tgrad

"
L1/2
1 L1/4

2 �f

"7/4
log

 
d

�
·

p
L1�f

"

!#!

= O

 
Tgrad

"
L1/2
1 L2

2�f

�7/2
1

log

 
d

�
·
L2

p
L1�f

�2
1

!#!
.

In conjunction with Definition 7, the bounds (2.22) imply that r2f(x+) ⌫ �1I, making
f locally strongly convex. Recalling Lemma 9, and the bound (2.13) from its proof, a
trivial calculation involving the Lipschitz continuity of r2f shows that f+(x) = f(x) +
L1 [kx� x+k � �1/4L2]

2
+ is �1/2-strongly convex. Additionally, we have immediately that

f+ is 3L1-smooth.



CHAPTER 2. ACCELERATED METHODS FOR NONCONVEX OPTIMIZATION 31

Let x?+ be the unique global minimizer of f+. By the strong convexity of f+, we may
bound the distance between x+ and x?+ (recall Lemma 3) by

��x+ � x?+
��  2 krf+(x+)k

�1
=

2 krf(x+)k

�1


�1
8L2

,

where final inequality is immediate from the gradient bound (2.22). By construction, f+ = f
on the ball {x : kx� x+k  �1/4L2}, and as x?+ belongs to the interior of this ball, it is a
local minimizer of f .

Let x be the point produced by the call to Accelerated-gradient-descent. By
Lemma 5, x satisfies krf+(x)k  ✏ and is computed in time

T2 := Tgrad + Tgrad

r
6L1

�1
log

✓
120L2

1�f

�1✏2

◆
= O

 
Tgrad

r
L1

�1
log

 
d

�
·
L2

p
L1�f

�2
1

!!
.

The strong convexity of f+ once more (Lemma 3) implies

��x� x?+
��  krf+(x)k

�1/2


2✏

�1


�1
8L2

,

which gives the distance bound in expression (2.21). Combining
��x� x?+

��  �1
8L2

and��x+ � x?+
��  �1

8L2
, we have that kx� x+k 

�1
4L2

, and therefore f(x) = f+(x) and krf(x)k =
krf+(x)k  ✏. The functional bound (2.21) then follows from the L1-smoothness of f and
that rf(x?+) = 0, as

f(x)� f(x?+)  rf(x
?
+)

T (x� x?+) +
L1

2

��x� x?+
��2 =

L1

2

��x� x?+
��2 .

The running time guarantee follows by summing T1 and T2 above.
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Abstract We develop and analyze a variant of Nesterov’s accelerated gradient descent
(AGD) for minimization of smooth non-convex functions. We prove that one of two cases
occurs: either our AGD variant converges quickly, as if the function was convex, or we
produce a certificate that the function is “guilty” of being non-convex. This non-convexity
certificate allows us to exploit negative curvature and obtain deterministic, dimension-free
acceleration of convergence for non-convex functions. For a function f with Lipschitz con-
tinuous gradient and Hessian, we compute a point x with krf(x)k  ✏ in O(✏�7/4 log(1/✏))
gradient and function evaluations. Assuming additionally that the third derivative is Lips-
chitz, we require only O(✏�5/3 log(1/✏)) evaluations.

3.1 Introduction

Nesterov’s seminal 1983 accelerated gradient method has inspired substantial development
of first-order methods for large-scale convex optimization. In recent years, machine learning
and statistics have seen a shift toward large scale non-convex problems, including methods
for matrix completion [125], phase retrieval [47, 204], dictionary learning [145], and neural
network training [131]. In practice, techniques from accelerated gradient methods—namely,
momentum—can have substantial benefits for stochastic gradient methods, for example, in
training neural networks [182, 123]. Yet little of the rich theory of acceleration for convex
optimization is known to transfer into non-convex optimization.

Optimization becomes more difficult without convexity, as gradients no longer provide
global information about the function. Even determining if a stationary point is a local
minimum is NP-hard [156, 161]. It is, however, possible to leverage non-convexity to improve
objectives in smooth optimization: moving in directions of negative curvature can guarantee
function value reduction. We explore the interplay between negative curvature, smoothness,
and acceleration techniques, showing how an understanding of the three simultaneously
yields a method that provably accelerates convergence of gradient descent on non-convex
functions.

32
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3.1.1 Problem setting
We consider the unconstrained minimization problem

minimize
x

f(x), (3.1)

where f : Rd
! R is smooth but potentially non-convex. We assume throughout the paper

that f is bounded from below, two-times differentiable, and has Lipschitz continuous gradi-
ent and Hessian. In Section 3.4 we strengthen our results under the additional assumption
that f has Lipschitz continuous third derivatives. Following the standard first-order oracle
model [159], we consider optimization methods that access only values and gradients of f
(and not higher order derivatives), and we measure their complexity by the total number of
gradient and function evaluations.

Approximating the global minimum of f to ✏-accuracy is generally intractable, requiring
time exponential in d log 1

✏ [159, §1.6]. Instead, we seek a point x that is ✏-approximately
stationary, that is,

krf(x)k  ✏. (3.2)

Finding stationary points is a canonical problem in nonlinear optimization [167], and while
saddle points and local maxima are stationary, excepting pathological cases, descent methods
that converge to a stationary point converge to a local minimum [132, 158, §3.2.2].

If we assume f is convex, gradient descent satisfies the bound (3.2) after O(✏�1) gra-
dient evaluations, and AGD improves this rate to O(✏�1/2 log 1

✏ ) [163]. Without convexity,
gradient descent is significantly worse, having worst-case complexity ⇥(✏�2) [53]. More
sophisticated gradient-based methods, including nonlinear conjugate gradient [108] and L-
BFGS [137] provide excellent practical performance, but their global convergence guarantees
are no better than O(✏�2). Our work as given in Chapter 3 [51] and, independently, Agarwal
et al. [3], break this O(✏�2) barrier, obtaining the rate O(✏�7/4 log d

✏ ). Before we discuss
this line of work in Section 7.1.2, we overview our contributions.

3.1.2 Our contributions
“Convex until proven guilty” Underpinning our results is the observation that when
we run Nesterov’s accelerated gradient descent (AGD) on any smooth function f , one of
two outcomes must follow:

(a) AGD behaves as though f was �-strongly convex, satisfying inequality (3.2) in O(��1/2 log 1
✏ )

iterations.

(b) There exist points u, v in the AGD trajectory that prove f is “guilty” of not being
�-strongly convex,

f(u) < f(v) +rf(v)T (u� v) +
�

2
ku� vk2 . (3.3)

The intuition behind these observations is that if inequality (3.3) never holds during the
iterations of AGD, then f “looks” strongly convex, and the convergence (a) follows. In
Section 3.2 we make this observation precise, presenting an algorithm to monitor AGD and
quickly find the witness pair u, v satisfying (3.3) whenever AGD progresses more slowly than
it does on strongly convex functions. We believe there is potential to apply this strategy
beyond AGD, extending additional convex gradient methods to non-convex settings.
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An accelerated non-convex gradient method In Section 3.3 we propose a method
that iteratively applies our monitored AGD algorithm to f augmented by a proximal regu-
larizer. We show that both outcomes (a) and (b) above imply progress minimizing f , where
in case (b) we make explicit use of the negative curvature that AGD exposes. These progress
guarantees translate to an overall first-order oracle complexity of O(✏�7/4 log 1

✏ ), a strict im-
provement over the O(✏�2) rate of gradient descent. In Section 6.4 we report preliminary
experimental results, showing a basic implementation of our method outperforms gradient
descent but not nonlinear conjugate gradient.

Improved guarantees with third-order smoothness As we show in Section 3.4, as-
suming Lipschitz continuous third derivatives instead of Lipschitz continuous Hessian allows
us to increase the step size we take when exploiting negative curvature, making more func-
tion progress. Consequently, the complexity of our method improves to O(✏�5/3 log 1

✏ ).
While the analysis of the third-order setting is more complex, the method remains essen-
tially unchanged. In particular, we still use only first-order information, never computing
higher-order derivatives.

3.1.3 Related work
Nesterov and Polyak [166] show that cubic regularization of Newton’s method finds a point
that satisfies the stationarity condition (3.2) in O(✏�3/2) evaluations of the Hessian. Given
sufficiently accurate arithmetic operations, a Lipschitz continuous Hessian is approximable
to arbitrary precision using finite gradient differences, and obtaining a full Hessian requires
O(d) gradient evaluations. A direct implementation of the Nesterov-Polyak method with
a first-order oracle therefore has gradient evaluation complexity O(✏�3/2d), improving on
gradient descent only if d⌧ ✏�1/2, which may fail in high-dimensions.

In two recent papers, we [51] and (independently) Agarwal et al. obtain better rates for
first-order methods. Agarwal et al. [3] propose a careful implementation of the Nesterov-
Polyak method, using accelerated methods for fast approximate matrix inversion. In our
earlier work, we employ a combination of (regularized) accelerated gradient descent and the
Lanczos method. Both find a point that satisfies the bound (3.2) with probability at least
1� � using O

�
✏�7/4 log d

�✏

�
gradient and Hessian-vector product evaluations.

The primary conceptual difference between our approach and those of Carmon et al.
and Agarwal et al. is that we perform no eigenvector search: we automatically find direc-
tions of negative curvature whenever AGD proves f “guilty” of non-convexity. Qualitatively,
this shows that explicit second orders information is unnecessary to improve upon gradi-
ent descent for stationary point computation. Quantitatively, this leads to the following
improvements:

(i) Our result is dimension-free and deterministic, with complexity independent of the
ratio d/�, compared to the log d

� dependence of previous works. This is significant, as
log d

� may be comparable to ✏�1/4/ log 1
✏ .

(ii) Our method uses only gradient evaluations, and does not require Hessian-vector prod-
ucts. In practice, Hessian-vector products may be difficult to implement and more
expensive to compute than gradients.

(iii) Under third-order smoothness assumptions we improve our method to achieve O(✏�5/3 log 1
✏ )

rate. It is unclear how to extend previous approaches to obtain similar guarantees.

In distinction from the methods of Carmon et al. [51] and Agarwal et al. [3], our method
provides no guarantees on positive definiteness of r2f(x); if initialized at a saddle point
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it will terminate immediately. However, as we further explain in Section 3.C, we may
combine our method with a fast eigenvector search to recover the approximate positive
definiteness guarantee r2f(x) ⌫ �

p
✏I, even improving it to r2f(x) ⌫ �✏2/3I using third-

order smoothness, but at the cost of reintroducing randomization, Hessian-vector products
and a log d

� complexity term.

3.1.4 Preliminaries and notation
Here we introduce notation and briefly overview definitions and results we use throughout.
We index sequences by subscripts, and use xj

i as shorthand for xi, xi+1, ..., xj . We use
x, y, v, u, w, p, c, q and z to denote points in Rd. Additionally, ⌘ denotes step sizes, ✏, "
denote desired accuracy, ✓ denotes a scalar and k·k denotes the Euclidean norm on Rd. We
denote the nth derivative of a function h : R! R by h(n). We let log+(t) = max{0, log t}.

A function f : Rd
! R has Ln-Lipschitz nth derivative if it is n times differentiable and

for every x0 and unit vector �, the one-dimensional function h(✓) = f(x0 + ✓�) satisfies
���h(n)(✓1)� h(n)(✓2)

���  Ln|✓1 � ✓2|.

We refer to this property as nth-order smoothness, or simply smoothness for n = 1, where
it coincides with the Lipschitz continuity of rf . Throughout the paper, we make extensive
use of the well-known consequence of Taylor’s theorem, that the Lipschitz constant of the
nth-order derivative controls the error in the nth order Taylor series expansion of h, i.e. for
✓, ✓0 2 R we have

�����h(✓)�
nX

i=0

1

i!
h(i)(✓0)(✓ � ✓0)

i

����� 
Ln

(n+ 1)!
|✓ � ✓0|

n+1. (3.4)

A function f is �-strongly convex if f(u) � f(v) + rf(v)T (u � v) + �
2 ku� vk2 for all

v, u 2 Rd.

3.2 Algorithm components

We begin our development by presenting the two building blocks of our result: a monitored
variation of AGD (Section 3.2.1) and a negative curvature descent step (Section 3.2.2) that
we use when the monitored version of AGD certifies non-convexity. In Section 3.3, we
combine these components to obtain an accelerated method for non-convex functions.

3.2.1 AGD as a convexity monitor
The main component in our approach is Alg. 4, AGD-until-proven-guilty. We take
as input an L-smooth function f , conjectured to be �-strongly convex, and optimize it
with Nesterov’s accelerated gradient descent method for strongly convex functions (lines 3
and 4). At every iteration, the method invokes Certify-progress to test whether the
optimization is progressing as it should for strongly convex functions, and in particular
that the gradient norm is decreasing exponentially quickly (line 5). If the test fails, Find-
witness-pair produces points u, v proving that f violates �-strong convexity. Otherwise,
we proceed until we find a point y such that krf(y)k  ".

The efficacy of our method is based on the following guarantee on the performance of
AGD.
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Algorithm 4 AGD-until-proven-guilty(f, y0, ", L, �)

1: Set  L/�, !  
p
�1p
+1

and x0  y0
2: for t = 1, 2, . . . do
3: yt  xt�1 �

1
Lrf(xt�1)

4: xt  yt + ! (yt � yt�1)

5: wt  Certify-progress(f, y0, yt, L,�,)
6: if wt 6= NULL then . convexity violation
7: (u, v) Find-witness-pair(f, xt

0, y
t
0, wt,�)

8: return (xt
0, y

t
0, u, v)

9: if krf(yt)k  " then return (xt
0, y

t
0,NULL)

1: function Certify-progress(f , y0, yt, L, �, )
2: if f(yt) > f(y0) then return y0 . non-convex behavior detected
3: Set zt  yt �

1
Lrf(yt)

4: Set  (zt) f(y0)� f(zt) +
�
2 kzt � y0k

2

5: if krf(yt)k2 > 2L (zt)e�t/
p
 then return zt . AGD has stalled

6: else return NULL

1: function Find-witness-pair(f , xt
0, yt0, wt, �)

2: for j = 0, 1, . . . , t� 1 do
3: for u = yj , wt do
4: if f(u) < f(xj) +rf(v)T (u� xj) +

�
2 ku� xjk

2 then return (u, xj)

5: (by Corollary 2 this line is never reached)

Proposition 1. Let f be L-smooth, and let yt0 and xt
0 be the sequence of iterates generated

by AGD-until-proven-guilty(f , y0, L, ", �) for some " > 0 and 0 < �  L. Fix w 2 Rd.
If for s = 0, 1, . . . , t� 1 we have

f(u) � f(xs) +rf(xs)
T (u� xs) +

�

2
ku� xsk

2 (3.5)

for both u = w and u = ys, then

f(yt)� f(w) 

✓
1�

1
p


◆t

 (w), (3.6)

where  = L
� and  (w) = f(y0)� f(w) + �

2 kw � y0k
2.

Proposition 1 is essentially a restatement of established results [164, 40], where we take
care to phrase the requirements on f in terms of local inequalities, rather than a global
strong convexity assumption. For completeness, we provide a proof of Proposition 1 in
Section 3.A.1 in the supplementary material.

With Proposition 1 in hand, we summarize the guarantees of Alg. 4 as follows.

Corollary 2. Let f : Rd
! R be L-smooth, let y0 2 Rd, " > 0 and 0 < �  L. Let

(xt
0, y

t
0, u, v) = AGD-until-proven-guilty(f , y0, ", L, �). Then the number of iterations

t satisfies

t  1 + max

(
0,

r
L

�
log

✓
2L (zt�1)

"2

◆)
, (3.7)

where  (z) = f(y0) � f(z) + �
2 kz � y0k

2 is as in line 4 of Certify-progress. If u, v 6=
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NULL (non-convexity was detected), then

f(u) < f(v) +rf(v)T (u� v) +
�

2
ku� vk2 (3.8)

where v = xj for some 0  j < t and u = yj or u = wt (defined on line 5 of AGD-until-
proven-guilty). Moreover,

max{f(y1), . . . , f(yt�1), f(u)}  f(y0). (3.9)

Proof. The bound (3.7) is clear for t = 1. For t > 1, the algorithm has not terminated
at iteration t � 1, and so we know that neither the condition in line 9 of AGD-until-
proven-guilty nor the condition in line 5 of Certify-progress held at iteration t � 1.
Thus

"2 < krf(yt�1)k
2
 2L (zt�1)e

�(t�1)/
p
,

which gives the bound (3.7) when rearranged.
Now we consider the returned vectors xt

0, yt0, u, and v from AGD-until-proven-
guilty. Note that u, v 6= NULL only if wt 6= NULL. Suppose that wt = y0, then by
line 2 of Certify-progress we have,

f(yt)� f(wt) > 0 =

✓
1�

1
p


◆t

 (wt),

since  (wt) =  (y0) = 0. Since this contradicts the progress bound (3.6), we obtain the
certificate (3.8) by the contrapositive of Proposition 1: condition (3.5) must not hold for
some 0  s < t, implying Find-witness-pair will return for some j  s.

Similarly, if wt = zt = yt�
1
Lrf(yt) then by line 5 of Certify-progress we must have

1

2L
krf(yt)k

2 >  (zt)e
�t/

p

�

✓
1�

1
p


◆t

 (zt).

Since f is L-smooth we have the standard progress guarantee (c.f. Nesterov [164] §1.2.3)
f(yt)� f(zt) �

1
2L krf(yt)k

2, again contradicting inequality (3.6).
To see that the bound (3.9) holds, note that f(ys)  f(y0) for s = 0, . . . , t � 1 since

condition 2 of Certify-progress did not hold. If u = yj for some 0  j < t then
f(u)  f(y0) holds trivially. Alternatively, if ut = wt = zt then condition 2 did not hold at
time t as well, so we have f(yt)  f(y0) and also f(u) = f(zt)  f(yt) �

1
2L krf(yt)k

2 as
noted above; therefore f(zt)  f(y0).

Before continuing, we make two remarks about implementation of Alg. 4.

(1) As stated, the algorithm requires evaluation of two function gradients per iteration (at
xt and yt). Corollary 2 holds essentially unchanged if we execute line 9 of AGD-until-
proven-guilty and lines 3-5 of Certify-progress only once every ⌧ iterations, where
⌧ is some fixed number (say 10). This reduces the number of gradient evaluations to
1 + 1

⌧ per iteration.

(2) Direct implementation would require O(d · t) memory to store the sequences yt0, xt
0

and rf(xt
0) for later use by Find-witness-pair. Alternatively, Find-witness-pair

can regenerate these sequences from their recursive definition while iterating over j,
reducing the memory requirement to O(d) and increasing the number of gradient and
function evaluations by at most a factor of 2.
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Algorithm 5 Exploit-NC-pair(f , u, v, ⌘)
1: �  (u� v)/ku� vk
2: u+  u+ ⌘�
3: u�  u� ⌘�
4: return argminz2{u�,u+} f(z)

In addition, while our emphasis is on applying AGD-until-proven-guilty to non-
convex problems, the algorithm has implications for convex optimization. For example,
we rarely know the strong convexity parameter � of a given function f ; to remedy this,
O’Donoghue and Candès [169] propose adaptive restart schemes. Instead, one may repeat-
edly apply AGD-until-proven-guilty and use the witnesses to update �.

3.2.2 Using negative curvature
The second component of our approach is exploitation of negative curvature to decrease
function values; in Section 3.3 we use AGD-until-proven-guilty to generate u, v such
that

f(u) < f(v) +rf(v)T (u� v)�
↵

2
ku� vk2 , (3.10)

a nontrivial violation of convexity (where ↵ > 0 is a parameter we control using a proximal
term). By taking an appropriately sized step from u in the direction ±(u � v), Alg. 5 can
substantially lower the function value near u whenever the convexity violation (3.10) holds.
The following basic lemma shows this essential progress guarantee.

Lemma 11. Let f : Rd
! R have L2-Lipschitz Hessian. Let ↵ > 0 and let u and v

satisfy (3.10). If ku� vk  ↵
2L2

, then for every ⌘  ↵
L2

, Exploit-NC-pair(f, u, v, ⌘) finds
a point z such that

f(z)  f(u)�
↵⌘2

12
. (3.11)

Proof. We proceed in two parts; in the first part, we show that f has negative curvature
of at least ↵/2 in the direction � = (u � v)/ ku� vk at the point u. We then show that
this negative curvature guarantees a gradient step with magnitude ⌘ produces the required
progress in function value.

Defining � = (u� v)/ ku� vk, we obtain
Z ku�vk

0

Z ⌧

0
�Tr2f(v + ✓�)�d✓

�
d⌧ = f(u)� f(v)�rf(v)T (u� v)

(i)
< �

↵

2
ku� vk2 ,

where inequality (i) follows by assumption (3.10). Let ⌧⇤ = inf✓2[0,ku�vk] �
T
r

2f(v + ✓�)�.
Using that

R t
0 ⌧d⌧ = t2/2, we substitute for the integrand to find that ⌧⇤ < �↵, and using

the Lipschitz continuity of r2f yields

�Tr2f(u)�  ⌧⇤ + L2 ku� vk < �↵+
L2↵

2L2
= �

↵

2
, (3.12)

where we have used that ku� vk  ↵
2L2

by assumption.
Using again the Lipschitz continuity of r2f , we apply (3.4) with x0 = u, ✓0 = 0 and

✓ = ±⌘ to obtain

f(u±)  f(u)± ⌘rf(u)T � +
⌘2

2
�Tr2f(u)� +

L2

6
|⌘|3.
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Algorithm 6 Guarded-non-convex-AGD(f , p0, L1, ✏, ↵, ⌘)
1: for k = 1, 2, . . . do
2: Set f̂(x) := f(x) + ↵ kx� pk�1k

2

3: (xt
0, y

t
0, u, v) AGD-until-proven-guilty(f̂ , pk�1, ✏

10 , L1 + 2↵, ↵)
4: if u, v = NULL then pk  yt . f̂ was effectively strongly convex
5: else . f has negative curvature on the line between v and u
6: b(1)  Find-best-iterate(f, yt0, u, v)
7: b(2)  Exploit-NC-pair(f, u, v, ⌘)
8: pk  argminz2{b(1),b(2)} f(z)

9: if krf(pk)k  ✏ then return pk

1: function Find-best-iterate(f , yt0, u, v)
2: return argminz2{u,y0,...,yt} f(z)

The first order term must be negative for one of u+ and u�. Therefore, using inequal-
ity (3.12) and ⌘  ↵/L2, we have f(z) = min{f(u+), f(u�)}  f(u)� ↵⌘2

12 as desired.

3.3 Accelerating non-convex optimization

We now combine the accelerated convergence guarantee of Corollary 2 and the non-convex
progress guarantee of Lemma 11 to form Guarded-non-convex-AGD. The idea for the
algorithm is as follows. Consider iterate k�1, denoted pk�1. We create a proximal function
f̂ by adding the proximal term ↵ kx� pk�1k

2 to f . Applying AGD-until-proven-guilty
to f̂ yields the sequences x0, . . . , xt, y0, . . . , yt and possibly a non-convexity witnessing pair
u, v (line 3). If u, v are not available, we set pk = yt and continue to the next iteration.
Otherwise, by Corollary 2, u and v certify that f̂ is not ↵ strongly convex, and therefore
that f has negative curvature. Exploit-NC-pair then leverages this negative curvature,
obtaining a point b(2). The next iterate pk is the best out of y0, . . . , yt, u and b(2) in terms
of function value.

The following central lemma provides a progress guarantee for each of the iterations of
Alg. 6.

Lemma 12. Let f : Rd
! R be L1-smooth and have L2-Lipschitz continuous Hessian, let

✏,↵ > 0 and p0 2 Rd. Let p1, . . . , pK be the iterates Guarded-non-convex-AGD(f , p0,
L1, ✏, ↵, ↵

L2
) generates. Then for each k 2 {1, . . . ,K � 1},

f(pk)  f(pk�1)�min

⇢
✏2

5↵
,
↵3

64L2
2

�
. (3.13)

Proof. Fix an iterate index 1  k < K; throughout the proof we let yt0, x
t
0 and u, v refer

to outputs of AGD-until-proven-guilty in the kth iteration. We consider the cases
u, v = NULL and u, v 6= NULL separately. In the former case, standard proximal point
arguments suffice, while in the latter case we require more care.

The simpler case is u, v = NULL (no convexity violation detected), in which pk = yt
and krf̂(pk)k  ✏/10 (since AGD-until-proven-guilty terminated on line 9). Moreover,
k < K implies that Guarded-non-convex-AGD does not terminate at iteration k, and
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therefore krf(pk)k > ✏. Consequently,

2↵ kpk � pk�1k = krf(pk)�rf̂(pk)k � krf(pk)k � krf̂(pk)k � 9✏/10.

The case u, v = NULL also implies f̂(pk) = f̂(yt)  f̂(y0) = f(pk�1), as the condition in
line 2 of Certify-progress never holds, and therefore

f(pk) = f̂(pk)� ↵ kpk � pk�1k
2
 f(pk�1)� ↵

✓
9✏

20↵

◆2

 f(pk�1)�
✏2

5↵
,

which establishes the claim in the case u, v = NULL.
Now we consider the case u, v 6= NULL (non-convexity detected). By Corollary 2,

f̂(u) < f̂(v) +rf̂(v)T (u� v) +
↵

2
ku� vk2 . (3.14)

By definition of f̂(x) = f(x) + ↵ kx� y0k
2, we have for any y0, u, v 2 Rd that

f(v)+rf(v)T (u�v)�
↵

2
ku� vk2�f(u) = f̂(v)+rf̂(v)T (u�v)+

↵

2
ku� vk2� f̂(u) > 0,

where the inequality is Eq. (3.14). Therefore, we conclude that inequality (3.10) must hold.
To apply Lemma 11, we must control the distance between u and v. We present the following
lemma, which shows how b(1) acts as an insurance policy against ku� vk growing too large.

Lemma 13. Let f be L1-smooth, and ⌧ � 0. At any iteration of Guarded-non-convex-
AGD, if u, v 6= NULL and the best iterate b(1) satisfies f(b(1)) � f(y0) � ↵⌧2 then for
1  i < t,

kyi � y0k  ⌧, kxi � y0k  3⌧, and ku� vk  4⌧.

Deferring the proof of Lemma 13 briefly, we show how it yields Lemma 12. We set ⌧ := ↵
8L2

and consider two cases. First, if

f(b(1))  f(y0)� ↵⌧
2 = f(pk�1)�

↵3

64L2
2

,

then we are done, since f(pk)  f(b(1)). In the converse case, if f(b(1)) � f(y0) � ↵⌧2,
Lemma 13 implies ku� vk  4⌧  ↵

2L2
. Therefore, we can exploit the negative curvature in

f , as Lemma 11 guarantees (with ⌘ = ↵
L2

),

f(b(2))  f(u)�
↵3

12L2
2

(i)
 f(pk�1)�

↵3

12L2
2

.

Here inequality (i) uses that f(u)  f̂(u)  f̂(y0) = f(pk�1) by Corollary 2. This implies
inequality (3.13) holds and concludes the case u, v 6= NULL.

Proof of Lemma 13. We begin by noting that f̂(yi)  f̂(y0) = f(y0) for i = 1, . . . , t� 1 by
Corollary 2. Using f(yi) � f(b(1)) � f(y0)� ↵⌧2 we therefore have

↵ kyi � y0k
2 = f̂(yi)� f(yi)  f(y0)� f(yi)  ↵⌧

2,

which implies kyi � y0k  ⌧ . By Corollary 2 we also have f̂(u)  f̂(y0), so we similarly
obtain ku� y0k  ⌧ . Using xi = (1 + !)yi � !yi�1, where ! =

p
�1p
+1
2 (0, 1), we have by
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the triangle inequality that

kxi � y0k  (1 + !) kyi � y0k+ ! kyi�1 � y0k  3⌧

for every i = 1, . . . , t � 1. Finally, since v = xj for some 0  j  t � 1, this gives the last
inequality of the lemma, as ku� vk  ku� y0k+ kxj � y0k  4⌧ .

Lemma 12 shows we can accelerate gradient descent in a non-convex setting. Indeed,
ignoring all problem-dependent constants, setting ↵ =

p
✏ in the bound (3.13) shows that

we make ⌦(✏3/2) progress at every iteration of Guarded-non-convex-AGD, and conse-
quently the number of iterations is bounded by O(✏�3/2). Arguing that calls to AGD-
until-proven-guilty each require O(✏�1/4 log 1

✏ ) gradient computations yields the follow-
ing complexity guarantee.

Theorem 3.3.1. Let f : Rd
! R be L1-smooth and have L2-Lipschitz continuous Hessian.

Let p0 2 Rd, �f = f(p0)� infz2Rd f(z) and 0 < ✏  min{�2/3
f L1/3

2 , L2
1/(64L2)}. Set

↵ = 2
p
L2✏ (3.15)

then Guarded-non-convex-AGD(f , p0, L1, ✏, ↵, ↵
L2

) finds a point pK such that krf(pK)k 
✏ with at most

20 ·
�fL

1/2
1 L1/4

2

✏7/4
log

500L1�f

✏2
(3.16)

gradient evaluations.

Proof. We bound two quantities: the number of calls to AGD-until-proven-guilty,
which we denote by K, and the maximum number of steps AGD-until-proven-guilty
performs when it is called, which we denote by T . The overall number gradient evaluations
is 2KT , as we compute at most 2T gradients per iterations (at the points x0, . . . , xt�1 and
y1, . . . , yt).

The upper bound on K is immediate from Lemma 12, as by telescoping the progress
guarantee (3.13) we obtain

�f � f(p0)� f(pK�1) =
K�1X

k=1

(f(pk�1)� f(pk)) � (K � 1) ·min

⇢
✏2

5↵
,
↵3

64L2
2

�
� (K � 1)

✏3/2

10L1/2
2

,

where the final inequality follows by substituting our choice (3.15), of ↵. We conclude that

K  1 + 10�fL
1/2
2 ✏�3/2. (3.17)

To bound the number T of steps of AGD-until-proven-guilty, note that for every
z 2 Rd

 (z) = f̂(y0)� f̂(z) +
↵

2
kz � y0k

2 = f(y0)� f(z)�
↵

2
kz � y0k

2
 �f .

Therefore, substituting " = ✏/10, L = L1 +2↵ and L = ↵ = 2
p
L2✏ into the guarantee (3.7)

of Corollary 2,

T  1 +

s

2 +
L1

2
p
L2✏

log+

✓
200(L1 + 4

p
L2✏)�f

✏2

◆
. (3.18)

We use ✏  min{�2/3
f L1/3

2 , L2
1/(12L2)} to simplify the bounds on K and T . Using
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1  �fL
1/2
2 ✏�3/2 simplifies the bound (3.17) to

K  11�fL
1/2
2 ✏�3/2.

Applying 1  L1/(8
p
L2✏) in the bound (3.18) gives

T 

r
3

4

L1/2
1

L1/4
2 ✏1/4

log

✓
500L1�f

✏2

◆
,

where �fL1✏�2
� 8 allows us to drop the subscript from the log. Multiplying the product

of the above bounds by 2 gives the theorem.

We conclude this section with two brief remarks.

(1) The conditions on ✏ guarantee that the bound (3.16) is non-trivial. If ✏ � L2
1/L2,

then gradient descent achieves better guarantees. Indeed, with step-size 1/L1, gradient
descent satisfies krf(x)k  ✏ within at most 2L1�f

✏2 iterations [cf. 164, Eq. 1.2.13].
Substituting ✏ � L2

1/L2 therefore yields

L1�f

✏2


L2
2�f

L3
1

= L1/4
2 L1/2

1 �f ·

✓
L2

L2
1

◆ 7
4


L1/4
2 L1/2

1 �f

✏7/4
.

Alternatively, if ✏ > 102/3�2/3
f L1/3

2 then we have by inequality (3.17) that K < 2, so
Alg. 6 halts after at most a single iteration. Nevertheless, the bounds (3.17) and (3.18)
hold for any ✏ � 0.

(2) While we state Theorem 3.3.1 in terms of gradient evaluation count, a similar bound
holds for function evaluations as well. Indeed, inspection of our method reveals that
each iteration of Alg. 6 evaluates the function and not the gradient at at most the three
points u, u+ and u�; both complexity measures are therefore of the same order.

3.4 Incorporating third-order smoothness

In this section, we show that when third-order derivatives are Lipschitz continuous, we can
improve the convergence rate of Alg. 6 by modifying two of its subroutines. In Section 3.4.1
we introduce a modified version of Exploit-NC-pair that can decrease function values
further using third-order smoothness. In Section 3.4.2 we change Find-best-iterate to
provide a guarantee that f(v) is never too large. We combine these two results in Sec-
tion 3.4.3 and present our improved complexity bounds.

3.4.1 Making better use of negative curvature
Our first observation is that third-order smoothness allows us to take larger steps and make
greater progress when exploiting negative curvature, as the next lemma formalizes.

Lemma 14. Let f : Rd
! R have L3-Lipschitz third-order derivatives, u 2 Rd, and � 2 Rd

be a unit vector. If �Tr2f(u)� = �↵2 < 0 then, for every 0  ⌘ 
p

3↵/L3,

min{f(u� ⌘�), f(u+ ⌘�)}  f(u)�
↵⌘2

8
. (3.19)
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Algorithm 7 Exploit-NC-pair3(f , u, v, ⌘)
1: �  (u� v)/ ku� vk
2: ⌘0  

p
⌘(⌘ + ku� vk)� ku� vk

3: u+  u+ ⌘0�
4: v�  v � ⌘�
5: return argminz2{v�,u+} f(z)

Proof. For ✓ 2 R, define h(✓) = f(u + ✓�). By assumption h000 is L3-Lipschitz continuous,
and therefore

h(✓)  h(0) + h0(0)✓ + h00(0)
✓2

2
+ h000(0)

✓3

6
+ L3

✓4

24
.

Set A⌘ = h0(0)⌘+h000(0)⌘3/6 and set ⌘̄ = �sign(A⌘)⌘. As h0(0)⌘̄+h000(0)⌘̄3/6 = �|A⌘|  0,
we have

h(⌘̄)  h(0) + h00(0)
⌘2

2
+ L3

⌘4

24
 f(u)�

↵⌘2

8
,

the last inequality using h(0) = f(u), h00(0) = �↵2 and ⌘2  3↵
L3

. That f(u + ⌘̄�) = h(⌘̄)
gives the result.

Comparing Lemma 14 to the second part of the proof of Lemma 11, we see that second-
order smoothness with optimal ⌘ guarantees ↵3/(12L2

2) function decrease, while third-order
smoothness guarantees a 3↵2/(8L3) decrease. Recalling Theorem 3.3.1, where ↵ scales
as a power of ✏, this is evidently a significant improvement. Additionally, this benefit is
essentially free: there is no increase in computational cost and no access to higher order
derivatives. Examining the proof, we see that the result is rooted in the anti-symmetry of
the odd-order terms in the Taylor expansion. This rules out extending this idea to higher
orders of smoothness, as they contain symmetric fourth order terms.

Extending this insight to the setting of Lemma 11 is complicated by the fact that,
at relevant scales of ku� vk, it is no longer possible to guarantee that there is negative
curvature at either u or v. Nevertheless, we are able to show that a small modification of
Exploit-NC-pair achieves the required progress.

Lemma 15. Let f : Rd
! R have L3-Lipschitz third-order derivatives. Let ↵ > 0 and let

u and v satisfy (3.10) and let ⌘ 
p

2↵/L3. Then for every ku� vk  ⌘/2, Exploit-NC-
pair3(f, u, v, ⌘) finds a point z such that

f(z)  max
n
f(v)�

↵

4
⌘2, f(u)�

↵

12
⌘2
o
. (3.20)

We prove Lemma 15 in Section 3.B.1; it is essentially a more technical version of the
proof of Lemma 14, where we address the asymmetry of condition (3.10) by taking steps of
different sizes from u and v.

3.4.2 Bounding the function values of the iterates using cubic in-
terpolation

An important difference between Lemmas 11 and 15 is that the former guarantees lower
objective value than f(u), while the latter only improves max{f(v), f(u)}. We invoke these
lemmas for v = xj for some xj produced by AGD-until-proven-guilty, but Corollary 2
only bounds the function value at yj and w; f(xj) might be much larger than f(y0), rendering
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Algorithm 8 Find-best-iterate3(f , yt0, u, v)
1: Let 0  j < t be such that v = xj

2: cj  (yj + yj�1)/2 if j > 0 else y0
3: qj  �2yi + 3yj�1 if j > 0 else y0
4: return argminz2{y0,...,yt,cj ,qj ,u} f(z)

the progress guaranteed by Lemma 15 useless. Fortunately, we are able show that whenever
this happens, there must be a point on the line that connects xj , yj and yj�1 for which the
function value is much lower than f(y0). We take advantage of this fact in Alg. 8, where we
modify Find-best-iterate to consider additional points, so that whenever the iterate it
finds is not much better than y0, then f(xj) is guaranteed to be close to f(y0). We formalize
this claim in the following lemma, which we prove in Section 3.B.2.

Lemma 16. Let f be L1-smooth and have L3-Lipschitz continuous third-order derivatives,
and let ⌧ 

p
↵/(16L3) with ⌧,↵, L1, L3 > 0. Consider Guarded-non-convex-AGD with

Find-best-iterate replaced by Find-best-iterate3. At any iteration, if u, v 6= NULL
and the best iterate b(1) satisfies f(b(1)) � f(y0)� ↵⌧2 then,

f(v)  f(y0) + 14↵⌧2.

We now explain the idea behind the proof of Lemma 16. Let 0  j < t be such that
v = xj (such j always exists by Corollary 2). If j = 0 then xj = y0 and the result is trivial,
so we assume j � 1. Let fr : R! R be the restriction of f to the line containing yj�1 and yj
(and also qj , cj and xj). Suppose now that fr is a cubic polynomial. Then, it is completely
determined by its values at any 4 points, and f(xj) = �C1f(qj) + C2f(yj�1) � C3f(cj) +
C4f(yj) for Cj � 0 independent of f . By substituting the bounds max{f(yj�1), f(yj)} 
f(y0) and min{f(qj), f(cj)} � f(b(1)) � f(y0) � ↵⌧2, we obtain an upper bound on f(xj)
when fr is cubic. To generalize this upper bound to fr with Lipschitz third-order derivative,
we can simply add to it the approximation error of an appropriate third-order Taylor series
expansion, which is bounded by a term proportional to L3⌧4  ↵⌧2/16.

3.4.3 An improved rate of convergence
With our algorithmic and analytic upgrades established, we are ready to state the enhanced
performance guarantees for Guarded-non-convex-AGD, where from here on we assume
that Exploit-NC-pair3 and Find-best-iterate3 subsume Exploit-NC-pair and Find-
best-iterate, respectively.

Lemma 17. Let f : Rd
! R be L1-smooth and have L3-Lipschitz continuous third-order

derivatives, let ✏,↵ > 0 and p0 2 Rd. If pK0 is the sequence of iterates produced by Guarded-
non-convex-AGD(f , p0, L1, ✏, ↵,

q
2↵
L3

), then for every 1  k < K,

f(pk)  f(pk�1)�min

⇢
✏2

5↵
,
↵2

32L3

�
. (3.21)

The proof of Lemma 17 is essentially identical to the proof of Lemma 12, where we
replace Lemma 11 with Lemmas 15 and 16 and set ⌧ =

p
↵/(32L3). For completeness, we

give a full proof in Section 3.B.3. The gradient evaluation complexity guarantee for third-
order smoothness then follows precisely as in our proof of Theorem 3.3.1; see Sec. 3.B.4 for
a proof of the following
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Theorem 3.4.1. Let f : Rd
! R be L1-smooth and have L3-Lipschitz continuous third-

order derivatives. Let p0 2 Rd, �f = f(p0)�infz2Rd f(z) and 0 < ✏2/3  min{�1/2
f L1/6

3 , L1/(8L
1/3
3 )}.

If we set
↵ = 2L1/3

3 ✏2/3, (3.22)

Guarded-non-convex-AGD(f , p0, L1, ✏, ↵,
q

2↵
L3

) finds a point pK such that krf(pK)k 

✏ and requires at most

20 ·
�fL

1/2
1 L1/6

3

✏5/3
log

✓
500L1�f

✏2

◆
(3.23)

gradient evaluations.

While achieving the guarantees that Theorem 3.4.1 provides requires some modification
of our algorithms, these do not come at the expense of the convergence guarantees of Theo-
rem 3.3.1 when we have only second order smoothness. That is, the results of Theorem 3.3.1
remain valid even with the algorithmic modifications of this section, and Alg. 6 transitions
between smoothness regimes by varying the scaling of ↵ and ⌘ with ✏.

3.5 Preliminary experiments

The primary purpose of this paper is to demonstrate the feasibility of acceleration for non-
convex problems using only first-order information. Given the long history of development
of careful schemes for non-linear optimization, it is unrealistic to expect a simple implemen-
tation of the momentum-based Algorithm 6 to outperform state-of-the-art methods such as
non-linear conjugate gradients and L-BFGS. It is important, however, to understand the
degree of non-convexity in problems we encounter in practice, and to investigate the efficacy
of the negative curvature detection-and-exploitation scheme we propose.

Toward this end, we present two experiments: (1) fitting a non-linear regression model
and (2) training a small neural network. In these experiments we compare a basic im-
plementation of Alg. 6 with a number baseline optimization methods: gradient descent
(GD), non-linear conjugate gradients (NCG) [108], Accelerated Gradient Descent (AGD)
with adaptive restart [169] (RAGD), and a crippled version of Alg. 6 without negative cur-
vature exploitation (C-Alg. 6). We compare the algorithms on the number of gradient steps,
but note that the number of oracle queries per step varies between methods. We provide
implementation details in Section 3.D.1.

For our first experiment, we study robust linear regression with the smooth biweight
loss [23],

f(x) :=
1

m

mX

i=1

�(aTi x� bi) where �(✓) =
✓2

1 + ✓2
.

The function � is a robust modification of the quadratic loss; it is approximately quadratic
for small errors, but insensitive to larger errors. For 1,000 independent experiments, we
randomly generate problem data to create a highly non-convex problem as follows. We
set d = 30 and m = 60, and we draw ai

iid
⇠ N (0, Id). We generate b as follows. We

first draw a “ground truth” vector z ⇠ N (0, 4Id). We then set b = Az + 3⌫1 + ⌫2, where
⌫1 ⇠ N (0, Im) and the elements of ⌫2 are i.i.d. Bernoulli(0.3). These parameters make the
problem substantially non-convex.

In Figure 3.1 we plot aggregate convergence time statistics, as well as gradient norm and
function value trajectories for a single representative problem instance. The figure shows
that gradient descent and C-Alg. 6 (which does not exploit curvature) converge more slowly
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Figure 3.1: Performance on a non-convex regression problem. (a) Cumulative distribution
of number of steps required to achieve gradient norm < 10�4, over 1,000 random problem
instances (b) Gradient norm trace for a representative instance (c) Function value trace for
the same instance. For Alg. 6, the dots correspond to negative curvature detection and the
diamonds correspond to negative curvature exploitation (i.e. when f(b(2)) < f(b(1))). For
RAGD, the squares indicate restarts due to non-monotonicity.
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Figure 3.2: Performance on neural network training.

than the other methods. When C-Alg. 6 stalls it is detecting negative curvature, which
implies the stalling occurs around saddle points. When negative curvature exploitation is
enabled, Alg. 6 is faster than RAGD, but slower than NCG. In this highly non-convex
problem, different methods often converge to local minima with (sometimes significantly)
different function values. However, each method found the “best” local minimum in a similar
fraction of the generated instances, so there does not appear to be a significant difference
in the ability of the methods to find “good” local minima in this problem ensemble.

For the second experiment we fit a neural network model1 comprising three fully-connected
hidden layers containing 20, 10 and 5 units, respectively, on the MNIST handwritten digits
dataset [130] (see Section 3.D.2). Figure 3.2 shows a substantial performance gap between
gradient descent and the other methods, including Alg. 6. However, this is not due to nega-
tive curvature exploitation; in fact, Alg. 6 never detects negative curvature in this problem,

1Our approach in its current form is inapplicable to training neural networks of modern scale, as it
requires computation of exact gradients.
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implying AGD never stalls. Moreover, RAGD never restarts. This suggests that the loss
function f is “effectively convex” in large portions of the training trajectory, consistent with
the empirical observations of Goodfellow et al. [97]; a phenomenon that may merit further
investigation.

We conclude that our approach can augment AGD in the presence of negative curvature,
but that more work is necessary to make it competitive with established methods such as
non-linear conjugate gradients. For example, adaptive schemes for setting ↵, ⌘ and L1 must
be developed. However, the success of our method may depend on whether AGD stalls at
all in real applications of non-convex optimization.

3.A Proofs from Section 3.2

3.A.1 Proof of Proposition 1
Proposition 1. Let f be L-smooth, and let yt0 and xt

0 be the sequence of iterates generated
by AGD-until-proven-guilty(f , y0, L, ", �) for some " > 0 and 0 < �  L. Fix w 2 Rd.
If for s = 0, 1, . . . , t� 1 we have

f(u) � f(xs) +rf(xs)
T (u� xs) +

�

2
ku� xsk

2 (3.5)

for both u = w and u = ys, then

f(yt)� f(w) 

✓
1�

1
p


◆t

 (w), (3.6)

where  = L
� and  (w) = f(y0)� f(w) + �

2 kw � y0k
2.

Proof. The proof is closely based on the proof of Theorem 3.18 of [40], which itself is based
on the estimate sequence technique of Nesterov [164]. We modify the proof slightly to avoid
arguments that depend on the global minimum of f . This enables using inequalities (3.5)
to prove the result, instead of �-strong convexity of the function f .

We define �-strongly convex quadratic functions �s by induction as

�0(z) = f(x0) +
�

2
kz � x0k

2,

and, for s = 0, ..., t� 1,

�s+1(z) =

✓
1�

1
p


◆
�s(z) +

1
p


⇣
f(xs) +rf(xs)

T (z � xs) +
�

2
kz � xsk

2
⌘
. (3.24)

Using (3.5) with u = w, straightforward induction shows that

�s(w)  f(w) +

✓
1�

1
p


◆s

 (w) for s = 0, 1, ..., t. (3.25)

Let �⇤
s = minx2Rn �s(x). If

f(ys)  �
⇤
s for s = 0, 1, . . . , t (3.26)
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then (3.6) follows immediately, since

f(yt)� f(w)  �⇤
t � f(w)  �t(w)� f(w) 

✓
1�

1
p


◆t

 (w).

We now prove (3.26) by induction. Note that it is true at s = 0 since x0 = y0 is the
global minimizer of �0. We have,

f(ys+1)
(a)
 f(xs)�

1

2L
krf(xs)k

2

=

✓
1�

1
p


◆
f(ys) +

✓
1�

1
p


◆
(f(xs)� f(ys)) +

1
p

f(xs)�

1

2L
krf(xs)k

2

(b)


✓
1�

1
p


◆
�⇤

s +

✓
1�

1
p


◆
(f(xs)� f(ys)) +

1
p

f(xs)�

1

2L
krf(xs)k

2

(c)


✓
1�

1
p


◆
�⇤

s +

✓
1�

1
p


◆
rf(xs)

T (xs � ys) +
1
p

f(xs)�

1

2L
krf(xs)k

2,

where inequality (a) follows from the definition ys+1 = xs�
1
Lrf(xs) and the L-smoothness

of f , inequality (b) is the induction hypothesis and inequality (c) is assumption (3.5) with
u = ys.

Past this point the proof is identical to the proof of Theorem 3.18 of [40], but we continue
for sake of completeness.

To complete the induction argument we now need to show that:
✓
1�

1
p


◆
�⇤

s +

✓
1�

1
p


◆
rf(xs)

T (xs � ys) +
1
p

f(xs)�

1

2L
krf(xs)k

2
 �⇤

s+1.

(3.27)

Note that r2�s = �In (immediate by induction) and therefore

�s(x) = �
⇤
s +

�

2
kx� vsk

2,

for some vs 2 Rn. By differentiating (3.24) and using the above form of �s we obtain

r�s+1(x) = �

✓
1�

1
p


◆
(x� vs) +

1
p

rf(xs) +

�
p

(x� xs).

Since by definition �s+1(vs+1) = 0, we have

vs+1 =

✓
1�

1
p


◆
vs +

1
p

xs �

1

�
p

rf(xs) (3.28)

Using (3.24), evaluating evaluating �s+1 at xs gives,

�s+1(xs) = �
⇤
s+1 +

�

2
kxs � vs+1k

2 =

✓
1�

1
p


◆h
�⇤

s +
�

2
kxs � vsk

2
i
+

1
p

f(xs). (3.29)

Substituting (3.28) gives

kxs�vs+1k
2 =

✓
1�

1
p


◆2

kxs�vsk
2+

1

�2
krf(xs)k

2
�

2

�
p


✓
1�

1
p


◆
rf(xs)

T (vs�xs)
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which combined with (3.29) yields

�⇤
s+1 =

✓
1�

1
p


◆
�⇤

s +
1
p


✓
1�

1
p


◆
rf(xs)

T (vs � xs) +
1
p

f(xs)�

1

2L
krf(xs)k

2

+
�

2
p


✓
1�

1
p


◆
kxs � vsk

2.

Examining this equation, it is seen that vs� xs =
p
(xs� ys) implies (3.27) and therefore

concludes the proof of Proposition 1. We establish the relation vs � xs =
p
(xs � ys) by

induction,

vs+1 � xs+1 =

✓
1�

1
p


◆
vs +

1
p

xs �

1

�
p

rf(xs)� xs+1

=
p
xs � (

p
� 1)ys �

p


L
rf(xs)� xs+1

=
p
ys+1 � (

p
� 1)ys � xs+1 =

p
(xs+1 � ys+1).

where the first equality comes from (3.28), the second from the induction hypothesis, the
third from the definition of ys+1 and the last one from the definition of xs+1.

3.B Proofs from Section 3.4

3.B.1 Proof of Lemma 15
We begin by proving the following normalized version of Lemma 15.

Lemma 18. Let h : R! R be thrice differentiable, h000 be L-Lipschitz continuous for some
L > 0 and let

h(1)� h(�1)� 2h0(�1) =

Z 1

�1
d⌫

Z ⌫

�1
h00(⇠)d⇠  �A, (3.30)

for some A � 0. Then for any ⇢ � 4

min{h(�1� ⇢), h(1 + ⇢0)}  max

⇢
h(�1)�

A

4
⇢2, h(1)�

A

6
⇢2
�
+

L

8
⇢4, (3.31)

where ⇢0 =
p
⇢(⇢+ 2)� 2.

Proof. Define
h̃(⇠) = h(0) + h0(0)⇠ +

1

2
h00(0)⇠2 +

1

6
h000(0)⇠3.

By the Lipschitz continuity of h000, we have that |h(⇠) � h̃(⇠)|  L⇠4/24 for any ⇠ 2 R (see
Section 4.2). Similarly, viewing h000 as the first derivative of h00, we have and |h00(⇠)�h̃00(⇠)| 
L⇠2/2. The assumption (3.30) therefore implies,

4


1

2
h00(0)�

1

6
h000(0)

�
=

Z 1

�1
d⌫

Z ⌫

�1
h̃00(⇠)d⇠  �A+

L

2

Z 1

�1
d⌫

Z ⌫

�1
⇠2d⇠ = �A+

1

3
L. (3.32)

It is also easy to verify that

h(0) =
h̃(1) + h̃(�1)

2
�

1

2
h00(0) and h0(0) =

h̃(1)� h̃(�1)

2
�

1

6
h000(0).
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Substituting into the definition of h̃ and rearranging, this yields

h̃(1+⇢0) = h̃(1)+
h̃(1)� h̃(�1)

2
⇢0+


1

2
h00(0)�

1

6
h000(0)

�
⇢0(2+⇢0)+

1

6
h000(0)⇢0(2+⇢0)2 (3.33)

and

h̃(�1�⇢) = h̃(�1)�
h̃(1)� h̃(�1)

2
⇢+


1

2
h00(0)�

1

6
h000(0)

�
⇢(2+⇢)�

1

6
h000(0)⇢2(2+⇢). (3.34)

Suppose that h̃(1)�h̃(�1)
2 + 1

6h
000(0)⇢(2 + ⇢) � 0. By (3.34), (3.32) and ⇢2  ⇢(2 + ⇢) 

3⇢2/2 (since ⇢ � 4) we then have

h̃(�1� ⇢)  h̃(�1)�
A

4
⇢2 +

L

8
⇢2,

and, using |h(⇠)� h̃(⇠)|  L⇠4/24 for ⇠ = �1 and ⇠ = �1� ⇢ along with 1  ⇢/4, we get

h(�1� ⇢)  h(�1)�
A

4
⇢2 +

L

8
⇢2 +

L

24
(1 + (1 + ⇢)4)  h(�1)�

A

4
⇢2 +

L

8
⇢4. (3.35)

Suppose now that h̃(1)�h̃(�1)
2 + 1

6h
000(0)⇢(2 + ⇢) < 0 holds instead. By (3.33) and (3.32)

we then have

h̃(1 + ⇢0)  h̃(1)�


A

4
�

L

12

�
⇢0(2 + ⇢0) +

1

6
h000(0)⇢0

⇥
(2 + ⇢0)2 � ⇢(2 + ⇢)]

⇤
= h̃(1)�


A

4
�

L

12

�
⇢0(2 + ⇢0)

where the equality follows from the definition (2+⇢0)2 = ⇢(2+⇢). We lower bound ⇢0(2+⇢0)
as

⇢0(2 + ⇢0) = ⇢(2 + ⇢)� 2
p
⇢(2 + ⇢) � ⇢

⇣⇢
2
+ ⇢

⌘
�
⇢

2

r
⇢
⇣⇢
2
+ ⇢

⌘
�

2⇢2

3
,

where the first inequality follows from the fact that ⇢(⇣ + ⇢)� ⇣
p
⇢(⇣ + ⇢) is monotonically

decreasing in ⇣ � 0 and the assumption 2  ⇢/2. Noting that ⇢0  ⇢, we have the upper
bound ⇢0(2 + ⇢0)  ⇢(2 + ⇢)  3⇢2/2. Combining these bounds gives h̃(1 + ⇢0)  h̃(1) �
A
6 ⇢

2 + L
8 ⇢

2. Applying |h(⇠)� h̃(⇠)|  L⇠4/24 at ⇠ = 1 and ⇠ = 1+ ⇢0, and using ⇢0  ⇢ and
1  ⇢/4 once more, we obtain,

h(1 + ⇢0)  h(1)�
A

6
⇢2 +

L

8
⇢2 +

L

24
(1 + (1 + ⇢)4)  h(1)�

A

6
⇢2 +

L

8
⇢4. (3.36)

The fact that either (3.35) or (3.36) must hold implies (3.31).

With the auxiliary Lemma 18, we prove Lemma 15.

Lemma 15. Let f : Rd
! R have L3-Lipschitz third-order derivatives. Let ↵ > 0 and let

u and v satisfy (3.10) and let ⌘ 
p

2↵/L3. Then for every ku� vk  ⌘/2, Exploit-NC-
pair3(f, u, v, ⌘) finds a point z such that

f(z)  max
n
f(v)�

↵

4
⌘2, f(u)�

↵

12
⌘2
o
. (3.20)



CHAPTER 3. CONVEX UNTIL PROVEN GUILTY 51

Proof. Define

h(✓) := f

✓
1 + ✓

2
u+

1� ✓

2
v

◆
.

We have

h(1)� h(�1)� 2h0(�1) = f(u)� f(v)�rf(v)T (u� v) < �
↵

2
ku� vk2 := �A.

Additionally, since f has L3-Lipschitz third order derivatives, h000 is 1
16L3 ku� vk4 := L

Lipschitz continuous, so we may apply Lemma 18 at ⇢ = 2⌘/ ku� vk � 4. Letting � =
(u � v)/ ku� vk, we note that h(1 � ⇢) = f(v � ⌘�). Similarly, for 2 + ⇢0 =

p
⇢(2 + ⇢) we

have h(1+⇢0) = f(u+ ⌘0�) with ⌘0 given in line 2 of Exploit-NC-pair3. The result is now
immediate from (3.31), as

f(z) = min{f(v � ⌘�), f(u+ ⌘0�)} = min{h(�1� ⇢), h(1 + ⇢0)}  max

⇢
h(�1)�

A

4
⇢2, h(1)�

A

6
⇢2
�
+

L

8
⇢4

= max
n
f(v)�

↵

2
⌘2, f(u)�

↵

3
⌘2
o
+

L3

8
⌘4  max

n
f(v)�

↵

4
⌘2, f(u)�

↵

12
⌘2
o
,

where in the last transition we have used ⌘ 
q

2↵
L3

.

3.B.2 Proof of Lemma 16
We first state and prove a normalized version of the central argument in the proof of
Lemma 16

Lemma 19. Let h : R ! R be thrice differentiable and let h000 be L-Lipschitz continuous
for some L > 0. If

h(0)  A, h(�1/2) � �B, h(�1)  C and h(�3) � �D (3.37)

for some A,B,C,D � 0, then

h(✓)  h(0) + 7A+ 12.8B + 6C + 0.2D + L

for any ✓ 2 [0, 1].

Proof. Define
h̃(⇠) = h(0) + h0(0)⇠ +

1

2
h00(0)⇠2 +

1

6
h000(0)⇠3.

By the Lipschitz continuity of h000, we have that |h(⇠) � h̃(⇠)|  L⇠4/24, for any ⇠ 2 R.
Using the expressions for h̃(x) at ⇠ = �3,�1,�1/2 to eliminate h0(0), h00(0) and h000(0), we
obtain:

h̃(✓) = h(0)� h̃(�3)


1

30
✓ +

1

10
✓2 +

1

15
✓3
�
+ h̃(�1)


3

2
✓ +

7

2
✓2 + ✓3

�

� h̃(�1/2)


24

5
✓ +

32

5
✓2 +

8

5
✓3
�
+ h(0)


10

3
✓ + 3✓2 +

2

3
✓3
�
.
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Applying (3.37), ✓ 2 [0, 1] and |h(⇠)� h̃(⇠)|  L⇠4/24 gives the required bound:

h(✓)  h(0) + 0.2D + 6C + 12.8B + 7A+
L

24

⇥
✓4 + 0.2 · (�3)4 + 6 · (�1)4 + 12.8 · (�1/2)4

⇤

 h(0) + 7A+ 12.8B + 6C + 0.2D + L

We now prove Lemma 16 itself.

Lemma 16. Let f be L1-smooth and have L3-Lipschitz continuous third-order derivatives,
and let ⌧ 

p
↵/(16L3) with ⌧,↵, L1, L3 > 0. Consider Guarded-non-convex-AGD with

Find-best-iterate replaced by Find-best-iterate3. At any iteration, if u, v 6= NULL
and the best iterate b(1) satisfies f(b(1)) � f(y0)� ↵⌧2 then,

f(v)  f(y0) + 14↵⌧2.

Proof. Let 0  j < t be such that v = xj (such j always exists by Corollary 2). If j = 0
then xj = y0 and the result is trivial, so we assume j � 1. Let

h(✓) = f(yj + ✓(yj � yj�1))� f(y0) for ✓ 2 R

Note that

h(�3) = f(qj)� f(y0) � f(b(1))� f(y0) � �↵⌧
2,

h(�1) = f(yj�1)� f(y0)  0,

h(�1/2) = f(cj)� f(y0) � f(b(1))� f(y0) � �↵⌧
2,

h(0) = f(yj)� f(y0)  0 and
h(!) = f(xj)� f(y0),

where 0 < ! < 1 is defined in line 1 of AGD-until-proven-guilty, and we have used the
guarantee max{f(yj�1), f(yj)}  f(y0) from Corollary 2. Moreover, by the Lipschitz con-
tinuity of the third derivatives of f , h000 is L3 kyj � yj�1k

4-Lipschitz continuous. Therefore,
we can apply Lemma 19 with A = C = 0 and B = D = ↵⌧2 at ✓ = ! and obtain

f(v)�f(y0) = f(xj)�f(y0)  f(yj)�f(y0)+13↵⌧2+L3 kyj � yj�1k
4
 13↵⌧2+L3 kyj � yj�1k

4 .

To complete the proof, we note that Lemma 13 guarantees kyj � yj�1k  kyj � y0k +
kyj�1 � y0k  2⌧ and therefore

L3 kyj � yj�1k
4
 16L3⌧

4
 ↵⌧2,

where we have used ⌧2  ↵/(16L3).

3.B.3 Proof of Lemma 17
Lemma 17. Let f : Rd

! R be L1-smooth and have L3-Lipschitz continuous third-order
derivatives, let ✏,↵ > 0 and p0 2 Rd. If pK0 is the sequence of iterates produced by Guarded-
non-convex-AGD(f , p0, L1, ✏, ↵,

q
2↵
L3

), then for every 1  k < K,

f(pk)  f(pk�1)�min

⇢
✏2

5↵
,
↵2

32L3

�
. (3.21)
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Proof. Fix an iterate index 1  k < K; throughout the proof we let yt0, x
t
0 and w refer to

outputs of AGD-until-proven-guilty in the kth iteration. We consider only the case
v, u 6= NULL, as the argument for v, u = NULL is unchanged from Lemma 12.

As argued in the proof of Lemma 12, when v, u 6= NULL, condition (3.10) holds. We
set ⌧ :=

q
↵

32L3
and consider two cases. First, if f(b(1))  f(y0) � ↵⌧2 = f(pk�1) �

↵2

32L3

then we are done, since f(pk)  f(b(1)). Second, if f(b(1)) � f(y0)� ↵⌧2, by Lemma 13 we
have that kv � uk  4⌧ 

q
↵

2L3
= ⌘

2 . Therefore, we can use Lemma 15 (with ⌘ as defined
above) to show that

f(b(2))  max

⇢
f(v)�

↵2

2L3
, f(u)�

↵2

6L3

�
. (3.38)

By Corollary 2, f(u)  f̂(u)  f̂(y0) = f(pk�1). Moreover, since f(b(1)) � f(y0)� ↵⌧2 and
⌧ =

q
↵

32L3
, we may apply Lemma 16 to obtain f(v)  f(y0)+14↵⌧2  f(pk�1)+

7↵2

16L3
. Com-

bining this with (3.38), we find that f(pk)  f(b(2))  f(pk�1)�min
n
↵2

2L3
�

7↵2

16L3
, ↵

2

6L3

o
=

f(pk�1)�
↵2

16L3
, which concludes the case v, u 6= NULL under third-order smoothness.

3.B.4 Proof of Theorem 3.4.1
Theorem 3.4.1. Let f : Rd

! R be L1-smooth and have L3-Lipschitz continuous third-
order derivatives. Let p0 2 Rd, �f = f(p0)�infz2Rd f(z) and 0 < ✏2/3  min{�1/2

f L1/6
3 , L1/(8L

1/3
3 )}.

If we set
↵ = 2L1/3

3 ✏2/3, (3.22)

Guarded-non-convex-AGD(f , p0, L1, ✏, ↵,
q

2↵
L3

) finds a point pK such that krf(pK)k 

✏ and requires at most

20 ·
�fL

1/2
1 L1/6

3

✏5/3
log

✓
500L1�f

✏2

◆
(3.23)

gradient evaluations.

Proof. The proof proceeds exactly like the proof of Theorem 3.3.1. As argued there, the num-
ber of gradient evaluations is at most 2KT , where K is number of iterations of Guarded-
non-convex-AGD and T is the maximum amount of steps performed in any call to AGD-
until-proven-guilty.

We derive the upper bound on K directly from Lemma 17, as by telescoping (3.13) we
obtain

�f � f(p0)� f(pK�1) =
K�1X

k=1

(f(pk�1)� f(pk)) � (K � 1) ·min

⇢
✏2

5↵
,
↵2

32L3

�
� (K � 1)

✏4/3

10L1/3
3

,

where the last transition follows from substituting (3.22), our choice of ↵. We therefore
conclude that

K  1 + 10�fL
1/3
3 ✏�4/3. (3.39)

To bound T , we recall that  (z)  �f for every z 2 Rd, as argued in the proof Theo-
rem 3.3.1. Therefore, substituting " = ✏/10, L = L1 + 2↵ and � = ↵ = 2L1/3

3 ✏2/3 into the
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guarantee (3.7) of Corollary 2 we obtain,

T  1 +

s
2 +

L1

2L1/3
3 ✏2/3

log+

 
200(L1 + 4L1/3

3 ✏2/3)�f

✏2

!
, (3.40)

where log+(·) is shorthand for max{0, log(·)}.
Finally, we use ✏2/3  min{�1/2

f L1/6
3 , L1/(8L

1/3
3 )} to simplify the bounds on K and T .

Using 1  �fL
1/3
3 ✏�4/3 reduces (3.17) to K  11�fL

1/3
3 ✏�4/3. Applying 1  L1/(8L

1/3
3 ✏2/3)

on (3.18) gives T 
q

3
4

L1/2
1

L1/6
3 ✏1/3

log 500L1�f

✏2 , where �fL1✏�2
� 8 allows us to drop the

subscript from the log. Multiplying the product of the above bounds by 2 gives the result.

3.C Adding a second-order guarantee

In this section, we sketch how to obtain simultaneous guarantees on the gradient and mini-
mum eigenvalue of the Hessian. We use the eO(·) notation to hide logarithmic dependence on
✏, Lipschitz constants �f , L1, L2, L3 and a high probability confidence parameter � 2 (0, 1),
as well as lower order polynomial terms in ✏�1.

Using approximate eigenvector computation, we can efficiently generate a direction of
negative curvature, unless the Hessian is almost positive semi-definite. More explicitly,
there exist methods of the form Approx-Eig(f , x, L1, ↵, �) that require eO(

p
L1/↵ log d)

Hessian-vector products to produce a unit vector v such that whenever r2f(x) ⌫ �↵I,
with probability at least 1 � � we have vTr2f(x)v  �↵/2, e.g. the Lanczos method (see
additional discussion in [51, §2.2]). Whenever a unit vector v satisfying vTr2f(x)v  �↵/2
is available, we can use it to make function progress. If r2f is L2-Lipschitz continuous then
by Lemma 11 f(x± ↵

L2
v) < f(x)� ↵3

12L2
2

where by f(x±z) we mean min{f(x+z), f(x�z)}.
If instead f has L3-Lipschitz continuous third-order derivatives then by Lemma 14, f(x ±q

2↵
L3

v) < f(x)� ↵2

4L3
.

We can combine Approx-Eig with Algorithm 6 that finds a point with a small gradient:

ẑk  Guarded-non-convex-AGD(f, zk, L1, ✏,↵, ⌘) (3.41a)
vk  Approx-Eig(f, ẑk, L1,↵, �

0) (3.41b)
zk+1  argmin

x2{ẑk+⌘vk,ẑk�⌘vk}
f(x). (3.41c)

As discussed above, under third order smoothness , ⌘ =
p
2↵/L3 guarantees that the

step (3.41c) makes at least ↵2/(4L3) function progress whenever vTkr
2f(ẑk)vk  �↵/2.

Therefore the above iteration can run at most eO(�fL3/↵2) times before vTkr
2f(ẑk)vk �

�↵/2 is satisfied. Whenever vTkr
2f(ẑk)vk � �↵/2, with probability 1 � �0 · k we have the

Hessian guarantee r2f(ẑk) ⌫ �↵I. Moreover, krf(ẑk)k  ✏ always holds. Thus, by setting
↵ = L1/3

3 ✏2/3 we obtain the required second order stationarity guarantee upon termination
of the iterations (3.41).

It remains to bound the computational cost of the method, with ↵ = L1/3
3 ✏2/3. The total
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number of Hessian-vector products required by Approx-Eig is,

eO
 
�fL3/↵

2
·

r
L1

↵
log d

!
= eO

⇣
�fL

1/2
1 L1/6

3 ✏�5/3 log d
⌘
.

Moreover, from the proof of Theorem 3.4.1 one can see that each evaluation of (3.41a)
requires at most

eO((f(xk)� f(xk+1))L
1/2
1 L1/6

3 ✏�5/3 + L1/2
1 L�1/6

3 ✏�1/3) (3.42)

gradient and function evaluations. By telescoping the first term and multiplying the second
by eO(�fL3/↵2), we guarantee krf(x)k  ✏ and r2f(x) ⌫ �L1/3

3 ✏2/3I in at most

eO(�fL
1/2
1 L1/6

3 ✏�5/3 log d)

function, gradient and Hessian-vector product evaluations.
The argument above is the same as the one used to prove Theorem 4.3 of [51], but our

improved guarantees under third order smoothness allows us get a better ✏ dependence for
the complexity and lower bound on the Hessian in that regime. If instead we use the second
order smoothness setting, we recover exactly the guarantees of [51, 3], namely krf(x)k  ✏
and r2f(x) ⌫ �L1/2

2 ✏1/2I in at most eO(�fL
1/2
1 L1/4

2 ✏�7/4 log d) function, gradient and
Hessian-vector product evaluations.

Finally, we remark that the above analysis would still apply if in (3.41a) we replace
Guarded-non-convex-AGD with any method with a run-time guarantee of the form (3.42).
The resulting method will guarantee whatever the original method does, and also r2f(x) ⌫
�↵I. In particular, if the first method guarantees a small gradient, the combined method
guarantees convergence to second-order stationary points.

3.D Experiment details

3.D.1 Implementation details
Semi-adaptive gradient steps Both gradient descent and AGD are based on gradients
steps of the form

yt+1 = xt �
1

L1
rf(xt). (3.43)

In practice L1 is often unknown and non-uniform, and therefore needs to be estimated
adaptively. A common approach is backtracking line search, which we use for conjugate
gradient. However, combining line search with AGD without invalidating its performance
guarantees would involve non-trivial modification of the proposed method. Therefore, for
the rest of the methods we keep an estimate of L1, and double it whenever the gradient
steps fails to make sufficient progress. That is, whenever

f

✓
xt �

1

L1
rf(xt)

◆
> f(xt)�

1

2L1
krf(xt)k

2

we set L1  2L1 and try again. In all experiments we start with L1 = 1, which underesti-
mates the actual smoothness of f by 2-3 orders of magnitude. We call our scheme for setting
L1 semi-adaptive, since we only increase L1, and therefore do not adapt to situations where
the function becomes more smooth as optimization progresses. Thus, we avoid painstaking
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tuning of L1 while preserving the ‘fixed step-size’ nature of our approach, as L1 is only
doubled a small number of times.

Algorithm 6 We implement Guarded-non-convex-AGD with the following modifica-
tions, indented to make it more practical without substantially compromising its theoretical
properties.

1. We use the semi-adaptive scheme described above to set L. Specifically, whenever
the gradient steps in lines 3 and 3 of AGD-until-proven-guilty and Certify-
progress respectively fail, we double L until it succeeds, terminate AGD-until-
proven-guilty and multiply L1 by the same factor.

2. We make the input parameters for AGD-until-proven-guilty dynamic. In par-
ticular, we set ✏0 = krf(pk�1)k /10 and use ↵ = � = C1 krf(pk�1)k

2/3, where C1

is a hyper-parameter. We use the same value of ↵ to construct f̂ . This makes our
implementation independent on the final desired accuracy ✏.

3. In Certify-progress we also test whether

f̂(xt) +rf̂(xt)
T (yt � xt) > f̂(yt).

Since this inequality is a clear convexity violation, we return wt = yt whenever it
holds. We find that this substantially increases our method’s capability of detecting
negative curvature; most of the non-convexity detection in the first experiment is due
to this check.

4. Whenever Certify-progress produces a point wt 6= NULL (thereby proving non-
convexity and stopping AGD-until-proven-guilty), instead of finding a single pair
(v, u) that violates strong convexity, we compute

↵v,u = 2
f(v)� f(u)�rf(v)T (u� v)

ku� vk2

for the 2t points of the form v = xj and u = yj or u = wt, with 0  j < t, where here
we use the original f rather than f̂ given to AGD-until-proven-guilty. We discard
all pairs with ↵v,u < 0 (no evidence of negative curvature), and select the 5 pairs with
highest value of ↵v,u. For each selected pair v, u, we exploit negative curvature by
testing all the points of the form {z ± ⌘�} with � = (u� v)/ ku� vk, z 2 {v, u} and ⌘
in a grid of 10 points log-uniformly spaced between 0.01 ku� vk and 100(kuk+ kvk).

5. In Find-best-iterate3 we compute cj and qj for every j such that f(xj) > f(yj).
Moreover, when v, u = NULL (no non-convexity detected), we still set the next iterate
pk to be the output of Find-best-iterate3 rather than just the last AGD step.

The hyper-parameter C1 was tuned separately for each experiment by searching on a
small grid. For the regression experiment the tuning was performed on different problem
instances (different seeds) than the ones reported in Fig. 3.1. For the neural network training
problem the tuning was performed on a subsample of 10% of the data and a different random
initialization than the one reported in Fig. 3.2. The specific parameters used were C1 = 0.01
for regression and C1 = 0.1 for neural network training.
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Algorithm 6 without negative curvature exploitation This method is identical to
the one described above, except that at every iteration pk is set to b(1) produced by Find-
best-iterate3 (i.e. the output of negative curvature exploitation is never used). We used
the same hyper-parameters described above.

Gradient descent Gradient descent descent is simply (3.43), with yt+1 = xt+1, where
the semi-adaptive scheme is used to set L1.

Adaptive restart accelerated gradient descent We use the accelerated gradient de-
scent scheme of Beck and Teboulle [24] with !t = t/(t+3). We use the restart scheme given
by O’Donoghue and Candès [169] where if f(yt) > f(yt�1) then we restart the algorithm
from the point yt. For the gradient steps we use the same semi-adaptive procedure described
above and also restart the algorithm whenever the L1 estimate changes (restarts performed
for this reason are not shown in Fig. 3.1 and 3.2).

Non-linear conjugate gradient The method is given by the following recursion [175],

�t = �rf(xt) + max

⇢
rf(xt)T (rf(xt)�rf(xt�1))

krf(xt�1)k2
, 0

�
�t�1 , xt+1 = xt + ⌘t�t

where �0 = 0 and ⌘t is found via backtracking line search, as follows. If �Trf(xt) � 0 we
set �t = �rf(xt) (truncating the recursion). We set ⌘t = 2⌘t�1 and then check whether

f(xt + ⌘t�t)  f(xt) +
⌘t�Tt rf(xt)

2

holds. If it does we keep the value of ⌘t, and if it does not we set ⌘t = ⌘t/2 and repeat.
The key difference from the semi-adaptive scheme used for the rest of the methods is the
initialization ⌘t = 2⌘t�1, that allows the step size to grow. Performing line search is crucial
for conjugate gradient to succeed, as otherwise it cannot produce approximately conjugate
directions. If instead we use the semi-adaptive step size scheme, performance becomes very
similar to that of gradient descent.

Comparison of computational cost In the figures, the x-axis is set to the number of
steps performed by the methods. We do this because it enables a one-to-one comparison
between the steps of the restarted AGD and Algorithm 6. However, Algorithm 6 requires
twice the number of gradient evaluations per step of the other algorithms. Furthermore,
the number of function evaluations of Algorithm 6 increases substantially when we exploit
negative curvature, due to our naive grid search procedure. Nonetheless, we believe it is pos-
sible to derive a variation of our approach that performs only one gradient computation per
step, and yet maintains similar performance (see remark after Corollary 2, and that effective
negative curvature exploitation can be carried out with only few function evaluations, using
a line search.

While the rest of the methods tested require one gradient evaluation per step, the re-
quired number of function evaluations differs. GD requires only one function evaluation
per step, while RAGD evaluates f twice per step (at xt and yt); the number of additional
function evaluations due to the semi-adaptive scheme is negligible. NCG is expected to
require more function evaluations due to its use of a backtracking line search. In the first
experiment, NCG required 2 function evaluations per step on average, indicating that its L1

estimate was stable for long durations. Alg. 6 required 5.3 function evaluations per step (on
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average over the 1,000 problem instances, with standard deviation 0.5), putting the amor-
tized cost of our crude negative curvature exploitation scheme at 3.3 function evaluations
per step.

3.D.2 Neural network training
The function f is the average cross-entropy loss of 10-way prediction of class labels from
input features. The prediction if formed by applying softmax on the output of a neural
network with three hidden layers of 20, 10 and 5 units and tanh activations. To obtain data
features we perform the following preprocessing, where the training examples are treated as
282 dimensional vectors. First, each example is separately normalized to zero mean and unit
variance. Then, the 282 ⇥ 282 data covariance matrix is formed, and a projection to the 10
principle components is found via eigen-decomposition. The projection is then applied to
the training set, and then each of the 10 resulting features is normalized to have zero mean
and unit variance across the training set. The resulting model has d = 545 parameters and
underfits the 60,000 examples training set. We randomly initialize the weights according the
well-known scaling proposed by Glorot and Bengio [94]. We repeated the experiment for 10
different initializations of the weights, and all results were consistent with those reported in
Fig. 3.2.
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Abstract We prove lower bounds on the complexity of finding ✏-stationary points (points
x such that krf(x)k  ✏) of smooth, high-dimensional, and potentially non-convex functions
f . We consider oracle-based complexity measures, where an algorithm is given access to
the value and all derivatives of f at a query point x. We show that for any (potentially
randomized) algorithm A, there exists a function f with Lipschitz pth order derivatives such
that A requires at least ✏�(p+1)/p queries to find an ✏-stationary point. Our lower bounds are
sharp to within constants, and they show that gradient descent, cubic-regularized Newton’s
method, and generalized pth order regularization are worst-case optimal within their natural
function classes.

4.1 Introduction

Consider the optimization problem

minimize
x2Rd

f(x)

where f : Rd
! R is smooth, but possibly non-convex. In general, it is intractable to even

approximately minimize such f [159, 156], so—following an established line of research—we
consider the problem of finding an ✏-stationary point of f , meaning some x 2 Rd such that

krf(x)k  ✏. (4.1)

We prove lower bounds on the number of function and derivative evaluations required for
algorithms to find a point x satisfying inequality (4.1). While for arbitrary smooth f , a
near-stationary point (4.1) is certainly insufficient for any type of optimality, there are a
number of reasons to study algorithms and complexity for finding stationary points. In
several statistical and engineering problems, including regression models with non-convex
penalties and objectives [140, 141], phase retrieval [47, 192], and non-convex (low-rank)
reformulations of semidefinite programs and matrix completion [43, 122, 36], it is possible

59
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to show that all first- or second-order stationary points are (near) global minima. The
strong empirical success of local search strategies for such problems, as well as for neural
networks [131], motivates a growing body of work on algorithms with strong complexity
guarantees for finding stationary points [166, 33, 51, 3, 48]. In contrast to this algorith-
mic progress, algorithm-independent lower bounds for finding stationary points are largely
unexplored.

Even for non-convex functions f , it is possible to find ✏-stationary points for which the
number of function and derivative evaluations is polynomial in 1/✏ and the dimension d of
domf . Of particular interest are methods for which the number of function and derivative
evaluations does not depend on d, but instead depends on measures of f ’s regularity. The
best-known method with such a dimension-free convergence guarantee is classical gradient
descent: for every (non-convex) function f with L1-Lipschitz gradient satisfying f(x(0)) �
infx f(x)  � at the initial point x(0), gradient descent finds an ✏-stationary point in at most
2L1�✏�2 iterations [164]. Under the additional assumption that f has Lipschitz continuous
Hessian, our work as given in Chapter 2 [51] and Agarwal et al. [3] exhibit randomized
first-order methods that find an ✏-stationary point in time scaling as ✏�7/4 log d

✏ (igoring
other problem-dependent constants). In Chapter 3 [48], we show a different deterministic
accelerated gradient method that achieves dimension-free complexity ✏�7/4 log 1

✏ , and if f
additionally has Lipschitz third derivatives, then ✏�5/3 log 1

✏ iterations suffice to find an
✏-stationary point.

By evaluation of higher order derivatives, such as the Hessian, it is possible to achieve bet-
ter ✏ dependence. Nesterov and Polyak’s cubic regularization of Newton’s method [166, 53]
guarantees ✏-stationarity (4.1) in ✏�3/2 iterations, but each iteration may be expensive when
the dimension d is large. More generally, pth-order regularization methods iterate by se-
quentially minimizing models of f based on order p Taylor approximations, and Birgin et al.
[33] show that these methods converge in ✏�(p+1)/p iterations. Each iteration requires find-
ing an approximate stationary point of a high-dimensional, potentially non-convex, degree
p+1 polynomial, which suggests that the methods will be practically challenging for p > 2.
The methods nonetheless provide fundamental upper complexity bounds.

In this paper and its companion (Chapter 5), we focus on the converse problem: pro-
viding dimension-free complexity lower bounds for finding ✏-stationary points. We show
fundamental limits on the best achievable ✏ dependence, as well as dependence on other
problem parameters. Together with known upper bounds, our results shed light on the
optimal rates of convergence for finding stationary points.

4.1.1 Related lower bounds
In the case of convex optimization, we have a deep understanding of the complexity of
finding ✏-suboptimal points, that is, x satisfying f(x)  f(x?) + ✏ for some ✏ > 0, where
x? 2 argminx f(x). Here we review only the dimension-free optimal rates, as those are most
relevant for our results. Given a point x(0) satisfying kx(0)

� x?k  D < 1, if f is convex
with L1-Lipschitz gradient, Nesterov’s accelerated gradient method finds an ✏-suboptimal
point in

p
L1D✏�1/2 gradient evaluations, which is optimal even among randomized, higher-

order algorithms [160, 159, 164, 205].1 For non-smooth problems, that is, when f is L0-
Lipschitz, subgradient methods achieve the optimal rate of L2

0D
2/✏2 subgradient evaluations

(cf. [39, 159, 164]). In Part II of this paper (Chapter 5), we consider the impact of convexity
on the difficulty of finding stationary points using first-order methods.

1Higher order methods can yield improvements under additional smoothness: if in addition f has L2-
Lipschitz Hessian and ✏  L

7/3
1 L

�4/3
2 D

2/3, an accelerated Newton method achieves the (optimal) rate
(L2D

3
/✏)2/7 [20, 155].
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Globally optimizing smooth non-convex functions is of course intractable: Nemirovski
and Yudin [159, §1.6] show that for functions f : Rd

! R with Lipschitz 1st through pth
derivatives, and algorithms receiving all derivatives of f at the query point x, the worst
case complexity of finding ✏-suboptimal points scales at least as (1/✏)d/p. This exponential
scaling in d shows that dimension-free guarantees for achieving near-optimality in smooth
non-convex functions are impossible to obtain.

Less is known about lower bounds for finding stationary points for f : Rd
! R. Nes-

terov [163] proposes lower bounds for finding stationary points under a box constraint,
but his construction does not extend to the unconstrained case when f(x(0))� infx f(x) is
bounded. Vavasis [199] considers the complexity of finding ✏-stationary points of functions
with Lipschitz derivatives in a first-order (gradient and function-value) oracle model. For
such problems, he proves a lower bound of ✏�1/2 oracle queries that applies to any deter-
ministic algorithm operating on certain two-dimensional functions. This appears to be the
first algorithm-independent lower bound for approximating stationary points of non-convex
functions, but it is unclear if the bound is tight, even for functions on R2.

A related line of work considers algorithm-dependent lower bounds, describing functions
that are challenging for common classes of algorithms, such as Newton’s method and gradient
descent. In this vein, Jarre [115] shows that the Chebyshev-Rosenbrock function is difficult
to optimize, and that any algorithm that employs line search to determine the step size will
require an exponential (in ✏) number of iterations to find an ✏-suboptimal point, even though
the Chebyshev-Rosenbrock function has only a single stationary point. While this appears
to contradict the polynomial complexity guarantees mentioned above, Cartis et al. [58]
explain this by showing that the difficult Chebyshev-Rosenbrock instances have ✏-stationary
point with function value that is !(✏)-suboptimal. Cartis et al. also develop algorithm-
specific lower bounds on the iteration complexity of finding approximate stationary points.
Their works [53, 56] show that the performance guarantees for gradient descent and cubic
regularization of Newton’s method are tight for two-dimensional functions they construct,
and they also extend these results to certain structured classes of methods [57, 60].

4.1.2 The importance of high-dimensional constructions
To tightly characterize the algorithm- and dimension-independent complexity of finding ✏-
stationary points, one must construct hard instances whose domain has dimension that
grows with 1/✏. The reason for this is simple: there exist algorithms with complexity that
trades dependence on dimension d in favor of better 1/✏ dependence. Indeed, Vavasis [199]
gives a grid-search method that, for functions with Lipschitz gradient, finds an ✏-stationary
point in max{2d, ✏�2d/(d+2)

} gradient and function evaluations. Moreover, Hinder [110]
exhibits a cutting-plane method that, for functions with Lipschitz first and third derivatives,
finds an ✏-stationary point in d · ✏�4/3 log 1

✏ gradient and function evaluations.
High-dimensional constructions are similarly unavoidable when developing lower bounds

in convex optimization. There, the center-of-gravity cutting plane method (cf. [164]) finds an
✏-suboptimal point in d log 1

✏ (sub)gradient evaluations, for any continuous convex function
with bounded distance to optimality. Consequently, proofs of the dimension-free lower
bound for convex optimization (as we cite in the previous section) all rely on constructions
whose dimensionality grows polynomially in 1/✏.

Our paper continues this well-established practice, and our lower bounds apply in the
following order of quantifiers: for all ✏ > 0, there exists a dimension d 2 N such that for
any d0 � d and algorithm A, there is some f : Rd0

! R such that A requires at least T (✏)
oracle queries to find an ✏-stationary point of f . Our bounds on deterministic algorithms
require dimension d = 1 + 2T (✏), while our bounds on all randomized algorithms require
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d = c ·T (✏)2 log T (✏) for a numerical constant c <1. In contrast, the results of Vavasis [199]
and Cartis et al. [53, 56, 57, 60] hold with d = 2 independent of ✏. Inevitably, they do so at
a cost; the lower bound [199] is loose, while the lower bounds [53, 56, 57, 60] apply to only
restricted algorithm classes that exclude the aforementioned grid-search and cutting-plane
algorithms.

4.1.3 Our contributions
In this paper, we consider the class of all randomized algorithms that access the function
f through an information oracle that returns the function value, gradient, Hessian and
all higher-order derivatives of f at a queried point x. Our main result (Theorem 4.5.1 in
Section 4.5) is as follows. Let p 2 N and �, Lp, and ✏ > 0. Then, for any randomized
algorithm A based on the oracle described above, there exists a function f that has Lp-
Lipschitz pth derivative, satisfies f(x(0))�f(x?)  �, and is such that, with high probability,
A requires at least

cp ·�L1/p
p ✏�(p+1)/p

oracle queries to find an ✏-stationary point of f , where cp > 0 is a constant decreasing at
most polynomially in p. As explained in the previous section, the domain of the constructed
function f has dimension polynomial in 1/✏.

For every p, our lower bound matches (up to a constant) known upper bounds, thereby
characterizing the optimal complexity of finding stationary points. For p = 1, our results
imply that gradient descent [164, 163] is optimal among all methods (even randomized,
high-order methods) operating on functions with Lipschitz continuous gradient and bounded
initial sub-optimality. Therefore, to strengthen the guarantees of gradient descent one must
introduce additional assumptions, such as convexity of f or Lipschitz continuity of r2f .
Similarly, in the case p = 2 we establish that cubic regularization of Newton’s method [166,
53] achieves the optimal rate ✏�3/2, and for general p we show that pth order Taylor-
approximation methods [33] are optimal.

These results say little about the potential of first-order methods on functions with
higher-order Lipschitz derivatives, where first-order methods attain rates better than ✏�2 [48].
In Part II of this series (Chapter 5), we address this issue and show lower bounds for de-
terministic algorithms using only first-order information. The lower bounds exhibit a fun-
damental gap between first- and second-order methods, and nearly match the known upper
bounds [48].

4.1.4 Our approach and paper organization
In Section 4.2 we introduce the classes of functions and algorithms we consider as well as
our notion of complexity. Then, in Section 4.3, we present the generic technique we use to
prove lower bound for deterministic algorithms in both this paper and Part II (Chapter 5).
While essentially present in previous work, our technique abstracts away and generalizes the
central arguments in many lower bounds [159, 157, 205, 20]. The technique applies to higher-
order methods and provides lower bounds for general optimization goals, including finding
stationary points (our main focus), approximate minimizers, and second-order stationary
points. It is also independent of whether the functions under consideration are convex,
applying to any function class with appropriate rotational invariance [159]. The key building
blocks of the technique are Nesterov’s notion of a “chain-like” function [164], which is difficult
for a certain subclass of algorithms, and a “resisting oracle” [159, 164] reduction that turns
a lower bound for this subclass into a lower bound for all deterministic algorithms.
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In Section 4.4 we apply this generic method to produce lower bounds for deterministic
methods (Theorem 4.4.1). The deterministic results underpin our analysis for randomized
algorithms, which culminates in Theorem 4.5.1 in Section 4.5. Following Woodworth and
Srebro [205], we consider random rotations of our deterministic construction, and show
that for any algorithm such a randomly rotated function is, with high probability, difficult.
For completeness, in Section 4.6 we provide lower bounds on finding stationary points of
functions where kx(0)

� x?k is bounded, rather than the function value gap f(x(0))� f(x?);
these bounds have the same ✏ dependence as their bounded function value counterparts.

Notation Before continuing, we provide the conventions we adopt throughout the paper.
For a sequence of vectors, subscripts denote coordinate index, while parenthesized super-
scripts denote element index, e.g. x(i)

j is the jth coordinate of the ith entry in the sequence
x(1), x(2), . . .. For any p � 1 and p times continuously differentiable f : Rd

! R, we let
r

pf(x) denote the tensor of pth order partial derivatives of f at point x, so rpf(x) is an
order p symmetric tensor with entries

[rpf(x)]i1,...,ip = rp
i1,...,ip

f(x) =
@pf

@xi1 · · · @xip

(x) for ij 2 {1, . . . , d}.

Equivalently, we may write rpf(x) as a multilinear operator rpf(x) : (Rd)p ! R,

r
pf(x)

h
v(1), . . . , v(p)

i
=

dX

i1=1

· · ·

dX

ip=1

v(1)i1
· · · v(p)ip

@pf

@xi1 · · · @xip

(x) =
D
r

pf(x), v(1) ⌦ · · ·⌦ v(p)
E
,

where h·, ·i is the Euclidean inner product on tensors, defined for order k tensors T and M
by hT,Mi =

P
i1,...,ik

Ti1,...,ikMi1,...,ik , and ⌦ denotes the Kronecker product. We let ⌦kd

denote d⇥ · · ·⇥ d, k times, so that T 2 R⌦kd denotes an order k tensor.
For a vector v 2 Rd we let kvk :=

p
hv, vi denote the Euclidean norm of v. For a tensor

T 2 R⌦kd, the Euclidean operator norm of T is

kTkop := sup
v(1),...,v(k)

n
hT, v(1)⌦· · ·⌦v(k)i =

X

i1,...,ik

Ti1,...,ikv
(1)
i1

· · · v(k)ik
| kv(i)k  1, i = 1, . . . , k

o
.

If T is a symmetric order k tensor, meaning that Ti1,...,ik is invariant to permutations of the
indices (for example, rkf(x) is always symmetric), then Zhang et al. [213, Thm. 2.1] show
that

kTkop = sup
kvk=1

��hT, v⌦k
i
��, where v⌦k = v ⌦ v ⌦ · · ·⌦ v| {z }

k times

. (4.2)

For vectors, the Euclidean and operator norms are identical.
For any n 2 N, we let [n] := {1, . . . , n} denote the set of positive integers less than or

equal to n. We let C1 denote the set of infinitely differentiable functions. We denote the ith
standard basis vector by e(i), and let Id 2 Rd⇥d denote the d ⇥ d identity matrix; we drop
the subscript d when it is clear from context. For any set S and functions g, h : S ! [0,1)
we write g . h or g = O(h) if there exists c > 0 such that g(s)  c · h(s) for every s 2 S.
We write g = eO (h) if g . h log(h+ 2).
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4.2 Preliminaries

We begin our development with definitions of the classes of functions (§ 4.2.1), classes of
algorithms (§ 4.2.2), and notions of complexity (§ 4.2.3) that we study.

4.2.1 Function classes
Measures of function regularity are crucial for the design and analysis of optimization algo-
rithms [164, 37, 159]. We focus on two types of regularity conditions: Lipschitzian properties
of derivatives and bounds on function value.

We first list a few equivalent definitions of Lipschitz continuity. A function f : Rd
! R

has Lp-Lipschitz pth order derivatives if it is p times continuously differentiable, and for
every x 2 Rd and direction v 2 Rd, kvk  1, the directional projection fx,v(t) := f(x+ t · v)
of f , defined for t 2 R, satisfies

���f (p)
x,v(t)� f (p)

x,v(t
0)
���  Lp |t� t0|

for all t, t0 2 R, where f (p)
x,v(·) is the pth derivative of t 7! fx,v(t). If f is p + 1 times

continuously differentiable, this is equivalent to requiring
���f (p+1)

x,v (0)
���  Lp or

��rp+1f(x)
��
op
 Lp

for all x, v 2 Rd, kvk  1. We occasionally refer to a function with Lipschitz pth order
derivatives as pth order smooth.

Complexity guarantees for finding stationary points of non-convex functions f typically
depend on the function value bound f(x(0))� infx f(x), where x(0) is a pre-specified point.
Without loss of generality, we take the pre-specified point to be 0 for the remainder of the
paper. With that in mind, we define the following classes of functions.

Definition 8. Let p � 1, � > 0 and Lp > 0. Then the set

Fp(�, Lp)

denotes the union, over d 2 N, of the collection of C
1 functions f : Rd

! R with Lp-
Lipschitz pth derivative and f(0)� infx f(x)  �.

The function classes Fp(�, Lp) include functions on Rd for all d 2 N, following the es-
tablished study of “dimension free” convergence guarantees [159, 164]. As explained in
Section 4.1.2, we construct explicit functions f : Rd

! R that are difficult to optimize,
where the dimension d is finite, but our choice of d grows inversely in the desired accuracy
of the solution.

For our results, we also require the following important invariance notion, proposed (in
the context of optimization) by Nemirovski and Yudin [159, Ch. 7.2].

Definition 9 (Orthogonal invariance). A class of functions F is orthogonally invariant if
for every f 2 F , f : Rd

! R, and every matrix U 2 Rd0⇥d such that U>U = Id, the function
fU : Rd0

! R defined by fU (x) = f(U>x) belongs to F .

Every function class we consider is orthogonally invariant, as f(0) � infx f(x) = fU (0) �
infx fU (x) and fU has the same Lipschitz constants to all orders as f , as their collections of
associated directional projections are identical.
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4.2.2 Algorithm classes
We also require careful definition of the classes of optimization algorithms we consider. For
any dimension d 2 N, an algorithm A (also referred to as method) maps functions f : Rd

! R
to a sequence of iterates in Rd; that is, A is defined separately for every finite d. We let

A[f ] = {x(t)
}
1
t=1

denote the sequence x(t)
2 Rd of iterates that A generates when operating on f .

To model the computational cost of an algorithm, we adopt the information-based com-
plexity framework, which Nemirovski and Yudin [159] develop (see also [194, 2, 39]), and
view every every iterate x(t) as a query to an information oracle. Typically, one places re-
strictions on the information the oracle returns (e.g. only the function value and gradient at
the query point) and makes certain assumptions on how the algorithm uses this information
(e.g. deterministically). Our approach is syntactically different but semantically identical:
we build the oracle restriction, along with any other assumption, directly into the structure
of the algorithm. To formalize this, we define

r
(0,...,p)f(x) := {f(x),rf(x),r2f(x), . . . ,rpf(x)}

as shorthand for the response of a pth order oracle to a query at point x. When p =1 this
corresponds to an oracle that reveals all derivatives at x. Our algorithm classes follow.

Deterministic algorithms For any p � 0, a pth-order deterministic algorithm A oper-
ating on f : Rd

! R is one producing iterates of the form

x(i) = A
(i)
⇣
r

(0,...,p)f(x(1)), . . . ,r(0,...,p)f(x(i�1))
⌘

for i 2 N,

where A
(i) is a measurable mapping to Rd (the dependence on dimension d is implicit). We

denote the class of pth-order deterministic algorithms by A
(p)
det and let Adet := A

(1)
det denote

the class of all deterministic algorithms based on derivative information.
As a concrete example, for any p � 1 and L > 0 consider the algorithm REGp,L 2 A

(p)
det

that produces iterates by minimizing the sum of a pth order Taylor expansion and an order
p+ 1 proximal term:

x(k+1) := argmin
x

⇢
f(x(k)) +

pX

q=1

hr
qf(x(k)), x⌦q

i+
L

(p+ 1)!
kx� x(k)

k
p+1

�
. (4.3)

For p = 1, REGp,L is gradient descent with step-size 1/L, for p = 2 it is cubic-regularized
Newton’s method [166], and for general p it is a simplified form of the scheme that Birgin
et al. [33] propose.

Randomized algorithms (and function-informed processes) A pth-order random-
ized algorithm A is a distribution on pth-order deterministic algorithms. We can write any
such algorithm as a deterministic algorithm given access to a random uniform variable on
[0, 1] (i.e. infinitely many random bits). Thus the algorithm operates on f by drawing
⇠ ⇠ Uni[0, 1] (independently of f), then producing iterates of the form

x(i) = A
(i)
⇣
⇠,r(0,...,p)f(x(1)), . . . ,r(0,...,p)f(x(i�1))

⌘
for i 2 N, (4.4)
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where A
(i) are measurable mappings into Rd. In this case, A[f ] is a random sequence, and

we call a random process {x(t)
}t2N informed by f if it has the same law as A[f ] for some

randomized algorithm A. We let A(p)
rand denote the class of pth-order randomized algorithms

and Arand := A
(1)
rand denote the class of randomized algorithms that use derivative-based

information.

Zero-respecting sequences and algorithms While deterministic and randomized al-
gorithms are the natural collections for which we prove lower bounds, it is useful to define
an additional structurally restricted class. This class forms the backbone of our lower bound
strategy (Sec. 4.3), as it is both ‘small’ enough to uniformly underperform on a single func-
tion, and ‘large’ enough to imply lower bounds on the natural algorithm classes.

For v 2 Rd we let supp {v} := {i 2 [d] | vi 6= 0} denote the support (non-zero indices)
of v. We extend this to tensors as follows. Let T 2 R⌦kd be an order k tensor, and for i 2
{1, . . . , d} let Ti 2 R⌦k�1d be the order (k� 1) tensor defined by [Ti]j1,...,jk�1 = Ti,j1,...,jk�1 .
With this notation, we define

supp {T} := {i 2 {1, . . . , d} | Ti 6= 0}.

Then for p 2 N and any f : Rd
! R, we say that the sequence x(1), x(2), . . . is pth order

zero-respecting with respect to f if

supp
n
x(t)

o
✓

[

q2[p]

[

s<t

supp
n
r

qf(x(s))
o

for each t 2 N. (4.5)

The definition (4.5) says that x(t)
i = 0 if all partial derivatives involving the ith coordinate

of f (up to the pth order) are zero. For p = 1, this definition is equivalent to the requirement
that for every t and j 2 [d], if rjf(x(s)) = 0 for s < t, then x(t)

j = 0. The requirement (4.5)
implies that x(1) = 0.

An algorithm A 2 Arand is pth order zero-respecting if for any f : Rd
! R, the (poten-

tially random) iterate sequence A[f ] is pth order zero respecting w.r.t. f . Informally, an
algorithm is zero-respecting if it never explores coordinates which appear not to affect the
function. When initialized at the origin, most common first- and second-order optimization
methods are zero-respecting, including gradient descent (with and without Nesterov accel-
eration), conjugate gradient [108], BFGS and L-BFGS [137, 167],2 Newton’s method (with
and without cubic regularization [166]) and trust-region methods [67]. We denote the class
of pth order zero-respecting algorithms by A

(p)
zr , and let Azr := A

(1)
zr .

In the literature on lower bounds for first-order convex optimization, it is common to
assume that methods only query points in the span of the gradients they observe [164,
19]. Our notion of zero-respecting algorithms generalizes this assumption to higher-order
methods, but even first-order zero-respecting algorithms are slightly more general. For
example, coordinate descent methods [162] are zero-respecting, but they generally do not
remain in the span of the gradients.

4.2.3 Complexity measures
With the definitions of function and algorithm class in hand, we turn to formalizing our
notion of complexity: what is the best performance an algorithm in class A can achieve
for all functions in class F? As we consider finding stationary points of f , the natural

2if the initial Hessian approximation is a diagonal matrix, as is typical.
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performance measure is the number of iterations (oracle queries) required to find a point x
such that krf(x)k  ✏. Thus for a deterministic sequence {x(t)

}t2N we define

T✏

�
{x(t)

}t2N, f
�
:= inf

n
t 2 N |

��rf(x(t))
��  ✏

o
,

and refer to it as the complexity of {x(t)
}t2N on f . As we consider randomized algorithms

as well, for a random process {x(t)
}t2N with probability distribution P , meaning for a set

A ⇢ (Rd)N the probability that {x(t)
}t2N 2 A is P (A), we define

T✏

�
P, f

�
:= inf

⇢
t 2 N | P

⇣��rf(x(s))
�� > ✏ for all s  t

⌘


1

2

�
. (4.6)

The complexity T✏

�
P, f

�
is also the median of the random variable T✏

�
{x(t)

}t2N, f
�

for
{x(t)

}t2N ⇠ P . By Markov’s inequality, definition (4.6) provides a lower bound on expectation-
based alternatives, as

inf
n
t 2 N | EP

h
krf(x(t))k

i
 ✏

o
� T2✏

�
P, f

�
and EP

h
T✏

�
{x(t)

}t2N, f
�i
�

1

2
T✏

�
P, f

�
.

(Here EP denotes expectation taken according to the distribution P .)
To measure the performance of algorithm A on function f , we evaluate the iterates it

produces from f , and with mild abuse of notation, we define

T✏

�
A, f

�
:= T✏

�
A[f ], f

�

as the complexity of A on f . With this setup, we define the complexity of algorithm class
A on function class F as

T✏

�
A,F

�
:= inf

A2A
sup
f2F

T✏

�
A, f

�
. (4.7)

Many algorithms guarantee “dimension independent” convergence [164] and thus provide
upper bounds for the quantity (4.7). A careful tracing of constants in the analysis of
Birgin et al. [33] implies that the generalized regularization scheme REGp,L defined by the
recursion (4.3) guarantees

T✏

�
A

(p)
det \A

(p)
zr ,Fp(�, Lp)

�
 sup

f2Fp(�,Lp)
T✏

�
REGp,Lp , f

�
. �L1/p

p ✏�(1+p)/p (4.8)

for all p 2 N. In this paper we prove these rates are sharp to within (p-dependent) constant
factors.

While definition (4.7) is our primary notion of complexity, our proofs provide bounds on
smaller quantities than (4.7) that also carry meaning. For zero-respecting algorithms, we
exhibit a single function f and bound infA2Azr T✏

�
A, f

�
from below, in effect interchanging

the inf and sup in (4.7). This implies that all zero-respecting algorithms share a common
vulnerability. For randomized algorithms, we exhibit a distribution P supported on func-
tions of a fixed dimension d, and we lower bound the average infA2Arand

R
T✏

�
A, f

�
dP (f),

bounding the distributional complexity [159, 39], which is never greater than worst-case
complexity (and is equal for randomized and deterministic algorithms). Even randomized
algorithms share a common vulnerability: functions drawn from P .
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4.3 Anatomy of a lower bound

In this section we present a generic approach to proving lower bounds for optimization algo-
rithms. The basic techniques we use are well-known and applied extensively in the literature
on lower bounds for convex optimization [159, 164, 205, 20]. However, here we generalize and
abstract away these techniques, showing how they apply to high-order methods, non-convex
functions, and various optimization goals (e.g. ✏-stationarity, ✏-optimality).

4.3.1 Zero-chains
Nesterov [164, Chapter 2.1.2] proves lower bounds for smooth convex optimization problems
using the “chain-like” quadratic function

f(x) :=
1

2
(x1 � 1)2 +

1

2

d�1X

i=1

(xi � xi+1)
2, (4.9)

which he calls the “worst function in the world.” The important property of f is that for
every i 2 [d], rif(x) = 0 whenever xi�1 = xi = xi+1 = 0 (with x0 := 1 and xd+1 := 0).
Thus, if we “know” only the first t � 1 coordinates of f , i.e. are able to query only vectors
x such xt = xt+1 = · · · = xd = 0, then any x we query satisfies rsf(x) = 0 for s > t; we
only “discover” a single new coordinate t. We generalize this chain structure to higher-order
derivatives as follows.

Definition 10. For p 2 N, a function f : Rd
! R is a pth-order zero-chain if for every

x 2 Rd,

supp {x} ✓ {1, . . . , i� 1} implies
[

q2[p]

supp {rqf(x)} ✓ {1, . . . , i}.

We say f is a zero-chain if it is a pth-order zero-chain for every p 2 N.

In our terminology, Nesterov’s function (4.9) is a first-order zero-chain but not a second-
order zero-chain, as supp

�
r

2f(0)
 

= [d]. Informally, at a point for which xi�1 = xi =
· · · = xd = 0, a zero-chain appears constant in xi, xi+1, . . . , xd. Zero-chains structurally
limit the rate with which zero-respecting algorithms acquire information from derivatives.
We formalize this in the following observation, whose proof is a straightforward induction;
see Figure 4.1 for an illustration.

Observation 1. Let f : Rd
! R be a pth order zero-chain and let x(1) = 0, x(2), . . . be a

pth order zero-respecting sequence with respect to f . Then x(t)
j = 0 for j � t and all t  d.

Proof. We show by induction on k that supp
�
x(t)

 
✓ [t � 1] for every t  k; the case

k = d is the required result. The case k = 1 holds since x(1) = 0. If the hypothesis
holds for some k < d then by Definition 10 we have [q2[p]supp

�
r

qf(x(t))
 
✓ {1, . . . , t}

for every t  k. Therefore, by the zero-respecting property (4.5), we have supp
�
x(k+1)

 
✓

[q2[p] [t<k+1 supp
�
r

qf(x(t))
 
✓ [k], completing the induction.

4.3.2 A lower bound strategy
The preceding discussion shows that zero-respecting algorithms take many iterations to
“discover” all the coordinates of a zero-chain. In the following observation, we formalize how
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coordinate
iteration information j = 1 2 3 4 · · · d� 1 d

t = 0
x(0) 0 0 0 0 · · · 0 0

rf(x(0)) ⇤ 0 0 0 · · · 0 0

t = 1
x(1) ⇤ 0 0 0 · · · 0 0

rf(x(1)) ⇤ ⇤ 0 0 · · · 0 0

t = 2
x(2) ⇤ ⇤ 0 0 · · · 0 0

rf(x(2)) ⇤ ⇤ ⇤ 0 · · · 0 0
...

...
...

...
...

...
. . .

...
...

t = d� 1
x(d�1) ⇤ ⇤ ⇤ ⇤ · · · ⇤ 0

rf(x(d�1)) ⇤ ⇤ ⇤ ⇤ · · · ⇤ ⇤

Figure 4.1: Illustration of Observation 1: a zero-respecting algorithm operating on a zero-
chain. We indicate the nonzero entries of the iterates and the gradients by ⇤.

finding a suitable zero-chain provides a lower bound on the performance of zero-respecting
algorithms.

Observation 2. Consider ✏ > 0, a function class F , and p, T 2 N. If f : RT
! R satisfies

i. f is a pth-order zero-chain,

ii. f belongs to the function class, i.e. f 2 F , and

iii. krf(x)k > ✏ for every x such that xT = 0;3

then T✏

�
A

(p)
zr ,F

�
� T✏

�
A

(p)
zr , {f}

�
> T .

Proof. For A 2 A
(p)
zr and {x(t)

}t2N = A[f ] we have by Observation 1 that x(t)
T = 0 for all

t  T and the large gradient property (iii) then implies
��rf(x(t))

�� > ✏ for all t  T .
Therefore T✏

�
A, f

�
> T , and since this holds for any A 2 A

(p)
zr we have

T✏

�
A

(p)
zr ,F

�
= inf

A2A(p)
zr

sup
f̃2F

T✏

�
A, f̃

�
� sup

f̃2F
inf

A2A(p)
zr

T✏

�
A, f̃

�
� inf

A2A(p)
zr

T✏

�
A, f

�
> T.

If f is a zero-chain, then so is the function x 7! µf(x/�) for any multiplier µ and
scale parameter �. This is useful for our development, as we construct zero-chains {gT }T2N
such that krgT (x)k > c for every x with xT = 0 and some constant c > 0. By setting
f(x) = µgT (x/�), then choosing T , µ, and � to satisfy conditions (ii) and (iii), we obtain a
lower bound. As our choice of T is also the final lower bound, it must grow to infinity as ✏
tends to zero. Thus, the hard functions we construct are fundamentally high-dimensional,
making this strategy suitable only for dimension-free lower bounds.

3 We can readily adapt this property for lower bounds on other termination criteria, e.g. require f(x) �
infy f(y) > ✏ for every x such that xT = 0.



CHAPTER 4. LOWER BOUNDS I 70

4.3.3 From deterministic to zero-respecting algorithms
Zero-chains allow us to generate strong lower bounds for zero-respecting algorithms. The
following reduction shows that these lower bounds are valid for deterministic algorithms as
well.

Proposition 2. Let p 2 N[ {1}, F be an orthogonally invariant function class and ✏ > 0.
Then

T✏

�
A

(p)
det,F

�
� T✏

�
A

(p)
zr ,F

�
.

We also give a variant of Proposition 2 that is tailored to lower bounds constructed by
means of Observation 2 and allows explicit accounting of dimensionality.

Proposition 3. Let p 2 N [ {1}, F be an orthogonally invariant function class, f 2 F

with domain of dimension d, and ✏ > 0. If T✏
�
A

(p)
zr , {f}

�
� T , then

T✏

�
A

(p)
det,F

�
� T✏

�
A

(p)
det, {fU | U 2 O(d+ T, d)}

�
� T,

where fU := f(U>z) and O(d+ T, d) is the set of (d+ T )⇥ d orthogonal matrices, so that
{fU | U 2 O(d+ T, d)} contains only function with domain of dimension d+ T .

The proofs of Propositions 2 and 3, given in Appendix 4.A, build on the classical notion
of a resisting oracle [159, 164], which we briefly sketch here. Let A 2 Adet, and let f 2 F ,
f : Rd

! R. We adversarially select an orthogonal matrix U 2 Rd0⇥d (for some finite d0 > d)
such that on the function fU := f(U>z) 2 F the algorithm A behaves as if it was a zero-
respecting algorithm. In particular, U is sequentially constructed such that for the function
fU (z) the sequence U>

A[fU ] ⇢ Rd is zero-respecting with respect to f . Thus, there exists
an algorithm ZA 2 Adet \Azr such that ZA[f ] = U>

A[fU ], implying T✏

�
A, fU

�
= T✏

�
ZA, f

�
.

Therefore,

inf
A2Adet

sup
f2F

T✏

�
A, f

�
= inf

A2Adet
sup

f2F,U
T✏

�
A, fU

�
= inf

A2Adet
sup
f2F

T✏

�
ZA, f

�
� inf

A2Azr
sup
f2F

T✏

�
A, f

�
,

giving Proposition 2; Proposition 3 follows similarly, and for it we may take d0 = d+ T .
The adversarial rotation argument that yields Propositions 2 and 3 is more or less ap-

parent in the proofs of previous lower bounds in convex optimization [159, 205, 20] for
deterministic algorithms. We believe it is instructive to separate the proof of lower bounds
on T✏

�
Azr,F

�
and the reduction from Adet to Azr, as the latter holds in great generality.

Indeed, Propositions 2 and 3 hold for any complexity measure T✏

�
·, ·
�

that satisfies

1. Orthogonal invariance: for every f : Rd
! R, every U 2 Rd0⇥d such that U>U = Id

and every sequence {z(t)}t2N ⇢ Rd0
, we have

T✏

�
{z(t)}t2N, f(U

>
·)
�
= T✏

�
{U>z(t)}t2N, f

�
.

2. “Stopping time” invariance: for any T0 2 N, if T✏
�
{x(t)

}t2N, f
�
 T0 then T✏

�
{x(t)

}t2N, f
�
=

T✏

�
{x̂(t)

}t2N, f
�

for any sequence {x̂(t)
}t2N such that x̂(t) = x(t) for t  T0.

These properties hold for the typical performance measures used in optimization. Exam-
ples include time to ✏-optimality, in which case T✏

�
{x(t)

}t2N, f
�
= inf{t 2 N | f(x(t)) �

infx f(x)  ✏}, and the second-order stationarity desired in many non-convex optimiza-
tion problems [166, 51, 117], where for ✏1, ✏2 > 0 we define T✏

�
{x(t)

}t2N, f
�
= inf{t 2 N |

krf(x(t))k  ✏1 and r2f(x(t)) ⌫ �✏2I}.
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4.3.4 Randomized algorithms
Proposition 2 and 3 do not apply to randomized algorithms, as they require the adversary
(maximizing choice of f) to simulate the action of A on f . To handle randomized algorithms,
we strengthen the notion of a zero-chain as follows.

Definition 11. A function f : Rd
! R is a robust zero-chain if for every x 2 Rd,

|xj | < 1/2, 8j � i implies f(y) = f(y1, . . . , yi, 0, . . . , 0) for all y in a neighborhood of x.

A robust zero-chain is also an “ordinary” zero-chain. In Section 4.5 we replace the adversarial
rotation U of § 4.3.3 with an orthogonal matrix drawn uniformly at random, and consider
the random function fU (x) = f(U>x), where f is a robust zero-chain. We adapt a lemma
by Woodworth and Srebro [205], and use it to show that for every A 2 Arand, A[fU ] satisfies
an approximate form of Observation 1 (w.h.p.) whenever the iterates A[fU ] have bounded
norm. With further modification of fU to handle unbounded iterates, our zero-chain strategy
yields a strong distributional complexity lower bound on Arand.

4.4 Lower bounds for zero-respecting and deterministic

algorithms

For our first main results, we provide lower bounds on the complexity of all deterministic
algorithms for finding stationary points of smooth, potentially non-convex functions. By
Observation 2 and Proposition 2, to prove a lower bound on deterministic algorithms it is
sufficient to construct a function that is difficult for zero-respecting algorithms. For fixed
T > 0 , we define the (unscaled) hard instance f̄T : Rd

! R as

f̄T (x) = � (1)� (x1) +
TX

i=2

[ (�xi�1)� (�xi)� (xi�1)� (xi)] , (4.10)

where the component functions are

 (x) :=

(
0 x  1/2

exp
⇣
1� 1

(2x�1)2

⌘
x > 1/2

and �(x) =
p
e

Z x

�1
e�

1
2 t

2

dt.

Our construction, illustrated in Figure 4.2, has two key properties. First is that f is a
zero-chain (Observation 3 in the sequel). Second, as we show in Lemma 21, krf̄T (x)k is
large unless |xi| � 1 for every i 2 [T ]. These properties make it hard for any zero-respecting
method to find a stationary point of scaled versions of f̄T , and coupled with Proposition 2,
this gives a lower bound for deterministic algorithms.

4.4.1 Properties of the hard instance
Before turning to the main theorem of this section, we catalogue the important properties
of the functions  , � and f̄T .

Lemma 20. The functions  and � satisfy the following.

i. For all x  1
2 and all k 2 N,  (k)(x) = 0.

ii. For all x � 1 and |y| < 1,  (x)�0(y) > 1.
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Figure 4.2: Hard instance for full derivative information. Left: the functions  and �
(top) and their derivatives (bottom). Right: Surface and contour plot of a two-dimensional
cross-section of the hard instance f̄T .

iii. Both  and � are infinitely differentiable, and for all k 2 N we have

sup
x

| (k)(x)|  exp

✓
5k

2
log(4k)

◆
and sup

x
|�(k)(x)|  exp

✓
3k

2
log

3k

2

◆
.

iv. The functions and derivatives  , 0,� and �0 are non-negative and bounded, with

0   < e, 0   0


p
54/e, 0 < � <

p
2⇡e, and 0 < �0


p
e.

We prove Lemma 20 in Appendix 4.B.1. The remainder our development relies on  and
� only through Lemma 20. Therefore, the precise choice of  ,� is not particularly special;
any two functions with properties similar to Lemma 20 will yield similar lower bounds.

The key consequence of Lemma 20.i is that the function f is a robust zero-chain (see
Definition 11) and consequently also a zero-chain (Definition 10):

Observation 3. For any j > 1, if |xj�1|, |xj | < 1/2 then f̄T (y) = f̄T (y1, . . . , yj�1, 0, yj+1, . . . , yT )
for all y in a neighborhood of x.

Applying Observation 3 for j = i+ 1, . . . , T gives that f̄T is a robust zero-chain by Defini-
tion 11. Taking derivatives of f̄T (x1, . . . , xi, 0, . . . , 0) with respect to xj , j > i, shows that
f̄T is also a zero-chain by Definition 10. Thus, Observation 1 shows that any zero-respecting
algorithm operating on f̄T requires T + 1 iterations to find a point where xT 6= 0.

Next, we establish the “large gradient property” that rf̄T (x) must be large if any coor-
dinate of x is near zero.

Lemma 21. If |xi| < 1 for any i  T , then there exists j  i such that |xj | < 1 and

��rf̄T (x)
�� �

����
@

@xj
f̄T (x)

���� > 1.

Proof. We take j  i to be the smallest j for which |xj | < 1, so that |xj�1| � 1 (where we
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use the shorthand x0 ⌘ 1). Therefore, we have

@f̄T
@xj

(x) = � (�xj�1)�
0 (�xj)� (xj�1)�

0 (xj)� 
0 (�xj)� (�xj+1)� 

0 (xj)� (xj+1)

(i)
 � (�xj�1)�

0 (�xj)� (xj�1)�
0 (xj)

(ii)
= � (|xj�1|)�

0 (xj sign(xj�1))
(iii)
< �1.

In the chain of inequalities, inequality (i) follows because  0(x)�(y) � 0 for every x, y;
inequality (ii) follows because  (x) = 0 for x  1/2, while equality (iii) follows from
Lemma 20.ii and the pairing of |xj | < 1 and |xj�1| � 1.

Finally, we verify that f̄T meets the smoothness and boundedness requirements of the
function classes we consider.

Lemma 22. The function f̄T satisfies the following.

i. We have f̄T (0)� infx f̄T (x)  12T .

ii. For all x 2 Rd,
��rf̄T (x)

��  23
p
T .

iii. For every p � 1, the p-th order derivatives of f̄T are `p-Lipschitz continuous, where
`p  exp

�
5
2p log p+ cp

�
for a numerical constant c <1.

The proof of Lemma 22 is technical, so we defer it to Appendix 4.B.2. In the lemma, Proper-
ties i and iii allow us to guarantee that appropriately scaled versions of f̄T are in Fp(�, Lp).
Property is ii is necessary for analysis of the randomized construction in Section 4.5.

4.4.2 Lower bounds for zero-respecting and deterministic algorithms
We can now state and prove a lower bound for finding stationary points of pth order smooth
functions using full derivative information and zero-respecting algorithms (the class Azr).
Proposition 2 transforms this bound into one on all deterministic algorithms (the class Adet).

Theorem 4.4.1. There exist numerical constants 0 < c0, c1 < 1 such that the following
lower bound holds. Let p � 1, p 2 N, and let �, Lp, and ✏ be positive. Then

T✏

�
Adet,Fp(�, Lp)

�
� T✏

�
Azr,Fp(�, Lp)

�
� c0�

✓
Lp

`p

◆1/p

✏�
1+p
p

where `p  e
5
2p log p+c1p. The lower bound holds even if we restrict Fp(�, Lp) to functions

whose domain has dimension 1 + 2c0�(Lp/`p)1/p✏
� 1+p

p .

Before we prove the theorem, a few remarks are in order. First, our lower bound matches
the upper bound (4.8) that pth-order regularization schemes achieve [33], up to a constant
depending polynomially on p. Thus, although our lower bound applies to algorithms given
access to rqf(x) for all q 2 N, only the first p derivatives are necessary to achieve minimax
optimal scaling in �, Lp, and ✏.

Second, inspection of the proof shows that we actually bound smaller quantities than
the complexity defined in Eq. (4.7). Indeed, we show that taking T & �(Lp/`p)1/p✏

� 1+p
p

in the construction (4.10) and appropriately scaling f̄T yields a function f : RT
! R that
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has Lp-Lipschitz continuous pth derivative, and for which any zero-respecting algorithm
generates iterates such that krf(x(t))k > ✏ for every t  T . That is,

inf
A2Azr

T✏

�
A, f

�
> T & �L1/p

p ✏�
1+p
p ,

which is stronger than a lower bound on T✏

�
Azr,Fp(�, Lp)

�
. Combined with the reduction

in Proposition 3, this implies that for any deterministic algorithm A 2 Adet there exists
orthogonal U 2 R(2T+1)⇥T for which fU (x) = f(U>x) is difficult, i.e. T✏

�
A, f(U>

·)
�
> T .

Finally, the scaling of `p with p may appear strange, or perhaps extraneous. We provide
two viewpoints on this. First, one expects that the smoothness constants Lp should grow
quickly as p grows; for C

1 functions such as �(t) = e�t2 or �(t) = log(1 + et), supt |�(p)(t)|
grows super-exponentially in p. Indeed, `p is the Lipschitz constant of the pth derivative
of f̄T . Second, the cases of main practical interest are p 2 {1, 2}, where `1/pp . p

5
2 can

be considered a numerical constant. This is because, for p � 3, the only known methods
with dimension-free rate of convergence ✏�(p+1)/p [33] require full access to third derivatives,
which is generally impractical. Therefore, a realistic discussion of the complexity of finding
stationary point with smoothness of order p � 3 must include additional restrictions on the
algorithm class.

4.4.3 Proof of Theorem 4.4.1
To prove Theorem 4.4.1, we set up the hard instance f : RT

! R for some integer T by
appropriately scaling f defined in Eq. (4.10),

f(x) :=
Lp�p+1

`p
f̄T (x/�) ,

for some scale parameter � > 0 to be determined, where `p  e2.5p log p+c1 is as in Lemma 22.iii.
We wish to show f satisfies Observation 2. Observation 3 implies Observation 2.i (f is a
zero-chain). Therefore it remains to show parts ii and iii of Observation 2. Consider any
x 2 RT such that xT = 0. Applying Lemma 21 guarantees that

��rf̄T (x/�)
�� > 1, and

therefore
krf(x)k =

Lp�p

`p

��rf̄T (x/�)
�� >

Lp�p

`p
. (4.11)

It remains to choose T and � based on ✏ such that krf(x)k > ✏ and f 2 Fp(�, Lp). By
the lower bound (4.11), the choice � = (`p✏/Lp)1/p guarantees krf(x)k > ✏. We note that
r

p+1f(x) = (Lp/`p)rp+1f(x/�) and therefore by Lemma 22.iii we have that the p-th order
derivatives of f are Lp-Lipschitz continuous. Thus, to ensure f 2 Fp(�, Lp) it suffices to
show that f(0)� infx f(x)  �. By the first part of Lemma 22 we have

f(0)� inf
x

f(x) =
Lp�p+1

`p
(f̄T (0)� inf

x
f̄T (x)) 

12Lp�p+1

`p
T =

12`1/pp ✏
1+p
p

L1/p
p

T,

where in the last transition we substituted � = (`p✏/Lp)1/p. We conclude that f 2 Fp(�, Lp)

and T =

�
�L1/p

p

12`1/pp
✏�

1+p
p

⌫
so by Lemma 2, T✏

�
Azr,Fp(�, Lp)

�
� T✏

�
Azr, {f}

�
� 1 + T �

�L1/p
p

12`1/pp ✏
1+p
p

, with `p bounded from above as in Lemma 22.iii. By Proposition 3, this bound

transfers to T✏

�
Adet,Fp(�, Lp)

�
, where functions of dimension 2T +1 suffice to establish it.
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4.5 Lower bounds for randomized algorithms

With our lower bounds on the complexity of deterministic algorithms established, we turn
to the class of all randomized algorithms. We provide strong distributional complexity lower
bounds by exhibiting a distribution on functions such that a function drawn from it is “diffi-
cult” for any randomized algorithm, with high probability. We do this via the composition
of a random orthogonal transformation with the function f̄T defined in (4.10).

The key steps in our deterministic bounds are (a) to show that any algorithm can “dis-
cover” at most one coordinate per iteration and (b) finding an approximate stationary point
requires “discovering” T coordinates. In the context of randomized algorithms, we must
elaborate this development in two ways. First, in Section 4.5.1 we provide a “robust” ana-
logue of Observation 1 (step (a) above): we show that for a random orthogonal matrix
U , any sequence of bounded iterates {x(t)

}t2N based on derivatives of f̄T (U>
·) must (with

high probability) satisfy that |hx(t), u(j)
i| 

1
2 for all t and j � t, so that by Lemma 21,��rf̄T (U>x(t))

�� must be large (step (b)). Second, in Section 4.5.2 we further augment our
construction to force boundedness of the iterates by composing f̄T (U>

·) with a soft projec-
tion, so that an algorithm cannot “cheat” with unbounded iterates. Finally, we present our
general lower bounds in Section 4.5.3.

4.5.1 Random rotations and bounded iterates
To transform our hard instance (4.10) into a hard instance distribution, we introduce an
orthogonal matrix U 2 Rd⇥T (with columns u(1), . . . , u(T )), and define

f̃T ;U (x) := f̄T (U
>x) = f̄T (hu

(1), xi, . . . , hu(T ), xi), (4.12)

We assume throughout that U is chosen uniformly at random from the space of orthogonal
matrices O(d, T ) = {V 2 Rd⇥T

| V >V = IT }; unless otherwise stated, the probabilistic
statements we give are respect to this uniform U in addition to any randomness in the
algorithm that produces the iterates. With this definition, we have the following extension
of Observation 1 to randomized iterates, which we prove for f̄T but is valid for any robust
zero-chain (Definition 11). Recall that a sequence is informed by f if it has the same
distribution as A[f ] for some randomized algorithm f (with iteration (4.4)).

Lemma 23. Let � > 0 and R �
p
T , and let x(1), . . . , x(T ) be informed by f̃T ;U and bounded,

so that kx(t)
k  R for each T . If d � 52TR2 log 2T 2

� then with probability at least 1� �, for
all t  T and each j 2 {t, . . . , T}, we have

|hu(j), x(t)
i| < 1/2.

The result of Lemma 23 is identical (to constant factors) to an important result of Wood-
worth and Srebro [205, Lemma 7], but we must be careful with the sequential conditioning
of randomness between the iterates x(t), the random orthogonal U , and how much infor-
mation the sequentially computed derivatives may leak. Because of this additional care, we
require a modification of their original proof,4 which we provide in Section 4.B.3, giving a
rough outline here. For a fixed t < T , assume that |hu(j), x(s)

i| < 1/2 holds for every pair
s  t and j 2 {s, . . . , T}; we argue that this (roughly) implies that |hu(j), x(t+1)

i| < 1/2 for
every j 2 {t+1, . . . , T} with high probability, completing the induction. When the assump-
tion that |hu(j), x(s)

i| < 1/2 holds, the robust zero-chain property of f̄T (Definition 11 and
4 In a recent note Woodworth and Srebro [206] independently provide a revision of their proof that is

similar, but not identical, to the one we propose here.
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Observation 3) implies that for every s  t we have

f̃T ;U (y) = f̄T (hu
(1), yi, . . . , hu(s), yi, 0, . . . , 0)

for all y in a neighborhood of x(s). That is, we can compute all the derivatives of f̃T ;U at
x(s) from x(s) and u(1), . . . , u(s), as f̄T is known. Therefore, given u(1), x(1), . . . , u(t), x(t) it is
possible to reconstruct all the information the algorithm has collected up to iteration t. This
means that beyond possibly revealing u(1), . . . , u(t), these derivatives contain no additional
information on u(t+1), . . . , u(T ). Consequently, any component of x(t+1) outside the span of
u(1), x(1), . . . , u(t), x(t) is a complete “shot in the dark.”

To give “shot in the dark” a more precise meaning, let û(j) be the projection of u(j) to
the orthogonal complement of span{u(1), x(1), . . . , u(t), x(t)

}. We show that conditioned on
u(1), . . . , u(T ), and the induction hypothesis, û(j) has a rotationally symmetric distribution
in that subspace, and that it is independent of x(t+1). Therefore, by concentration of
measure arguments on the sphere [21], we have |hû(j), x(t+1)

i| . kx(t+1)
k/
p
d  R/

p
d for

any individual j � t+ 1, with high probability. Using an appropriate induction hypothesis,
this is sufficient to guarantee that for every t+1  j  T , |hu(j), x(t+1)

i| . R
p
(T log T )/d,

which is bounded by 1/2 for sufficiently large d.

4.5.2 Handling unbounded iterates
In the deterministic case, the adversary (choosing the hard function f) can choose the rota-
tion matrix U to be exactly orthogonal to all past iterates; this is impossible for randomized
algorithms. The construction (4.12) thus fails for unbounded random iterates, since as long
as x(t) and u(j) are not exactly orthogonal, their inner product will exceed 1/2 for suffi-
ciently large kx(t)

k, thus breaching the “dead zone” of  and providing the algorithm with
information on u(j). To prevent this, we force the algorithm to only access f̃T ;U at points
with bounded norm, by first passing the iterates through a smooth mapping from Rd to a
ball around the origin. We denote our final hard instance construction by f̂T ;U : Rd

! R,
and define it as

f̂T ;U (x) = f̃T ;U (⇢(x)) +
1

10
kxk2 , where ⇢(x) =

xq
1 + kxk2 /R2

and R = 230
p

T . (4.13)

The quadratic term in f̂T ;U guarantees that all points beyond a certain norm have a
large gradient, which prevents the algorithm from trivially making the gradient small by
increasing the norm of the iterates. The following lemma captures the hardness of f̂T ;U for
randomized algorithms.

Lemma 24. Let � > 0, and let x(1), . . . , x(T ) be informed by f̂T ;U . If d � 52·2302 ·T 2 log 2T 2

�
then, with probability at least 1� �,

��rf̂T ;U (x
(t))

�� > 1/2 for all t  T.

Proof. For t  T , set y(t) := ⇢(x(t)). For every p � 0 and t 2 N, the quantity rpf̂T ;U (x(t)) is
measurable with respect x(t) and {r

if̃T ;U (y(t))}
p
i=0 (the chain rule shows it can be computed

from these variables without additional dependence on U , as ⇢ is fixed). Therefore, the
process y(1), . . . , y(T ) is informed by f̃T ;U (recall defining iteration (4.4)). Since ky(t)k =
k⇢(x(t))k  R for every t, we may apply Lemma 23 with R = 230

p
T to obtain that with



CHAPTER 4. LOWER BOUNDS I 77

probability at least 1� �,

|hu(T ), y(t)i| < 1/2 for every t  T.

Therefore, by Lemma 21 with i = T , for each t there exists j  T such that
���
D
u(j), y(t)

E��� < 1 and
���
D
u(j),rf̃T ;U (y

(t))
E��� > 1. (4.14)

To show that krf̂T ;U (x(t))k is also large, we consider separately the cases kx(t)
k  R/2

and kx(t)
k � R/2. For the first case, we use @⇢

@x (x) =
I�⇢(x)⇢(x)>/R2

p
1+kxk2/R2

to write

D
u(j),rf̂T ;U (x

(t))
E
=

⌧
u(j),

@⇢

@x
(x(t))rf̃T ;U (y

(t))

�
+

1

5

D
u(j), x(t)

E

=
hu(j),rf̃T ;U (y(t))i � hu(j), y(t)ihy(t),rf̃T ;U (y(t))i/R2

p
1 + kx(t)k2/R2

+
1

5
hu(j), y(t)i

q
1 + kx(t)k2/R2.

Therefore, for ky(t)k  kx(t)
k  R/2 we have

���
D
u(j),rf̂T ;U (x

(t))
E��� �

2
p
5

���
D
u(j),rf̃T ;U (y

(t))
E����

���
D
u(j), y(t)

E���

 
krf̃T ;U (y(t))k

2R
+

1

2
p
5

!
.

By Lemma 22.ii we have krf̃T ;U (y(t))k  23
p
T = R/10, which combined with (4.14) and

the above display yields krf̂T ;U (x(T ))k � |hu(j),rf̂T ;U (x(T ))i| � 2p
5
�

1
20 �

1
2
p
5
> 1

2 .
In the second case,

��x(t)
�� � R/2, we have for any x satisfying kxk � R/2 and y = ⇢(x)

that
���rf̂T ;U (x)

��� �
1

5
kxk �

����
@⇢

@x
(x)

����
op

���rf̃T ;U (y)
��� �

R

10
�

2
p
5

R

10
>
p

T � 1, (4.15)

where we used k @⇢@x (x)kop 
1p

1+kxk2/R2
 2/

p
5 and that krf̃T ;U (y)k  23

p
T = R/10.

As our lower bounds repose on appropriately scaling the function f̂T ;U , it remains to
verify that f̂T ;U satisfies the few boundedness properties we require. We do so in the
following lemma.

Lemma 25. The function f̂T ;U satisfies the following.

i. We have f̂T ;U (0)� infx f̂T ;U (x)  12T .

ii. For every p � 1, the pth order derivatives of f̂T ;U are ˆ̀
p-Lipschitz continuous, where

ˆ̀
p  exp(cp log p+ c) for a numerical constant c <1.

We defer the (computationally involved) proof of this lemma to Section 4.B.4.

4.5.3 Final lower bounds
With Lemmas 24 and 25 in hand, we can state our lower bound for all algorithms, random-
ized or otherwise, given access to all derivatives of a C

1 function. Note that our construction
also implies an identical lower bound for (slightly) more general algorithms that use any
local oracle [159, 39], meaning that the information the oracle returns about a function f
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when queried at a point x is identical to that it returns when a function g is queried at x
whenever f(z) = g(z) for all z in a neighborhood of x.

Theorem 4.5.1. There exist numerical constants 0 < c0, c1 < 1 such that the following
lower bound holds. Let p � 1, p 2 N, and let �, Lp, and ✏ be positive. Then

T✏

�
Arand,Fp(�, Lp)

�
� c0 ·�

 
Lp

ˆ̀
p

!1/p

✏�
1+p
p ,

where ˆ̀
p  ec1p log p+c1 . The lower bound holds even if we restrict Fp(�, Lp) to functions

where the domain has dimension 1+ c2q
⇣
� (Lp/`p)

1/p ✏�
1+p
p

⌘
with c2 a numerical constant

and q(x) = x2 log(2x).

We return to the proof of Theorem 4.5.1 in Sec. 4.5.4, following the same outline as that
of Theorem 4.4.1, and provide some commentary here. An inspection of the proof to come
shows that we actually demonstrate a stronger result than that claimed in the theorem. For
any � 2 (0, 1) let d �

⌃
52 · (230)2 · T 2 log

�
2T 2/�

�⌥
where T = bc0�(Lp/ˆ̀p)1/p✏

� 1+p
p c as in

the claimed lower bound. In the proof we construct a probability measure µ on functions
in Fp(�, Lp), of fixed dimension d, such that

inf
A2Arand

Z
PA

⇣��rf(x(t))
�� > ✏ for all t  T | f

⌘
dµ(f) > 1� �, (4.16)

where the randomness in PA depends only on A. Therefore, by definition (4.6), for any
A 2 Arand a function f drawn from µ satisfies

T✏

�
A, f

�
> T with probability greater than 1� 2�, (4.17)

implying Theorem 4.5.1 for any � � 1/2. Thus, we exhibit a randomized procedure for
finding hard instances for any randomized algorithm that requires no knowledge of the
algorithm itself.

Theorem 4.5.1 is stronger than Theorem 4.4.1 in that it applies to the broad class of all
randomized algorithms. Our probabilistic analysis requires that the functions constructed to
prove Theorem 4.5.1 have dimension scaling proportional to T 2 log(T ) where T is the lower
bound on the number of iterations. Contrast this to Theorem 4.4.1, which only requires
dimension 2T + 1. A similar gap exists in complexity results for convex optimization [205,
206]. At present, it unclear if these gaps are fundamental or a consequence of our specific
constructions.

4.5.4 Proof of Theorem 4.5.1
We set up our hard instance distribution fU : Rd

! R, indexed by a uniformly distributed
orthogonal matrix U 2 O(d, T ), by appropriately scaling f̂T ;U defined in (4.13),

fU (x) :=
Lp�p+1

ˆ̀
p

f̂T ;U (x/�),

where the integer T and scale parameter � > 0 are to be determined, d = d52 · (230)2T 2 log
�
4T 2

�
e,

and the quantity ˆ̀
p  exp(c1p log p+ c1) for a numerical constant c1 is defined in Lemma 25.ii.

Fix A 2 Arand and let x(1), x(2), . . . , x(T ) be the iterates produced by A applied on fU .
Since f and f̂T ;U differ only by scaling, the iterates x(1)/�, x(2)/�, . . . , x(T )/� are informed
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by f̂T ;U (recall Sec. 4.2.2), and therefore we may apply Lemma 24 with � = 1/2 and our
large enough choice of dimension d to conclude that

PA,U

✓��rf̂T ;U

⇣
x(t)/�

⌘�� >
1

2
for all t  T

◆
>

1

2
,

where the probability is taken over both the random orthogonal U and any randomness in
A. As A is arbitrary, taking � = (2ˆ̀p✏/Lp)1/p, this inequality becomes the desired strong
inequality (4.16) with � = 1/2 and µ induced by the distribution of U . Thus, by (4.17), for
every A 2 Arand there exists UA 2 O(d, T ) such that T✏

�
A, fUA

�
� 1 + T , so

inf
A2Adet

sup
U2O(d,T )

T✏

�
A, fU

�
� 1 + T.

It remains to choose T to guarantee that fU belongs to the relevant function class
(bounded and smooth) for every orthogonal U . By Lemma 25.ii, fU has Lp-Lipschitz con-
tinuous pth order derivatives. By Lemma 25.i, we have

fU (0)� inf
x

fU (x) 
Lp�p+1

ˆ̀
p

⇣
f̄T (0)� inf

x
f̄T (x)

⌘


12Lp�p+1

ˆ̀
p

T =
24(2ˆ̀p)1/p✏

p+1
p

L1/p
p

T,

where in the last transition we have substituted � = (2`p✏/Lp)1/p. Setting T = b�48 (Lp/ˆ̀p)1/p✏
� 1+p

p c

gives fU (0)� infx fU (x)  �, and fU 2 Fp(�, Lp), yielding the theorem.

4.6 Distance-based lower bounds

We have so far considered finding approximate stationary points of smooth functions with
bounded sub-optimality at the origin, i.e. f(0)� infx f(x)  �. In convex optimization, it
is common to consider instead functions with bounded distance between the origin and a
global minimum. We may consider a similar restriction for non-convex functions; for p � 1
and positive Lp, D, let

F
dist
p (D,Lp)

be the class of C1 functions with Lp-Lipschitz pth order derivatives satisfying

sup
x

{kxk | x 2 argmin f}  D, (4.18)

that is, all global minima have bounded distance to the origin.
In this section we give a lower bound on the complexity of this function class that has

the same ✏ dependence as our bound for the class Fp(�, Lp). This is in sharp contrast to
convex optimization, where distance-bounded functions enjoy significantly better ✏ depen-
dence than their value-bounded counterparts (see Section 5.3 in the companion Chapter 5).
Qualitatively, the reason for this difference is that the lack of convexity allows us to “hide”
global minima close to the origin that are difficult to find for any algorithm with local
function access [159].

We postpone the construction and proof to Appendix 4.C, and move directly to the final
bound.

Theorem 4.6.1. There exist numerical constants 0 < c0, c1 < 1 such that the following
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lower bound holds. For any p � 1, let D,Lp, and ✏ be positive. Then

T✏

�
Arand,F

dist
p (D,Lp)

�
� c0 ·D

1+p

✓
Lp

`0p

◆ 1+p
p

✏�
1+p
p ,

where `0p  ec1p log p+c1 . The lower bound holds even if we restrict Fdist
p (D,Lp) to functions

with domain of dimension 1+ c2q
⇣
D1+p

�
Lp/`0p

� 1+p
p ✏�

1+p
p

⌘
, for a some numerical constant

c2 <1 and q(x) = x2 log(2x).

We remark that a lower-dimensional construction suffices for proving the lower bound for
deterministic algorithm, similarly to Theorem 4.4.1.

While we do not have a matching upper bound for Theorem 4.6.1, we can match its ✏
dependence in the smaller function class

F
dist
1,p (D,L1, Lp) = F

dist
1 (D,L1) \ F

dist
p (D,Lp),

due to the fact that for any f : Rd
! R with L1-Lipschitz continuous gradient and global

minimizer x?, we have f(x)�f(x?)  1
2L1 kx� x?k2 for all x 2 Rd [cf. 37, Eq. (9.13)]. Hence

F
dist
1,p (D,L1, Lp) ⇢ Fp(�, Lp), with � := 1

2L1D2, and consequently by the bound (4.8) we
have

T✏

�
A

(p)
det \A

(p)
zr ,Fdist

1,p (D,L1, Lp)
�
. D2L1L

1/p
p ✏�

p+1
p .

4.7 Conclusion

This work provides the first algorithm independent and tight lower bounds on the dimension-
free complexity of finding stationary points. As a consequence, we have characterized the
optimal rates of convergence to ✏-stationarity, under the assumption of high dimension
and an oracle that provides all derivatives. Yet, given the importance of high-dimensional
problems, the picture is incomplete: high-order algorithms—even second-order method—
are often impractical in large scale settings. We address this in the companion (Chapter 5),
which provides sharper lower bounds for the more restricted class of first-order methods. In
Chapter 5 we also provide a full conclusion for this paper sequence, discussing in depth the
implications and questions that arise from our results.

4.A Proof of Propositions 2 and 3

The core of the proofs of Propositions 2 and 3 is the following construction.

Lemma 26. Let p 2 N [ {1}, T0 2 N and A 2 A
(p)
det. There exists an algorithm ZA 2 A

(p)
zr

with the following property. For every f : Rd
! R there exists an orthogonal matrix U 2

R(d+T0)⇥d such that, for every ✏ > 0,

T✏

�
A, fU

�
> T0 or T✏

�
A, fU

�
= T✏

�
ZA, f

�
,

where fU (x) := f(U>x).

Proof. We explicitly construct ZA with the following slightly stronger property. For every
every f : Rd

! R in F , there exists an orthogonal U 2 R(d+T0)⇥d, U>U = Id, such that
fU (x) := f(U>x) satisfies that the first T0 iterates in sequences ZA[f ] and U>

A[fU ] are
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identical. (Recall the notation A[f ] = {a(t)}t2N where a(t) are the iterates of A on f , and
we use the obvious shorthand U>

{a(t)}t2N = {U>a(t)}t2N.)
Before explaining the construction of ZA, let us see how its defining property implies the

lemma. If T✏
�
A, fU

�
> T0, we are done. Otherwise, T✏

�
A, fU

�
 T0 and we have

T✏

�
A, fU

�
:= T✏

�
A[fU ], fU

� (i)
= T✏

�
U>

A[fU ], f
� (ii)
= T✏

�
ZA, f

�
, (4.19)

as required. The equality (i) follows because kUgk = kgk for all orthogonal U , so for any
sequence {a(t)}t2N

T✏

�
{a(t)}t2N, fU

�
= inf

n
t 2 N | krfU (a

(t))k  ✏
o

= inf
n
t 2 N | krf(U>a(t))k  ✏

o
= T✏

�
{U>a(t)}t2N, f

�

and in equality (i) we let {a(t)}t2N = A[fU ]. The equality (ii) holds because T✏

�
·, ·
�

is a
“stopping time”: if T✏

�
U>

A[fU ], f
�
 T0 then the first T0 iterates of U>

A[fU ] determine
T✏

�
U>

A[fU ], f
�
, and these T0 iterates are identical to the first T0 iterates of ZA[f ] by

assumption.
It remains to construct the zero-respecting algorithm ZA with iterates matching those

of A under appropriate rotation. We do this by describing its operation inductively on any
given f : Rd

! R, which we denote {z(t)}t2N = ZA[f ]. Letting d0 = d + T0, the state of
the algorithm ZA at iteration t is determined by a support St ✓ [d] and orthonormal vectors
{u(i)

}i2St ⇢ Rd0
identified with this support. The support condition (4.5) defines the set

St,
St =

[

q2[p]

[

s<t

supp
n
r

qf(z(s))
o
,

so that ; = S1 ✓ S2 ✓ · · · and the collection {u(i)
}i2St grows with t. We let U 2 Rd0⇥d

be the orthogonal matrix whose ith column is u(i)—even though U may not be completely
determined throughout the runtime of ZA, our partial knowledge of it will suffice to simulate
the operation of A on fU (a) = f(U>a). Letting {a(t)}t2N = A[fU ], our requirements
ZA[f ] = U>

A[fU ] and ZA 2 Azr are equivalent to

z(t) = U>a(t) and supp{z(t)} ✓ St (4.20)

for every t  T0 (we set z(i) = 0 for every i > T0 without loss of generality).
Let us proceed with the inductive argument. The iterate a(1) 2 Rd0

is an arbitrary (but
deterministic) vector in Rd0

. We thus satisfy (4.20) at t = 1 by requiring that hu(j), a(1)i = 0
for every j 2 [d], whence the first iterate of ZA satisfies z(1) = 0 2 Rd. Assume now the
equality and containment (4.20) holds for every s < t, where t  T0 (implying that ZA

has emulated the iterates a(2), . . . , a(t�1) of A); we show how ZA can emulate a(t), the t’th
iterate of A, and from it can construct z(t) that satisfies (4.20). To obtain a(t), note that
for every q  p, and every s < t, the derivatives rqfU (a(s)) are a function of rqf(z(s)) and
orthonormal the vectors {u(i)

}i2Ss+1 , because supp{rqf(z(s))} ✓ Ss+1 and therefore the
chain rule implies

h
r

qfU (a
(s))

i

j1,...,jq
=

X

i1,...,iq2Ss+1

h
r

qf(z(s))
i

i1,...,iq
u(i1)
j1

· · ·u
(iq)
jq

.

Since A 2 A
(p)
det is deterministic, a(t) is a function of rqf(z(s)) for q 2 [p] and s 2 [t�1], and
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thus ZA can simulate and compute it. To satisfy the support condition supp{z(t)} ✓ St we
require that hu(j), a(t)i = 0 for every j 62 St. This also means that to compute z(t) = U>a(t)

we require only the columns of U indexed by the support St.
Finally, we need to show that after computing St+1 we can find the vectors {u(i)

}i2St+1\St

satisfying hu(j), a(s)i = 0 for every s  t and j 2 St+1 \ St, and additionally that U
be orthogonal. Thus, we need to choose {u(i)

}i2St+1\St
in the orthogonal complement of

span
�
a(1), ..., a(t), {u(i)

}i2St

 
. This orthogonal complement has dimension at least d0 �

t � |St| = |Sc
t | + T0 � t � |Sc

t |. Since |St+1 \ St|  |Sc
t |, there exist orthonormal vectors

{u(i)
}i2St+1\St

that meet the requirements. This completes the induction.
Finally, note that the arguments above hold unchanged for p =1.

With Lemma 26 in hand, the propositions follow easily.

Proposition 2. Let p 2 N[ {1}, F be an orthogonally invariant function class and ✏ > 0.
Then

T✏

�
A

(p)
det,F

�
� T✏

�
A

(p)
zr ,F

�
.

Proof. We may assume that T✏

�
A

(p)
det,F

�
< T0 for some integer T0 < 1, as otherwise we

have T✏

�
A

(p)
det,F

�
= 1 and the result holds trivially. For any A 2 A

(p)
det and the value T0,

we invoke Lemma 26 to construct ZA 2 A
(p)
zr such that T✏

�
A, fU

�
� min{T0,T✏

�
ZA, f

�
} for

every f 2 F and some orthogonal matrix U that depends on f and A. Consequently, we
have

T✏

�
A

(p)
det,F

�
= inf

A2A(p)

det

sup
f2F

T✏

�
A, f

� (i)
� inf

A2A(p)

det

sup
f2F

T✏

�
A, fU

� (ii)
� min

n
T0, inf

A2A(p)

det

sup
f2F

T✏

�
ZA, f

�o

(iii)
� min

n
T0, inf

B2A(p)
zr

sup
f2F

T✏

�
B, f

�o
= min

n
T0, T✏

�
A

(p)
zr ,F

�o
,

where inequality (i) uses that fU 2 F because F is orthogonally invariant, step (ii) uses
T✏

�
A, fU

�
� min{T0,T✏

�
ZA, f

�
} and step (iii) is due to ZA 2 A

(p)
zr by construction. As

we chose T0 for which T✏

�
A

(p)
det,F

�
< T0, the chain of inequalities implies T✏

�
A

(p)
det,F

�
�

T✏

�
A

(p)
zr ,F

�
, concluding the proof.

Proposition 3. Let p 2 N [ {1}, F be an orthogonally invariant function class, f 2 F

with domain of dimension d, and ✏ > 0. If T✏
�
A

(p)
zr , {f}

�
� T , then

T✏

�
A

(p)
det,F

�
� T✏

�
A

(p)
det, {fU | U 2 O(d+ T, d)}

�
� T,

where fU := f(U>z) and O(d+ T, d) is the set of (d+ T )⇥ d orthogonal matrices, so that
{fU | U 2 O(d+ T, d)} contains only function with domain of dimension d+ T .

Proof. For any A 2 A
(p)
det, we invoke Lemma 26 with T0 = T to obtain ZA 2 A

(p)
zr and

orthogonal matrix U 0 (dependent on f and A) for which

T✏

�
A, fU 0

�
� min{T,T✏

�
ZA, f

�
} = T,

where the last equality is due to inf
B2A(p)

zr
T✏

�
B, f

�
= T✏

�
A

(p)
zr , {f}

�
� T . Since fU 0 2 {fU |

U 2 O(d+ T, d)}, we have

sup
f 02{fU |U2O(d+T,d)}

T✏

�
A, f 0�

� T,
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and taking the infimum over A 2 A
(p)
det concludes the proof.

4.B Technical Results

4.B.1 Proof of Lemma 20
Lemma 20. The functions  and � satisfy the following.

i. For all x  1
2 and all k 2 N,  (k)(x) = 0.

ii. For all x � 1 and |y| < 1,  (x)�0(y) > 1.

iii. Both  and � are infinitely differentiable, and for all k 2 N we have

sup
x

| (k)(x)|  exp

✓
5k

2
log(4k)

◆
and sup

x
|�(k)(x)|  exp

✓
3k

2
log

3k

2

◆
.

iv. The functions and derivatives  , 0,� and �0 are non-negative and bounded, with

0   < e, 0   0


p
54/e, 0 < � <

p
2⇡e, and 0 < �0


p
e.

Each of the statements in the lemma is immediate except for part iii. To see this part,
we require a few further calculations. We begin by providing bounds on the derivatives of
�(x) = e

1
2

R x
�1 e�

1
2 t

2

dt. To avoid annoyances with scaling factors, we define �(t) = e�
1
2 t

2

.

Lemma 27. For all k 2 N, there exist constants c(k)i satisfying |c(k)i |  (2max{i, 1})k, and

�(k)(t) =

✓ kX

i=0

c(k)i ti
◆
�(t).

Proof. We prove the result by induction. We have �0(t) = �te� 1
2 t

2

, so that the base case of
the induction is satisfied. Now, assume for our induction that

�(k)(t) =
kX

i=0

c(k)i tie�
1
2 t

2

=
kX

i=0

c(k)i ti�(t).

where |c(k)i |  2k(max{i, 1})k. Then taking derivatives, we have

�(k+1)(t) =
kX

i=1

h
i · c(k)i ti�1

� c(k)i ti+1
i
�(t)� c(k)0 t�(t) =

k+1X

i=0

c(k+1)
i ti�(t)

where c(k+1)
i = (i + 1)c(k)i+1 � c(k)i�1 (and we treat c(k)k+1 = 0) and |c(k+1)

k+1 | = 1. With the
induction hypothesis that c(k)i  (2max{i, 1})k, we obtain

|c(k+1)
i |  2k(i+ 1)(i+ 1)k + 2k(max{i, 1})k  2k+1(i+ 1)k+1.

This gives the result.
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With this result, we find that for any k � 1,

�(k)(x) =
p
e

✓ k�1X

i=0

c(k�1)
i xi

◆
�(x).

The function log
�
xi�(x)

�
= i log x � 1

2x
2 is maximized at x =

p
i, so that xi�(x) 

exp
�
i
2 log

i
e

�
. We thus obtain the numerically verifiable upper bound

|�(k)(x)| 
p
e
k�1X

i=0

(2max{i, 1})k�1 exp

✓
i

2
log

i

e

◆
 exp (1.5k log(1.5k)) .

Now, we turn to considering the function  (x). We assume w.l.o.g. that x > 1
2 , as

otherwise  (k)(x) = 0 for all k. Recall  (x) = exp
⇣
1� 1

(2x�1)2

⌘
for x > 1

2 . We have the
following lemma regarding its derivatives.

Lemma 28. For all k 2 N, there exist constants c(k)i satisfying |c(k)i |  6k(2i + k)k such
that

 (k)(x) =

✓ kX

i=1

c(k)i

(2x� 1)k+2i

◆
 (x).

Proof. We provide the proof by induction over k. For k = 1, we have that

 0(x) =
4

(2x� 1)3
exp

✓
1�

1

(2x� 1)2

◆
=

4

(2x� 1)3
 (x),

which yields the base case of the induction. Now, assume that for some k, we have

 (k)(x) =

 
kX

i=1

c(k)i

(2x� 1)k+2i

!
 (x).

Then

 (k+1)(x) =

 
�

kX

i=1

2(k + 2i)c(k)i

(2x� 1)k+1+2i
+

kX

i=1

4c(k)i

(2x� 1)k+3+2i

!
 (x)

=

 
k+1X

i=1

4c(k)i�1 � 2(k + 2i)c(k)i

(2x� 1)k+1+2i

!
 (x),

where c(k)k+1 = 0 and c(k)0 = 0. Defining c11 = 4 and c(k+1)
i = 4c(k)i�1 � 2(k + 2i)c(k)i for i > 1,

then, under the inductive hypothesis that |c(k)i |  6k(2i+ k)k, we have

|c(k+1)
i |  4 · 6k(k� 2+2i)k +2 · 6k(k+2i)(k+2i)k  6k+1(k+2i)k+1

 6k+1(k+1+2i)k+1

which gives the result.

As in the derivation immediately following Lemma 27, by replacing t = 1
2x�1 , we have
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that tk+2ie�t2 is maximized by t =
p

(k + 2i)/2, so that

1

(2x� 1)k+2i
 (x)  exp

✓
1 +

k + 2i

2
log

k + 2i

2e

◆
,

which yields the numerically verifiable upper bound

| (k)(x)| 
kX

i=1

exp

✓
1 + k log(6k + 12i) +

k + 2i

2
log

k + 2i

2e

◆
 exp (2.5k log(4k)) .

4.B.2 Proof of Lemma 22
Lemma 22. The function f̄T satisfies the following.

i. We have f̄T (0)� infx f̄T (x)  12T .

ii. For all x 2 Rd,
��rf̄T (x)

��  23
p
T .

iii. For every p � 1, the p-th order derivatives of f̄T are `p-Lipschitz continuous, where
`p  exp

�
5
2p log p+ cp

�
for a numerical constant c <1.

Proof. Part i follows because f̄T (0) < 0 and, since 0   (x)  e and 0  �(x) 
p
2⇡e,

f̄T (x) � � (1)� (x1)�
TX

i=2

 (xi�1)� (xi) > �T · e ·
p
2⇡e � �12T.

Part ii follows additionally from  (x) = 0 on x < 1/2, 0   0(x) 
p
54e�1 and

0  �0(x) 
p
e, which when substituted into

@f̄T
@xj

(x) = � (�xj�1)�
0 (�xj)� (xj�1)�

0 (xj)� 
0 (�xj)� (�xj+1)� 

0 (xj)� (xj+1)

yields ����
@f̄T
@xj

(x)

����  e ·
p
e+
p

54e�1 ·
p
2⇡e  23

for every x and j. Consequently,
��rf̄T (x)

�� 
p
T  23

p
T .

To establish part iii, fix a point x 2 RT and a unit vector v 2 RT . Define the real
function hx,v : R ! R by the directional projection of f̄T , hx,v(✓) := f̄T (x + ✓v). The
function ✓ 7! hx,v(✓) is infinitely differentiable for every x and v. Therefore, f̄T has `p-
Lipschitz p-th order derivatives if and only if |h(p+1)

x,v (0)|  `p for every x, v. Using the
shorthand notation @i1 · · · @ik for @k

@xi1 ···@xik
, we have

h(p+1)
x,v (0) =

TX

i1,...,ip+1=1

@i1 · · · @ip+1 f̄T (x) vi1 · · · vip+1 .

Examining f̄T , we see that @i1 · · · @ip+1 f̄T is non-zero if and only if |ij � ik|  1 for every
j, k 2 [p+ 1]. Consequently, we can rearrange the above summation as

h(p+1)
x,v (0) =

X

�1,�2,...,�p2{0,1}p[{0,�1}p

TX

i=1

@i+�1 · · · @i+�p@if̄T (x) vi+�1 · · · vi+�pvi,
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where we take v0 := 0 and vT+1 := 0. Brief calculation show that

sup
x2RT

max
i2[T ]

max
�2{0,1}p[{0,�1}p

��@i+�1 · · · @i+�p@if̄T (x)
��  max

k2[p+1]

⇢
2 sup
x2R

��� (k)(x)
��� sup
x02R

����(p+1�k)(x0)
���
�

 2
p
2⇡e · e2.5(p+1) log(4(p+1))

 exp (2.5p log p+ 4p+ 9) .

where the second inequality uses Lemma 20.iii, and �(x0) 
p
2⇡e for the case k = p + 1.

Defining `p = 2p+1e2.5p log p+4p+9
 e2.5p log p+5p+10, we thus have

���h(p+1)
x,v (0)

��� 
X

�2{0,1}p[{0,�1}p

2�(p+1)`p

�����

TX

i=1

vi+�1 · · · vi+�pvi

����� 
�
2p+1

� 1
�
2�(p+1)`p  `p,

where we have used |
PT

i=1 vi+�1 · · · vi+�pvi|  1 for every � 2 {0, 1}p [ {0,�1}p. To see this
last claim is true, recall that v is a unit vector and note that

TX

i=1

vi+�1 · · · vi+�pvi =
TX

i=1

v
p+1�

Pp
j=1 �j

i v
Pp

j=1 �j
i±1 .

If � = 0 then |
PT

i=1 vi+�1 · · · vi+�pvi| = |
PT

i=1 v
p+1
i | 

PT
i=1 v

2
i = 1. Otherwise, letting

1 
Pp

j=1 |�j | = n  p, the Cauchy-Swartz inequality implies

�����

TX

i=1

vi+�1 · · · vi+�pvi

����� =

�����

TX

i=1

vp+1�n
i vni+s

����� 

vuut
TX

i=1

v2(p+1�n)
i

vuut
TX

i=1

v2ni+s 

TX

i=1

v2i = 1,

where s = �1 or 1. This gives the result.

4.B.3 Proof of Lemma 23
The proof of Lemma 23 uses a number of auxiliary arguments, marked as Lemmas 23a, 23b
and 23c. Readers looking to gain a high-level view of the proof of Lemma 23 can safely skip
the proofs of these sub-lemmas. In the following, recall that U 2 Rd⇥T is drawn from the
uniform distribution over d ⇥ T orthogonal matrices (satisfying UTU = I, as d > T ), that
the columns of U are denoted u(1), . . . , u(T ), and that f̃T ;U (x) = f̄T (U>x).

Lemma 23. Let � > 0 and R �
p
T , and let x(1), . . . , x(T ) be informed by f̃T ;U and bounded,

so that kx(t)
k  R for each T . If d � 52TR2 log 2T 2

� then with probability at least 1� �, for
all t  T and each j 2 {t, . . . , T}, we have

|hu(j), x(t)
i| < 1/2.

For t 2 N, let Pt 2 Rd⇥d denote the projection operator to the span of x(1), u(1), . . . , x(t), u(t),
and let P?

t = I � Pt denote its orthogonal complement. We define the event Gt as

Gt =

⇢
max

j2{t,...,T}

���
D
u(j), P?

t�1x
(t)
E���  ↵

���P?
t�1x

(t)
���
�

where ↵ =
1

5R
p
T
. (4.21)

For every t, define
Gt = \itGi and G<t = \i<tGi .

The following linear-algebraic result justifies the definition (4.21) of Gt.



CHAPTER 4. LOWER BOUNDS I 87

Lemma 23a. For all t  T , Gt implies |hu(j), x(s)
i| < 1/2 for every s 2 {1, . . . , t} and

every j 2 {s, . . . , T}.

Proof. First, notice that since Gt implies Gs for every s  t, it suffices to show that
Gt implies |hu(j), x(t)

i| < 1/2 for every j 2 {t, . . . , T}. We will in fact prove a stronger
statement:

For every t, G<t implies
���Pt�1u

(j)
���
2
 2↵2 (t� 1) for every j 2 {t, . . . , T}, (4.22)

where we recall that Pt 2 Rd⇥d is the projection operator to the span of x(1), u(1), . . . , x(t), u(t),
P?
t = Id � Pt and ↵ = 1/(5R

p
T ). Before proving (4.22), let us show that it implies our

result. Fixing j 2 {t, . . . , T}, we have
���
D
u(j), x(t)

E��� 
���
D
u(j), P?

t�1x
(t)
E���+

���
D
u(j), Pt�1x

(t)
E��� .

Since Gt holds, its definition (4.21) implies |hu(j), P?
t�1x

(t)
i|  ↵

��P?
t�1x

(t)
��  ↵

��x(t)
��.

Moreover, by Cauchy-Schwarz and the implication (4.22), we have |hu(j), Pt�1x(t)
i| 

��Pt�1u(j)
�� ��x(t)

�� p
2↵2(t� 1)

��x(t)
��. Combining the two bounds, we obtain the result of the lemma,
���
D
u(j), x(t)

E��� 
���x(t)

��� (↵+
p

2↵2(t� 1)) <
5

2

p
tR↵ 

1

2
,

where we have used
��x(t)

��  R and ↵ = 1/(5R
p
T ).

We prove bound (4.22) by induction. The basis of the induction, t = 1, is trivial, as
P0 = 0. We shall assume (4.22) holds for s 2 {1, . . . , t � 1} and show that it consequently
holds for s = t as well. We may apply the Graham-Schmidt procedure on the sequence
x(1), u(1), . . . , x(t�1), u(t�1) to write

���Pt�1u
(j)
���
2
=

t�1X

i=1

�����

*
P?
i�1x

(i)

��P?
i�1x

(i)
�� , u

(j)

+�����

2

+
t�1X

i=1

������

*
P̂?
i�1u

(i)

���P̂?
i�1u

(i)
���
, u(j)

+������

2

(4.23)

where P̂k is the projection to the span of {x(1), u(1), . . . , x(k), u(k), x(k+1)
},

P̂k = Pk +
1

��P?
k x(k+1)

��2
⇣
P?
k x(k+1)

⌘⇣
P?
k x(k+1)

⌘>
.

Then for every j > i we have

D
P̂?
i�1u

(i), u(j)
E
= �

D
P̂i�1u

(i), u(j)
E
= �

D
Pi�1u

(i), u(j)
E
�

⌦
u(i), P?

i�1x
(i)
↵ ⌦

u(j), P?
i�1x

(i)
↵

��P?
i�1x

(i)
��2

,

where the equalities hold by
⌦
u(i), u(j)

↵
= 0, P̂?

i�1 = I � P̂i�1, and the definition of P̂i�1.
The Pi matrices are projections, so P 2

i�1 = Pi�1, and Cauchy-Swartz and the induction
hypothesis imply

���
D
Pi�1u

(i), u(j)
E��� =

���
D
Pi�1u

(i), Pi�1u
(j)
E��� 

���Pi�1u
(i)
���
���Pi�1u

(j)
���  2↵2

· (i� 1) .
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Moreover, the event Gi implies
��hu(i), P?

i�1x
(i)
ihu(j), P?

i�1x
(i)
i
��  ↵2

��P?
i�1x

(i)
��2, so

���
D
P̂?
i�1u

(i), u(j)
E��� 

���
D
Pi�1u

(i), u(j)
E���+

�����

⌦
u(i), P?

i�1x
(i)
↵ ⌦

u(j), P?
i�1x

(i)
↵

��P?
i�1x

(i)
��2

�����  ↵
2 (2i� 1) 

↵

2
,

(4.24a)
where the last transition uses ↵ = 1

5R
p
T


1
4i because R �

p
T � i. We also have the lower

bound

���P̂?
i�1u

(i)
���
2
=
���
D
P̂?
i�1u

(i), u(i)
E��� = 1�

���Pi�1u
(i)
���
2
�

�⌦
u(i), P?

i�1x
(i)
↵�2

��P?
i�1x

(i)
��2

� 1�↵2 (2i� 1) �
1

2
,

(4.24b)
where the first equality uses (P?

i�1)
2 = P?

i�1, the second the definition of P̂i�1, and the
inequality uses hu(j), P?

i�1x
(i)
i  ↵kP?

i�1x
(i)
k and kPi�1u(j)

k
2
 2↵2 (i� 1).

Combining the observations (4.24a) and (4.24b), we can bound each summand in the
second summation in (4.23). Since the summands in the first summation are bounded by
↵2 by definition (4.21) of Gi, we obtain

��Pt�1u
(j)
��2 

t�1X

i=1

↵2 +
t�1X

i=1

(↵/2)2

1/2
= ↵2

✓
t� 1 +

t� 1

2

◆
 2↵2 (t� 1) ,

which completes the induction.

By Lemma 23a the event GT implies our result, so using P(Gc
T ) 

PT
t=1 P(Gc

t | G<t), it
suffices to show that

P
�
Gc

T

�


TX

t=1

P(Gc
t | G<t)  �. (4.25)

Let us therefore consider P (Gc
t | G<t). By the union bound and fact that

��P?
t�1u

(j)
��  1

for every t and j,

P(Gc
t | G<t) 

X

j2{t,...,T}

P
 �����

*
u(j),

P?
t�1x

(t)

��P?
t�1x

(t)
��

+����� > ↵ | G<t

!

=
X

j2{t,...,T}

E⇠,U(<t)
P
 �����

*
u(j),

P?
t�1x

(t)

��P?
t�1x

(t)
��

+����� > ↵ | ⇠, U(<t), G<t

!



X

j2{t,...,T}

E⇠,U(<t)
P
 �����

*
P?
t�1u

(j)

��P?
t�1u

(j)
�� ,

P?
t�1x

(t)

��P?
t�1x

(t)
��

+����� > ↵ | ⇠, U(<t), G<t

!
,

(4.26)

where U(<t) is shorthand for u(1), . . . , u(t�1) and ⇠ is the random variable generating x(1), . . . , x(T ).
In the following lemma, we state formally that conditioned on G<i, the iterate x(i)

depends on U only through its first (i� 1) columns.

Lemma 23b. For every i  T , there exist measurable functions A
(i)
+ and A

(i)
� such that

x(i) = A
(i)
+

�
⇠, U(<i)

�
1(G<i) + A

(i)
� (⇠, U) 1(Gc

<i)
. (4.27)
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Proof. Since the iterates are informed by f̃T ;U , we may write each one as (recall defini-
tion (4.4))

x(i) = A
(i)
⇣
⇠,r(0,...,p)f̃T ;U (x

(1)), . . . ,r(0,...,p)f̃T ;U (x
(i�1))

⌘
= A

(i)
� (⇠, U) ,

for measurable functions A(i),A(i)
� , where we recall the shorthandr(0,...,p)h(x) for the deriva-

tives of h at x to order p. Crucially, by Lemma 23a, G<i implies |hu(j), x(s)
i| < 1

2 for every
s < i and every j � s. As f̄T is a fixed robust zero-chain (Definition 11), for any s < i, the
derivatives of f̃T ;U at x(s) can therefore be expressed as functions of x(s) and u(1), . . . , u(s�1),
and—applying this argument recursively—we see that x(i) is of the form (4.27) for every
i  T .

Consequently (as G<t implies G<i for every i  t), conditioned on ⇠, U(<t) and G<t, the
iterates x(1), . . . , x(t) are deterministic, and so is P?

t�1x
(t). If P?

t�1x
(t) = 0 then Gt holds and

P(Gc
t | G<t) = 0, so we may assume without loss of generality that P?

t�1x
(t)
6= 0. We may

therefore regard P?
t�1x

(t)/
��P?

t�1x
(t)
�� in (4.26) as a deterministic unit vector in the subspace

P?
t�1 projects to. We now characterize the conditional distribution of P?

t�1u
(j)/

��P?
t�1u

(j)
��.

Lemma 23c. Let t  T , and j 2 {t, . . . , T}. Then conditioned on ⇠, U(<t) and G<t, the

vector P?
t�1u

(j)

kP?
t�1u

(j)k
is uniformly distributed on the unit sphere in the subspace to which P?

t�1

projects.

Proof. This lemma is subtle. The vectors u(j), j � t, conditioned on U(<t), are certainly
uniformly distributed on the unit sphere in the subspace orthogonal to U(<t). However,
the additional conditioning on G<t requires careful handling. Throughout the proof we fix
t  T and j 2 {t, . . . , T}. We begin by noting that by (4.22), G<t implies

���P?
t�1u

(j)
���
2
= 1�

���Pt�1u
(j)
���
2
� 1� 2↵2(t� 1) > 0.

Therefore, when G<t holds we have P?
t�1u

(j)
6= 0 so P?

t�1u
(j)/

��P?
t�1u

(j)
�� is well-defined.

To establish our result, we will show that the density of U(�t) = [u(t), . . . , u(T )] condi-
tioned on ⇠, U(<t), G<t is invariant to rotations that preserve the span of x(1), u(1), . . . , x(t�1), u(t�1).
More formally, let p�t denote the density of U(�t) conditional on ⇠, U(<t) and G<t. We wish
to show that

p�t

�
U(�t) | ⇠, U(<t), G<t

�
= p�t

�
ZU(�t) | ⇠, U(<t), G<t

�
(4.28)

for every rotation Z 2 Rd⇥d, Z>Z = Id, satisfying

Zv = v = Z>v for all v 2
n
x(1), u(1), . . . , x(t�1), u(t�1)

o
.

Throughout, we let Z denote such a rotation. Letting p⇠,U and pU denote the densities of
(⇠, U) and U , respectively, we have

p�t

�
U(�t) | ⇠, U(<t), G<t

�
=

P (G<t | ⇠, U) p⇠,U (⇠, U)

P
�
G<t | ⇠, U(<t)

�
p⇠,U(<t)

�
⇠, U(<t)

� =
P (G<t | ⇠, U) pU (U)

P
�
G<t | ⇠, U(<t)

�
pU(<t)

�
U(<t)

�

where the first equality holds by the definition of conditional probability and second by the
independence of ⇠ and U . We have ZU(<t) = U(<t) and therefore, by the invariance of U
to rotations, pU ([U(<t), ZU(�t)]) = pU (ZU) = pU (U). Hence, replacing U with ZU in the



CHAPTER 4. LOWER BOUNDS I 90

above display yields

p�t

�
ZU(�t) | ⇠, U(<t), G<t

�
=

P (G<t | ⇠, ZU) pU (U)

P
�
G<t | ⇠, U(<t)

�
pU(<t)

�
U(<t)

� .

Therefore if we prove P(G<t | ⇠, U) = P(G<t | ⇠, ZU)—as we proceed to do—then we can
conclude the equality (4.28) holds.

First, note that P (G<t | ⇠, U) is supported on {0, 1} for every ⇠, U , as they completely
determine x(1), . . . , x(T ). It therefore suffices to show that P(G<t | ⇠, U) = 1 if and only if
P (G<t | ⇠, ZU) = 1. Set U 0 = ZU , observing that u0(i) = Zu(i) = u(i) for any i < t, and
let x0(1), . . . , x0(T ) be the sequence generated from ⇠ and U 0. We will prove by induction
on i that P(G<t | ⇠, U) = 1 implies P(G<i | ⇠, U 0) = 1 for every i  t. The basis of
the induction is trivial as G<1 always holds. Suppose now that P(G<i | ⇠, U 0) = 1 for
i < t, and therefore x0(1), . . . , x0(i) can be written as functions of ⇠ and u0(1), . . . , u0(i�1) =
u(1), . . . , u(i�1) by Lemma 23b. Consequently, x0(l) = x(l) for any l  i and also P 0?

i�1x
0(i) =

P?
i�1x

(i). Therefore, for any l � i,
������

*
u0(l),

P 0?
i�1x

0(i)
���P 0?

i�1x
0(i)

���

+������
(i)
=

�����

*
u(l), Z> P?

i�1x
(i)

��P?
i�1x

(i)
��

+�����
(ii)
=

�����

*
u(l),

P?
i�1x

(i)

��P?
i�1x

(i)
��

+�����
(iii)
 ↵,

where in (i) we substituted u0(l) = Zu(l) and P 0?
i�1x

0(i) = P?
i�1x

(i), (ii) is because P?
i�1x

(i) =

x(i)
� Pi�1x(i) is in the span of

�
x(1), u(1), . . . , x(i�1), u(i�1), x(i)

 
and therefore not mod-

ified by Z>, and (iii) is by our assumption that G<t holds, and so Gi holds. Therefore
P (Gi | ⇠, U 0) = 1 and P (G<i+1 | ⇠, U 0) = 1, concluding the induction. An analogous ar-
gument shows that P (G<t | ⇠, U 0) = 1 implies P (G<t | ⇠, U) = P

�
G<t | ⇠, Z>U 0� = 1 and

thus P (G<t | ⇠, U) = P (G<t | ⇠, ZU) as required.
Marginalizing the density (4.28) to obtain a density for u(j) and recalling that P?

t�1 is
measurable ⇠, U(<t), G<t, we conclude that, conditioned on ⇠, U(<t), G<t the random variable
P?

t�1u
(j)

kP?
t�1u

(j)k
has the same density as P?

t�1Zu(j)

kP?
t�1Zu(j)k

. However, P?
t�1Z = ZP?

t�1 by assumption
on Z, and therefore

P?
t�1Zu(j)

��P?
t�1Zu(j)

�� = Z
P?
t�1u

(j)

��P?
t�1u

(j)
�� .

We conclude that the conditional distribution of the unit vector P?
t�1u

(j)

kP?
t�1u

(j)k
is invariant to

rotations in the subspace to which P?
t�1 projects.

Summarizing the discussion above, the conditional probability in (4.26) measures the
inner product of two unit vectors in a subspace of Rd of dimension d0 = tr

�
P?
t�1

�
� d �

2 (t� 1), with one of the vectors deterministic and the other uniformly distributed. We may
write this as

P
 �����

*
P?
t�1u

(j)

��P?
t�1u

(j)
�� ,

P?
t�1x

(t)

��P?
t�1x

(t)
��

+����� > ↵ | ⇠, U(<t), G<t

!
= P(|v1| > ↵),

where v is uniformly distributed on the unit sphere in Rd0
. By a standard concentration of
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measure bound on the sphere [21, Lecture 8],

P(|v1| > ↵)  2e�d0↵2/2
 2e�

↵2

2 (d�2t).

Substituting this bound back into the probability (4.26) gives

P (Gc
t | G<t)  2 (T � t+ 1) e�

↵2

2 (d�2t)
 2Te�

↵2

2 (d�2T ).

Substituting this in turn into the bound (4.25), we have P(Gc
T ) 

PT
t=1 P(Gc

t | G<t) 

2T 2e�
↵2

2 (d�2T ). Setting d � 52TR2 log 2T 2

� �
2
↵2 log

2T 2

� + 2T establishes P(Gc
T )  �,

concluding Lemma 23.

4.B.4 Proof of Lemma 25
Lemma 25. The function f̂T ;U satisfies the following.

i. We have f̂T ;U (0)� infx f̂T ;U (x)  12T .

ii. For every p � 1, the pth order derivatives of f̂T ;U are ˆ̀
p-Lipschitz continuous, where

ˆ̀
p  exp(cp log p+ c) for a numerical constant c <1.

Proof. Part i holds because f̂T ;U (0) = f̄T (0) and f̂T ;U (x) � f̃T ;U (⇢(x)) for every x, so

inf
x2Rd

f̂T ;U (x) � inf
x2Rd

f̃T ;U (⇢(x)) = inf
kxkR

f̄T (x) � inf
x2Rd

f̄T (x) ,

and therefore by Lemma 22.i, we have f̂T ;U (0)� infx f̂T ;U (x)  f̄T (0)� infx f̄T (x)  12T .
Establishing part ii requires substantially more work. Since smoothness with respect to

Euclidean distances is invariant under orthogonal transformations, we take U to be the first
T columns of the d-dimensional identity matrix, denoted U = Id,T . Recall the scaling ⇢(x) =

Rx/
q
R2 + kxk2 with “radius” R = 230

p
T and the definition f̂T ;U (x) = f̄T (U>⇢(x)) +

1
10 kxk

2. The quadratic 1
10 kxk

2 term in f̂T ;U has 1
5 -Lipschitz first derivative and 0-Lipschitz

higher order derivatives (as they are all constant or zero), and we take U = Id,T without
loss of generality, so we consider the function

f̂T ;I(x) := f̄T (⇢(x)) = f̄T ([⇢ (x)]1 , . . . , [⇢ (x)]T ) .

We now compute the partial derivatives of f̂T ;I . Defining y = ⇢(x), let erk
j1,...,jk :=

@k

@yj1 ···@yjk
denote derivatives with respect to y. In addition, define Pk to be the set of all

partitions of [k] = {1, . . . , k}, i.e. (S1, . . . , SL) 2 Pk if and only if the Si are disjoint and
[lSl = [k]. Using the chain rule, we have for any k and set of indices i1, . . . , ik  T that

r
k
i1,...,ik f̂T ;I(x) =

X

(S1,...,SL)2Pk

TX

j1,...,jL=1

✓ LY

l=1

r
|Sl|
iSl

⇢jl(x)

◆
erL
j1,...,jL f̄T (y), y = ⇢(x), (4.29)

where we have used the shorthand r|S|
iS

to denote the partial derivatives with respect to
each of xij for j 2 S. We use the equality (4.29) to argue that (recall the identity (4.2))

���rp+1f̂T ;I(x)
���
op

= sup
kvk=1

hr
p+1f̂T ;I(x), v

⌦(p+1)
i := ˆ̀

p �
1

5
1(p=1)  ecp log p+c,
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for some numerical constant5, 0 < c < 1 and every p � 1. As explained in Section 4.2.1,
this implies f̂T ;U has ecp log p+c-Lipschitz pth order derivative, giving part ii of the lemma.

To do this, we begin by considering the partitioned sum (4.29). Let v 2 Rd be an
arbitrary direction with kvk = 1. Then for j 2 [d] and k 2 N we define the quantity

evkj = evkj (x) := hrk⇢j(x), v
⌦k
i,

algebraic manipulations and rearrangement of the sum (4.29) yield

hr
kf̂T ;I(x), v

⌦k
i =

X

(S1,...,SL)2Pk

dX

i1,...,ik=1

vi1vi2 · · · vik

TX

j1,...,jL=1

✓ LY

l=1

r
|Sl|
iSl

⇢jl(x)

◆
erL
j1,...,jL f̄T (y)

=
X

(S1,...,SL)2Pk

TX

j1,...,jL=1

ev|S1|
j1

· · · ev|SL|
jL

erL
j1,...,jL f̄T (y)

=
X

(S1,...,SL)2Pk

D
erLf̄T (y), ev|S1| ⌦ · · ·⌦ ev|SL|

E
.

We claim that there exists a numerical constant c <1 such that for all k 2 N,

sup
x
kevk(x)k  exp(ck log k + c)R1�k. (4.30)

Before proving inequality (4.30), we show how it implies the desired lemma. By the preceding
display, we have

|hr
p+1f̂T ;I(x), v

⌦(p+1)
i| 

X

(S1,...,SL)2Pp+1

���erLf̄T (y)
���
op

LY

l=1

kev|Sl|k.

Lemma 22 shows that there exists a numerical constant c <1 such that
���r(L)f̄T (y)

���
op
 `L�1  exp(cL logL+ c) for all L � 2.

When the number of partitions L = 1, we have |S1| = p+ 1 � 2, and so Lemma 22.ii yields
��rf̄T (y)

��
op
kev|S1|k =

��rf̄T (y)
�� kev|S1|k  23

p

T ·R�p exp(cp log p+ c)  exp(cp log p+ c),

where we have used R = 230
p
T . Using |S1| + · · · + |SL| = p + 1 and the fact that

q(x) = (x+ 1) log(x+ 1) satisfies q(x) + q(y)  q(x+ y) for every x, y > 0, we have

���erLf̄T (y)
���
op

LY

l=1

kev|Sl|k  exp(cp log p+ c)

for some c < 1 and every (S1, . . . , SL) 2 Pp+1. Bounds on Bell numbers [28, Thm. 2.1]
give that there are at most exp(k log k) partitions in Pk, which combined with the bound
above gives desired result.

Let us return to the derivation of inequality (4.30). We begin by recalling Faà di Bruno’s
5 To simplify notation we allow c to change from equation to equation throughout the proof, always

representing a finite numerical constant independent of d, T , k or p.
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formula for the chain rule. Let f, g : R! R be appropriately smooth functions. Then

dk

dtk
f(g(t)) =

X

P2Pk

f (|P |)(g(t)) ·
Y

S2P

g(|S|)(t), (4.31)

where |P | denotes the number of disjoint elements of partition P 2 Pk. Define the function
⇢(⇠) = ⇠/

p
1 + k⇠k2, and let �(⇠) =

p
1 + k⇠k2 so that ⇢(⇠) = r�(⇠) and ⇢(⇠) = R⇢(⇠/R).

Let vkj (⇠) = hr
k⇢j(⇠), v

⌦k
i, so that

vk(⇠) = rhrk�(⇠), v⌦k
i and evk = R1�kvk(x/R). (4.32)

With this in mind, we consider the quantity hrk�(⇠), v⌦k
i. Defining temporarily the func-

tions ↵(r) =
p
1 + 2r and �(t) = 1

2k⇠ + tvk2, and their composition h(t) = ↵(�(t)), we
evidently have

h(k)(0) = hrk�(⇠), v⌦k
i =

X

P2Pk

↵(|P |)(�(0)) ·
Y

S2P

�(|S|)(0),

where the second equality used Faá di Bruno’s formula (4.31). Now, we note the following
immediate facts:

↵(l)(r) = (�1)l
(2l � 1)!!

(1 + 2r)l�1/2
and �(l)(t) =

8
><

>:

hv, ⇠i+ t kvk2 l = 1

kvk2 l = 2

0 l > 2.

Thus, if we let Pk,2 denote the partitions of [k] consisting only of subsets with one or two
elements, we have

h(k)(0) =
X

P2Pk,2

(�1)|P | (2|P |� 1)!!

(1 + k⇠k2)|P |�1/2
h⇠, viC1(P )

kvk2C2(P )

where Ci(P ) denotes the number of sets in P with precisely i elements. Noting that kvk = 1,
we may rewrite this as

hr
k�(⇠), v⌦k

i =
kX

l=1

X

P2Pk,2,C1(P )=l

(�1)|P | (2|P |� 1)!!

(1 + k⇠k2)|P |�1/2
h⇠, vil.

Taking derivatives we obtain

evk = rhrk�(⇠), v⌦k
i =

✓ kX

l=1

al(⇠)h⇠, vi
l�1

◆
v +

✓ kX

l=1

bl(⇠)h⇠, vi
l

◆
⇠

where

al(⇠) = l·
X

P2Pk,2,C1(P )=l

(�1)|P |(2|P |� 1)!!

(1 + k⇠k2)|P |�1/2
and bl(⇠) =

X

P2Pk,2,C1(P )=l

(�1)|P |+1(2|P |+ 1)!!

(1 + k⇠k2)|P |+1/2
.

We would like to bound al(⇠)h⇠, vil�1 and bl(⇠)h⇠, vil⇠. Note that |P | � C1(P ) for every
P 2 Pk, so |P | � l in the sums above. Moreover, bounds for Bell numbers [28, Thm. 2.1]
show that there are at most exp(k log k) partitions of [k], and (2k � 1)!!  exp(k log k) as
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well. As a consequence, we obtain

sup
⇠

|al(⇠)h⇠, vi
l�1

|  exp(cl log l) sup
⇠

|h⇠, vi|l�1

(1 + k⇠k2)(l�1)/2
< exp(cl log l),

where we have used |h⇠, vi|  k⇠k due to kvk = 1. We similarly bound sup⇠ |bl(⇠)||h⇠, vi|
l
k⇠k.

Returning to expression (4.32), we have

sup
x
kevk(x)k  exp (ck log k + c)R1�k,

for a numerical constant c <1. This is the desired bound (4.30), completing the proof.

4.C Proof of Theorem 4.6.1

Theorem 4.6.1. There exist numerical constants 0 < c0, c1 < 1 such that the following
lower bound holds. For any p � 1, let D,Lp, and ✏ be positive. Then

T✏

�
Arand,F

dist
p (D,Lp)

�
� c0 ·D

1+p

✓
Lp

`0p

◆ 1+p
p

✏�
1+p
p ,

where `0p  ec1p log p+c1 . The lower bound holds even if we restrict Fdist
p (D,Lp) to functions

with domain of dimension 1+ c2q
⇣
D1+p

�
Lp/`0p

� 1+p
p ✏�

1+p
p

⌘
, for a some numerical constant

c2 <1 and q(x) = x2 log(2x).

We divide the proof of the theorem into two parts, as in our previous results, first
providing a few building blocks, then giving the theorem. The basic idea is to introduce a
negative “bump” that is challenging to find, but which is close to the origin.

To make this precise, let e(j) denote the jth standard basis vector. Then we define the
bump function h̄T : RT

! R by

h̄T (x) =  

 
1�

25

2

����x�
4

5
e(T )

����
2
!

=

8
><

>:

0
��x� 4

5e
(T )

�� � 1
5

exp

 
1� 1⇣

1�25kx� 4
5 e

(T )k
2
⌘2

!
otherwise.

(4.33)

As Figure 4.3 shows, h̄T features a unit-height peak centered at 4
5e

(T ), and it is identically
zero when the distance from that peak exceeds 1

5 . The volume of the peak vanishes expo-
nentially with T , making it hard to find by querying h̄T locally. We list the properties of
h̄T necessary for our analysis.

Lemma 29. The function h̄T satisfies the following.

i. h̄T

�
0.8e(T )

�
= 1 and h̄T (x) 2 [0, 1] for all x 2 RT .

ii. h̄T (x) = 0 on the set {x 2 Rd
|xT 

3
5 or kxk � 1}.

iii. For p � 1, the pth order derivatives of h̄T are ˜̀
p-Lipschitz continuous, where ˜̀

p <
e3p log p+cp for some numerical constant c <1.

We prove the lemma in Section 4.C.1; the proof is similar to that of Lemma 25. With these
properties in hand, we can prove Theorem 4.6.1.
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Figure 4.3: Two-dimensional cross-section of the bump function h̄T .

4.C.1 Proof of Lemma 29
Properties i and ii are evident from the definition (4.33) of h̄T . To show property iii,
consider h(x) = h̄T (

x+0.8e(T )

5 ) =  (1 � 1
2kxk

2), which is a translation and scaling of h̄T ,
so if we show h has (˜̀p/5p+1)-Lipschitz pth order derivatives, for every p � 1, we obtain
the required results. For any x, v 2 RT with kvk  1 we define the directional projection
hx,v(t) = h(x+ t · v). The required smoothness bound is equivalent to

���h(p+1)
x,v (0)

���  ˜̀
p/5

p+1
 ecp log p+c

for every x, v 2 Rd with kvk  1, every p � 1 and some numerical constant c < 1 (which
we allow to change from equation to equation, caring only that it is finite and independent
of T and p).

As in the proof of Lemma 25, we write hx,v(t) =  (�(t)) where �(t) = 1� 1
2 kx+ tvk2,

and use Faá di Bruno’s formula (4.31) to write, for any k � 1,

h(k)
x,v(0) =

X

P2Pk

 (|P |)(�(0)) ·
Y

S2P

�(|S|)(0),

where Pk is the set of partitions of [k] and |P | denotes the number of set in partition P .
Noting that �0(0) = �hx, vi, �00(0) = �kvk2 and �(n)(0) = 0 for any n > 2, we have

h(k)
x,v(0) =

X

P2Pk,2

(�1)|P | (|P |)
✓
1�

1

2
kxk2

◆
hx, viC1(P )

kvk2C2(P )

where Pk,2 denote the partitions of [k] consisting only of subsets with one or two elements
and Ci(P ) denotes the number of sets in P with precisely i elements.

Noting that  (k)(1 � 1
2 kxk

2) = 0 for any k � 0 and kxk > 1, we may assume kxk  1.
Since kvk  1, we may bound |h(p+1)

x,v (0)| by

���h(p+1)
x,v (0)

���  |Pp+1,2| · max
k2[p+1]

sup
x2R

| (k)(x)|
(i)
 e

p+1
2 log(p+1)

· e
5(p+1)

2 log( 5
2 (p+1))

 e3p log p+cp

for some absolute constant c <1, where inequality (i) follows from Lemma 20.iv and that
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the number of matchings in the complete graph (or the kth telephone number [64, Lem. 2])
has bound |Pk,2|  e

k
2 log k. This gives the result.

4.C.2 Proof of Theorem 4.6.1
For some T 2 N and � > 0 to be specified, and d =

⌃
52 · 2302 · T 2 log

�
4T 2

�⌥
, consider the

function fU : Rd
! R indexed by orthogonal matrix U 2 Rd⇥T and defined as

fU (x) =
Lp�p+1

`0p
f̂T ;U (x/�)�

LpDp+1

`0p
h̄T (U

>x/D),

where f̂T ;U (x) = f̃T ;U (⇢(x)) +
1
10 kxk

2 is the randomized hard instance construction (4.13)

with ⇢(x) = x/
q
1 + kx/Rk2, h̄T is the bump function (4.33) and `0p = ˆ̀

p+ ˜̀
p, for ˆ̀

p and ˜̀
p

as in Lemmas 25.ii and 29.iii, respectively. By the lemmas, fU has Lp-Lipschitz pth order
derivatives and `0p  ec1p log p+c1 for some c1 <1. We assume that �  D; our subsequent
choice of � will obey this constraint.

Following our general proof strategy, we first demonstrate that fU 2 F
dist
p (D,Lp), for

which all we need do is guarantee that the global minimizers of fU have norm at most D.
By the constructions (4.13) and (4.10) of f̂T ;U and f̃T ;U , Lemma 29.i implies

fU
⇣
(0.8D)u(T )

⌘
=

Lp�p+1

`0p
f̄T (⇢(e

(T ))) +
Lp�p+1

10`0p

����
4Du(T )

5�

����
2

�
LpDp+1

`0p
h̄T (0.8e

(T ))

=
Lp�p+1

`0p
f̄T (0) +

8Lp�p�1D2

125`0p
+
�LpDp+1

`0p
< �

117

125

LpDp+1

`0p
+

Lp�p+1

`0p
f̄T (0)

with the final inequality using our assumption �  D. On the other hand, for any x such
that h̄T (U>x/D) = 0, we have by Lemma 25.i (along with f̂T ;U (0) = 0) that

fU (x) �
Lp�p+1

`0p
inf
x

f̂T ;U (x) � �12
Lp�p+1

`0p
T +

Lp�p+1

`0p
f̄T (0).

Combining the two displays above, we conclude that if

12
Lp�p+1

`0p
T 

117

125

LpDp+1

`0p
,

then all global minima x? of fU must satisfy h̄T (U>x?/D) > 0. Inspecting the defini-
tion (4.18) of h̄T , this implies

��x?/D � 0.8u(T )
�� < 1

5 , and therefore kx?k  D. Thus, by
setting

T =

�
Dp+1

13�p+1

⌫
, (4.34)

we guarantee that fU 2 F
dist
p (D,Lp) as long as �  D.

It remains to show that, for an appropriately chosen �, any randomized algorithm re-
quires (with high probability) more than T iterations to find x such that krfU (x)k < ✏. We
claim that when �  D, for any x 2 Rd,

|hu(T ), ⇢(x/�)i| <
1

2
implies h̄T (U

>y/D) = 0 for y in a neighborhood of x. (4.35)

We defer the proof of claim (4.35) to the end of this section.
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Now, let U 2 Rd⇥T be an orthogonal matrix chosen uniformly at random from O(d, T ).
Let x(1), . . . , x(t) be a sequence of iterates generated by algorithm A 2 Arand applied on
fU . We argue that |hu(T ), ⇢(x(t)/�)i| < 1/2 for all t  T , with high probability. To do so,
we briefly revisit the proof of Lemma 23 (Sec. 4.B.3) where we replace f̃T ;U with fU and
x(t) with ⇢(x(t)/�). By Lemma 23a we have that for every t  T the event Gt implies
|hu(T ), ⇢(x(s)/�)i| < 1/2 for all s  t, and therefore by the claim (4.35) we have that
Lemma 23b holds (as we may replace the terms h̄T (U>x(s)/D), s < t, with 0 whenever G<t

holds). The rest of the proof of Lemma 23a proceeds unchanged and gives us that with
probability greater than 1/2 (over any randomness in A and the uniform choice of U),

|hu(T ), ⇢(x(t)/�)i| <
1

2
for all t  T.

By claim (4.35), this implies rh̄T (U>x(t)/D) = 0, and by Lemma 24, krf̂T ;U (x(t)/�)k >
1/2. Thus, after scaling, ���rfU (x(t))

��� >
Lp�p

2`0p

for all t  T , with probability greater that 1/2. As in the proof of Theorem 4.5.1, By taking
� = (2`0p✏/Lp)1/p we guarantee

inf
A2Adet

sup
U2O(d,T )

T✏

�
A, fU

�
� 1 + T.

where T =
⌅
Dp+1/13�p+1

⇧
is defined in Eq. (4.34). Thus, as fU 2 F

dist
p (D,Lp) for our

choice of T , we immediately obtain

T✏

�
Arand,F

dist
p (D,Lp)

�
� T + 1 �

D1+p

52

✓
Lp

`0p

◆ 1+p
p

✏�
1+p
p ,

as long as our initial assumption �  D holds. When � > D, we have that 2`0p
Lp
✏ > Dp, or

1 > Dp+1( Lp

2`0p
)

1+p
p ✏�

1+p
p , so that the bound is vacuous in this case regardless: every method

must take at least 1 step.
Finally, we return to demonstrate claim (4.35). Note that |hu(T ), ⇢(x/�)i| < 1/2 is

equivalent to |hu(T ), xi| < �
2

p
1 + k x

�Rk
2, and consider separately the cases kx/�k  R/2

and kx/�k > R/2 = 115
p
T . In the first case, we have |hu(T ), xi| < (

p
5/4)� < (3/5)D,

by our assumption �  D. Therefore, by Lemma 29.ii we have that h̄T (U>y/D) = 0 for
y near x. In the second case, we have kxk > (4R/

p
5)|hu(T ), xi| > 230|hu(T ), xi|. If in

addition |hu(T ), xi| < (3/5)D then our conclusion follows as before. Otherwise, kxk /D >
230 · (3/5) > 1, so again the conclusion follows by Lemma 29.ii.



Chapter 5

Lower Bounds for Finding

Stationary Points II: First-Order

Methods

Joint work with Yair Carmon, John Duchi and Aaron Sidford

Abstract We establish lower bounds on the complexity of finding ✏-stationary points
of smooth, non-convex high-dimensional functions using first-order methods. We prove
that deterministic first-order methods, even applied to arbitrarily smooth functions, cannot
achieve convergence rates in ✏ better than ✏�8/5, which is within ✏�1/15 log 1

✏ of the best
known rate for such methods. Moreover, for functions with Lipschitz first and second
derivatives, we prove no deterministic first-order method can achieve convergence rates
better than ✏�12/7, while ✏�2 is a lower bound for functions with only Lipschitz gradient.
For convex functions with Lipschitz gradient, accelerated gradient descent achieves a better
rate, showing that finding stationary points is easier given convexity.

5.1 Introduction

We study the oracle complexity of finding approximate stationary points of a smooth func-
tion f : Rd

! R, that is, a point x such that

krf(x)k  ✏. (5.1)

In Part I of this series (Chapter 4), we establish the complexity of finding an ✏-stationary
point (5.1) for algorithms that, at a query point x, have access to all derivatives of f . In
contrast, in this paper we focus on first-order methods, which only query function values
and gradients.

First-order methods are important in large-scale optimization for many reasons. Perhaps
the two most salient are that each iteration is often inexpensive, and that on many problems,
the number of iterations grows slowly (or not at all) with the problem dimension d. From
a theoretical perspective, the latter property is captured by dimension-free convergence
rates, where the worst case iteration count depends polynomially on the desired accuracy
and measures of function regularity but has no explicit dependence on d. In non-convex
optimization problems, regularity often comes by assuming bounded function value at the

98
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Table 5.1 The number of iterations required to find ✏-stationary points of high dimensional
functions f , where f(x(0)) � infx f(x)  O(1). The first column indexes the type of oracle
access: general (all derivatives) or first-order (function value and gradient). In the first row,
deterministic pth-order methods achieve the upper bounds, and the lower bounds apply to
all randomized methods of arbitrary order. In the other rows, the lower bounds apply to all
deterministic first-order methods, and such methods achieve the upper bounds.

Oracle f has Lipschitz Upper bound Lower bound Gap

Gen. pth-order derivative O
�
✏�(p+1)/p

�
[33] ⌦

�
✏�(p+1)/p

�
Part I O(1)

F.O. gradient and Hessian eO
�
✏�7/4

�
[48] ⌦

�
✏�12/7

�
Thm. 5.5.1 eO

�
✏�1/28

�

F.O. qth derivative 8q  p, p � 3 eO
�
✏�5/3

�
[48] ⌦

�
✏�8/5

�
Thm. 5.5.1 eO

�
✏�1/15

�

F.O. gradient + f convex eO
�
✏�1

�
Prop. 5 ⌦

�
✏�1

�
Thm. 5.3.1 eO (1)

initial point x(0), i.e. f(x(0))� infx f(x)  � for some � > 0, and that rf is L1-Lipschitz
continuous. Under these conditions, classical gradient descent finds an ✏-stationary point in
2L1�✏�2 iterations [164], a dimension-free guarantee.

Developing first-order methods for finding stationary points of non-convex functions
with improved dimension-free rates of convergence is an area of active research [3, 4, 48, 51].
Under the additional assumption of Lipschitz second derivatives, we (Chapter 2) [51] and
Agarwal et al. [3] propose randomized first-order methods with nearly dimension free rate
✏�7/4 log d

✏ (ignoring other problem-dependant constants). In a later paper [48], we propose
a deterministic accelerated gradient-based method with complexity ✏�7/4 log 1

✏ , and under
the further assumption of that f has Lipschitz third derivatives, we show the same method
attains rates of ✏�5/3 log 1

✏ . This raises the main question we address in this paper: how much
further can this ✏ dependence can be improved, and what Lipschitz continuity assumptions
are necessary?

5.1.1 Our contributions
In Table 5.1 we summarize our results, along with corresponding known upper bounds. We
establish lower bounds on the worst-case oracle complexity of finding ✏-stationary points,
where algorithms may access f only through queries to an information oracle, that returns
the value and some number of (or potentially all) derivatives of f at the queried point. A
lower bound T✏ means that for every algorithm A, there exists a function f in the allowed
function class (e.g. functions with f(x(0)) � infx f(x)  � and L1-Lipschitz gradient) for
which A requires at least T✏ oracle queries before returning an ✏-stationary point of f .

In Part I (Chapter 4) of this series we prove that no algorithm, even one given all deriva-
tives of f at each iteration, can improve on the ✏�2 rate of gradient descent for the class
of functions with bounded initial value and Lipschitz continuous gradient. Therefore, in
distinction with the convex case, acceleration of gradient descent for non-convex optimiza-
tion [48] fundamentally depends on higher-order smoothness assumptions. We further show
that, for the class of functions with pth order Lipschitz derivatives, no method can improve
the rate ✏�(p+1)/p achieved by a pth-order method [33]. However, this does not get at the
crux of the issue we consider here—what is the best possible rate for first-order methods,
given that higher-order derivatives are Lipschitz?

In this paper we show that the ✏-dependencies we establish in our work [48] are al-
most tight. More precisely, consider the function class with Lp-Lipschitz derivatives for all
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q 2 {1, . . . , p}, where p 2 N; for this class there does not exist a deterministic first-order
algorithm with iteration complexity better than ✏�8/5. If p = 2 this complexity lower bound
strengthens to ✏�12/7. In the following diagram, we compare the exponents of 1/✏ in our
lower bounds and known upper bounds (smaller is better).

3

2

cubic-regularized
Newton’s method

p = 2

8

5

first-order
methods

p � 3

5

3

12

7

first-order
methods

p = 2

7

4

2

gradient
descent
p = 1

Thus, we establish two separations. First, no deterministic first-order method can achieve
the rate of convergence ✏�3/2 of Newton’s method. Second, the rate ✏�5/3 log 1

✏ we achieve [48]
requires the assumption of Lipschitz third derivatives, as first-order methods assuming only
Lipschitz Hessian must compute at least ✏�12/7 function values and gradients to find an
✏-stationary point. We also show that the optimal rate for finding ✏-stationary points of
convex functions with bounded initial value (i.e. f(x(0))� infx f(x)  �) and L1-Lipschitz
gradient is e⇥(

p
L1�✏�1).1 Finding stationary points is thus fundamentally easier for convex

functions.
The starting point of our development is Nesterov’s [164, § 2.1.2] “worst function in the

world,”

fNesterov(x) :=
1

2
(x1 � 1)2 +

1

2

d�1X

i=1

(xi � xi+1)
2, (5.2)

which is instrumental in proving lower bounds for convex optimization [164, 205, 20] due
to its “chain-like” structure. We establish our ✏�1 lower bound for finding stationary points
of convex functions by making a minor modification to the construction (5.2). To prove
our larger lower bounds for non-convex functions, we augment fNesterov with a non-convex
separable function

Pd
i=1⌥(xi), with ⌥ : R! R carefully chosen to render Nesterov’s “worst

function” even worse.

Paper organization Throughout, we use Pi.k to reference an item k of Part I of this
sequence (Chapter 4), as we build off of many ideas there. In Section 5.2 we briefly sum-
marize our framework (Sections Pi.4.2 and Pi.4.3). Section 5.3 begins the new analysis and
contains lower bounds for finding stationary points of convex functions. In Section 5.4 we
construct our hard non-convex instance, while in Section 5.5 we use this function to estab-
lish our main result: a lower bound on the complexity of finding stationary points using
deterministic first-order methods. In Sections 5.6 we discuss some difficulties in sharpening
or extending our lower bounds. Section 5.7 concludes by situating our work in the current
literature and reflecting on its implications for future research.

Notation Before continuing, we provide the conventions we adopt throughout the paper;
our notation mirrors Part I (Chapter 4), so we describe it only briefly. For a sequence of
vectors, subscripts denote coordinate index, while parenthesized superscripts denote element
index, i.e. x(i)

j is the jth coordinate of the ith entry in the sequence {x(t)
}t2N. For any

p � 1 and p times continuously differentiable f : Rd
! R, we let rpf(x) denote the

symmetric tensor of pth order partial derivatives of f at point x. We let h·, ·i be the
1 Given a bound kx(0) � x

?k  D where x
? 2 argmin f , as is standard for convex optimization, the

optimal rate is e⇥(
p

L1D✏
�1/2) [163]. The two rates are not directly comparable.
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Euclidean inner product on tensors, defined for order k tensors T and M by hT,Mi =P
i1,...,ik

Ti1,...,ikMi1,...,ik . We use ⌦ to denote the Kronecker product and ⌦kd denote
d⇥ · · ·⇥ d, k times, so that T 2 R⌦kd denotes an order k tensor.

For a vector v 2 Rd we let kvk :=
p
hv, vi denote the Euclidean (`2) norm of v. For

a tensor T 2 R⌦kd, the `2-operator norm of T is kTkop := supv(1),...,v(k){hv(1) ⌦ · · · ⌦

v(k), T i | kv(i)k  1, i = 1, . . . , k}, where we recall [213] that if T is symmetric then kTkop =

supkvk=1 |hv
⌦k, T i| where v⌦k denotes the k-th Kronecker power of v. For vectors the `2

and `2-operator norms are identical.
For any n 2 N, we let [n] := {1, . . . , n} denote the set of positive integers less than or

equal to n. We let C1 denote the set of infinitely differentiable functions. We denote the ith
standard basis vector by e(i), and let Id 2 Rd⇥d denote the d⇥d identity matrix; we drop the
subscript d when it is clear from context. For any set S and functions g, h : S ! [0,1) we
write g . h or g = O(h) if there exists a numerical constant c <1 such that g(s)  c · h(s)
for every s 2 S. We write g = eO (h) if g . h log(h+ 2).

5.2 A framework for lower bounds

For ease of reference, this section provides a condensed version of Sections Pi.4.2 and Pi.4.3
of the first part of this series (Chapter 4) that lays out the notation, concepts and strategy
we use to prove lower bounds. Here, we are deliberately brief; see Chapter 4 for motivation,
intuition and background for our definitions, as well as exposition of randomized and higher-
order methods.

5.2.1 Function classes
Typically, one designs optimization algorithms for certain classes of appropriately regular
functions [164, 37, 159]. We thus focus on two notions of regularity that have been important
for both convex and non-convex optimization: Lipschitzian properties of derivatives and
bounds on function value. A function f : Rd

! R has Lp-Lipschitz pth order derivatives
if it is p times continuously differentiable, and for every x 2 Rd and v 2 Rd, kvk = 1, the
directional projection t 7! fx,v(t) := f(x+ t · v) of f satisfies

���f (p)
x,v(t)� f (p)

x,v(t
0)
���  Lp |t� t0| for t, t0 2 R,

where f (p)
x,v(·) is the pth derivative of t 7! fx,v(t). We occasionally refer to a function with

Lipschitz pth order derivatives as pth-order smooth.

Definition 12. Let p � 1, � > 0 and Lp > 0. Then the set

Fp(�, Lp)

denotes the union, over d 2 N, of the collection of C
1 functions f : Rd

! R with Lp-
Lipschitz pth derivative and f(0)� infx f(x)  �. For positive � and L1, . . . , Lp we define

F1:p(�, L1, ..., Lp) :=
\

qp

Fq(�, Lq).

The function classes Fp(�, Lp) include functions on Rd for all d 2 N, following the estab-
lished practice of studying “dimension free” problems [159, 164].

We also require the following important invariance notion [159, Ch. 7.2].
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Definition 13 (Orthogonal invariance). A class of functions F is orthogonally invariant
if for every f 2 F , f : Rd

! R, and every matrix U 2 Rd0⇥d such that U>U = Id, the
function fU : Rd0

! R defined by fU (x) = f(U>x) belongs to F .

Every function class we consider is orthogonally invariant.

5.2.2 Algorithm classes
For any dimension d 2 N, an algorithm A (also referred to as a method) maps functions
f : Rd

! R to a sequence of iterates in Rd; that is, A is defined separately for every finite
d. We let

A[f ] = {x(t)
}
1
t=1

denote the sequence x(t)
2 Rd of iterates that A generates when operating on f . Throughout

this paper, we focus on first-order deterministic algorithms. Such an algorithm A is one that,
operating on f : Rd

! R, produces iterates of the form

x(i) = A
(i)
⇣
f(x(1)),rf(x(1)), . . . , f(x(i�1)),rf(x(i�1))

⌘
for i 2 N,

where A
(i) : Rd(i�1)+i

! Rd is measurable (the dependence on dimension d is implicit). We
denote the collection of first-order deterministic algorithms by A

(1)
det.

Key to our development are zero-respecting algorithms (see Sec. Pi.4.2.2 for more infor-
mation). For v 2 Rd we let supp {v} := {i 2 [d] | vi 6= 0} denote the support (non-zero
indices) of v. Then we say that the sequence x(1), x(2), . . . is first-order zero-respecting with
respect to f if

supp
n
x(t)

o
✓

[

s<t

supp
n
rf(x(s))

o
for each t 2 N. (5.3)

The definition (5.3) says that x(t)
i = 0 whenever the partial derivatives of f with respect

to coordinate xi are zero for all preceding iterations. Extending the definition (5.3) in the
obvious way, an algorithm A is first-order zero-respecting if for any f : Rd

! R, the iterate
sequence A[f ] is zero-respecting with respect to f . The set A(1)

zr comprises all such first-order
algorithms.

5.2.3 Complexity measures
For a sequence {x(t)

}t2N we define the complexity of the sequence {x(t)
}t2N on f by

T✏

�
{x(t)

}t2N, f
�
:= inf

n
t 2 N |

��rf(x(t))
��  ✏

o
,

the index of the first element in {x(t)
}t2N that is an ✏-stationary point of f . The complexity

of algorithm A on f is simply the complexity of the sequence A[f ] on f , so we define

T✏

�
A, f

�
:= T✏

�
A[f ], f

�
.

We define the complexity of algorithm class A on function class F as

T✏

�
A,F

�
:= inf

A2A
sup
f2F

T✏

�
A, f

�
. (5.4)

Table 5.1 provides upper and lower bounds on the quantity (5.4) for different choices of A
and F . For example, gradient descent guarantees T✏

�
A

(1)
det \A

(1)
zr ,F1(�, L1)

�
 2�L1✏�2.
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5.2.4 How to prove a lower bound
The last step in our preliminaries is to give an overview of our proof strategy; this is an
abbreviated version of Section Pi.4.3. There, we abstract classical techniques from convex
optimization [159, 164], presenting a generic method for proving lower bounds on determin-
istic methods (of any order) applied to functions in any orthogonally invariant class.

Our starting point is what we call a zero-chain, which distills the “chain-like” structure
of Nesterov’s construction (5.2).

Definition 14. A function f : Rd
! R is a first-order zero-chain if for every x 2 Rd,

supp {x} ✓ {1, . . . , i� 1} implies supp {rf(x)} ⇢ {1, . . . , i}.

In Definition Pi.10 of Chapter 4, we extend zero-chains to higher orders; in our terminol-
ogy Nesterov’s function (5.2) is a first-order zero-chain, but not a second-order zero-chain.
A first-order zero-chain limits the rate that zero-respecting algorithms acquire information
from derivatives, forcing them to “discover” coordinates one by one, as the following obser-
vation makes clear.

Observation 4. Let f : Rd
! R be a first-order zero-chain and let x(1) = 0, x(2), . . . be a

first-order zero-respecting sequence with respect to f . Then x(t)
j = 0 for j � t and all t  d.

The important insight, essentially due to Nemirovski and Yudin [159] is that by using a
resisting oracle [159, 164] that can adversarially rotate the function f , any lower bound for
zero-respecting algorithms implies an identical bound for all deterministic algorithms:

Proposition 4. Let F be an orthogonally invariant function class as in Definition 13. Then

T✏

�
A

(1)
det,F

�
� T✏

�
A

(1)
zr ,F

�
.

See Proposition Pi.2 for a more general version of this result.
With this proposition, our strategy, inspired by Nesterov [164], becomes clear. To prove

a lower bound on first-order deterministic algorithms for a function class F , we find f✏ :
RT
! R such that (i) f✏ is a first-order zero-chain, (ii) f✏ 2 F , and (iii) krf✏(x)k > ✏ for

every x such that xT = 0. Then for A 2 A
(1)
zr and {x(t)

}t2N = A[f ], Observation 4 shows
that x(t)

T = 0 for t  T , and the large gradient property (iii) guarantees the non-stationarity��rf✏(x(t))
�� > ✏ for all t  T . We immediately obtain the complexity lower bound

T✏

�
A

(1)
zr ,F

�
= inf

A2A(1)
zr

sup
f2F

T✏

�
A, f

�
� inf

A2A(1)
zr

T✏

�
A, f✏

�
> T.

This strategy highlights the importance of “dimension freedom,” because we take the di-
mension of f✏ to be at least T , which must thus grow inversely with ✏.

5.3 Lower bounds for finding stationary points of convex

functions

While for convex optimization guarantees of small gradients are atypical topics of study,
we nonetheless begin by considering the complexity of finding stationary points of smooth
convex functions. This serves two purposes. First, it is a baseline for finding stationary
points in the non-convex setting; based on algorithmic upper bounds due to Nesterov [163],
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we see that convexity makes this task fundamentally easier. Second, our lower bound con-
struction for convex problems underpins our construction and analysis for general smooth
(non-convex) functions in the sequel, allowing us to demonstrate our techniques in a simpler
setting. Of course, in convex optimization, it is typically more useful to find points x with
small optimality gap, f(x)  infz f(z)+ ✏. Convexity allows efficient algorithms for guaran-
teeing such optimality, and typically one ignores questions of the magnitude of the gradient
in favor of small optimality or duality gaps [37]. Nonetheless, in some situations—such
as certifying (near) dual feasibility or small constraint residuals in primal-dual or operator
splitting algorithms [e.g. 38]—achieving small gradients is important.

We proceed as follows. In Section 5.3.1 we define the class of convex functions under
consideration and a quadratic subclass. In Section 5.3.2, we construct a hard quadratic
instance, and verify its key properties. Finally, in Section 5.3.3, we state, discuss and prove
our lower bounds.

5.3.1 Convex function classes
The collections of functions we consider are the following.

Definition 15. Let L1 > 0 and � > 0. The set

K1 (�, L1)

denotes the union, over d 2 N, of the collections of C1 convex functions f : Rd
! R with

L1-Lipschitz gradient and f(0)� infx f(x)  �. Additionally,

Q (�, L1) ⇢ K1 (�, L1)

is the set of convex quadratic functions satisfying the above conditions.

Our results, following Nemirovski and Yudin [159] and Nesterov [164], demonstrate that
for deterministic first-order methods, the class Q (�, L1) is “hard enough,” in that it provides
nearly sharp lower bounds for first-order methods, which immediately apply to K1 (�, L1)
and F1(�, L1). We also have Q (�, L1) = F1:p(�, L1, 0, . . . , 0) or any p � 2.

In addition to functions restricted by initial optimality gap, we consider the following
initial distance-based definition.

Definition 16. Let D > 0 and L1 > 0. The set

K
dist
1 (D,L1)

denotes the union, over d 2 N, of the collections of C1 convex functions f : Rd
! R with

L1-Lipschitz gradient satisfying kx?k  D for all x? 2 argminx f(x). Additionally,

Q
dist (D,L1) ⇢ K

dist
1 (D,L1)

is the set of convex quadratic functions satisfying the above conditions.

Standard convergence results in (smooth) convex optimization [e.g. 164] apply to func-
tions with bounded domain, i.e. f 2 K

dist
1 (D,L1) rather than K1 (�, L1). This is for good

reason: for any pair �, L1, any ✏ < �, any first-order zero-respecting or deterministic algo-
rithm A, and any T 2 N, there exists a function f 2 Q (�, L1) with L1-Lipschitz gradient
such for {x(t)

}t2N = A[f ] we have

inf
t2N

n
t | f(x(t))  inf

x
f(x) + ✏

o
> T.
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(See Appendix 5.A.2, Lemma 35 for a proof of this claim.) Since this holds for any T 2 N
and ✏ < �, making even the slightest function value improvement to functions in Q (�, L1)
may take arbitrarily long. Thus, when we consider the function classes of Definition 15, we
can only hope to give convergence guarantees in terms of stationarity—as is common in the
non-convex case.

5.3.2 The worst function in the (convex) world
We now construct the functions that are difficult for any zero-respecting first-order method.
For parameters T 2 N and ↵  1 we define the (unscaled) hard function f̂T,↵ : RT

! R by

f̂T,↵(x) =
↵

2
(x1 � 1)2 +

1

2

T�1X

i=1

(xi � xi+1)
2. (5.5)

For ↵ = 1, f̂T,1 is Nesterov’s “worst function in the world” [164, § 2.1.2]. The parameter ↵
allows us to control f(0) and thus provides a degree of freedom in satisfying the constraint
f(0)� infx f(x)  � for our lower bounds. By inspection,

f̂T,↵(x) =
1

2
x>Lx� b>x+

↵

2

where

L =

2

666664

1 + ↵ �1
�1 2 �1

. . . . . . . . .
�1 2 �1

�1 1

3

777775
2 RT⇥T (5.6)

is the unnormalized graph Laplacian of the simple path on T vertices (see [65]) plus the
term ↵ in the position L11, and b = ↵e(1).

Let us now verify that f̂T,↵ meets the three requirements of our lower bound strategy.

Lemma 30. For all T 2 N and ↵  1, f̂T,↵ has the following properties.

i. Zero-chain f̂T,↵ is a first-order zero-chain.

ii. Membership in function class

(a) f̂T,↵ has 4-Lipschitz continuous gradient.

(b) f̂T,↵(0)� infx2RT f̂T,↵(x) = ↵/2.

(c) The unique minimizer of f̂T,↵(x) is x? = 1, and kx?k =
p
T .

iii. Large gradient For every x 2 RT such that xT = 0, krf̂T,↵(x)k >
�
T � 1 + 1

↵

��3/2.

Proof. Part i is immediate from Definition 14, since for every i 2 [d],rif̂T,↵(x) = 0 whenever
xi�1 = xi = xi+1 = 0. Part ii is also immediate, as f̂T,↵(1) = infx f̂T,↵(x) = 0, and
kLkop  4 (apply the triangle inequity to kLvk). To establish part iii, we calculate the
minimum value of krf̂T,↵(x)k2 obtainable by any vector x 2 RT with xT = 0. Letting
M = L[IT�1 0T�1]> 2 RT⇥(T�1) be the matrix L of (5.6) with its last column removed and
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recalling b = ↵e(1), this becomes the least squares problem, whose solutions is the squared
norm of the projection of b to the (one-dimensional) nullspace of M>:

inf
x2RT ,xT=0

���rf̂T,↵(x)
���
2
= inf

v2RT�1
kMv � bk2 = b>

�
IT �M(M>M)�1M>� b =

�
z>b

�2
,

(5.7)
where z 2 RT is the unique (up to sign) unit-norm solution to M>z = 0. A calculation
shows that

zj =
j � 1 + 1

↵qPT
i=1(i� 1 + 1

↵ )
2
.

Substituting z and b into Eq. (5.7), we have that xT = 0 implies
���rf̂T,↵(x)

���
2
�

1
PT

i=1(i� 1 + 1
↵ )

2
>

1

(T � 1 + 1
↵ )

3
,

giving the result.

5.3.3 Scaling argument and final bound
With our hard instance in place, we provide our lower bounds for finding stationary points of
convex functions. We note that the lower bound for the class Qdist (D,L1) also follows from
the standard lower bounds on finding ✏-suboptimal points, since for every q 2 Q

dist (D,L1)
an ✏-stationary point is also ✏D-suboptimal.

Theorem 5.3.1. Let ✏,�, D, and L1 be positive. Then

T✏

�
A

(1)
det,K1 (�, L1)

�
� T✏

�
A

(1)
zr ,Q (�, L1)

�
�

p
L1�

4
✏�1, (5.8a)

and
T✏

�
A

(1)
det,K

dist
1 (D,L1)

�
� T✏

�
A

(1)
zr ,Qdist (D,L1)

�
�

p
L1D

2
✏�1/2. (5.8b)

Let us discuss Theorem 5.3.1 briefly. Nesterov [163] shows that for any f 2 K
dist
1 (D,L1),

accelerated gradient descent applied to a regularized version of f yields a point x satisfying
krf(x)k  ✏ after at most O(

p
L1D✏�1/2 log L1D

✏ ) iterations. For f 2 K1 (�, L1), a similar
technique to Nesterov’s, which we provide for completeness in Appendix 5.A.1, yields an
upper complexity bound of O(

p
L1�✏�1 log L1�

✏2 ). Thus, to within logarithmic factors both
bounds of Theorem 5.3.1 are sharp. It is illustrative to compare Theorem 5.3.1 to our results
for non-convex but smooth functions, and we do so in detail in Sec. 5.7.1. The comparison
shows that finding stationary points of smooth convex functions with first-order methods
is fundamentally easier than finding stationary points of non-convex functions, even with
higher-order smoothness and using higher-order methods.

While we prove our lower bounds for the algorithm classes A
(1)
det and A

(1)
zr , similar lower

bounds apply to the collection Arand of all randomized algorithms based on arbitrarily
high-order derivatives, when applied to worst-case functions from function class K1 (�, L1).
While this is not our focus here, using the techniques of Woodworth and Srebro [205] and
Section Pi.4.5, it is possible to construct a distribution P on K1 (�, L1) such that for any
A 2 Arand, with high probability over f ⇠ P we have T✏

�
A, f

�
&
p
L1�✏�1. That is,

neither randomization nor higher-order derivative information can improve performance on
K1 (�, L1). Such an extension fails for Q (�, L1), as Newton’s method finds the global
minimizer of every f 2 Q (�, L1) in one step. We believe that tight lower bounds for
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finding stationary points using randomized first-order methods on Q (�, L1) can be found
with the techniques of Simchowitz [187].

5.3.4 Proof of Theorem 5.3.1
As we outline in Section 5.2.4, we establish our lower bounds by constructing a zero-chain
f : RT

! R such that f 2 Q (�, L1) (or Qdist (D,L1)), and that krf(x)k > ✏ for any x such
that xT = 0. By Observation 4 we immediately have that for every A 2 A

(1)
zr , the iterates

{x(t)
}t2N = A[f ] produced by A operating on f satisfy x(t)

T = 0 for every t  T and hence
krf(x(t))k > ✏. Consequently, inf

A2A(1)
zr

T✏

�
A, f

�
� 1 + T , which implies lower bounds on

the required quantities by means of Q (�, L1) ⇢ K1 (�, L1) and Proposition 4.
To define the difficult zero-chain f , we scale f̂T,↵ using two scalar parameters �,� > 0,

which we determine later, defining

f(x) := ��2f̂T,↵(x/�).

We use the parameter � > 0 to control the first-order smoothness of f , as r2f(x) =
�r2f̂T,↵(x/�), while the parameter � controls the lower bound on krf(x)k for xT = 0. We
first show how to choose �, depending on T , ✏, ↵, and �. By Lemma 30.iii, for every x with
xT = 0 we have

krf(x)k = ��
���rf̂T,↵(x)

��� >
��

(T � 1 + 1
↵ )

3/2
.

Setting

� =
1

�

✓
T � 1 +

1

↵

◆3/2

✏,

guarantees krf(x)k > ✏ for any x such that xT = 0 and hence krf(x(t))k > ✏ for all t  T .
All that remains is to choose �, T , and ↵ to guarantee that f belongs to the appropriate

quadratic class. By Lemma 30.ii, f has 4� Lipschitz gradient, so we take

� = L1/4

and guarantee that f has L1-Lipschitz gradient. To guarantee that f 2 Q (�, L1), Lemma 30.ii
yields

f(0)� inf
x

f(x) = ��2↵/2 =
2↵

L1

✓
T � 1 +

1

↵

◆3

✏2,

where we have substituted our choice of � and � in the final equality. Defining

↵ = 1/T  1 we obtain f(0)� inf
x

f(x)  16T 2✏2/L1,

so to guarantee f(0)� infx f(x)  �, it suffices to choose

T =

�p
L1�

4
✏�1

⌫
.

This gives the first part (5.8a) of the theorem. For inequality (5.8b), we must have f 2
Q

dist (D,L1). Let x? = �1 denote the minimizer of f , so that

kx?k = �
p

T =
4

L1

✓
T � 1 +

1

↵

◆3/2

✏
p

T ,
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Figure 5.1: Hard instance for first-order methods. Left: the non-convexity ⌥r (top) and
its derivative (bottom), for different values of r. Right: Contour plot of a two-dimensional
cross-section of the hard instance f̄T,µ,r.

where again we have substituted our choices of � and � in the final equality. Consequently,
to guarantee kx?k  D it suffices to take

↵ = 1 and T =

�p
L1D

2
✏�1/2

⌫
,

giving the bound (5.8b).

5.4 Constructing the non-convex hard instance

We now relax the assumption of convexity, and design a first-order zero-chain that provides
bounds stronger than those of Theorem Pi.4.5.1, when we restrict the algorithm class to
first-order methods. The basis of our construction is the convex zero-chain (5.5), which
we augment with non-convexity to strengthen the gradient lower bound in Lemma 30.iii,
while ensuring that all derivatives remain Lipschitz continuous. With this in mind, for each
T 2 N, we define the unscaled hard instance f̄T,µ,r : RT+1

! R as

f̄T,µ,r(x) =

p
µ

2
(x1 � 1)2 +

1

2

TX

i=1

(xi+1 � xi)
2 + µ

TX

i=1

⌥r(xi). (5.9)

where the non-convex function ⌥r : R! R, parameterized by r � 1, is

⌥r(x) = 120

Z x

1

t2(t� 1)

1 + (t/r)2
dt. (5.10)

We illustrate the construction f̄T,µ,r in Figure 5.1; it is the sum of the convex hard in-
stance (5.5) (with ↵ =

p
µ) and a separable non-convex function. In the following lemma,

which we prove in Appendix 5.B.1, we list the important properties of ⌥r.

Lemma 31. The function ⌥r satisfies the following.

i. We have ⌥0
r(0) = ⌥

0
r(1) = 0

ii. For all x  1, ⌥0
r(x)  0, and for all x � 1, ⌥0

r(x) � 0.
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iii. For all x 2 R we have ⌥r(x) � ⌥r(1) = 0, and for all r, ⌥r(0)  10.

iv. For every r � 1, ⌥0
r(x) < �1 for every x 2 (�1,�0.1] [ [0.1, 0.9]

v. For every r � 1 and every p � 1, the p-th order derivatives of ⌥r are r3�p`p-Lipschitz
continuous, where `p  exp

�
3
2p log p+ cp

�
for a numerical constant c <1.

Before formally stating the properties of f̄T,µ,r, we provide a high-level explanation of
the choice of ⌥r. First, a necessary and sufficient condition for f̄T,µ,r to be a first-order
zero-chain is that ⌥0

r(0) = 0. Second, examining the proof Lemma 30.iii we see that the
gradient of the quadratic chain is smallest for vectors x with entries x1, x2, ..., xT that slowly
decrease from 1 to 0. We design ⌥r to “punish” such slowly varying vectors, by demanding
that ⌥0

r(x) be large for any x far from both 0 and 1 (Lemma 31.iv); this is the key to
improving Lemma 30.iii and the most important property of ⌥r. Third, for every finite
r all the derivatives of ⌥r are Lipschitz, and as r increases f̄T,µ,r converges to a quartic
polynomial; in the limit r = 1 we have ⌥1(x) = 30x4

� 40x3 + 10. This allows us
to establish that Lipschitz continuity of derivatives beyond the third does not alter the ✏
dependence of our bounds. However, we cannot simply use ⌥1, as its first three derivatives
are unbounded. Lastly, we place the minimum of ⌥r(x) at x = 1, so that the all-ones vector
is the global minimizer of f̄T,µ,r, and f̄T,µ,r(1) = 0; this is simply convenient for our analysis.

With our considerations explained, we verify the three components of our general strat-
egy: f is a first-order zero-chain, belongs to the relevant function classes, and has large
gradient whenever xT = 0. We begin with the zero-chain property, which follows trivially
from Lemma 31.i.

Observation 5. For any T 2 N, and positive µ and r, f̄T,µ,r is a first-order zero-chain.

Crucially, f̄T,µ,r is only a first-order zero-chain (see Definition Pi.10); were it a second-order
zero-chain, the resulting lower bounds would apply to second-order algorithms as well, where
Newton’s method achieves the rate ✏�3/2 [166], which is strictly better than all of our lower
bounds. We next show that any point x for which xT = xT+1 = 0 has large gradient. This
is the core technical result of our analysis.

Lemma 32. Let r � 1 and µ  1. For any x 2 RT+1 such that xT = xT+1 = 0,
��rf̄T,µ,r(x)

�� > µ3/4/4.

We defer the full proof of this lemma to Appendix 5.B.2 and sketch its main idea here.
We may view any vector meeting the conditions of the lemma as a sequence going from
x0 := 1 to xT = 0. Every such sequence must have a “transition region”, which we define
roughly as the subsequence starting after the last i such that xi > 9

10 and ending at the
first (subsequent) j such that xj < 1

10 (see Figure 5.2). Letting m 2 {1, . . . , T} denote the
length of this subsequence and ignoring constant factors, we establish that

��rf̄T,µ,r(x)
�� � max

n
(m+ 1/

p
µ)�3/2 , µ

p
m
o
.

The (m + 1/
p
µ)�3/2 bound comes from the quadratic chain in f̄T,µ,r, which has large

gradient for any sequence x with sharp transitions; this is essentially Lemma 30.iii with
T = m and ↵ =

p
µ. The µ

p
m bound is due to the non-convex ⌥r terms in f̄T,µ,r, which

by Lemma 31.iv contribute a term of magnitude µ to every entry of rf̄T,µ,r in the transition
region. These two bounds intersect at m ⇡ 1/

p
µ, so the gradient has norm at least µ3/4

for every value of m.
Finally, we list the boundedness properties of our construction.
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Figure 5.2: Illustration of the “transition region” concept used to prove Lemma 32. Each
plot shows the entries of a vector x 2 RT+1 that satisfies xT = xT+1 = 0, with entries
of x belonging to the transition region marked in blue. Short transitions (left) incur large
gradients due to the convex quadratic term in f̄T,µ,r, while long transitions (right) incur
large gradients due to the non-convex ⌥r terms and Lemma 31.iv.

Lemma 33. The function f̄T,µ,r satisfies the following.

i. f̄T,µ,r(0)� infx f̄T,µ,r(x) 
p
µ
2 + 10µT

ii. For µ  1, r � 1 and every p � 1, the p-th order derivatives of f̄T,µ,r are (1(p=1) +

r3�pµ)`p-Lipschitz continuous, where `p  e
3p
2 log p+cp for a numerical constant c <1.

Proof. The first part of the lemma follows from Lemma 31, which shows that infx f̄T,µ,r(x) =
f̄T,µ,r(1) = 0, while f̄T,µ,r(0) =

p
µ/2 + Tµ⌥r(0) 

p
µ/2 + 10µT . The second part of the

lemma follows directly from Lemma 31.v and that the quadratic chain f(x) =
p
µ
2 (x1�1)2+

1
2

P
i(xi � xi+1)2 has 4-Lipschitz gradient and 0-Lipschitz higher order derivatives.

5.5 Lower bounds for first-order methods

We now give our main result: lower bounds for the complexity of finding ✏-stationary points
using the class A

(1)
det [ A

(1)
zr of first-order deterministic and/or zero-respecting algorithms,

applied to functions in the class

F1:p(�, L1, ..., Lp) :=
\

qp

Fq(�, Lq)

containing all functions f : Rd
! R, d 2 N, such that f(0) � infx f(x)  � and rqf is

Lq-Lipschitz continuous for 1  q  p.

Theorem 5.5.1. There exist numerical constants c, C 2 R+ and `q  e
3q
2 log q+Cq for every

q 2 N such that the following lower bound holds. Let p 2 N, and let �, L1, L2, . . . , Lp, ✏ be
positive. Assume additionally that ✏  (Lq

1/Lq)1/(q�1) for each q 2 {2, . . . , p}. Then for
p � 3,

T✏

�
A

(1)
det [A

(1)
zr ,F1:p(�, L1, ..., Lp)

�
� c ·� · min

q 2{2,...,p}

(✓
L1

`1

◆ 3
5�

2
5(q�1)

✓
Lq

`q

◆ 2
5(q�1)

)
✏�8/5.
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Moreover, for p = 2,

T✏

�
A

(1)
det [A

(1)
zr ,F1:2(�, L1, L2)

�
� c ·�

✓
L1

`1

◆ 3
7
✓
L2

`2

◆ 2
7

✏�12/7.

The lower bound holds even if we restrict the function class to functions whose domain has
dimension twice the right hand side of their respective inequality plus one.

We prove Theorem 5.5.1 in Section 5.5.2 to come, providing a brief overview of the
argument here, and then providing some discussion. In the proof, we construct the hard
instance f : RT+1

! R as f(x) = ��2f̄T,µ,r(x/�), where we must choose the parameters
�,� > 0 as well as µ, r, and T to guarantee that f is (a) hard to optimize, i.e. T✏

�
A, f

�
> T

for every A 2 A
(1)
zr , and (b) meets the smoothness and boundedness requirements of the

function class.
We begin by sketching the argument for p = 2. In this case, we may take r = 1,

� / L1 and µ / L2�/�. This choice guarantees that f has L1-Lipschitz gradient and L2-
Lipschitz Hessian when µ  1, which we later verify using the assumption ✏  L2

1/L2. We
then use Observation 5, Lemma 32 and Observation 4 to show that T✏

�
A, f

�
� T + 1 for

every A 2 A
(1)
zr whenever ��µ3/4/4 � ✏, and conclude that � may scale as �1/7✏4/7 (since

µ / L2�/�). By Lemma 33.i we have

f(0)� inf
x

f(x)  �
p
µ�2/2 + 10�µ�2T,

so we can take T / �/(�µ�2) / �/(L2�3) to guarantee f(0) � infx f(x)  �, where we
assume without loss of generality that �pµ�2

 � (otherwise Theorem 5.3.1 dominates
our bound). Substituting the expressions for �, µ and � into the expression for T gives the
result for p = 2.

For p � 3 we require a more careful argument, as we must simultaneously handle all
orders of smoothness. To do so, we let µ = µ̄�2/� and r = r̄/�, and show how to take r̄
and µ̄ independently of ✏ (depending only on L1, . . . , Lp). This allows us to obtain identical
✏-dependence for all p � 3.

To better understand the theorem, we give a few additional remarks.

Near-achievability of the lower bounds In the paper [48], we propose the method “con-
vex until proven guilty,” which augments Nesterov’s accelerated gradient method with im-
plicit negative curvature descent. For the function classes F1:2(�, L1, L2) and F1:3(�, L1, L2, L3),
it achieves rates of convergence eO(�L1/2

1 L1/4
2 ✏�7/4) and eO(�L1/2

1 L1/6
3 ✏�5/3), respectively.

These results nearly match our lower bounds in Theorem 5.5.1; in the case of p = 2, the
gap (in terms of ✏) is of order ✏� 1

28 log 1
✏ , while for p � 3, the gap is of order ✏� 1

15 log 1
✏ . See

further discussion in Sec. 5.7.1.

Choice of function class The focus on the more restricted function classes F1:p(�, L1, ..., Lp)—
rather than the classes Fp(�, Lp) we study in Part I (Chapter 4)—makes our lower bounds
stronger. Moreover, it is necessary for non-trivial results, since for any p � 2 and �, Lp > 0,
the class Fp(�, Lp) contains functions impossible for first-order methods. Indeed, the class
Q (�, L1) of �-bounded L1-smooth convex quadratics is a subset of Fp(�, Lp) for any
L1 <1 and Lp > 0. Therefore, by Theorem 5.3.1,

T✏

�
A

(1)
det [A

(1)
zr ,Fp(�, Lp)

�
� sup

L1<1
T✏

�
A

(1)
det [A

(1)
zr ,Q (�, L1)

�
� sup

L1<1

p
L1�

4
✏�1 =1.
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We thus limit our scope to functions with smooth lower order derivatives.

Conditions on the accuracy ✏ In Theorem 5.5.1 we require that ✏q�1
 Lq

1/Lq for all
q 2 {2, . . . , p}. For each q, we may rewrite this as L1/q

q �✏�(1+q)/q
 L1�✏�2. In other

words, these conditions ensure that qth order regularization-based methods have stronger
convergence guarantees than gradient descent [33].

The case p = 1 We state our bounds in Theorem 5.5.1 for p � 2. It is possible to use
the construction (5.9) to prove a lower bound of O(�L1✏�2) on the time necessary for a
deterministic first-order algorithm to find an ✏-stationary point for the class F1(�, L1). As
Theorem Pi.4.5.1 shows this lower bound holds for all randomized high-order algorithms,
we do not pursue this.

The case p = 3 We can slightly strengthen our lower bound in the case p = 3, making
it independent of L2 for sufficiently small ✏. To achieve this we set r = 1 in the definition
of ⌥r, take �µ / L3�2, and argue that that the resulting construction has O(�)-Lipschitz
continuous Hessian, and � tends to zero as ✏ ! 0. For sufficiently small ✏, we can then
replace the minimum over q 2 {2, 3} in the first claim of Theorem 5.5.1 with L2/5

1 L1/5
3 ✏�8/5.

The commentary on Theorem Pi.4.4.1 in Section Pi.4.4.2 is relevant also to Theorem 5.5.1.
In particular, it provides discussion of the polynomial scaling of `1/qq in q.

5.5.1 Lower bounds based on distance to optimality
For convex optimization problems, typical convergence guarantees depend on the distance
of the initial point to the globally optimal set argminx f(x); the dependence on this distance
may be polynomial for general convex optimization problems [159, 164], while for smooth
and strongly convex problems, the convergence guarantees depend only logarithmically on
it. In the non-convex case, we can provide lower bounds that depend on the distance rather
than the gap � := f(x(0))� infx f(x). To that end, we consider the class

F
dist
1:p (D,L1, ..., Lp)

functions with Lq-Lipschitz qth derivatives (for each q 2 [p]) and all global minima x?

satisfying kx?k  D. We obtain the bound, analogously to our results in Section Pi.4.6, by
“hiding” a sharp global minimum near the origin.

To state the theorem, we require an additional piece of notation. Let B✏(�, L1, . . . , Lp)

be the lower bound Theorem 5.5.1 provides on T✏

�
Adet [A

(1)
zr ,F1:p(�, L1, ..., Lp)

�
, so

T✏

�
Adet [A

(1)
zr ,F1:p(�, L1, ..., Lp)

�
� B✏(�, L1, . . . , Lp),

where we take B✏ = 1 if ✏ > 0 is larger than the settings Theorem 5.5.1 requires. Then by
a reduction from our lower bounds on the complexity of F1:p(�, L1, ..., Lp), we obtain the
following result.

Theorem 5.5.2. There exists a numerical constant c < 1 such that the following lower
bound holds. Let p � 2, p 2 N, and let D,L1, L2, . . . , Lp, and ✏ be positive. Then

T✏

�
A

(1)
det [A

(1)
zr ,Fdist

1:p (D,L1, ..., Lp)
�
� B✏

 
min
q2[p]

(
Lq

2˜̀q
Dq+1

)
,
L1

2
,
L2

2
, . . . ,

Lp

2

!
,



CHAPTER 5. LOWER BOUNDS II 113

where ˜̀
q  exp(cq log q + c).

We prove Theorem 5.5.2 in Appendix 5.B.3. Theorem 5.5.2 shows that the lower bounds
of Theorem 5.5.1 apply almost identically (to constant factors), except that we replace the
function gap � in the lower bound with the quantity minq2[p] LqDq+1. As the dependence
of the lower bound on ✏ does not change, distance-based assumptions seem unlikely to help
in the design of efficient optimization algorithms for non-convex functions.

5.5.2 Proof of Theorem 5.5.1
We have five parameters with which to scale our hard function; the function f̄T,µ,r requires
definition of the dimension T 2 N, multiplier µ  1 on the ⌥r terms, and scalar r � 1 that
trades between higher order (r = 1) smoothness and lower order (r = 1) smoothness of
⌥r. We additionally scale the function with � > 0 and a perspective term � > 0, defining

f(x) := ��2f̄T,µ,r (x/�) . (5.11)

We must choose these parameters to guarantee the membership

f 2 F1:p(�, L1, ..., Lp).

This containment requires both bounded function values and derivatives, for which we can
provide sufficient conditions. Recall the definition `p  e

3
2p log p+cp from Lemma 33 of the

smoothness constant of f̄T,µ,r. Then by Lemma 33.ii, to guarantee that f has Lq-Lipschitz
qth order derivatives for every q 2 [p] it suffices to choose �, r,�, and µ such that

(1(q=1) + r3�q�1�qµ)`q�  Lq for every q 2 [p]. (5.12)

For the bounded values constraint f(0)� infx f(x)  �, by Lemma 33.i it suffices to take

T =

�
�� �

p
µ�2/2

10�µ�2

⌫
(5.13)

Thus, so long as we choose the constants µ,�,�, r to satisfy inequality (5.12), the preceding
choice of T guarantees f 2 F1:p(�, L1, ..., Lp).

With this membership guaranteed, we consider the choices for �, µ, and � such that
after T iterations of a zero respecting first-order method, we have krf(x)k � ✏. Indeed,
Observations 5 and 4 imply that if x(1) = 0, x(2), . . . are the sequence of iterates produced by
applying any zero-respecting (first-order) method to f , then x(t)

T = x(t)
T+1 = 0 for all t  T .

Lemma 32 implies that krf̄T,µ,r

�
x(t)/�

�
k > µ3/4/4 for any such iterate. Therefore, if we

choose � > 0, µ  1, and � > 0 such that

�µ3/4� � 4✏, (5.14)

then krf
�
x(t)

�
k = ��krf̄T (x(t)/�)k > �µ3/4�/4 � ✏ for all t  T . We thus obtain the

guarantee

T✏

�
A

(1)
zr ,F1:p(�, L1, ..., Lp)

�
� inf

A2A(1)
zr

T✏

�
A, f

�
� T + 1 �

�� �
p
µ�2/2

10�µ�2
. (5.15)

The same bound for the class A(1)
det then follows from Proposition 4. Our strategy is now the

obvious one: we select � > 0, 0 < µ  1, r � 1, and � > 0 to satisfy the function membership
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constraints (5.12) and the large gradient guarantee (5.14). Substituting our choices into the
boud (5.15) will then yield the lower bound in the theorem. We begin with the general case
p � 2 and later provide a tighter construction for p = 2.

General smoothness orders To simplify the derivation, we define, for any q 2 [p]

L̄q := Lq/¯̀q where ¯̀
q :=

(
2`1 q = 1

max
�
`q, 4q�1 (2`1)

q q > 1,
(5.16)

where we note that ¯̀
q  e

3
2 q log q+cq for some numerical constant c <1, as `q  e

3
2 q log q+cq

for a (possibly different) numerical constant. In order to further simplify our calculations,
we then define

� = L̄1, µ̄ :=
�µ

�2
and r̄ := �r. (5.17)

Substituting these definitions into the constraints (5.12), we see that our choice of ¯̀
1 = 2`1

implies that the constraint (5.12) holds whenever

r̄3�qµ̄  L̄q for all q 2 [p]. (5.18)

We choose r̄ and µ̄ to guarantee that f is appropriately smooth; in the sequel, we will choose
� and � so that the gradient bound condition (5.14) holds. In this sense, we may choose
r̄ and µ̄ without consideration of ✏. Taking r̄ = (L̄1/µ̄)1/2 guarantees the inequality (5.18)
holds for q = 1. Substituting this choice into the identical inequality for q 2 {2, . . . , p}

shows that we must have µ̄(q�1)/2
 L̄qL̄

(q�3)/2
1 for each such q. Thus, the choice

µ̄ = L̄1 min
q2{2,...,p}

�
L̄q/L̄1

�2/(q�1)

satisfies inequality (5.18), and consequently, the smoothness condition (5.12) as well. We
may therefore write µ̄ and r̄ as

µ̄ = L̄1

�
L̄q?/L̄1

� 2
q?�1 and r̄ =

�
L̄1/L̄q?

� 1
q?�1 , where q? := argmin

q2{2,...,p}

�
L̄q/L̄1

� 1
q�1 .

It remains to choose �,�, depending on ✏, to guarantee our gradient lower bound condi-
tion (5.14) holds, i.e. 4✏  �µ3/4� = �1/4µ̄3/4�5/2. We thus set

� =
h
4L̄�1

1

�
L̄q?/L̄1

�� 3
2(q?�1) ✏

i2/5
.

We can now substitute back into our definitions r = r̄/� and µ = µ̄�2/� in Eq. (5.17) and
verify that r � 1 and µ  1. For r, we have

r =
r̄

�
=

 
L̄q?/(q?�1)
1

4L̄1/(q?�1)
q? ✏

!2/5

=

✓ ¯̀
q?

4q?�1 ¯̀q?
1

◆ 2
5(q?�1)

 
Lq?/(q?�1)
1

L1/(q?�1)
q? ✏

!2/5

� 1,

where the last transition uses ¯̀
q? � 4q

?�1 ¯̀q?
1 by the definition (5.16), and we used the

assumption in the theorem statement that ✏  Lq?/(q?�1)
1 /L1/(q?�1)

q? . Similarly, our choice
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of µ satisfies

µ =
µ̄�2

�
=

 
4q
?�1 ¯̀q?

1
¯̀
q?

! 4
5(q?�1)

 
L1/(q?�1)
q? ✏

Lq?/(q?�1)
1

!4/5

 1.

We now consider two cases; �pµ�2
 � and �

p
µ�2 > �. In the first case (which

holds for sufficiently small ✏), we substitute our choices of �,� and µ into the time lower
bound (5.15),

T + 1 �
�� �

p
µ�2/2

10�µ�2

(i)
�

�

20�µ�2
=

�

20µ̄�4
=
�L̄

3
5
1

h�
L̄q?/L̄1

� 1
q?�1

i 2
5

20 · 48/5 · ✏8/5

=
�

20 · 48/5
· min
q 2{2,...,p}

n�
L1/¯̀1

� 3
5�

2
5(q�1)

�
Lq/¯̀q

� 2
5(q�1)

o
✏�8/5,

which is the desired bound, where in step (i) we made use of �pµ�2
 �. When �pµ�2 >

�, we show that the above bound is in fact smaller than the convex lower bound in The-
orem 5.3.1. Indeed, substituting in our choices of �, µ and �, we see that �pµ�2 > �
implies

� < L̄3/2
1

�
L̄q?/L̄1

� 1
q?�1

h
4L̄�1

1

�
L̄q?/L̄1

�� 3
2(q?�1) ✏

i6/5
= 4

6
5 L̄

� 1
5

1

�
L̄q?/L̄1

�� 4
5(q?�1) ✏

6
5 .

Taking a square root and substituting to our lower bound gives

�L̄
3
5
1

h�
L̄q?/L̄1

� 1
q?�1

i 2
5

20 · 48/5 · ✏8/5
< (80 · ¯̀1/21 )�1

p
�L1

✏
,

and therefore (recalling that Q (�, L1) ⇢ F1:p(�, L1, ..., Lp) and that ¯̀
1 � 8), by Thm. 5.3.1

we have

T✏

�
A

(1)
zr ,F1:p(�, L1, ..., Lp)

�
� T✏

�
A

(1)
zr ,Q (�, L1)

�
�

p
�L1

4✏
�

�L̄
3
5
1

h�
L̄q?/L̄1

� 1
q?�1

i 2
5

20 · 48/5 · ✏8/5
,

completing the proof in the general case.

Functions with Lipschitz Hessian For p = 2, we keep the definitions (5.16) but replace
the particular rescaling choices (5.17) with

� = L̄1 , µ =
L̄2�

�
and r = 1.

Using µ  1, the above parameter setting satisfies inequality (5.12); f has Lq-Lipschitz qth-
order derivatives for q = 1, 2. To satisfy the gradient lower bound (5.14), i.e. 4✏  �µ3/4� =

L̄1/4
1 L̄3/4

2 �7/4, we set

� =
h
4L̄�1/4

1 L̄�3/4
2 ✏

i4/7
.
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We can substitute into the definition µ = L̄2�
� to verify that µ  1:

µ =
L̄2�

�
=

 
42�1

�
¯̀
1

�2

`2

!4/7✓
L2✏

L2
1

◆4/7

 1

by the definition (5.16) of ¯̀p and the assumption ✏  L2
1/L2. As in the general case, we first

assume �pµ�2
 �, where substituting into (5.15) yields the desired lower bound

T + 1 �
�� �

p
µ�2/2

10�µ�2
�

�

20�µ�2
=

�

20L̄2�3
=

�L̄
3
7
1 L̄

2
7
2

20 · 412/7 · ✏12/7
.

If �pµ�2
 � does not hold, we have

� < L̄1/2
1 L̄1/2

2

h
4L̄�1/4

1 L̄�3/4
2 ✏

i 4
7 ·

5
2
< 4

10
7 L̄

� 1
7

1 L̄
� 2

7
2 ✏

10
7 .

Taking a square root and substituting to our lower bound gives

�L̄
3
7
1 L̄

2
7
2

20 · 412/7 · ✏12/7
< (20 · ¯̀1/21 )�1

p
�L1

✏
< T✏

�
A

(1)
zr ,Q (�, L1)

�
 T✏

�
A

(1)
zr ,F1:2(�, L1, L2)

�
,

due to Theorem 5.3.1, establishing the case p = 2.

5.6 The challenge of strengthening Theorem 5.5.1

The lower bounds in Theorem 5.5.1 leave two avenues for improvement. The first is tight-
ening our ✏�12/7 and ✏�8/5 lower bounds to match the known upper bounds of ✏�7/4 and
✏�5/3, for p = 2 and p = 3, respectively. The second improvement is to extend our lower
bounds to randomized algorithms, as we did for the case of full derivative information in
Section Pi.4.5. We discuss each of these in turn.

5.6.1 Tightness of lower bound construction
The core of our first-order lower bounds is Lemma 32, which establishes a lower bound of
the form kf̄T,µ,r(x)k > µ3/4/4 for vectors x such that xT = xT+1 = 0 (i.e. any point that
a first-order zero-respecting method can produce after T iterations), where f̄T,µ,r is our
unscaled hard instance (see definition (5.9)). Here we consider a slightly more general form,

efT,↵,µ(x) := ↵ · ⇤(x1 � 1) +
TX

i=1

⇤(xi+1 � xi) + µ
TX

i=1

e⌥(xi), (5.19)

where ⇤ : R ! R and e⌥ : R ! R are C
1, and we assume T 2 N, ↵ > 0, and 0 < µ  1.

The chain f̄T,µ,r corresponds to the special case ↵ =
p
µ, ⇤(x) = x2/2 and e⌥(x) = ⌥r(x)

(defined in Eq. (5.10)).
We claim that if we can show that the norm of r efT,↵,µ(x) is not too large for some

x 2 RT+1 with xT = xT+1 = 0, then our lower bound cannot be improved. More concretely,
suppose that for every T , µ  1 and ↵  1 we could find x 2 RT+1 such that xT =
xT+1 = 0, and krf̄T,µ,r(x)k  Cµ3/4 for some constant C independent of T, r and µ,
matching Lemma 32 to a constant. We can then trace the scaling arguments in the proof of
Theorem 5.5.1 “in reverse,” showing that any choice of T,�, µ,� and r for which the function
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f(x) = ��2 efT,↵,µ(x/�) satisfies both (i) f 2 F1:p(�, L1, ..., Lp) and (ii) krf(x)k > ✏ for all
x such that xT = xT+1 = 0, we have T  c · ✏�8/5 for p � 3 and T  c · ✏�12/7 for p = 2,
where c is some problem-dependent constant independent of ✏.

The next lemma, whose proof we provide in Appendix 5.B.4, shows such gradient norm
upper bound for constructions of the form (5.19).

Lemma 34. Let T 2 N, 0 < ↵  1, µ 2 [T�2, 1] and efT,↵,µ be defined as in (5.19), with ⇤
and e⌥ satisfying

⇤0(0) = e⌥0(0) = 0 and ⇤0 is 1-Lipschitz continuous and max
z2[0,1]

|e⌥0(z)|  G,

for G > 0 independent of T,↵ and µ. Then there exists x 2 RT+1 such that xT = xT+1 = 0
and ���r efT,↵,µ(x)

��� < Cµ3/4,

where C  27 +
p
3G.

Let us discuss the lemma. The condition that ⇤0(0) = e⌥0(0) = 0 is essential for any zero-
chain-based proof, as otherwise efT,↵,µ is not a first-order zero-chain (if ↵ = 1 then we may
have ⇤0(0) 6= 0; Lemma 34 holds in this case as well). The requirement that the multiplier
µ � 1/T 2 on e⌥ is also benign, as in our proofs require µ & 1/

p
T � 1/T 2 (further decreasing

µ weakens the lower bound as it makes efT,↵,µ too smooth; inspection of the scaling argument
in the proof of Theorem 5.5.1 shows this rigorously). The function ⇤ must have Lipschitz
derivatives with parameter independent of µ, T , as otherwise efT,↵,µ cannot be scaled to
meet the smoothness requirements. Finally, the requirement maxz2[0,1] |

e⌥0(z)| < 1 holds
for every C

1 function. Moreover, a calculation shows it holds with G =
p
10`3 independent

of r for every ⌥r that satisfies Lemma 31.
Summarizing, tightening our lower bounds seems to require a construction that is not

of the form (5.19). This does not eliminate more general (non-convex) interactions, e.g. of
the form ⇤(xi, xi+1) rather than ⇤(xi+1 � xi). The proof technique of Lemma 32 should
provide useful “sanity checks” when considering alternative constructions.

5.6.2 A bound for randomized algorithms
In Section Pi.4.5 we extend our lower bound for T✏

�
Adet [ Azr,Fp(�, Lp)

�
to the broader

class of randomized algorithms Arand with access to all derivatives at query point x. We do
this by making our hard function insensitive: the individual “linking” terms  (xi)�(xi+1)
are identically zero for xi near 0. A natural question is whether the same methodology
(originally proposed in [205]) can extend Theorem 5.5.1 to the class of randomized first-
order algorithms, A(1)

rand. Direct application of that technique cannot work in our case, for
a simple reason: it applies to randomized algorithms of any order. In other words, if we
modify our hard instance construction (5.9) to be a robust zero-chain (Definition Pi.11), any
lower bounds it implies hold for all algorithms in Arand, where ✏�(p+1)/p rates are achievable,
so we could not provide sharper lower bounds than Theorem Pi.4.5.1.

Nevertheless, the ideas introduced in Section Pi.4.5 might still be of use. Specifically,
consider a modification of the construction (5.9) where ⌥r(x) is identically zero for suffi-
ciently small x, say |x| < 0.05, while still satisfying Lemma 31, thus making the non-convex
component of f̄T,µ,r insensitive. As explained above, also making the convex quadratic
component of f̄T,µ,r insensitive (as Woodworth and Srebro [205] do) is unworkable in our
setting, as it results in a robust zero-chain equally hard for all high-order algorithms. In-
stead, we may keep the quadratic component unchanged—and hence sensitive—and try to
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carry out the proof of Lemma Pi.23. Doing so, we see that the inductive argument allows
us to ignore the insensitive non-convex component of f̄T,µ,r, leaving us to contend only with
the (randomly rotated) quadratic chain. Thus, the difficulty here appears closely related
to proving a lower bound for randomized first-order methods applied for optimization of
convex quadratics. Such lower bounds remain elusive, and we believe finding them is an
important open problem.

5.7 Concluding remarks

Here we discuss implications of our work and provide a few possible extensions.

5.7.1 Commentary on our results
In conjunction with known upper bounds, our lower bounds characterize the optimal rates
for finding stationary points. Our lower bounds are sharp to within constant factors for
algorithms with full derivative information (Chapter 4), and (perhaps) slightly loose for
first-order algorithms. These characterizations yield a few insights.

First-order methods vs. high-order methods For the class F1(�, L1) of L1-smooth
functions, first-order methods—specifically gradient descent—attain the optimal rate L1�✏�2;
no higher-order randomized method can attain improved performance over the entire func-
tion class. The intuition here is that F1(�, L1) contains functions whose Hessian and higher
order derivatives may vary arbitrarily sharply, and providing no useful information for op-
timization.

When higher-order derivatives are also Lipschitz continuous the picture changes funda-
mentally: there is a strict separation between (deterministic) second-order and first-order
methods. In particular, cubic regularization of Newton’s method [166] achieves ✏ depen-
dence ✏�3/2 for functions with Lipschitz Hessian, while no deterministic first-order method
can have better time complexity than ✏�8/5, regardless of how many derivatives are Lips-
chitz. Note that when the Hessian is Lipschitz, our definition of first-order algorithms allows
for algorithms that rely on Hessian-vector products, as they can be estimated to arbitrary
accuracy in two gradient evaluations.

The effect of high-order smoothness on first-order methods For F1:2(�, L1, L2),
the class of functions with Lipschitz gradient and Hessian, our lower bound scales as ✏�12/7,
while for the class F1:3(�, L1, L2, L3) of functions with Lipschitz third order derivative our
“convex until proven guilty” method [48] achieves the rate ✏�5/3 log 1

✏ . As 5
3 < 12

7 , this proves
a separation between the optimal rate for first-order methods with second- and third-order
smoothness.

In contrast, orders of smoothness beyond the third offer limited room for improvement
in ✏ dependence; the lower bound ✏�8/5 holds for all function classes F1:p(�, L1, ..., Lp) with
p � 3, while the method [48] does not enjoy improved guarantees with Lipschitz fourth-order
derivatives. The “robustness” of the lower bound to higher-order smoothness stems from
the fact that our hard instance f̄T,µ,r becomes a quartic polynomial in the limit r ! 1,
and we choose r inversely proportional to ✏. As we discuss in [48, Lemma 4], our guarantee
✏�5/3 log 1

✏ cannot improve using fourth-order smoothness because of symmetries in the
fourth-order Taylor expansion. Quartic polynomials thus appear to play a central role in
the complexity of first-order methods for smooth optimization.
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Convex vs. non-convex functions Convexity makes finding stationary points fundamentally—
and significantly—easier. For first-order methods and functions with bounded initial sub-
optimality, the rate ✏�1 log 1

✏ is achievable for first-order smooth convex functions, while the
lower bound ✏�8/5 holds for non-convex functions with arbitrarily high-order smoothness.
For methods using higher-order derivatives, our lower bounds (Chapter 4) for finding sta-
tionary points of non-convex functions are ✏�(p+1)/p

! ✏�1 as the order p of smoothness
grows. However, similar to Appendix 5.A.1, the results [20, 155] can show that for convex
functions with Lipschitz Hessian, a second-order method achieves the strictly better rate
✏�6/7 log 1

✏ .
Another striking difference between convex and non-convex functions is the effect of

replacing the bound on the initial function value (i.e. f(x(0))� infx f(x)  �) with a bound
on the initial distance to the global minimizer x? (i.e.

��x(0)
� x?

��  D). For non-convex
function classes, we show lower bounds with the same ✏ dependence regardless of which
type of bound is used. In contrast, for convex function the optimal rates scale as

p
�✏�1

and
p
D✏�1/2, again a gap in ✏ dependence. The rates are not directly comparable; one can

construct families of functions where D grows with the dimension while � remains constant.
Returning to �-value-bounded function classes, we see one more large difference between

the convex and non-convex case; convex rates scale as
p
� while all the non-convex rates scale

linearly with �. This arises from fundamental differences in the convergence “mechanism”
for convex and non-convex optimization. The analysis of non-convex optimization schemes
typically [164, 166, 53, 163, 48] revolves around a progress argument, where one shows that,
as long as krf(x(t))k > ✏, the guarantee f(x(t+1))  f(x(t))� p✏ holds for some quantity p✏
(e.g. for gradient descent p✏ = ✏2/(2L1)). The number of iterations to find an ✏-stationary
point xs is therefore at most [f(x(0)) � f(xs)]/p✏  �/p✏, which scales linearly in �. By
our lower bounds, such progress arguments are, in a sense, optimal. Conversely, in convex
optimization we may control either the gap f(x(t))� f(x?) or the distance

��x(t)
� x?

��, and
this interplay (see Appendix 5.A.1) allows stronger arguments than those based purely on
function progress.

5.7.2 Further research
Closing the gap in first-order bounds There exists a gap in polynomial ✏ dependence
between our lower bounds (Theorem 5.5.1) and the best known upper bounds [48] for first-
order methods with higher-order smoothness. We do not believe the upper bounds of [48]
are improvable by different analysis or by any algorithmic change that maintains the gen-
eral structure of alternating between accelerated gradient descent and negative curvature
exploitation. In conjunction with our arguments in Section 5.6.1 about the structure of
our lower bounds, resolution of the optimal rate will likely provide either a method with a
substantially different approach to accelerating gradient descent in the smooth non-convex
setting or a new lower bound construction.

As we discussed in the introduction to Part I [52], Cartis et al. [53] showed that one
can achieve tight algorithm dependent lower bounds on nonconvex functions using two di-
mensional constructions. Furthermore, Vavasis [199] showed algorithm independent lower
bounds for finding stationary points in two dimensions, and that there does not exist tight
algorithm independent lower bounds in fixed dimension. However, it is possible that there
exists lower dimensional constructions that achieve our results. For example, it would be
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interesting if there exists a sequence of function classes W1,W2, . . . such that

Wd ✓ Rd
\ F1(�, L1), 8d 2 N

T✏

�
Adet,Wd

�
� c · (�L1✏

�2)✓d , 8d 2 N, 8�, L1, ✏ 2 (0, 1)

lim
d!1

✓d ! 1.

The advantage of this type of lower bound is that it is uniformly almost tight for a fixed
dimension. Whereas the lower bounds presented in our papers require the dimension of the
construction to increase as ✏ becomes smaller.

Finite sum and stochastic problems Smooth, non-convex, finite-sum and stochastic
optimization problems are important, arising (for example) in the training of neural net-
works. This motivates the design and analysis of efficient methods for finding stationary
points in such problems, and researchers have successfully developed variance reduction and
acceleration techniques for these settings [177, 5, 133, 4]. However, no corresponding lower
bounds are available. Woodworth and Srebro [205], show how to establish lower bounds
for convex finite sum problems. Combined with the developments in our paper, we believe
their techniques should extend to finding stationary points of non-convex problems. An
important conclusion of [205] is that randomized selection of the component function is
crucial to efficient convergence: in contrast to our results, they show a separation between
deterministic and randomized finite sum complexity.

Second-order stationary points Approximate stationary points are not always close to
local minima, and so it is interesting to consider stronger convergence guarantees. Second-
order stationarity (also known as the second-order necessary condition for local optimality)
is the most popular example; for a function f , a point x is (✏1, ✏2)-second-order stationary
if krf(x)k  ✏1 and r2f(x) ⌫ �✏2I. Efficient first-order methods for finding second-order
stationary points exist [3, 51, 117]. Moreover, it is possible to generically transform meth-
ods for finding ✏-stationary points into methods that find (✏, O(✏s))-second-order stationary
points, for some 0 < s < 1, without changing the ✏ dependence of the complexity [48,
Appendix C], but such modifications introduce dependence logarithmic in the problem di-
mension d.

Clearly, lower bounds for finding ✏1-stationary points also apply to finding (✏1, ✏2)-second-
order stationary points. However, attaining second-order stationarity with first-order meth-
ods is fundamentally more difficult than attaining only stationarity. There are no dimension-
free guarantees: the results of Simchowitz et al. [188] imply ⌦(log d) dimension dependence
for all randomized first-order algorithms that escape saddle points. Moreover, for deter-
ministic first-order algorithms it is easy to construct a resisting oracle that forces ⌦(d)
dimension dependence (consider f(Rx) with f(x) = �x2

1 and adversarially chosen rotation
R), implying strong separation between deterministic and randomized first-order methods
for finding second-order stationary points. It will be interesting to investigate such issues
further.
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5.A Additional results for convex functions

5.A.1 An upper bound for finding stationary points of value-bounded
functions

Here we give a first-order method that finds ✏-stationary points of a function f 2 K1 (�, L1)
in O(

p
L1�✏�1 log L1�

✏2 ) iterations. The method consists of Nesterov’s accelerated gradient
descent (AGD) applied on the sum of f and a standard quadratic regularizer.

Our starting point is AGD for strongly convex functions; a function f is �-strongly
convex if

f(y) � f(x) + hrf(x), y � xi+
�

2
ky � xk2 ,

for every x, y in the domain of f . Let AGD�,L1 2 A
(1)
zr \ A

(1)
det be the accelerated gradient

scheme developed in [164, §2.2.1] for �-strongly convex functions with L1-Lipschitz gradient,
initialized at x(1) = 0 (the exact step size scheme is not important). Adapting [164, Thm.
2.2.2] to our notation, for any �-strongly-convex f with L1-Lipschitz gradient and (unique)
global minimizer x?f , the iterates {x(t)

}t2N = AGD�,L1 [f ] of AGD satisfy

f(x(t))� f(x?f )  (1�
p
�/L1)

t�1L1

��x?f
��2 and f(x(t))  f(0) for every t 2 N. (5.20)

Moreover, for any such f we have krf(x)k2  2L1(f(x) � f(x?f )) [37, Eq. (9.14)], and
consequently

krf(x(t))k  (1�
p
�/L1)

(t�1)/2L1

��x?f
�� for every t 2 N.

Using our complexity notation, we may rewrite this as

T✏

�
AGD�,L1 , f

�
 1 + 2

r
L1

�
log+

✓
L1kx?fk

✏

◆
, (5.21)

with log+(x) := max{0, log x}.
Now suppose that f is convex with L1-Lipschitz gradient but not necessarily strongly-

convex. We can add strong convexity to f by means of a proximal term; for any � > 0, the
function

f�(x) := f(x) +
�

2
kxk2

is �-strongly-convex with (L1 + �)-Lipschitz gradient. With this in mind, we define a
proximal version of AGD as follows,

PAGD�,L1 [f ] := AGD�,L1+�[f�] = AGD�,L1+�

h
f(·) +

�

2
k·k

2
i
.

With a careful choice of �, PAGD�,L1 achieves the desired upper bound.

Proposition 5. Let �, L1 and ✏ be positive, and let � = ✏2

3� . Then, algorithm PAGD�,L1 2

A
(1)
det satisfies

T✏

�
A

(1)
det,K1 (�, L1)

�
 sup

f2K1(�,L1)
T✏

�
PAGD�,L1 , f

�
 1 + 5

p
L1�

✏
log+

✓
25L1�

✏2

◆
.
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Proof. For any f 2 K1 (�, L1), recall that f�(x) := f(x) + �
2 kxk

2 and let

{x(t)
}t2N = PAGD�,L1 [f ] = AGD�,L1+�[f�]

be the sequence of iterates PAGD�,L1 produces on f . Then by guarantee (5.21), we have
���rf�(x(T ))

���  ✏/6 (5.22)

for some T such that

T  1 + 2

r
1 +

L1

�
log+

✓
6(L1 + �)kx?f�k

✏

◆
. (5.23)

For any point y such that f�(y) = f(y) + �
2 kyk

2
 f�(0) = f(0), we have

kyk2 
2(f(0)� f(y))

�


2(f(0)� infx f(x))

�


2�

�
.

Clearly, f�(x?f� )  f�(0) and by guarantee (5.20) we also have f�(x(T ))  f�(0). Conse-
quently,

max
n
kx(T )

k, kx?f�k
o


r
2�

�
, (5.24)

and so

krf(x(T ))k = krf�(x
(T ))� � · x(T )

k  krf�(x
(T ))k+ �kx(T )

k

(i)

✏

6
+
p

2��
(ii)
 ✏.

In inequality (i) we substituted bounds (5.22) and (5.24), and in (ii) we used � = ✏2/(3�).
We conclude that T✏

�
PAGD�,L1 , f

�
 T , and substituting (5.24) and the definition of �

into (5.23) we have

T  1 + 2

r
1 +

3L1�

✏2
log+

 
6

r
2

3
+

6
p
6L1�

✏2

!
.

Without loss of generality, we may assume 2L1�
✏2 � 1, as otherwise T✏

�
PAGD�,L1 , f

�
= 1.

We thus simplify the expression slightly to obtain the proposition.

5.A.2 The impossibility of approximate optimality without a bounded
domain

Lemma 35. Let L1,� > 0 and ✏ < �. For any first-order algorithm A 2 A
(1)
det [A

(1)
zr and

any T 2 N, there exists a function f 2 Q (�, L1) such that the iterates {x(t)
}t2N = A[f ]

satisfy
inf
t2N

n
t | f(x(t))  inf

x
f(x) + ✏

o
> T.

Proof. By Proposition 4 it suffices to consider A 2 A
(1)
zr (see additional discussion of the

generality of Proposition 4 in Section Pi.4.3.3). Consider the function f : RT
! R,

f(x) = �

"
(� � �x1)

2 +
T�1X

i=1

(xi � �xi+1)
2

#
, (5.25)
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where 0 < � < 1, and we take

� :=
L1

2(1 + 2� + �2)
and � :=

r
�

�
.

Since f(x) is of the form � kAx� bk2 where kAkop  1+�, we have
��r2f(x)

��
op
 2� kAk2op

for every x 2 RT and therefore f has 2�(1 + 2� + �2)-Lipschitz gradient. Additionally, f
satisfies infx f(x) = 0 and f(0) = ��2, ans so the above choices of � and � guarantee that
f 2 Q (�, L1). Moreover, f is a a first-order zero-chain (Definition 14), and thus for any
A 2 A

(1)
zr and {x(t)

}t2N = A[f ], we have x(t)
T = 0 for t  T (Observation 4). Therefore, it

suffices to show that f(x) > infy f(y) + ✏ whenever xT = 0.
We make the following inductive claim: if f(x)  infy f(y) + ✏ = ✏, then

��xi � ��
�i
�� 

iX

j=1

��j

r
✏

�
<

��i

1� �

r
✏

�
(5.26)

for all i  T . Indeed, each term in the sum (5.25) defining f is non-negative, so for the
base case of the induction i = 1, we have �(�� �x1)2  ✏, or

��x1 � ���1
��  ��1

p
✏/�. For

i < T , assuming that xi satisfies the bound (5.26), we have that �(xi � �xi+1)2  ✏, which
implies

���xi+1 � ��
�(i+1)

��� 
��xi+1 � �

�1xi

��+ ��1
��xi � ��

�i
��  ��1

r
✏

�
+

iX

j=1

��(j+1)

r
✏

�
=

i+1X

j=1

��j

r
✏

�
,

which is the desired claim (5.26) for xi+1.
The bound (5.26) implies xi 6= 0 for all i  T whenever � � (1� �)�1

p
✏/�. Therefore,

we choose � to satisfy � = (1� �)�1
p
✏/�, that is

� := 1�

r
✏

��2
= 1�

r
✏

�
,

for which 0 < � < 1 since we assume ✏ < �. Thus, we guarantee that when xT = 0 we must
have f(x) > infy f(y) + ✏, giving the result.

5.B Technical results

5.B.1 Proof of Lemma 31
Lemma 31. The function ⌥r satisfies the following.

i. We have ⌥0
r(0) = ⌥

0
r(1) = 0

ii. For all x  1, ⌥0
r(x)  0, and for all x � 1, ⌥0

r(x) � 0.

iii. For all x 2 R we have ⌥r(x) � ⌥r(1) = 0, and for all r, ⌥r(0)  10.

iv. For every r � 1, ⌥0
r(x) < �1 for every x 2 (�1,�0.1] [ [0.1, 0.9]

v. For every r � 1 and every p � 1, the p-th order derivatives of ⌥r are r3�p`p-Lipschitz
continuous, where `p  exp

�
3
2p log p+ cp

�
for a numerical constant c <1.
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Proof. Parts i and ii are evident from inspection, as

⌥0
r(x) = 120

x2(x� 1)

1 + (x/r)2
.

To see the part iii, note that ⌥r is non-increasing for every x < 1 and non-decreasing for
every x > 1 and therefore x = 1 is its global minimum. That ⌥r(1) = 0 is immediate from
its definition, and, for every r, ⌥r(0) = 120

R 1
0

t2(1�t)
1+(t/r)2 dt  120

R 1
0 t2(1 � t)dt = 10. To see

part iv, note that |⌥0
r(x)| � |⌥0

1(x)| for every r � 1, and a calculation shows |⌥0
1(x)| > 1

for x 2 (�1,�0.1] [ [0.1, 0.9] (see Figure 5.1).
To see the fifth part of the claim, note that

⌥0
r(x) = 120r2(x� 1)

✓
1�

1

1 + (x/r)2

◆
= 120

⇥
r2(x� 1)� r3'1(x/r) + r2'2(x/r)

⇤
,

where the functions '1 and '2 are '1(⇠) = ⇠/(1+⇠2) and '2(⇠) = 1/(1+⇠2). We thus bound
the derivatives of '1 and '2. We begin with '2, which we can write as the composition
'2(x) = (h � g)(x) where h(x) = 1

x and g(x) = 1 + x2. Let Pk,2 denote the collection of
all partitions of {1, . . . , k} where each element of the partition has at most 2 indices. That
is, if P 2 Pk,2, then P = (S1, . . . , Sl) for some l  k, the Si are disjoint, 1  |Si|  2, and
[iSi = [k]. The cardinality |Pk,2| is the number of matchings in the complete graph on k
vertices, or the kth telephone number, which has bound [64, Lemma 2]

|Pk,2|  exp

✓
k

2
log k + k log 2

◆
.

We may then apply Faà di Bruno’s formula for the chain rule to obtain

'(k)
2 (x) =

X

P2Pk

h(|P |)(g(x))
Y

S2P

g(|S|)(x) =
X

P2Pk,2

(�1)|P | (|P |� 1)!

(1 + x2)|P | (2x)
C1(P )2C2(P ),

where Ci(P ) denotes the number of sets in P with precisely i elements. Of course, we have
|x|C1(P )/(1 + x2)|P |

 1, and thus

|'(k)
2 (x)| 

X

P2Pk,2

(|P |� 1)!2|P |
 |Pk,2| · (k � 1)! · 2k  e

3k
2 log k+2k log 2.

The proof of the upper bound on '(k)
1 (x) is similar (2'1(x) =

d
dx [(ĥ�g)(x)] with ĥ(x) = log x

and g as defined above), so for every r � 1 and p � 1, the p+ 1-th derivative of ⌥r has the
bound

|⌥(p+1)
r (x)|  120

h
r21(p=1) + r3�p

|'(p)
1 (x/r)|+ r2�p

|'(p)
2 (x/r)|

i
 120r3�pe

3
2 log p+cp,

where c <1 is a numerical constant.

5.B.2 Proof of Lemma 32
Lemma 32. Let r � 1 and µ  1. For any x 2 RT+1 such that xT = xT+1 = 0,

��rf̄T,µ,r(x)
�� > µ3/4/4.

Proof. Throughout the proof, we fix x 2 RT+1 such that xT = xT+1 = 0; for convenience in
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Figure 5.3: The transition region (5.27) in the proof of Lemma 32. Each plot shows the
entries of a vector x 2 RT+1 that satisfies xT = xT+1 = 0. The entries of x belonging to
the transition region Itrans are blue.

notation, we define x0 := 1. Our strategy is to carefully pick two indices i1 2 {0, . . . , T � 1}

and i2 2 {i1 + 1, . . . , T}, such that
��rf̄T,µ,r(x)

��2 �
Pi2

i=i1+1

��rif̄T,µ,r(x)
��2 > (µ3/4/4)2.

We call the set of indices from i1 +1 to i2 the transition region, and construct it as follows.

Let i1 � 0 be the largest i such that xi > 0.9,

so that xj  0.9 for every j > i. Note that i1 = 0 when xi  0.9 for every i 2 [T + 1]. This
is a somewhat special case due to the coefficient pµ  1 of the first “link” in the quadratic
chain term in (5.9). To handle it cleanly we define

↵ :=

(
1 i1 > 0
p
µ i1 = 0.

Continuing with construction of the transition region, we make the following definition.

Let i02  T be the smallest j such that j > i1 and xj < 0.1,

and let m0 = i02 � i1, so m0
� 1. Roughly, our transition region consists of the m0 indices

i1 + 1, . . . , i02, but for technical reasons we attach to it the following decreasing ‘tail’.

Let i2 be the smallest k such that k � i02 and xk+1 � xk �
0.2

m0�1+1/↵1(xk>�0.1).

With these definitions, i2 is well-defined and 0  i1 < i2  T , since xT+1 � xT = 0. We
denote the transition region and associated length by

Itrans := {i1 + 1, . . . , i2} and m := i2 � i1 � 1. (5.27)

We illustrate our definition of the transition region in Figure 5.3.
Let us describe the transition region. In the “head” of the region, we have 0.1  xi  0.9

for every i 2 {i1 + 1, . . . , i02 � 1}; a total of m0
�1 indices. The “tail” of the transition region

is strictly decreasing, xi2 < xi2�1 < · · · < xi02
. Moreover, for any j 2 {i02 +1, . . . i2� 1} such

that xj > �0.1, the decrease is rapid; xj < xj�1 � 0.2/(m0
� 1 + 1/↵). This descriptions

leads us to the following technical properties.

Lemma 36. Let the transition region Itrans be defined as above (5.27). Then
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i. xi1 > 0.9 > 0.1 > xi2 and �xi2 +
�
m� 1 + ↵�1

�
(xi2+1 � xi2) > �0.3.

ii. ⌥0
r (xi)  0 for every i 2 Itrans, and ⌥0

r (xi) < �1 for at least
�
m� ↵�1

�
/2 indices in

Itrans.

We defer the proof of the lemma to the end of this section, continuing the proof assuming
it.

We now lower bound krf̄T,µ,r(x)k. For notational convenience, define gi = µ⌥0
r (xi),

and recalling that xT = xT+1 = 0, we see that the norm of the gradient of f̄T,µ,r is

��rf̄T,µ,r (x)
��2 = ((1 +

p
µ)x1 �

p
µ� x2 + g1)

2 +
TX

i=1

(2xi � xi�1 � xi+1 + gi)
2

� ((1 + ↵)xi1+1 � ↵xi1 � xi1+2 + gi1+1)
2 +

i2X

i=i1+2

(2xi � xi�1 � xi+1 + gi)
2 ,

(5.28)

where we made use of the notation ↵ := 1 if i1 > 0 and ↵ :=
p
µ if i1 = 0. We obtain

a lower bound for the final sum of m squares (5.28) by fixing xi1 , xi2 , and gi1+1, . . . , gi2 ,
then minimizing the quadratic form explicitly over the m� 1 variables xi1+1, . . . , xi2�1. We
obtain

��rf̄T,µ,r (x)
��2 � inf

v2Rm�1

n
((1 + ↵)v1 � ↵xi1 � v2 + gi1+1)

2 +
m�2X

j=2

(2vj � vj�1 � vj+1 + gi1+j)
2

+ (2vm�1 � vm�2 � xi2 + gi2�1)
2 + (2xi2 � vm � xi2+1 + gi2)

2
o

= inf
v2Rm�1

kAv � bk2 = b>
⇣
I �A

�
A>A

��1
A>

⌘
b =

�
z>b

�2
,

where the matrix A and vector b have definitions

A =

2

66666664

1 + ↵ �1
�1 2 �1

. . . . . . . . .
�1 2 �1

�1 2
�1

3

77777775

2 Rm⇥(m�1) and b =

2

66666664

↵xi1 � gi1+1

�gi1+2
...

�gi2�2

xi2 � gi2�1

�2xi2 + xi2+1 � gi2

3

77777775

2 Rm,

and z 2 Rm is a unit-norm solution to A>z = 0. The vector z 2 Rm with

zj =
j � 1 + 1

↵qPm
i=1(i� 1 + 1

↵ )
2
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is such a solution. Thus
��rf̄T,µ,r (x)

��2

�

⇣
xi1 �

Pm
j=1

�
j � 1 + 1

↵

�
· gi1+j +

�
m� 2 + 1

↵

�
· xi2 +

�
m� 1 + 1

↵

�
(�2xi2 + xi2+1)

⌘2

Pm
i=1(i� 1 + 1

↵ )
2

=
1Pm

i=1(i� 1 + 1
↵ )

2

✓
xi1 � xi2 +

✓
m� 1 +

1

↵

◆
(xi2+1 � xi2)�

mX

j=1

✓
j � 1 +

1

↵

◆
· gi1+j

◆2

.

(5.29)

We now bring to bear the properties of the transition region Lemma 36 supplies. By
Lemma 36.i,

xi1 � xi2 + (m� 1 + ↵�1) (xi2+1 � xi2) � 0.9� 0.3 =
3

5
, (5.30)

and by Lemma 36.ii, using 1  ↵�1
 1/

p
µ,

�

mX

j=1

(j � 1 + ↵�1)gi1+j � µ

(m�↵�1)/2X

j=1

(j � 1 + ↵�1) �
µ

8


m2
�

1

↵2

�

+

�
1

8

⇥
µm2

� 1
⇤
+
.

(5.31)
Substituting

Pm
i=1

�
i� 1 + ↵�1

�2


1
2m

�
m+ 1/

p
µ
� �

m+ 2/
p
µ
�

and the bounds (5.30)
and (5.31) into the gradient lower bound (5.29), we have that

��rf̄T,µ,r (x)
�� � µ3/4

· ⇣(m
p
µ) where ⇣(t) :=

s
2

t(t+ 1)(t+ 2)

✓
3

5
+

1

8

⇥
t2 � 1

⇤
+

◆
.

A quick computation reveals that inft>0 ⇣(t) ⇡ 0.28 > 1/4, which gives the result.

Proof of Lemma 36. We have by definition that xi1 > 0.9 and xi2  xi02
< 0.1. To see that

�xi2 +
�
m� 1 + ↵�1

�
(xi2+1 � xi2) � �0.3

holds, consider the two cases that xi2  �0.1 or xi2 > �0.1. In the first case that xi2  �0.1,
by definition xi2+1 � xi2 so �xi2 +

�
m� 1 + ↵�1

�
(xi2+1 � xi2) > 0.1 > �0.3. The second

case that xi2 > �0.1 is a bit more subtle. By definition of the sequence xi2 , . . . , xi02
, we have

�0.1 < xi2 < xi2�1�
0.2

m0 � 1 + 1
↵

< · · ·  xi02
�

0.2

m0 � 1 + 1
↵

(i2� i02) < 0.1�0.2
m�m0

m0 � 1 + 1
↵

.

(5.32)
Combining this bound on xi2 and the inequality xi2+1 � xi2 �

0.2
m0�1+1/↵ due to the con-

struction of i2, we obtain

�xi2 +
�
m� 1 + ↵�1

�
(xi2+1 � xi2) > �0.1 + 0.2

m�m0

m0 � 1 + 1
↵

� 0.2
m� 1 + 1

↵

m0 � 1 + 1
↵

= �0.3.

We note for the proof of property ii that the chain of inequalities (5.32) is possible only for
m  2m0

� 1 + 1/↵, which implies there are at most m0
� 1 + 1/↵ indices i 2 Itrans such

that |xi| < 0.1.
The first part of property ii follows from Lemma 31.ii, since xi  0.9  1 for every

i 2 Itrans. To see that the second part of the property holds, let N be the number of indices
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in i 2 Itrans for which ⌥0
r (xi) < �1. By Lemma 31.iv and the fact that 0.1  xi  0.9 for

every i 2 {i1 + 1, . . . , i02 � 1}, N � m0
�1. Moreover, since there can be at most m0

�1+1/↵
indices i 2 Itrans for which |xi| < 0.1, N � m � (m0

� 1 + 1/↵). Averaging the two lower
bounds gives N � (m� 1/↵) /2.

5.B.3 Proof of Theorem 5.5.2
Theorem 5.5.2. There exists a numerical constant c < 1 such that the following lower
bound holds. Let p � 2, p 2 N, and let D,L1, L2, . . . , Lp, and ✏ be positive. Then

T✏

�
A

(1)
det [A

(1)
zr ,Fdist

1:p (D,L1, ..., Lp)
�
� B✏

 
min
q2[p]

(
Lq

2˜̀q
Dq+1

)
,
L1

2
,
L2

2
, . . . ,

Lp

2

!
,

where ˜̀
q  exp(cq log q + c).

Proof. The proof builds off of those of Theorems 5.5.1 and Pi.4.6.1. We begin by recalling
the following bump function construction

h̄T (x) :=  

✓
1�

25

2

���x�
4

5
e(T )

���
2
◆

where  (t) := e · exp

 
�

1

[2t� 1]2+

!
. (5.33)

Adding a scaled version of �h̄T to our hard instance construction allows us to “plant” a
global minimum that is both close to the origin and essentially invisible to zero-respecting
method. For convenience, we restate Lemma Pi.29,

Lemma 37. The function h̄T satisfies the following.

i. For all x 2 RT we have h̄T (x) 2 [0, 1], and h̄T (0.8e(T )) = 1.

ii. On the set {x 2 Rd
| xT 

3
5} [ {x | kxk � 1}, we have h̄T (x) = 0.

iii. For every p � 1, the pth order derivative of h̄T is ˜̀
p-Lipschitz continuous, where ˜̀

p 

ecp log p+c for a numerical constant c <1.

With this lemma in place, we follow the broad outline of the proof of Theorem 5.5.1,
with modifications to make sure the norm of the minimizers of f is small. Indeed, letting
�,� > 0, we define our scaled hard instance f : RT+2

! R by

f(x) = ��2f̄T,µ,r (x1/�, . . . , xT+1/�)� �̃h̄T+2 (x/D) , (5.34)

that is, the hard instance we construct in Theorem 5.5.1 minus a scaled bump function (5.33).
For every p 2 N, we set the parameters �,�, µ and r as in the proof of Theorem 5.5.1, so
that we satisfy inequality (5.12) except we replace Lq with Lq/2 for every q 2 [p] (including
in the definitions of �,�, µ). Thus, as in inequality (5.12), for each q 2 N the function
f0(x) := ��2f̄T,µ,r (x/�) has Lq/2-Lipschitz qth order derivative and satisfies krf0(x)k > ✏
for all x 2 RT+1 with xT = xT+1 = 0. By Lemma 37.iii, setting

�̃ = min
q2[p]

1

2˜̀q
LqD

q+1 (5.35)
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guarantees that the function x 7! ��̃ · h̄T+2(x/D) also has Lq/2-Lipschitz qth order deriva-
tives, so that overall, for each q 2 [p] the function f defined in Eq. (5.34) has Lq-Lipschitz
qth order derivative.

We note that by Lemma 37.ii, h̄T+2(x) is identically 0 at a neighborhood of any x
with xT+2 = 0, which immediate implies that h̄T+2 and f are zero-chains. Therefore
for any A 2 A

(1)
zr producing iterates x(1) = 0, x(2), x(3), . . . when operating on f , we have

x(t)
T = x(t)

T+1 = x(t)
T+2 = 0 for any t  T . Thus, by our choices of �,�, µ and r,

��rf(x(t))
�� =��rf0(x(t))

�� > ✏ for every t  T , and so

T✏

�
A

(1)
zr ,Fdist

1:p (D,L1, ..., Lp)
�
� inf

A2A(1)
zr

T✏

�
A, f

�
� T + 1.

To establish that f 2 F
dist
1:p (D,L1, ..., Lp), it remains to show that every global minimizer

of f has norm at most D. Let x? denote a global minimizer of f , and temporarily assume
that

f
⇣
0.8D · e(T+2)

⌘
< 0, (5.36)

Therefore, f(x?) < f
�
0.8D · e(T+2)

�
< 0 and h̄T+2(x?/D) 6= 0, as otherwise we have the

contradiction f(x?) = ��2f̄T,µ,r(x?/�) � 0. By the definition (5.33), h̄T+2(x?/D) 6= 0

implies that 1 � 25
2

��x?/D � 0.8e(T+2)
��2 � 0.5, and therefore kx?k  D. To verify the

assumed inequality (5.36), we use Lemma 37.i to obtain

f
⇣
0.8D · e(T+2)

⌘
= ��2

· f̄T,µ,r (0)� �̃ · h̄T+2

⇣
0.8 · e(T+2)

⌘
=
�
p
µ�2

2
+ 10��2µT � �̃.

Therefore, if we set

T =

$
�̃� �

p
µ�2/2

10�µ�2

%
(5.37)

then inequality (5.36) holds and kx?k  D, and so f 2 F
dist
1:p (D,L1, ..., Lp). Comparing the

setting (5.37) of T above to the setting (5.13) of T in the proof of Theorem 5.5.1, we see they
are identical except that we replace the term � in (5.13) with �̃ := minq2[p](2˜̀q)

�1LqDq+1.
Thus, mimicking the proof of Theorem 5.5.1 after the step (5.13), mutatis mutandis, yields
the result.

5.B.4 Proof of Lemma 34
Lemma 34. Let T 2 N, 0 < ↵  1, µ 2 [T�2, 1] and efT,↵,µ be defined as in (5.19), with ⇤
and e⌥ satisfying

⇤0(0) = e⌥0(0) = 0 and ⇤0 is 1-Lipschitz continuous and max
z2[0,1]

|e⌥0(z)|  G,

for G > 0 independent of T,↵ and µ. Then there exists x 2 RT+1 such that xT = xT+1 = 0
and ���r efT,↵,µ(x)

��� < Cµ3/4,

where C  27 +
p
3G.
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Proof. We construct x as follows. We let x1 = 1, and for n > 1 let (with x0 := 1),

xn = xn�1 � (xn�2 � xn�1)� �n�1 = 1�
n�1X

i=1

iX

j=1

�i ,

where we take

�n =
1

m(m+ 1)

8
><

>:

1 n  m

0 n = m+ 1 or n > 2m+ 1

�1 m+ 1 < n  2m+ 1

for some m 2 N which we will later determine. The elements of r efT,↵,µ are given by

rn
efT,↵,µ(x) = ⇤

0(xn � xn�1)� ⇤
0(xn+1 � xn) + µe⌥0(xn),

where for n = 1 we used x1 = 1 and ⇤0(0) = 0 to write ↵ · ⇤0(x1 � 1) = 0 = ⇤0(x1 � 1).
Since ⇤0 is 1-Lipschitz, we have

|⇤0(xn � xn�1)� ⇤
0(xn+1 � xn)|  |(xn � xn�1)� (xn+1 � xn)| = |�n| .

Moreover, one can readily verify that xn 2 [0, 1] for every n and that xn = 0 for every
n > 2m + 1. Therefore, using using e⌥0(0) = 0 and maxz2[0,1] |

e⌥0(z)|  G we have that���e⌥0(xn)
���  G · 1(n2m+1), which gives the overall bound

���rn
efT,↵,µ(x)

���  |�n|+ µ
���e⌥(xn)

��� 
✓

1

m2
+Gµ

◆
1(n2m+1),

and thus,
���r efT,↵,µ(x)

��� 
p
2m+ 1

�
m�2 +Gµ

�

p
3
⇣
m�3/2 +

p
mGµ

⌘
.

Taking m =
l

1
3
p
µ

m
, we have

���r efT,↵,µ(x)
��� 
p
3

 ⇠
1

3
p
µ

⇡�3/2

+G

⇠
1

3
p
µ

⇡1/2

µ

!


⇣
27 +

p
3G

⌘
µ3/4,

where we have used
⌃
1/(3
p
µ)
⌥
 1/

p
µ since µ  1. Thus,

���r efT,↵,µ(x)
���  Cµ3/4 holds

for C = 27 +
p
3G. For T � 8, since µ � T�2, we have 2m + 1  2 dT/3e + 1 < T and

therefore xT = xT+1 = 0 holds as required (since xn = 0 for every n > 2m+1). In the edge
case T  8 we have µ � T�2

� 1/64 and therefore x = 0 yields
���r efT,↵,µ(x)

��� = ↵  1 

27 · (1/64)3/4  Cµ3/4.
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Chapter 6

On the behavior of Lagrange

multipliers in convex and

non-convex infeasible interior

point methods

Joint work with Gabriel Haeser, and Yinyu Ye

Abstract We analyze sequences generated by interior point methods (IPMs) in convex
and nonconvex settings. We prove that moving the primal feasibility at the same rate as the
barrier parameter µ ensures the Lagrange multiplier sequence remains bounded, provided
the limit point of the primal sequence has a Lagrange multiplier. This result does not
require constraint qualifications. We also guarantee the IPM finds a solution satisfying
strict complementarity if one exists. Alternatively, if the primal feasibility is reduced too
quickly and the set of Lagrange multipliers is unbounded, then the norm of the Lagrange
multiplier tends to infinity. Conversely, if the primal feasibility is reduced too slowly, then
the algorithm converges to a point of minimal complementarity.

Our theory has important implications for the design of IPMs. Specifically, we show
that IPOPT, an algorithm that does not carefully control primal feasibility has practical
issues with the dual multipliers values growing to unnecessarily large values. Conversely,
the one-phase IPM in Chapter 8 [111], an algorithm that controls primal feasibility as our
theory suggests, has no such issue.

6.1 Introduction

This paper studies sequences generated by interior point methods (IPMs) that converge to
Karush-Kuhn-Tucker (KKT) points of

minimize f(x) (6.1a)
subject to a(x) + s = 0 (6.1b)

s � 0, (6.1c)

132
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where the objective function f : Rn
! R and the inequality constraints a : Rn

! Rm are
continuously differentiable functions.

The central path generated by sequences of log barrier problems was introduced by
McLinden [147] for convex minimization subject to non-negativity constraints and gen-
eralized to linear inequalities by Sonnevend [189]. Megiddo [149] analyzed the path of
primal-dual IPMs for linear programming and showed this path converges to a point satis-
fying strict complementarity. Güler and Ye [102] generalized this result to a large class of
path-following IPMs for linear programming. Finding a strictly complementary solution is
necessary to guarantee the super-linear convergence of IPMs for quadratic programs [211,
Proposition 5.1]. Furthermore, finding a strictly complementary solution for problems with
nonconvex constraints ensures that the critical cone is reduced to a subspace. This sub-
space gives an efficient way to verify the second-order conditions by computing the least
eigenvalue of the Hessian of the Lagrangian restricted to this subspace [22, Theorem 4.4.2].
In the nonlinear context, a strictly complementary solution may not always exist, but if it
does, we would like to obtain it.

The results mentioned above implicitly avoid the issue of unbounded dual variables by
starting from a strictly feasible point. However, this is rarely done in practice, as infeasible-
start algorithms are often used [142, 150]. Mizuno et al. [153] studies the sequences generated
by these infeasible start algorithms for linear programming without assuming the existence
of an interior point. They show that moving the constraint violation at the same rate as the
barrier parameter µ guarantees that the dual multipliers are bounded. The boundedness of
dual multipliers is practically important because the linear system solved at each iteration
of an IPM can become poorly conditioned as the dual multipliers get large, making the
linear system more difficult to solve, particularly using iterative methods [96]. Some of our
theoretical contributions can be viewed as extensions of this work to convex and nonconvex
optimization.

One alternative and elegant solution to these issues is the homogeneous algorithm [11, 12,
212]. For convex problems, the homogeneous algorithm is guaranteed to produce a bounded
sequence that converges to a maximally complementary solution. For linear programming,
this guarantees that if the problem is feasible the algorithm will converge with bounded dual
variables. However, it is unknown how to extend the homogeneous algorithm into nonconvex
optimization.

While many IPMs for general nonconvex optimization problems have been developed,
there is little analysis of the sequences they generate. For example, it is unclear if IPMs
can generate maximal complementarity solutions in the presence of nonconvexity. Further-
more, results showing that the sequence of dual iterates are bounded rely on the set of dual
multipliers being bounded (which is equivalent to the Mangasarian-Fromovitz constraint
qualification [83]). This assumption may be too restrictive because many practical opti-
mization problems may lack a strict relative interior and therefore have an unbounded set
of dual multipliers. For instance, we found that this is the case for 64 out of the 95 NETLIB
problems (see Appendix 6.A).

Primal and dual sequences generated by nonconvex optimization algorithms such as
IPMs, augmented Lagrangian methods and sequential quadratic programming have been
analyzed in a number of works [15, 13, 14, 103, 176]. However, we are only aware of feasible
IPMs being considered. Moreover, these studies have been focused on determining primal
convergence to a KKT point, despite unboundedness of the dual sequence. Instead, we focus
on guaranteeing boundedness and maximal complementarity of the dual sequence.

Next, we explain the current state of knowledge of primal and dual sequences generated
by IPMs for linear programming. In particular, let f(x) := gTx, with constraints a(x)+ s =
0, s � 0, where a(x) := Mx� p, M is a matrix and g, p are vectors. Many IPMs for linear
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programming compute direction (dkx, d
k
y , d

k
s) at each iteration k satisfying

MT dky = �⌘k(g +MT yk) (6.2a)

Mdkx + dks = �⌘k(Mxk + sk � p) (6.2b)

Skdky + Y kdks + Skyk = (1� ⌘k)µke, (6.2c)

where Y k and Sk are the diagonal matrices defined by yk and sk, and e is a vector of
ones. The values µk+1 := (1 � ⌘k)µk and ⌘k 2 (0, 1) are chosen, for example, using a
predictor-corrector technique [150], see also [167, Algorithm 14.3]. The iterates are updated
according to (xk+1, yk+1, sk+1)  (xk, yk, sk) + ↵k(dkx, d

k
y , d

k
s), where ↵k

2 (0, 1] is the
step size. Methods that choose their iterates in this way reduce the primal feasibility and
complementarity at approximately the same rate [144, 150, 212], which we formalize as
follows. Suppose the IPM converges to an optimal solution as µk

! 0. Then a subsequence
of iterates satisfy xk

! x⇤, sk ! s⇤, and:

a(x⇤) + s⇤ = 0 (6.3a)

bµk
 ski y

k
i  cµk for all i (6.3b)

`µk
 ai(x

k) + ski  uµk for all i (6.3c)

krxL(x
k, yk)k  dµk(kykk1 + 1) (6.3d)

sk, yk � 0, (6.3e)

where µk > 0 is the barrier parameter, 0 < b  c, 0 < `  u, d � 0 are real constants
independent of k, k · kp denotes the `p norm, k · k the Euclidean norm, and the Lagrangian
L : Rn

⇥ Rm
! R is

L(x, y) := f(x) + yTa(x). (6.4)

Inequality (6.3b) ensures perturbed complementarity approximately holds. Inequality (6.3c)
guarantees that primal feasibility is reduced at the same rate as complementarity. Inequal-
ity (6.3d) ensures that scaled dual feasibility is reduced fast enough. The set of inequali-
ties (6.3) has a natural interpretation as a ‘shifted log barrier’: a sequence of approximate
KKT points to the problem,

minimize f(x)� µk
mX

i=1

log
�
µkri � ai(x)

�
,

with the vector r satisfying `  ri  u.
The main contribution of Mizuno, Todd, and Ye [153] was to show that IPMs for linear

programming have bounded Lagrange multiplier sequences and satisfy strict complemen-
tarity when (6.3) holds. Hinder and Ye [111] show it is also possible to develop IPMs that
satisfy (6.3) even if f and a are nonlinear. In particular, they give an IPM where, if the
primal variables are bounded and the algorithm does not return a certificate of local primal
infeasibility, a subsequence of the iterates satisfy (6.3). This motivates us to show given
a sequence satisfying (6.3), even if the objective and constraints are nonlinear the dual
multipliers are still, under general conditions, well-behaved.
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6.1.1 Summary of contributions
Now, assuming conditions (6.3) and that the problem is convex (or certain sufficient condi-
tions for local optimality hold) we show:

(a) If there exists a Lagrange multiplier at the point x⇤, then the sequence of Lagrange
multipliers approximations {yk} is bounded (see Theorem 6.2.1 and Theorem 6.2.2 for
the convex and nonconvex case respectively).

(b) If yk ! y⇤, then among the set of Lagrange multipliers at the point x⇤, the point y⇤ is
maximally complementary (see Theorems 6.2.3 and 6.2.4).

Consider the case that (6.3c) does not hold, i.e., the primal feasibility is not being reduced
at the same rate as complementarity. We argue that this is poor algorithm design, because
if problem (6.1) is convex then:

(a) If we reduce the primal feasibility faster than the barrier parameter µk and the set of
dual multipliers at the point x⇤ is unbounded, then kykk ! 1 (see Theorem 6.3.1).

(b) If we reduce the primal feasibility slower than the barrier parameter µk and yk ! y⇤,
then y⇤ is a minimally complementary Lagrange multiplier associated with x⇤ (see
Theorem 6.3.2).

Our central claim is that many implemented interior point methods, especially for non-
linear optimization, such as IPOPT [203], suffer from the problems described above because
they fail to control the rate at which they reduce primal feasibility (specifically IPOPT
suffers from deficiency a). For linear programs, these methods solve systems of the form
[203, equation (9)]

MT dky = �
�
g +MT yk

�
(6.5a)

Mdkx + dks = �
�
Mxk + sk � p

�
(6.5b)

Skdky + Y kdks + Skyk = µke, (6.5c)

where the notation follows (6.2). Equation (6.5b) aims to reduce the constraint violation
to zero at each iteration. Contrast (6.5b) with equation (6.2b) that aims to reduce the
constraint violation by ⌘k, the same amount by which complementarity is reduced. As we
demonstrate in Section 6.4, a consequence of the implementation choices in IPOPT, primal
feasibility is usually reduced faster than complementarity. Therefore, as our theory suggests,
these IPMs have issues with the Lagrange multipliers sequence diverging.

IPOPT attempts to circumvent this issue by perturbing the original constraint a(x)  0
to create an artificial interior as follows:

a(x)  �e, (6.6)

for some � > 0 (see Section 3.5 of [203]). While this technically solves the issue as the theo-
retical assumptions of [202] are now met, it is not an elegant solution and causes undesirable
behavior. For example, we show in Section 6.4 that the dual variable may still spike before
converging. Furthermore, if � is selected to be large, the constraints will be only loosely
satisfied at the final solution.

We proceed as follows. Section 6.1.2 gives a simple example illustrating the phenomena
studied. Section 6.2 shows that reducing the primal feasibility at the same rate as com-
plementarity ensures the dual multiplier sequence remains bounded and satisfies maximal
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complementarity. Section 6.3 explains that reducing the constraint violation too quickly
causes the dual multiplier sequence to be unbounded, while reducing it too fast causes the
them to tend towards a minimal complementarity solution. Section 6.4 shows empirically
how strategies that reduce the constraint violation too fast, such as the one employed by
IPOPT, can have issues with extremely large dual multipliers. Section 6.5 presents our final
remarks.

6.1.2 A simple example demonstrating phenomena
Consider the following simple linear programming problem:

minimize 0 (6.7a)
subject to x  1 (6.7b)

x � 1. (6.7c)

By adding a feasibility perturbation � > 0 and a log barrier term µ � 0, we get

minimize � µ log (x� 1 + �)� µ log (1� x+ �) (6.8a)
subject to x � 1� � (6.8b)

x  1 + �. (6.8c)

The associated KKT system is

y1 � y2 = 0 (6.9a)
x+ s1 = 1 + � (6.9b)
x� s2 = 1� � (6.9c)
s1y1 = µ s2y2 = µ (6.9d)
y1, y2 � 0 s1, s2 � 0. (6.9e)

Observe that the orignal problem (corresponding to � = µ = 0) has a unique optimal
primal solution at x⇤ := 1 and s⇤ := (0, 0), with dual solutions y⇤1 = y⇤2 for any y⇤2 � 0.
Therefore the set of dual variables is unbounded. However, for any �, µ > 0, the solution to
system (6.9) is

x = 1 s1 = � s2 = � y1 =
µ

�
y2 =

µ

�
.

From these equations, we can see that if � and µ move at the same rate, then both strict
complementarity and boundedness of the dual variables will be achieved. But if � reduces
faster than µ, i.e., �/µ! 0+, then the dual variables sequence is unbounded. Alternatively,
if � moves slower than µ, i.e., �/µ!1, then strict complementarity will not hold.

Now, if � > 0 is fixed at a small value as in the IPOPT strategy (6.6), the dual sequence
will initially grow very fast before stabilizing when the barrier parameter µ is sufficiently
reduced. We confirm this hypothesis by solving the linear programming problem (6.7)
with perturbations � > 0 using IPOPT, and we compare it with a well-behaved IPM [111]
that moves complementarity at the same rate as primal feasibility, that is, satisfies (6.3a)–
(6.3e). For this experiment, we turn off IPOPT’s native perturbation strategy (6.6). In
Figure 6.1 we plot the maximum dual variables at each iteration, given by the two methods
for different perturbation sizes. While perturbing the linear program prevents the dual
variables of IPOPT from increasing indefinitely, the dual variables still spike. For example,
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Figure 6.1: Comparison of the maximum dual variable value (vertical axis) against itera-
tions (horizontal axis) using IPOPT and a well-behaved IPM [111] as the perturbation � is
changed.

with � = 10�8 the maximum dual variable of IPOPT peaks at 104 on iteration 4 before
sharply dropping on the next iteration to 9. Picking a smaller �, e.g., � = 10�5, ensures a
smaller peak at the cost of solving the problem to a lower accuracy. On the other hand,
the maximum dual variable for the well-behaved IPM remains below 1.5 irrespective of
the perturbation size. Furthermore, with � = 0.0 the curve for the well-behaved IPM is
essentially flat.

More thorough numerical experiments are given in Section 6.4, but first we establish our
general theory.

6.2 Boundedness and maximal complementarity

In this section, we show that when feasibility is reduced at the same rate as complementarity,
the dual variables are bounded and satisfy maximal complementarity. But first we estab-
lish some basic results for convex problems on the optimality of limit points of sequences
satisfying (6.3).

Notation. When it is clear from the context, we omit a quantifier “8k” when stating
properties of every sufficiently large element of a sequence indexed by k = 1, 2, . . . ,1. The
Euclidean norm is denoted by k ·k; otherwise the `p-norm (we only use p = 1,1) is denoted
by k · kp.

The following lemma gives a sufficient sequential condition for global optimality in the
convex case. In our setting, the lemma is slightly more general than results found in the
literature, e.g., see [116, Corollary 3.1], [13, Theorem 4.2], [104, Theorem 2.2], and [93,
Theorem 3.2]. Our condition is in fact equivalent to the one from [93] but with a redundant
assumption omitted.
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Lemma 38. If f and ai for i = 1, . . . ,m are convex functions, and {(xk, yk)} ⇢ Rn
⇥ Rm

are such that

1. xk
! x⇤ with a(x⇤)  0,

2. yk � 0,

3. lim inf a(xk)Tyk � 0,

4. rxL(xk, yk)! 0,

then, x⇤ is a solution of (6.1).

Proof. Given x with a(x)  0, we have

f(x) � L(x, yk) � L(xk, yk) +rxL(x
k, yk)T(x� xk).

Hence,
a(xk)Tyk  f(x)� f(xk) +rxL(x

k, yk)T(xk
� x). (6.10)

Thus, for x = x⇤, we have lim sup a(xk)Tyk  0. The assumption gives a(xk)Tyk ! 0.
Taking the limit in (6.10) we have f(x) � f(x⇤) and the result follows.

The following lemma gives a sufficient condition for verifying the conditions of Lemma
38 under our slack variable formulation, which suits better our interior point framework.

Lemma 39. If f and ai for i = 1, . . . ,m are convex functions, and {(xk, yk, sk)} ⇢ Rn
⇥

Rm
⇥ Rm are such that

1. xk
! x⇤ with a(x⇤)  0 and sk ! �a(x⇤),

2. yk � 0 and sk � 0,

3. (yk)Tsk ! 0,

4. ai(xk) + ski � 0 for all i : ai(x⇤) = 0,

5. rxL(xk, yk)! 0,

then, x⇤ is a solution of (6.1).

Proof. For i : ai(x⇤) = 0, we have ai(xk)yki � �s
k
i y

k
i ! 0, while if ai(x⇤) < 0, we have

yki ! 0. The result follows from Lemma 38.

We note that even in the nonconvex case, the existence of sequences satisfying the
conditions of Lemmas 38 and 39 are necessary at a local solution x⇤, without constraint
qualifications. This follows from the necessary existence of sequences xk

! x⇤, yk � 0 with
rxL(xk, yk)! 0, ai(xk)yki ! 0 for all i, when x⇤ is a local solution, given in [13, Theorem
3.3], by defining ski := max{0,�ai(xk)} for all i and all k. See also [103].

6.2.1 Boundedness of the dual sequence
The boundedness of the dual sequence is an important property because the algorithm is
otherwise prone to numerical instabilities.

In Theorem 6.2.1, we consider problems involving convex functions where the algorithm
is converging to a KKT point. We show that if the primal feasibility, (scaled) dual feasibility
and complementarity converge at the same rate, then the dual sequence {yk} is bounded.
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We refer to [153, Theorem 4] for a more general result when the functions f and a are linear.
This result is extended in Theorem 6.2.2 to situations where the optimization problem may
involve nonconvex functions.

We try to present as few assumptions as possible; for example, assumptions are often
placed only on constraints that are active at the limit. However, since in practice the active
constraints are unknown, we advocate using IPMs that satisfy (6.3). All assumptions on
the sequence of iterates made on theorems in this section can be subsumed by (6.3) ignoring
constant factors.

Theorem 6.2.1. Suppose f and ai for i = 1, . . . ,m are convex functions and {(xk, yk, sk, µk)} ⇢
Rn
⇥ Rm

⇥ Rm
⇥ R with µk > 0 for all k and µk

! 0 are such that:

1. xk
! x⇤ with a(x⇤)  0 and sk ! �a(x⇤),

2. yk � 0 and sk � 0,

3. for some c � 0, (yk)Tsk  µkc,

4. for some 0 < `  u, µk`  ai(xk) + ski  µku for all i : ai(x⇤) = 0,

5. for some d � 0, krxL(xk, yk)k  dµk(kykk1 + 1).

Then, x⇤ is a solution of (6.1). If x⇤ is a KKT point, then

lim sup kykk1 
2u

`
ky⇤k1 +

4c

`
m+

2(c+ d)

`
,

where y⇤ is any Lagrange multiplier associated with x⇤, i.e., rL(x⇤, y⇤) = 0, y⇤ � 0, and
a(x⇤)T y⇤ = 0.

Proof. We have by convexity of L(x, yk) in x that

f(x⇤) � L(x⇤, yk) � L(xk, yk) +rxL(x
k, yk)T(x⇤

� xk),

which gives
f(x⇤)� f(xk) � a(xk)Tyk +rxL(x

k, yk)T(x⇤
� xk). (6.11)

Also,

a(xk)Tyk = (a(xk) + sk)Tyk � (sk)Tyk �
X

i:ai(x⇤)=0

µk`yki +
X

i:ai(x⇤)<0

(ai(x
k) + ski )y

k
i � µkc.

Since ski y
k
i � 0 and ai(xk)yki �

ai(x
k)

ski
µkc � �2µkc for i : ai(x⇤) < 0 and sufficiently large

k, we have

a(xk)Tyk � `µk
X

i:ai(x⇤)=0

yki �
X

i:ai(x⇤)<0

2cµk
� cµk =

`µk
kykk1 �

X

i:ai(x⇤)<0

(2c+ `yki )µ
k
� cµk. (6.12)

Also, rxL(xk, yk)T(x⇤
� xk) � �dµk(kykk1 + 1)kx⇤

� xk
k. Hence, substituting this and

(6.12) back in (6.11) we get

f(x⇤)� f(xk) � `µk
kykk1 � dµk(kykk1 + 1)kx⇤

� xk
k �

X

i:ai(x⇤)<0

(2c+ `yki )µ
k
� cµk.
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We can take k large enough that `µk
kykk1 � dµk(kykk1 + 1)kx⇤

� xk
k �

`
2µ

k
kykk1 � dµk,

so that,

f(x⇤)� f(xk) �
`

2
µk
kykk1 �

X

i:ai(x⇤)<0

(2c+ `yki )µ
k
� (c+ d)µk. (6.13)

Since ` > 0 and yki ! 0 for i : ai(x⇤) < 0, we have by (6.13) that µk
kykk1 ! 0. This implies

that rxL(xk, yk)! 0, and we can use Lemma 39 to conclude that x⇤ is a solution.
On the other hand, let y⇤ 2 Rm be a Lagrange multiplier associated with x⇤. Then,

f(x⇤) = L(x⇤, y⇤)  L(xk, y⇤), which, combining with (6.13) yields

`

2
µk
kykk1 �

X

i:ai(x⇤)<0

(2c+ `yki )µ
k
� (c+ d)µk

 f(x⇤)� f(xk)  a(xk)Ty⇤. (6.14)

But a(xk)Ty⇤ = (a(xk) + sk)Ty⇤ � (sk)Ty⇤  µkuky⇤k1, which implies, by dividing (6.14) by
`
2µ

k, that

kykk1 
2u

`
ky⇤k1 +

X

i:ai(x⇤)<0

✓
4c

`
+ 2yki

◆
+

2(c+ d)

`
.

Since yki ! 0 for i : ai(x⇤) < 0, the result follows.

Optimization problems with complementarity constraints are an important class of non-
convex optimization problems where the Mangasarian-Fromovitz constraint qualification
fails. Typically, specialized IPMs for these problems are developed [134, 26]. The following
corollary focuses on convex programs with complementarity constraints. It shows that any
general purpose IPM satisfying (6.3) has a bounded dual multipliers sequence under general
conditions.

Corollary 3. Let {(xk, yk, sk, µk)} ⇢ Rn
⇥Rm

⇥Rm
⇥R with µk > 0 and µk

! 0 be such
that assumptions 1-5 of Theorem 6.2.1 hold. Assume that problem (6.1) is a convex program
with complementarity constraints, that is:

minimize f(x) (6.15a)
subject to g(x)  0 (6.15b)

xixj  0 (i, j) 2 C (6.15c)
x � 0, (6.15d)

where C ✓ {1, . . . , n} ⇥ {1, . . . , n} and gi : Rn
! R is convex for i = 1, . . . , p (p  m).

Assume x⇤
i + x⇤

j > 0 for all (i, j) 2 C. Under these assumptions, x⇤ is a local minimizer.
Furthermore, if x⇤ is a KKT point then {yk} is bounded.

Proof. To prove this result, it is sufficient to show that we are implicitly generating a
sequence satisfying the assumptions of Theorem 6.2.1, where (6.1) is replaced by the convex
program

minimize f(x) (6.16a)
subject to g(x)  0 (6.16b)

x⇤
i xj  0 (i, j) 2 F (6.16c)

x � 0, (6.16d)

where F = {(l, k) 2 C : x⇤
l > 0}[{(k, l) : (l, k) 2 C, x⇤

k > 0}. By the strict complementarity
assumption, we deduce that if (i, j) 2 C then either (i, j) 2 F or (j, i) 2 F; i.e., there is
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a one-to-one correspondence between constraints in (6.15) and (6.16). Therefore if x̃⇤
2

{x : kx̃⇤
� x⇤

k1 
1
2 min(i,j)2F x⇤

i } is feasible for (6.15), then x̃⇤ is feasible for (6.16). We

deduce that any minimizer for (6.16) is a local minimizer for (6.15). Now, |xk
i x

k
j�x⇤

i x
k
j |

µk =

|xk
i �x⇤

i |
xk
j

µk  |xk
i �x⇤

i |
u
xk
i
! 0 for all (i, j) 2 F. Hence, the sequence (xk, yk, sk, µk) satisfies

the assumptions of Theorem 6.2.1, where (6.1) is replaced by (6.16).

We now present a nonconvex version of Theorem 6.2.1. For this, we assume that the
limit point x⇤ satisfies a sufficient optimality condition based on the star-convexity concept
described below. This definition is a local version of the one from [166].

Definition 17. Let a function q : Rn
! R, a point x⇤

2 Rn, and a set S ✓ Rn be given.
We say that q is star-convex around x⇤ on S when

q(↵x+ (1� ↵)x⇤)  ↵q(x) + (1� ↵)q(x⇤) for all ↵ 2 [0, 1] and x 2 S.

Theorem 6.2.2. Let {(xk, yk, sk, µk)} ⇢ Rn
⇥ Rm

⇥ Rm
⇥ R with µk > 0 and µk

! 0 be
such that

1. xk
! x⇤ with a(x⇤)  0 and sk ! �a(x⇤),

2. yk � 0 and sk � 0,

3. for some c � 0, (yk)Tsk  µkc,

4. for some 0 < `  u, µk`  ai(xk) + ski  µku for all i : ai(x⇤) = 0,

5. for some d � 0, krxL(xk, yk)k  dµk(kykk1 + 1),

6. x⇤ is a KKT point with Lagrange multiplier y⇤,

7. There exist ✓ � 0 and a neighborhood B of x⇤ such that L̂k(x) := L(x, yk)+✓a(x)TY ka(x)
for all k and L̂⇤(x) := L(x, y⇤)+✓a(x)TY ⇤a(x) are star-convex around x⇤ on B, where
Y k = diag(yk) and Y ⇤ = diag(y⇤).

Then, {yk} is bounded.

Proof. From the definition of star-convexity of L̂k, taking limit in ↵, we have

f(x⇤) + ✓a(x⇤)TY ka(x⇤) � L̂k(x
⇤) � L̂k(x

k) +rxL̂k(x
k)T(x⇤

� xk) =

L(xk, yk) +rxL(x
k, yk)T(x⇤

� xk) + ✓a(xk)TY ka(xk) +
mX

i=1

2✓yki ai(x
k)rai(x

k)T(x⇤
� xk).

Therefore,

f(x⇤)� f(xk) � �✓a(x⇤)TY ka(x⇤) + ✓a(xk)TY ka(xk) + a(xk)Tyk

+rxL(x
k, yk)T(x⇤

� xk) +
mX

i=1

2✓yki ai(x
k)rai(x

k)T(x⇤
� xk). (6.17)

We proceed to bound the right-hand side of (6.17). Note that �✓a(x⇤)TY ka(x⇤) =

�
P

i:ai(x⇤)<0 ✓y
k
i ai(x

⇤)2 � �
P

i:ai(x⇤)<0
ai(x

⇤)2

ski
✓cµk

�
P

i:ai(x⇤)<0 2ai(x
⇤)c✓µk, while ✓a(xk)TY ka(xk) �

0.
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As in the proof of Theorem 6.2.1, we have that (6.12) holds; that is,

a(xk)Tyk � `µk
kykk1 �

X

i:ai(x⇤)<0

(2c+ `yki )µ
k
� cµk.

Clearly, rxL(xk, yk)T(x⇤
� xk) � �dµk

kykk1kx⇤
� xk

k � dµk when kx⇤
� xk

k  1. To
bound the last term in (6.17), note that for i : ai(x⇤) < 0, �|yki ai(xk)| � ai(x

k)
ski

cµk
� �2cµk,

and for i : ai(x⇤) = 0, we have �|ai(xk)yki | � �uµ
kyki if ai(xk) � 0 and �|ai(xk)yki | �

`µkyki � cµk if ai(xk) < 0. Therefore,

mX

i=1

2✓yki ai(x
k)rai(x

k)T(x⇤
� xk) �

�2✓
mX

i=1

|ai(x
k)yki |krai(x

k)kkxk
� x⇤

k �

X

i:ai(x⇤)<0

�4✓cµk
krai(x

k)k+

X

i:ai(x⇤)=0

2✓min{�uµkyki , `µ
kyki � cµk

}krai(x
k)kkxk

� x⇤
k. (6.18)

Note that min{�uµkyki , `µ
kyki �cµ

k
} is equal to �uµkyki if yki � c

`+u , while it is bounded
by a constant times µk otherwise. Hence, substituting all bounds obtained back into (6.17),
we get for some constant C � 0 the following:

f(x⇤)� f(xk) � �Cµk + `µk
kykk1 � dµk

kykk1kx
⇤
� xk

k+
X

i:yk
i �

c
`+u

�uµkyki krai(x
k)kkx⇤

� xk
k.

Thus, we can take k large enough such that f(x⇤)� f(xk) � �Cµk + `
2µ

k
kykk1.

Since rL̂⇤(x⇤) = 0 and L̂⇤ is star-convex, we have L̂⇤(xk) � L̂⇤(x⇤) = f(x⇤), giving

�Cµk +
`

2
µk
kykk1  a(xk)Ty⇤ + ✓a(xk)TY ⇤a(xk) =

X

i:ai(x⇤)=0

(ai(x
k) + ✓ai(x

k)2)y⇤i . (6.19)

For i : ai(x⇤) = 0, we have for k large enough that ai(xk)+ ✓ai(xk)2  2ai(xk) if ai(xk) � 0
and ai(xk) + ✓ai(xk)2  1

2ai(x
k) if ai(xk)  0, where ai(xk)  uµk

� ski  uµk. It follows
that the right-hand side of (6.19) is bounded by a constant times µk. Therefore, dividing
by µk shows that {yk} is bounded.

Remark 6.2.1: Given the bound |ai(xk)yki |  max{uµkyki , cµ
k
� `µkyki } obtained in

(6.18) for i : ai(x⇤) = 0, assumptions 1-5 in Theorem 6.2.2 together with the assumption
µk
kykk1 ! 0 imply assumption 6 under weak constraint qualifications [16, 15, 17, 18]. Also,

assumption 6 and the star-convexity of L̂⇤ in assumption 7 imply that x⇤ is a local solution.
|

Remark 6.2.2: Although we have decided by a clearer presentation, one could get the
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result under a weaker assumption than Assumption 7 of Theorem 6.2.2. In particular,
consider the function L̂k(x) := L(x, yk) +

Pm
i=1 ✓

k
i ai(x)

2. Suppose that ✓ki  Cµk for some
C � 0 when ai(x⇤) < 0, and one of the following two conditions hold for all i such that
ai(x⇤) = 0,

1. ✓ki  ✓(yki + kykk1I[ai ⌘ �aj for some j 6= i]), where I[·] is the indicator function, or

2. ✓ki  ✓kykk1, under a strict complementarity assumption, namely, that {yki } is bounded
away from zero,

with some ✓ > 0. Note that by taking ✓ki := ✓yki with condition one we subsume Theo-
rem 6.2.2. Condition one is useful when an equality constraint ai(x) = 0 is represented as
two inequalities ai(x)  0 and aj(x) := �ai(x)  0. In that case, we may select ✓ki and
✓kj considerably larger, namely, proportional to the sum of all dual variables (instead of
only the one correspondent to constraint i and j, respectively). The second condition says
that we may consider this larger ✓ki for all constraints (proportional to the sum of all dual
variables), as long as we have strict complementarity.

The main modification in the proof of Theorem 6.2.2 would be on the bound of |✓ki ai(xk)|
in (6.18). For the first condition, with equality constraints split as two inequalities, the
bound �|ai(xk)yki | � �uµ

kyki holds regardless of the sign of ai(xk). For the second condition
one gets �|✓ki ai(xk)| � ✓ki min{�uµk, `µk

� ski }, and the strict complementarity assumption
would give �ski � �µk u

yk
i

with u
yk
i

bounded. The result would now follow as in the proof of
Theorem 6.2.2. |

Note that functions L̂k, in which we require star-convexity, are closely related to the
sharp Lagrangian function [180], where we replace the `2-norm of a(x) by a weighted `2-
norm squared.

6.2.2 Maximal complementarity
We now focus our attention on obtaining maximal complementarity of the dual sequence
under a set of algorithmic assumptions more general than the ones described in (6.3).

We say that a Lagrange multiplier y⇤ associated with x⇤ is maximally complementary
if it has the maximum number of non-zero components among all Lagrange multipliers as-
sociated with x⇤. Note that a maximally complementary multiplier always exists, because
any convex combination of Lagrange multipliers is also a Lagrange multiplier. If a max-
imally complementary Lagrange multiplier y⇤ has a component y⇤i = 0 with ai(x⇤) = 0,
then the ith component of all Lagrange multipliers associated with x⇤ are equal to zero.
An interesting property of an algorithm that finds a maximally complementary Lagrange
multiplier y⇤ is that if a strictly complementary Lagrange multiplier exists, then y⇤ satisfies
strict complementarity.

There are benefits of algorithms with iterates that converge, in a subsequence, to a
point satisfying strict complementarity. In particular, strict complementarity implies the
critical cone is a subspace. One can therefore efficiently check if the second-order suffi-
cient conditions hold by checking if the matrix r2

xL(x
⇤, y⇤) projected onto this subspace

is positive definite. This allows us to confirm strict local optimality. Furthermore, when
iterates converge to a point satisfying second-order sufficient conditions, strict complemen-
tarity and Mangasarian-Fromovitz, then the assumptions of Vicente and Wright [200] hold.
Therefore the IPM they studied has superlinear convergence. Our work complements theirs
because they could guarantee the premise of their theorems on nonconvex problems unless
the optimal dual multipliers were unique, in which case standard results prove superlinear
convergence [76].
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In the next theorem, we show that if the constraint violation is reduced quickly enough
relative to complementarity, then the dual sequence will be maximally complementary. To
prove this result we assume either the problem is convex, or that the following “extended”
Lagrangian function is locally star-convex

L̃(x, y) := L(x, y) + ✓
X

i:ai(x⇤)=0

(rai(x
⇤)T(x� x⇤))2, (6.20)

and that kxk
� x⇤

k  C
p
µk for some constant C > 0.

Similar results to Theorem 6.2.3 are well known when the functions are convex [102],
and therefore our main contribution is when the functions f and ai for i = 1, . . . ,m are not
convex.

Theorem 6.2.3. Let {(xk, yk, sk, µk)} ⇢ Rn
⇥ Rm

⇥ Rm
⇥ R with µk > 0 and µk

! 0 be
such that:

1. xk
! x⇤ with a(x⇤)  0 and sk ! s⇤ := �a(x⇤),

2. yk � 0 and sk � 0 with yk ! y⇤ (y⇤ is necessarily a Lagrange multiplier associated
with x⇤),

3. for some 0 < b  c, µkb  yki s
k
i for all i : ai(x⇤) = 0 and (yk)Tsk  µkc,

4. for some u � 0, |ai(xk) + ski |  µku for all i : ai(x⇤) = 0,

5. for some d � 0, krxL(xk, yk)k  dµk(kykk1 + 1),

6. the functions f and ai for i = 1, . . . ,m are convex functions, or

• there is a neighborhood S of x⇤ and W of y⇤ such that for all y 2W , the function
L̃(x, y) is star-convex around x⇤ on S, and

• there is a constant C � 0 such that kxk
� x⇤

k  C
p
µk.

Then, y⇤ is maximally complementary, i.e., y⇤i > 0 whenever there exists some Lagrange
multiplier ỹ associated with x⇤ with ỹi > 0.

Proof. First, observe that for any Lagrange multiplier ỹ associated with x⇤ we have

X

i:ai(x⇤)=0

ỹi
yki


X

i:ai(x⇤)=0

1

µkb
ski ỹi

=
X

i:ai(x⇤)=0

1

µkb

�
ski (ỹi � yki ) + ski y

k
i

�

=
X

i:ai(x⇤)=0

1

µkb

�
(�ai(x

k))(ỹi � yki ) + (ai(x
k) + ski )(ỹi � yki ) + ski y

k
i

�



X

i:ai(x⇤)=0

ai(xk)(yki � ỹi)

µkb
+

u

b
kyk � ỹk1 +

c

b
. (6.21)

If we can show that ai(xk)(yki � ỹi) is bounded by a constant times µk, then the boundedness
of the expression in (6.21) would imply that yki can only converge to zero when ỹi = 0 for
all Lagrange multipliers, which gives the result. The remainder of the proof is dedicated to
showing this and separately considers the two cases given in assumption 6.
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First, we consider the case where f and ai for i = 1, . . . ,m are convex functions. Since
rxL(x⇤, ỹ) = 0, we have L(xk, ỹ) � L(x⇤, ỹ), and thus,

(a(xk)� a(x⇤))T(yk � ỹ) =
�
L(x⇤, ỹ)� L(x⇤, yk)

�
+
�
L(xk, yk)� L(xk, ỹ)

�

 L(xk, yk)� L(x⇤, yk)

 rxL(x
k, yk)T(xk

� x⇤), (6.22)

where the last inequality uses the convexity of L(x, yk) with respect to x. Since

(a(xk)� a(x⇤))T(yk � ỹ) =
X

i:ai(x⇤)=0

ai(x
k)(yki � ỹi) +

X

i:ai(x⇤)<0

(ai(x
k)� ai(x

⇤))yki

and ai(x⇤)yki  0, we have
X

i:ai(x⇤)=0

ai(x
k)(yki � ỹi)  rxL(x

k, yk)T(xk
� x⇤)�

X

i:ai(x⇤)<0

ai(x
k)yki .

It remains to bound the right-hand side of the previous expression. For i : ai(x⇤) < 0 we
have �ai(xk)yki 

�ai(x
k)

ski
µkc  2µkc. Also, krxL(xk, yk)k  dµk(kykk1+1)  dµk(ky⇤k1+

2). This concludes the proof in the convex case.
On the other hand, let us assume the remaining conditions in assumption 6. We note

first that we can take the Lagrange multiplier ỹ sufficiently close to y⇤ without loss of
generality because for any Lagrange multiplier ŷ associated with x⇤ we can take ỹ of the
form ỹ := ⌘ŷ + (1 � ⌘)y⇤, ⌘ 2 (0, 1), with the property that if ŷi > 0 then ỹi > 0. Now,
similarly to (6.22), from the star-convexity of L̃(x, ỹ) and L̃(x, yk) we have

(a(xk)� a(x⇤))T(yk � ỹ) =
⇣
L̃(x⇤, ỹ)� L̃(x⇤, yk)

⌘
+
⇣
L̃(xk, yk)� L̃(xk, ỹ)

⌘

 L̃(xk, yk)� L̃(x⇤, yk)

 rxL̃(x
k, yk)T(xk

� x⇤). (6.23)

Hence,
X

i:ai(x⇤)=0

ai(x
k)(yki � ỹi)  rxL̃(x

k, yk)T(xk
� x⇤)�

X

i:ai(x⇤)<0

ai(x
k)yki .

It remains to bound the right-hand side of the previous expression by a constant times µk.
Note that �ai(xk)yki  2µkc for i : ai(x⇤) < 0 and

krxL̃(x
k, yk)k  dµk(kykk1 + 1) + 2✓

X

i:ai(x⇤)=0

krai(x
⇤)k2kxk

� x⇤
k.

The result now follows from the bound kxk
� x⇤

k  C
p
µk.

The next lemma shows that one can guarantee the upper bound on {kxk
�x⇤
k} given in

assumption 6 of Theorem 6.2.3 by assuming the standard second-order sufficient condition.

Lemma 40 (Hager and Mico-Umutesi [107]). Let f and a be twice differentiable at a local
minimizer x⇤ with a Lagrange multiplier y⇤ 2 Rm satisfying the sufficient second-order
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optimality condition:

dTr2
xxL(x

⇤, y⇤)d � �kdk2, for all d such that (6.24)
rf(x⇤)Td  0,rai(x

⇤)Td  0, i : ai(x
⇤) = 0,

for some � > 0. Then, there is a neighborhood B of (x⇤, y⇤,�a(x⇤)) such that if (x, v, s) 2 B

with v � 0, vi = 0 for i : ai(x⇤) < 0 and s � 0, we have

kx� x⇤
k  C

q
max{krxL(x, v)k, k[a(x) + s]i:ai(x⇤)=0k, vTs}

for some C � 0.

Proof. The result follows from [107, Theorem 4.2] because the sufficient optimality condition
is equivalently stated at constraints a(x)  0 or at the slack variable formulation a(x)+ s =
0, s � 0. Inactive constraints are removed from the problem and equivalence of norms is
employed.

Another useful result is the following.

Lemma 41 (Debreu [70]). Let H 2 Rn⇥n be a symmetric matrix and A 2 Rm⇥n. If
dTHd > 0 for all d 2 Rn such that Ad = 0, then there exists ✓ � 0 such that H+✓ATA � 0.

Now we can replace our nonconvex assumptions in Theorem 6.2.3 by the second-order
sufficiency condition as follows.

Theorem 6.2.4. Let {(xk, yk, sk, µk)} ⇢ Rn
⇥ Rm

⇥ Rm
⇥ R with µk > 0 and µk

! 0 be
such that:

1. xk
! x⇤ with a(x⇤)  0 and sk ! s⇤ := �a(x⇤),

2. yk � 0 and sk � 0 with yk ! y⇤ (y⇤ is necessarily a Lagrange multiplier associated
with x⇤),

3. for some 0 < b  c, µkb  yki s
k
i for all i : ai(x⇤) = 0 and (yk)Tsk  µkc,

4. for some u � 0, |ai(xk) + ski |  µku for all i : ai(x⇤) = 0,

5. for some d � 0, krxL(xk, yk)k  dµk(kykk1 + 1),

6. f and a are twice continuously differentiable and (x⇤, y⇤) satisfies the sufficient second-
order optimality condition (6.24).

Then, y⇤ is maximally complementary, i.e., y⇤i > 0 whenever there exists some Lagrange
multiplier ỹ associated with x⇤ with ỹi > 0.

Proof. Since the sufficient second-order optimality condition holds at (x⇤, y⇤) by Lemma 41,
there exists ✓ � 0 such that

r
2
x,xL̃(x

⇤, y⇤) = r2
x,xL(x

⇤, y⇤) + ✓
X

i:ai(x⇤)=0

rai(x
⇤)Trai(x

⇤) � 0.

It follows that there exists some neighborhood B of (x⇤, y⇤) such that L̃(x, y) is convex on
x for all (x, y) 2 B.

Also, for vki := yki if ai(x⇤) = 0 and vki := 0 otherwise, we have

krxL(x
k, vk)k  krxL(x

k, yk)k+ k
X

i:ai(x⇤)<0

ykirai(x
k)k,
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which is bounded by a non-negative constant times µk. By Lemma 40 we have kxk
�x⇤
k 

C
p
µk for some constant C � 0. Hence, the result follows by Theorem 6.2.3.

From the proof of Theorem 6.2.4 we can see the term ✓
P

i:ai(x⇤)=0(rai(x
⇤)T(x � x⇤))2

in (6.20) is important because it guarantees L̃(x, y⇤) is convex if the second-order suffi-
cient conditions hold. Conversely, even if the second-order sufficient conditions hold, the
Lagrangian L(x, y⇤) may not be convex in a neighborhood of this point. For example, con-
sider the problem min�x2 s.t. x � 0, x  0 at the point x = 0; the second-order sufficient
conditions are satisfied, but the Lagrangian is not convex in x. However, as we show in The-
orem 6.2.4, the second-order sufficient conditions imply the nonconvex case of assumption 6
of Theorem 6.2.3.

Now that Theorem 6.2.3 and 6.2.4 are proved, we discuss possible extensions. When there
are additional constraints ãi(x)  0, i = 1, . . . , m̃ that are known to have a strict interior (for
instance, if they represent simple bounds on the variables), a common implementation choice
is to maintain feasibility for these constraints at each iteration, instead of considering the
slow reduction of feasibility suggested by (6.3c). Note that assumption 4 of Theorem 6.2.3
is weaker than (6.3c) and includes the possibility of keeping ãi(xk)+ski = 0, i = 1, . . . , m̃, at
each iteration. With respect to the results of Theorems 6.2.1 and 6.2.2, one may weaken their
assumption 4 in order to consider the case ãi(xk) + ski = 0, i = 1, . . . , m̃, by strengthening
the corresponding assumption 5 by replacing the term kykk1 on the bound of krxL(xk, yk)k
(which includes all dual multipliers) by the possibly smaller sum of the multipliers associated
only with the original constraints ai(x)  0.

6.3 When things may fail

We now limit our results to the convex case, where we explore the possibility of (6.3c) not
being satisfied (i.e., the constraint violation is not reduced at the same rate as complemen-
tarity).

In the following theorem, we show that controlling the constraint violation rate is es-
sential for the boundedness of the dual sequence. In fact, we show that if the constraint
violation reduces faster than the barrier parameter µk, the dual sequence is unbounded
whenever the constraints are convex and the set of Lagrange multipliers is unbounded. We
note that a similar result was already known when the functions f and a are linear [153,
Theorem 4].

Theorem 6.3.1. Assume that a is convex and the feasible region has empty interior. Let
{(xk, yk, sk, µk)} ⇢ Rn

⇥ Rm
⇥ Rm

⇥ R with µk > 0 for all k and µk
! 0 be such that:

1. xk
! x⇤ with a(x⇤)  0 and sk ! �a(x⇤),

2. yk � 0 and sk � 0,

3. for some b > 0, µkb  yki s
k
i for all i : ai(x⇤) = 0,

4. ai(x
k)+ski
µk ! 0 for all i : ai(x⇤) = 0.

Then {yk} is unbounded.

Proof. Note that there is no d 2 Rn, d 6= 0 with rai(x⇤)Td < 0 for all i : ai(x⇤) = 0,
otherwise, x⇤ + td would be interior for t > 0 sufficiently small. By Farkas’s Lemma, there
is some ŷ 2 Rm with ŷ � 0, ŷ 6= 0, a(x⇤)Tŷ = 0 and

Pm
i=1 ŷirai(x

⇤) = 0. For all i, we have



CHAPTER 6. ON THE BEHAVIOR OF LAGRANGE MULTIPLIERS 148

ai(xk) � ai(x⇤) +rai(x⇤)T(xk
� x⇤) and hence a(xk)Tŷ � a(x⇤)Tŷ +

Pm
i=1 ŷirai(x

⇤)T(xk
�

x⇤) = 0. Thus,
ŷT(a(xk) + sk) = ŷTa(xk) + ŷTsk � ŷTsk.

Take i such that ŷi > 0 and we have

0 < µkbŷi  yki s
k
i ŷi  yki ŷ

Tsk  yki ŷ
T(a(xk) + sk).

Then, ŷT(a(xk) + sk) > 0 and yki � bŷi
µk

ŷT(a(xk)+sk) ! +1.

The next theorem shows that the dual sequence can have a poor quality in terms of
maximal complementarity if constraint violation is not reduced fast enough. We prove that
in this instance the dual sequence limits to a point with minimal complementarity.
Theorem 6.3.2. Let f and ai for i = 1, . . . ,m be convex functions and {(xk, yk, sk, µk)} ⇢
Rn
⇥ Rm

⇥ Rm
⇥ R with µk > 0 and µk

! 0 be such that:
1. xk

! x⇤ with a(x⇤)  0 and sk ! s⇤ := �a(x⇤),

2. yk � 0 and sk � 0 with yk ! y⇤ (y⇤ is necessarily a Lagrange multiplier associated
with x⇤),

3. for some c � 0, (yk)Tsk  µkc,

4. 0  ai(xk) + ski for all i : ai(x⇤) = 0,

5. for some d � 0, krxL(xk, yk)k  dµk(kykk1 + 1).
Let ỹ 2 Rm be some Lagrange multiplier associated with x⇤ such that for all i : ai(x⇤) = 0,

• ai(x
k)+ski
µk ! +1 when ỹi = 0, and

• ai(xk) + ski  uµk or yki � ỹi when ỹi > 0,
for some u � 0. Then, y⇤i = 0 whenever ỹi = 0. In particular, if ỹ is minimally comple-
mentary, that is, it has a minimal number of non-zero elements, then y⇤ is also minimally
complementary.
Proof. Let ỹ be a Lagrange multiplier associated with x⇤. We have

X

i:ai(x⇤)=0

1

µk
(ai(x

k) + ski )(y
k
i � ỹi) =

1

µk

X

i:ai(x⇤)=0

ski y
k
i + ai(x

k)(yki � ỹi)� ski ỹi.

Since ski ỹi � 0, (sk)Tyk  µkc and, from the proof of Theorem 6.2.3, ai(xk)(yki � ỹi)  Cµk

for some C � 0, we have

X

i:ai(x⇤)=0

ai(xk) + ski
µk

(yki � ỹi)  c+ C,

and the result follows.

If assumption 4 in Theorem 6.3.2 is replaced by a similar one with a strict inequality,
and assumption 5 is replaced by rL(xk, yk)T(xk

� x⇤)  dµk for some d � 0, then we can
drop the assumption that {yk} is convergent. It will then follow that {yk} is bounded, and
any limit point y⇤ will have the property stated in the theorem.

In the next section we investigate the numerical behavior of the dual sequences generated
by IPOPT on the NETLIB collection.
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6.4 Numerical experiments

In this section, we contrast a well-behaved IPM, the one-phase IPM [111] that satisfies
(6.3), with IPOPT, an IPM that tends to moves the primal feasibility faster than (6.3)
would suggest. Empirically, we demonstrate on both linear and nonlinear programs that
IPOPT has issues with the dual multiplier norms exploding, but the one-phase IPM does
not. This demonstrates that our theory has practical implications for the design of IPMs.

Many IPM codes, such as IPOPT, keep siyi

µ bounded below and require an inequality
similar to

krxL(x, y)k+ ka(x) + sk+max
i

siyi  µ(1 + kyk)

to hold before µ is decreased [167, Algorithm 19.1]. Hence assumptions 3–5 of Theorem 6.2.4
hold, and it follows that the IPM iterates are likely to converge to a maximal complemen-
tarity solution.

Our tests do not include IPMs that risk not tending to a minimal complementarity solu-
tion, i.e., reduce the constraint violation slower than perturbed complementarity. However,
such IPMs certainly could be artificially created. This phenomenon might also occur natu-
rally, for example, in dual regularized IPMs [7] or `2-penalty IPMs [61] if the algorithm is
not well-designed.

The code for replicating our results can be found at https://github.com/ohinder/

Lagrange-multipliers-behavior.jl. We test on the NETLIB test set of real linear pro-
grams in Section 6.4.1 and then on three toy nonconvex programs in Section 6.4.2.

6.4.1 Linear programs
The focus of this section is showing that on the NETLIB test set – of real linear programming
problems – IPMs such as IPOPT, that aggressively reduce the primal feasibility, will have
unnecessarily large dual iterates. As we discussed in the introduction, the convergence
analysis of IPOPT and many other nonlinear optimization solvers [45, 202] assumes that
the set of dual multipliers at the convergence point is bounded to guarantee that the dual
multipliers do not diverge. One natural question is whether these assumptions are valid on
a test set like NETLIB. As documented in Table 6.4 in the appendix, we find that 64 of
the 95 linear programs we tested lack a strict relative interior, and therefore Mangasarian-
Fromovitz constraint qualification fails to hold. See the Appendix for more details on the
experiments.

The next natural question is to check if the violation of these assumptions translates
into undesirable behavior on these test problems. Consider Figure 6.2 where we plot the
performance of IPOPT on the problem ADLITTLE from the NETLIB collection. As our
theory predicts when the primal feasibility is reduced faster than complementarity, the dual
variables increase substantially. When IPOPT’s default perturbation strategy is used, while
the final dual variable value is only 3⇥ 103, the maximum dual variable value still spikes to
4⇥ 107 on iteration 22. This contrasts with the one-phase IPM [111] that smoothly reduces
the constraint violation, dual feasibility, and complementarity; consequently, the maximum
dual variable follows a smooth trajectory.

Next, we show that this phenomenon occurs across the whole NETLIB test set. We run
these IPMs on the NETLIB problems with less than 10, 000 non-zero entries and record
the maximum dual variable value (across all the IPMs iterates). All solvers successfully
terminate, within the maximum number of iterations of 300, on 56 of the 68 problems.
See the Appendix for further details. Figure 6.3 plots an empirical cumulative distribution
over the maximum dual variable for each solver. In particular, for each solver, it plots the
function g : [0, 1] ! R where g(✓) is the maximum dual variable value of the problem,

https://github.com/ohinder/Lagrange-multipliers-behavior.jl
https://github.com/ohinder/Lagrange-multipliers-behavior.jl
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Figure 6.2: Comparison of the iterates of different IPMs on the NETLIB problem ADLIT-
TLE.

for which, exactly a ✓ proportion of the problems have a smaller or equal maximum dual
variable value. The plot illustrates that the maximum dual variable of IPOPT in the last
few iterations (either with or without the default perturbation) is unnecessarily large for
most problems that lack a strict relative interior.

Figure 6.3: Comparison of the maximum dual variable value over the last 20% of iterations
for different IPMs on the NETLIB collection.

6.4.2 Nonconvex programs
This section focuses on nonconvex programs. We test IPOPT and the one-phase IPM on
three toy examples. The results for these examples are given in Table 6.1, and we believe
validate the utility of our theory. Additional figures displaying the algorithm trajectories are
given in Appendix 6.A.3. The first two problems were chosen to satisfy the assumptions of
our theory. The final problem gives an example, derived from issues encountered in drinking
water network optimization, where dual multipliers exploding is a practical issue.
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x1

x2

(1,0)

Figure 6.4: Picture of the circle intersection problem given in (6.25)

Intersection of two circles. This problem is written as

minimize � (x1 � 1)2 + x2
2 (6.25a)

subject to x2
1 + x2

2  1 (6.25b)
(x1 � 2)2 + x2

2  1. (6.25c)

The constraints require the solution to lie in the intersection of two circles, and the objective
is a nonconvex quadratic. At the optimal solution (and only feasible solution) given by
x1 = 1, x2 = 0, the Mangasarian-Fromovitz constraint qualification (MFCQ) does not hold.
However, the point is a KKT point. Furthermore, the set of dual multipliers corresponding
to this KKT point, contains both the point (1, 1) which satisfies strict complementarity and
the point (0, 0) which does not satisfy strict complementarity.

As we show next, this problem satisfies the assumptions of Theorem 6.2.2 and Theo-
rem 6.2.4 at the point x1 = 1, x2 = 0. A picture of this problem is given in Figure 6.4.
Next, we verify that the assumptions of Theorem 6.2.2 are met. Recall x⇤ = (1, 0). Observe,
the Lagrangian, its gradient and its Hessian are

L(x, y) = �(x1 � 1)2 + y1(x
2
1 + x2

2 � 1) + y2((x1 � 2)2 + x2
2 � 1)

@L(x, y)

@x1
= �2(x1 � 1) + 2y1x1 + 2y2(x1 � 2)

@L(x, y)

@x2
= 2(y1 + y2)x2

r
2
xxL(x, y) = 2

✓
y1 + y2 � 1 0

0 y1 + y2 + 1

◆
.

From this we observe assumption 6 holds with y⇤ = (1, 1) and rxL(x⇤, y⇤) = 0. Fur-
thermore, from r2

xxL(x, y) we deduce L(x, y) is convex in x if y1 + y2 � 1. This verifies
assumption 7 of Theorem 6.2.2 with ✓ = 0. The remaining assumptions of Theorem 6.2.2
are naturally satisfied by the one-phase IPM.

Next, we verify the assumptions of Theorem 6.2.4. Since yk is bounded, there exists
a convergent subsequence with limit y⇤, where y⇤ satisfies rxL(x⇤, y⇤) = 0. Furthermore,
dTr2

xxL(x
⇤, y⇤)d � �kdk22 on the null space of the Jacobian of the constraints (d1 = 0).
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Linear program with complementarity constraints. This problem is written as

minimize 3x1 � 2x2 (6.26a)
subject to x1 + 3x2  2 (6.26b)

x1x2  0 (6.26c)
x1, x2 � 0. (6.26d)

At the unique local optima given by x1 = 2 and x2 = 0, MFCQ does not hold. However, the
point is a KKT point. It is straightforward to see that this problem satisfies the assumptions
of Corollary 3 and Theorem 6.2.4. The fact that Corollary 3 holds is immediate because
linear functions are convex. Theorem 6.2.4 requires verifying the second-order sufficient
conditions hold. They do because the null space of the Jacobian of the constraints evaluated
at the solution x1 = 2, x2 = 0 only contains zero.

Therefore, our theory proves that for the one-phase IPM the dual multipliers remain
bounded and strict complementarity holds for both the ‘intersection of two circles’ and
‘linear program with complementarity constraints’ problems. Table 6.1 demonstrates this
behavior is seen in practice. Table 6.1 also shows IPOPT has issues with the dual multiplier
values exploding on these problems. Both solvers maintain strict complementarity for these
problems.

Drinking water network optimization. The final example is a toy drinking water
network optimization problem (see [44] for the formulation of real drinking water network
optimization problems as nonlinear programs). The aim is to choose the minimum inlet
pressure to ensure that minimum node pressures and demand for water are met. We stum-
bled across this example when experimenting with our one-phase IPM [111] on real drinking
water networks. A diagram representing the water network is given in Figure 6.5.

minimize h1 (6.27a)
subject to x1,2 + x1,3 = 2 (6.27b)

x1,2 + x2,3 = 1 (6.27c)
x1,3 = 1 (6.27d)
x1.8
1,2 = h1 � h2 (6.27e)

x1.8
1,3 = h1 � h3 (6.27f)

x1.8
2,3 = h2 � h3 (6.27g)

h1, h2, h3, x1,2, x1,3, x2,3 � 0 (6.27h)

Equation (6.27b) states that 2 units of water are available at node 1. Equation (6.27c) and
(6.27d) states that 1 unit of water is demanded at both node 2 and node 3. Finally, (6.27e),
(6.27f), (6.27g) represent the pressure loss in pipes due to friction. Our objective minimizing
the inlet pressure is equivalent to minimizing the shafting speed of a variable speed pump
at node 1.

The optimal solution (and unique local minimizer) occurs at x1,2 = 1, x1,3 = 1, x2,3 =
0, h1 = 0.29, h2 = 0, h3 = 0. At this point, MFCQ fails but nonetheless the solution is a
KKT point. We included this problem because it corresponds to a ‘physically meaningful’
problem where MFCQ fails to hold at the optimal solution1. Table 6.1 shows that the one-
phase IPM keeps the dual variables bounded but fails to maintain strict complementarity

1A popular misconception is that when the constraints of a optimization problem are defined by ‘physics’,
MFCQ always holds. This is a nice counter-example.
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for this problem. On the other hand, IPOPT seems to have issues with both the dual
multipliers exploding and strict complementarity failing.

1

3

2

Demand = 1 unit

Demand = 1 unit

Supply = 2 
units

h3

h2

h1

x1,2

x1,3

x2,3

Figure 6.5: Picture of the drinking water network optimization problem given in (6.27).
Flows across the edges are given by the x variables and pressures at nodes by the h variables.

Table 6.1 A selection of nonlinear programming problems for testing dual multiplier behav-
ior. Suppose the algorithm is generating a sequence of primal iterates xk, slack iterates sk,
and dual iterates yk. ‘Max dual’ refers to the value kykk1 over the last 20% of iterations.
‘Strict complementarity’ refers to the minimum value of mini yki + ski over the last 20% of
iterations. A * indicates on these problems the ‘dual multiplier calculator in IPOPT failed
and therefore the algorithm terminated unsuccessfully. See Section 6.A.3 for plots of IPM
trajectories for these problems.

Intersection of two circles
solvers iterations max dual strict complementarity

One Phase 6 1.2 1.2
Ipopt w/o perturb 26 6.6⇥ 109 4.0⇥ 108

Ipopt w. perturb 19 7.3⇥ 106 9.1

Linear program with complementarity constraints
solvers iterations max dual strict complementarity

One Phase 8 1.2⇥ 101 8.5⇥ 10�1

Ipopt w/o perturb 28 5.8⇥ 109 2.0
Ipopt w. perturb 25 3.6⇥ 105 2.0

Drinking water network optimization
solvers iterations max dual strict complementarity

One Phase 9 1.7 2.9⇥ 10�1

Ipopt w/o perturb 6* 1.2⇥ 104 1.1⇥ 10�7

Ipopt w. perturb 44* 1.9⇥ 103 1.2⇥ 10�6

6.5 Final remarks

We demonstrated that carefully controlling both primal feasibility and the barrier parameter
are important when designing IPMs to ensure the dual multipliers are well-behaved. In the
linear programming community, there was awareness of this issue [153], and thus, many
implemented IPMs move primal feasibility and complementarity at the same rate [10, 150].
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However, in the general nonlinear programming community, there is a lack of awareness of
this issue. Consequently, there are few papers (e.g., Hinder and Ye [111]) that consider the
relative rate of reduction of primal feasibility and complementarity.

6.A Experimental details

The code for the experiments can be found at https://github.com/ohinder/Lagrange-multipliers-behavior.

6.A.1 Solvers
One phase solver. For the well-behaved interior point solver, given a problem of the
form

minimize f(x)

subject to c(x) = 0

xL  x  xU ,

we can re-write the constraints as

minimize f(x)

subject to c(x)  0

c(x) � 0

xL  x  xU .

This gives a problem of the form

minimize f(x)

subject to a(x) + s = 0

s � 0

which we can pass to the one-phase solver.
Each of the terms in Figure 6.2 and Table 6.1 are given as follows:

• The infinity norm of the primal residual is given by ka(x) + sk1.

• The infinity norm of the dual residual is measured by krL(x, y)k1.

• The infinity norm of complementarity is given by maxi siyi.

• We measure strict complementarity by mini si + yi.

The optimality termination criterion of the one-phase IPM is set to:

max

⇢
100

max{kyk1, 100}
max{krxL(x, y)k1, kSyk1}, ka(x) + sk1

�
 10�6.

For more details on the one-phase IPM see the paper [111] and code (https://github.com/
ohinder/OnePhase.jl). The linear solver used was the default Julia Cholesky factorization
(SuiteSparse).

https://github.com/ohinder/Lagrange-multipliers-behavior
https://github.com/ohinder/OnePhase.jl
https://github.com/ohinder/OnePhase.jl
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IPOPT. We use IPOPT 3.12.4 with the linear solver MUMPS. Given any generic nonlin-
ear program IPOPT rewrites it in the form (by adding slacks to inequalities, see [203]),

minimize f(x)

subject to c(x) = 0

xL  x  xU .

For practically reasons related to the interface we use [74], we do this reformulation ourselves.
We then measure

• Primal feasibility by kc(x)k1.

• Dual feasibility by: krf(x)+rc(x)T��zL+zUk1 where zL and zU are the dual mul-
tipliers corresponding to the constraint x � l and x  u respectively (same notation
as from [203]).

• Complementarity is given by maxi max{(zL)i(xi � li); (zU )i(xi � ui)}.

• We measure strict complementarity by mini min{(zL)i(xi � li), (zU )i(xi � li)}.

The details of this computation can be found in the file ‘src/shared.jl’ in the function
‘add_solver_results!’.

The options chosen for the solvers are given in Table 6.2. We turn off the acceptable
termination criterion for IPOPT to try to make the termination criterion of the algorithms
as close as possible.

Table 6.2 Solver options. The * indicates this option was only changed for ‘IPOPT w/o
perturb’ for ‘IPOPT w. perturb’ this was kept at its default value of 10�8.

IPOPT
option value

max iter 300
tol 1.0⇥ 10�6

acceptable_tol 1.0⇥ 10�6

acceptable_iter 99999
acceptable_compl_inf_tol 1.0⇥ 10�6

acceptable_constr_viol_tol 1.0⇥ 10�6

acceptable_constr_viol_tol 1.0⇥ 10�6

bound_relax_factor 0.0*
One Phase

option value
max_it 300

tol 10�6

6.A.2 NETLIB LP test details
The linear programs in the NETLIB linear programming collection come in the form min cTx
s.t. Ax = b, l  x  u. Table 6.3 shows which solver failed on which problem.

Table 6.4 shows when there is a feasible solution according to Gurobi when the bound
constraints are tightened by � i.e. find a solution to the system Ax = b and u � � � x �
l+ �. We tried � = 10�4, 10�6, 10�8 and obtained the same results with Gurobi’s feasibility
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tolerance set to 10�9. We found 29 problems with a feasible solution and 64 without a
feasible solution in the NETLIB collection. We used Gurobi version 7.02.

Table 6.3 NETLIB problems where a solver failed

IPOPT w/o perturb PEROLD, FFFFF800, SCAGR25, SHELL,
SHARE1B, AGG3, VTP-BASE (7 total)

IPOPT w. perturb PEROLD, FFFFF800, SCAGR25, SHELL,
SHARE1B, VTP-BASE (6 total)

One Phase PEROLD, PILOT4, AGG2, PILOT-WE,
GROW15, GROW22 (6 total)
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Table 6.4 Problems in NETLIB collection with a strict relative interior
Problem name strict interior Problem name strict interior
25FV47 true PILOT-JA false
80BAU3B false PILOT-WE false
ADLITTLE false PILOT false
AFIRO true PILOT4 false
AGG false PILOTNOV false
AGG2 false QAP12 true
AGG3 false QAP8 true
BANDM false RECIPELP false
BEACONFD false SC105 false
BLEND true SC205 false
BNL1 false SC50A false
BNL2 false SC50B false
BOEING1 false SCAGR25 true
BOEING2 false SCAGR7 true
BORE3D false SCFXM1 false
BRANDY false SCFXM2 false
CAPRI false SCFXM3 false
CYCLE false SCORPION false
CZPROB false SCRS8 false
D2Q06C false SCSD1 true
D6CUBE true SCSD6 true
DEGEN2 false SCSD8 true
DEGEN3 false SCTAP1 true
DFL001 false SCTAP2 true
E226 false SCTAP3 true
ETAMACRO false SEBA false
FFFFF800 false SHARE1B true
FINNIS false SHARE2B true
FIT1D true SHELL false
FIT1P true SHIP04L false
FIT2P true SHIP04S false
FORPLAN false SHIP08L false
GANGES false SHIP08S false
GFRD-PNC false SHIP12L false
GREENBEA false SHIP12S false
GREENBEB false SIERRA false
GROW15 true STAIR false
GROW22 true STANDATA false
GROW7 true STANDGUB false
ISRAEL true STANDMPS false
KB2 true STOCFOR1 true
LOTFI true STOCFOR2 true
MAROS false TRUSS true
MODSZK1 false VTP-BASE false
NESM false WOOD1P false
PEROLD false WOODW false
QAP15 true
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6.A.3 Additional figures for nonconvex problems
This section gives plots of solver trajectories for the nonconvex problems studied in Sec-
tion 6.4.2.
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Figure 6.6: Comparison on the problem of finding the intersection of two circles.

Figure 6.7: Comparison on a linear program with complementarity constraints.

Figure 6.8: Comparison on a toy drinking water network optimization problem.



Chapter 7

Worst-case iteration bounds for

log barrier methods for problems

with nonconvex constraints

Joint work with Yinyu Ye

Abstract Interior point methods (IPMs) such as IPOPT, KNITRO and LOQO that han-
dle nonconvex constraints have had enormous practical success. We consider the setting
where the objective and constraints have Lipschitz first and second derivatives. Unfortu-
nately, previous analyses of log barrier methods with general constraints implicitly prove
guarantees with exponential dependencies on 1/µ, where µ is the barrier penalty parameter.
We provide an IPM that finds a µ-approximate Fritz John point using O(µ�7/4) trust-
region subproblems. For this setup, the results represent both the first iteration bound with
a polynomial dependence on 1/µ for a log barrier method and the best-known guarantee
for finding Fritz John points. We also show that, given convexity and regularity conditions,
our algorithm finds an ✏-optimal solution in at most O

�
✏�2/3

�
trust-region steps.

7.1 Introduction

We are concerned with the problem

minimize
x2Rn

f(x) such that a(x) � 0,

where f : Rn
! R and a : Rn

! Rm have Lipschitz continuous first and second derivatives.
Since finding the global optimum to this problem has an exponential worst-case runtime
[159], we instead seek a Fritz John point [118], a necessary condition for local optimality,
defined as a point (x, y, t) 2 Rn

⇥Rm
⇥R satisfying

t, a(x), y � 0 (7.1a)
yiai(x) = 0 8i 2 {1, . . . ,m} (7.1b)

trf(x)�ra(x)T y = 0, (7.1c)

where y is the dual variables, t is a scalar that is equal to one in the KKT conditions, and
(y, t) 6= 0. When the Mangasarian-Fromovitz constraint qualification [146] holds all Fritz

160
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John points are KKT points. Since it is not possible to find an exact Fritz John point, we
require a notion of an approximate Fritz John point. For our purposes, an approximate
Fritz John point (x, y) 2 Rn

⇥Rm, which for our purposes satisfies

a(x), y > 0 (7.2a)
|yiai(x)� µ|  µ/2 8i 2 {1, . . . ,m} (7.2b)

krxL(x, y)k2  µ
q
kyk1 + 1, (7.2c)

where the Lagrangian is L(x, y) := f(x) � yTa(x), and µ > 0 is a parameter measuring
the accuracy of our approximation with small µ desirable. There are many other possible
definitions for an approximate Fritz John point; we chose this definition because it is the
most natural condition for our interior point method to satisfy.

Our approach is loosely inspired by feasible start interior point methods (IPMs) [124,
149, 154, 178] and trust region algorithms [67, 190]. To guide our trust region method we
use the log barrier,

 µ(x) := f(x)� µ
mX

i=1

log(ai(x)) (7.3)

with some parameter µ > 0, and start from a strictly feasible point. The log barrier penalizes
points too close to the boundary, enabling the use of unconstrained methods to solve a
constrained problem. Typically, if f and each ai were linear we would apply Newton’s
method to the log barrier. However, since we allow ai to be nonlinear, r2 µ could be
singular or indefinite. To avoid this issue, we use a trust region method to generate our
search directions:

dx 2 argmin
u2Br(0)

M
 µ
x (u)

with

M
 µ
x (u) :=

1

2
uT
r

2 µ(x)u+r µ(x)
Tu

Br(v) := {x 2 Rn : kx� vk2  r}.

The function M
 µ
x (u) is a second-order Taylor series local approximation to  µ(x) at the

point x. It predicts how much  µ changes as we move from x to x + u. Our algorithm
changes the radius r to scale inversely proportional to the size of the current dual iterates.

We now give a brief overview of our results, omitting Lipschitz constants, dimension-
dependence, and higher-order terms for cleanliness. Our main results assume that we are
given a feasible starting point, i.e.,

x(0)
2 X := {x 2 Rn : a(x) > 0}.

This assumption is removed in Section 7.7, where we use a two-phase algorithm: phase-one
minimizes the constraint violation to obtain a feasible point, then phase-two minimizes the
objective subject to the constraints. We also assume that ai and f are continuous functions
on Rn with Lipschitz first and second derivatives on the set X .

Our first main result is Theorem 7.5.1, which states that after at most O
�
µ�7/4

�
trust

region subproblem solves we find a µ-approximate Fritz John point, i.e., a point satisfy-
ing (7.2). Our second main result is Theorem 7.6.1 which additionally assumes that the
constraints are concave functions (implying the feasible region is convex) and that certain
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regularity conditions hold to ensure Fritz John points are KKT points. Under these as-
sumptions Theorem 7.6.1 states that after at most O(✏�2/3) trust region subproblem solves
we find an ✏-optimal solution, i.e., a point x with f(x)� infz2X f(z)  ✏.

We proceed as follows. The remainder of the introduction provides notation and overviews
related work. Section 7.2 analyzes gradient descent applied to the log barrier and explains
why previous analyses implicitly prove iteration bounds with exponential dependencies on
1/µ. Section 7.3 introduces our main algorithm, a trust region IPM. Section 7.4 gives a
series of useful lemmas for the analysis. Section 7.5 proves Theorem 7.5.1 and Section 7.6
proves Theorem 7.6.1. Section 7.7 compares the iteration bounds of our IPM with existing
iteration bounds for problems with nonconvex constraints [32, 55, 59].

7.1.1 Notation
Let diag(v) be a diagonal matrix with entries composed of the vector v. Let R denote the
set of real numbers, R+ the set of nonnegative real numbers and R++ the set of strictly
positive real numbers. Let Convex{x, y} = {↵x + (1 � ↵)y : ↵ 2 [0, 1]}. Let �min(·)
denote the most minimum eigenvalue of a matrix. Let  ⇤

µ = infx2X  µ(x). Unless otherwise
specified, log(·) is the natural logarithm. For a function g : R ! R we let g(p)(✓) denote
any function such that g(p)(✓) = @pg(✓)

@✓p .
During this paper we make assumptions on a selection of the derivatives of the functions

f : Rn
! R and a : Rn

! Rm derivatives which are Lipschitz. The definition of a function
being Lipschitz we use is given as follows.

Definition 18. Let Lp 2 (0,1) be a constant and p a nonnegative integer.
A univariate function g : R! R has Lp-Lipschitz pth derivatives on a set S ✓ R if for

all ✓ 2 S function is p+ 1 order differentiable with
��g(p+1)(✓)

��  Lp.
A multivariate function w : Rn

! R has Lp-Lipschitz pth derivatives on a set S ✓ Rn if
for any x 2 S and v 2 B1(0) the univariate function g : R! R defined by g(✓) := w(x+v✓)
is Lp-Lipschitz on the set {✓ : x+ v✓ 2 S}.

We remark that the standard definition of a univariate function g : R ! R hav-
ing Lp-Lipschitz pth derivatives on a set S ✓ R is that for any [✓1, ✓2] ✓ S we have��g(p)(✓1)� g(p)(✓2)

��  Lp

��✓1 � ✓2
��. This is equivalent Definition 18 when g is p + 1 order

differentiable on the set S. We decided to use Definition 18 because it slightly simplifies the
proofs. However, it is possible to prove our results using the standard definition also.

Taylor’s theorem states that given a one-dimensional function g : R ! R with Lp-
Lipschitz pth derivatives on the interval [0, ✓] then for all q 2 {0, . . . , p} one has

�����

p�qX

i=0

✓i
g(q+i)(0)

i!
� g(q)(✓)

����� 
Lp|✓|

1+p�q

(1 + p� q)!
. (7.4)

See [179, Theorem 50.3] for a proof of the remainder version of this theorem with q = 0. To
extend this theorem to q > 0 it suffices to apply the theorem to the function h(✓) := g(q)(✓).

We often refer to the function a : Rn
! Rm as having Lp-Lipschitz pth derivatives. By

this we mean that each component function ai has Lp-Lipschitz pth derivatives. Finally, the
matrix ra(x) is the m⇥ n Jacobian of a(x).

7.1.2 Related work and motivation
The practical performance of IPMs is excellent for linear [150], conic [191], general convex
[11], and nonconvex optimization [46, 198, 203]. Moreover, the theoretical performance of
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IPMs for linear [120, 178, 207, 212, 214] and conic [165] optimization is well studied. The
main theoretical result in this area is that it takes at most O(

p
c log(1/✏)) iterations to find

an ✏-global minimum, where c is the self-concordance parameter (e.g., c = m+ n for linear
programming). Each IPM iteration consist of a Newton step, i.e., one linear system solve,
applied to an unconstrained optimization problem. Unfortunately, this approach only works
for convex cones with tractable self-concordant barriers.

While self-concordance theory is designed for structured convex problems, there is a rich
literature on the minimization of general blackbox unconstrained objectives, particularly if
the objective is convex [159, 160]. Here we briefly review results in nonconvex optimization.
In unconstrained nonconvex optimization, the measure of local optimality is usually whether
krf(x)k2  µ, known as a µ-approximate stationary point. A fundamental result is that
gradient descent needs at most O(µ�2) iterations to find an µ-approximate stationary point
if the function f : Rn

! R has Lipschitz continuous first derivatives. Nesterov and Polyak
[166] showed that cubic regularized Newton has a better iteration guarantee of O(µ�3/2)
for finding µ-approximate stationary points. The same iteration bound can be extended to
trust region methods [69, 210]. These O(µ�2) and O(µ�3/2) iteration bounds match the
blackbox lower bounds for functions with Lipschitz continuous first and second derivatives
respectively [52, 49].

However, there is relatively little theory studying nonconvex optimization with con-
straints. Important contributions in this area include the work of Ye [209], Bian, Chen,
and Ye [29], Haeser, Liu, and Ye [106], who consider an affine scaling technique for general
objectives with linear inequality constraints, i.e., ai are linear. At each iteration they solve
problems of the form

dx 2 argmin
u2Rn:kS�1ra(x)uk2r

M
 µ
x (u) (7.5)

with S = diag(a(x)). In this context, Haeser, Liu, and Ye [106] give an algorithm with
an O(µ�3/2) iteration bound for finding KKT points. This work is pertinent to ours, but
the addition of nonconvex constraints and the use of a trust region method instead of affine
scaling distinguish our work.

Our motivation is to understand the performance of practical interior point methods,
most of which tend to use an approach similar to ours. To see this relationship, observe
that if we are at a feasible solution and set the dual variables to exactly satisfy perturbed
complementarity (y = µS�11) then LOQO [198] and the one-phase IPM [111] (Chapter 8
of this thesis) both generate directions of the form

dx 2 argmin
u2Rn

M
 µ
x (u) + �kuk22 (7.6)

for some � > 0 chosen such that r2 µ(x) + �I � 0. There is a well-known duality between
this modified Newton approach and the trust-region approach. In particular, for any � > 0
there exists some r > 0 such that the direction generated by (7.6) satisfies

dx 2 argmin
u2Br(x)

M
 µ
x (u). (7.7)

The reverse statement holds except in the hard case [167, Chapter 4]. Therefore, our
algorithm can be viewed as an extremely simplified variant of LOQO, the one-phase IPM,
or IPOPT [203]. There are major differences between our approach and practical methods:
we ignore feasibility issues, our method is not primal-dual, we use a trust-region instead
of adding �I to the Hessian, and our algorithm require knowledge of Lipschitz constants.
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However, these differences should be viewed in context of our goal: to develop a simple
algorithm that captures the essence of nonconvex interior point methods.

While there has been theoretical work studying these practically successful log barrier
methods with nonconvex constraints, most of this work tends to show only that the method
eventually converges [45, 61, 66, 98, 111, 202] without giving explicit iteration bounds, or
focuses on superlinear convergence in regions close to local optima [195, 200]. However,
there has been analysis of other methods for optimization with nonconvex constraints using
methods other than IPMs [32, 55, 59]. We compare with these results in Section 7.7.

There is a vast body of literature analyzing the convergence of unconstrained optimiza-
tion methods on self-concordant functions or functions with Lipschitz derivatives. Unfortu-
nately, with general constraints one cannot assume that the log barrier is self-concordant
nor that the derivatives are Lipschitz (even if the derivatives of the constraints are Lips-
chitz). Therefore we develop a new approach. To help the reader understand the crux of
this problem, we begin by analyzing the worst-case performance of gradient descent on the
log barrier.

7.2 A warm-up: gradient descent on the log barrier

This section explains how a naive theoretical analysis, which is often used to analyze IPM
with nonlinear constraints, can give iteration bounds for gradient descent applied to the log
barrier with exponential dependencies on 1/µ. At the end of this section we explain how
to fix the analysis to obtain iteration bounds with polynomial dependencies on 1/µ. Hence
the exponential iteration bounds are a flaw of the analysis—not the algorithm. The goal of
this section is to get the reader into the correct mindset for analyzing the more challenging
trust region IPM that is the focus of this paper.

The log barrier does not have Lipschitz continuous derivatives. However, typical analysis
of interior point methods in the nonlinear programming community is as follows:

A. Observe that if we apply a descent method to the log barrier, all iterates remain in
the set S := {x 2 Rn :  µ(x)   µ(x(0))}, where x(0) is the starting point.

B. Show pth derivatives of  µ are Lp-Lipschitz continuous on the set S. This is usually
done by arguing that if x 2 S then ai(x) � infx mini ai(x) = " > 0. The result
follows from the fact that log(✓) has (1/")-Lipschitz continuous derivatives on the set
{✓ : ✓ � "} and using the assumption that the objective and constraints have Lipschitz
derivatives.

C. Prove that for sufficiently small steps the line segment between the current and new it-
erates remains in S. Apply generic bounds from cubic regularization/gradient descent
to give the iteration bounds.

For examples of this style of analysis, see [45, 61, 66, 111]. Turning this into a polynomial
bound on 1/µ requires showing that the constant Lp is a polynomial function of the desired
tolerance. However, Lp have an exponentially large value in µ because Lp is proportional to
1/" and the lower bound on " can be exponentially small in µ. This can occur even when the
constraints are linear. For example, consider the log barrier arising from the linear program
minx s.t. 0  x  2:

 µ(x) := x� µ (log(x) + log(2� x))

with µ 2 (0, 1). Let us assume x(0) = 1. We show that under these assumptions the
Lipschitz constants for the first and second derivatives are exponentially large in 1/µ on
the set S := {x 2 Rn :  µ(x)   µ(x(0))}. Observe that  µ(x(0)) = 1 and at the point
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Figure 7.1: Why a traditional nonlinear programming analysis of IPMs will not give poly-
nomial time bound in 1/µ. In this example µ = 0.5.

x = exp(�1/µ) 2 S we have r2 µ(x) = µ
⇣

1
x2 + 1

(2�x)2

⌘
� µ exp(2/µ) and r3 µ(x) =

2µ
⇣
�

1
x3 + 1

(2�x)3

⌘
 �µ exp(3/µ). This is illustrated in Figure 7.1.

The methods [45, 61, 66, 111] that employ the (A)-(C) argument use a line search to
choose their step size rather than a fixed step size. Line search methods have many benefits
over constant step size methods, including removing the need to do hyperparameter searches
over Lipschitz constants and converging faster in practice. However, the (A)-(C) argument
where we prove a uniform bound on the Lipschitz constant of r µ is roughly equivalent
to proving an iteration bound on a constant step size algorithm and then arguing that an
adaptive step size algorithm is faster than the constant step size algorithm. While in some
situations this argument gives a good worst-case iteration bound, there exists problem classes
where the worst-case iteration bound of the constant step size method is exponentially worse
than an adaptive method.

Claim 1 gives a simple example of constant step size algorithms having poor theoretical
performance. In particular, the claim shows gradient descent with a fixed step size ↵ 2
(0,1), i.e.,

x(k+1)
 x(k)

� ↵r µ(x
(k)) (7.8)

cannot efficiently minimize a log barrier for all starting points in the set SC := {x 2 R :
 µ(x)   ⇤

µ+C}. Contrast to a function f with L1-Lipschitz gradient where for any starting
point x(0)

2 {x : f(x)  infx f(x)+C} gradient descent with a constant step size 1/L1 uses
at most 2L1C/✏2 iterations until krf(x(k))k2  ✏ [164].

Claim 1. Let  µ(x) := x � µ (log(x) + log(2� x)), µ 2 (0, 1/2] and C 2 [2,1). Fix
↵ 2 (0,1) and suppose the x(k) iterates satisfy (7.8). If x(k) remains in the interval [0, 2]
for the starting point x(0) = exp(�C/(2µ)) 2 SC , then for the starting point x(0) = 1 2 SC

and for all k  (µ/8) exp(C/(2µ)) we have kr µ(x(k))k2 � µ.

The proof appears in Appendix 7.A and involves first arguing that the step size ↵ must
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be tiny; otherwise, if we initialize close to the boundary, i.e., x(0) = exp(�C/(2µ)), the
iterates will leave the feasible region. On the other hand, given the step size ↵ must be
tiny then if we initialize away from the boundary, i.e., x(0) = 1, the algorithm will converge
slowly.

An astute reader might observe that Claim 1 is dependent on allowing a starting point
close to the boundary. However, any constant step size algorithm that circumvents this issue
must show that all of its iterates do not get too close to the boundary. This requires an
innovation on the (A)-(C) argument. Moreover, the fact that the log barrier does not have
Lipschitz continuous derivatives causes the same issues for cubic regularized Newton with
a fixed regularization parameter or trust region methods with a fixed trust region radius.
Implicitly when using the analysis (A)-(C) we are arguing our algorithm cannot do worse
than a constant step size algorithm. Unfortunately, as we have seen in Claim 1, even from
a purely theoretical standpoint, constant step size algorithms can be poor benchmarks.

This is the insight of the polynomial time IPM analysis for linear programming—it
circumvents these issues using the self-concordant properties of �µ log(a(x)) when a is linear
[165]. However, the function �µ log(a(x)) is not self-concordant in general. While we do
not expect to obtain an algorithm with a polynomial dependence on log(1/µ), can we still
obtain an algorithm with polynomial dependence on the desired tolerance 1/µ? We next
show this possible using gradient descent with an adaptive step size routine,

y(k)i  
µ

ai(x(k))
8i 2 {1, . . . ,m} (7.9a)

d(k)x  �r µ(x
(k)) (7.9b)

x(k+1)
 x(k) + ↵(k)d(k)x . (7.9c)

This procedure does not tell us how to choose ↵(k). One approach is to pick,

↵(k)
 min

(
mini ai(x(k))

2L0kd
(k)
x k2

,
1

`1(x(k))

)
(7.10)

where the term mini ai(x
(k))

2L0kd(k)
x k2

represents the step size that guarrantees ai(x(k+1)) > 0 and

`1(x) := L1(1 + 2kyk1) +
4L2

0kyk
2
2

µ
with yi =

µ

ai(x)
for i 2 {1, . . . ,m}

represents the ‘local’ Lipschitz constant of r µ at the point x. See Figure 7.2 explaining
how the step size ↵(k) is small for points close to the boundary and large for points far from
the boundary. To prove our results we require the following assumption.

Assumption B. (Lipschitz function and first derivatives) Assume that each ai : Rn
! R

for i 2 {1, . . . ,m} is a continuous function on Rn. Let L0, L1 2 (0,1). Assume that, on
the set X , each ai is L0-Lipschitz continuous with L1-Lipschitz continuous derivatives. Also
assume the first derivatives of f : Rn

! R are L1-Lipschitz continuous on the set X .

This assumption that a is a continuous function on Rn may seem extraneous but is is
needed to ensure there are no discontinuities on the boundary of the feasible region. In
particular, if we removed this assumption then a function such as

ai(x) =

(
1 x � 0

�1 x < 0
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Figure 7.2: Explanation of adaptive step sizes.

would satisfy Assumption B with L0 and L1 arbitrarily small. The discontinuity of the
function at x = 0 (with ai(x) = 1) would mean we could not guarantee that the next iterate
was feasible, even when the step size taken was arbitrarily small.

Assumption B is quite general since if X is a bounded set, and if f and each ai are
differentiable functions on Rn then f and ai are Lipschitz functions with Lipschitz first
derivatives. Of course, this does not give an explicit value for these Lipschitz constants
which could be arbitrarily big depending on the functions f and ai.

Claim 2. Let ⌧l, µ 2 (0,1). Suppose Assumption B holds. Let x(0)
2 X be the initial point.

Then there exists some k  4( µ(x(0))� ⇤
µ)(2L

2
0⌧

�2
l µ�3+L0⌧

�1
l µ�2+L1⌧

�2
l µ�2) such that

the procedure (7.9) with ↵(k) satisfying (7.10) finds a point (x(k), y(k)) with kr µ(x(k))k2 
⌧lµ(1 + ky(k)k1).

Claim 2 is a consequence of the following lemma which proves that `1(x) represents the
local Lipschitz constant for r µ.

Lemma 42. Let v 2 B1(0) and x 2 X . Let the assumptions of Claim 2 hold and g(✓) :=

 µ(x+ ✓v). For all ✓ 2
h
0, mini ai(x)

2L0

i
we have ai(x+✓v)

ai(x)
2 [1/2, 3/2] for all i = 1, . . . ,m, and

��g(2)(✓)
��  `1(x)

Proof of Lemma 42. Define qi(✓) := sup✓̂2[0,✓]

���ai(x+ v✓̂)� ai(x)
��� for i 2 {1, . . . ,m}.

Let x+ = x+ ✓v.
First, we establish ai(x

+)
ai(x)

2 [1/2, 3/2]. To obtain a contradiction assume qi(#) >
ai(x)

2

for some # 2
h
0, mini ai(x)

2L0

i
and i 2 {1, . . . ,m}. Since ai is continuous it follows qi is

continuous, and by the intermediate value theorem there exists some ✓̃ 2 [0,#] such that
qi(✓̃) 2

⇣
ai(x)

2 , ai(x)
⌘
. Since ai(x) is Lipschitz continuous on the set X and ai(x+ ✓̄v) > 0

for all ✓̄ 2
h
0, ✓̃

i
we have

���ai(x)� ai(x+ v✓̃)
���  qi(✓̃)  L0✓̃ 

ai(x)
2 contradicting our earlier
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statement that qi(✓̃) > ai(x)
2 . Since ai(x

+)�ai(x)
ai(x)


1
2 )

ai(x
+)

ai(x)
 3/2 and ai(x)�ai(x

+)
ai(x)



1
2 )

ai(x
+)

ai(x)
� 1/2, we have established ai(x

+)
ai(x)

2 [1/2, 3/2].

Using r2 µ(x+) = r2f(x+)+µ
Pm

i=1

⇣
r2ai(x

+)
ai(x+) + rai(x

+)rai(x
+)T

ai(x+)2

⌘
, ai(x

+)
ai(x)

2 [1/2, 3/2]

and yi =
µ

ai(x)
it follows that

���g(2)(✓)
��� =

��vTr2 µ(x
+)v

��  L1+µ
mX

i=1

✓
2L1

ai(x)
+

4L2
0

ai(x)2

◆
= L1(1+2kyk1)+

4L2
0kyk

2
2

µ
= `1(x).

⇤
With Lemma 42 in hand we can now prove Claim 2.
Proof of Claim 2. At each iteration of (7.9) with kr µ(x(k))k2 � ⌧lµ(ky(k)k1 + 1) we

have

 µ(x
(k))�  µ(x

(k+1)) �i ↵
(k)
r µ(x

(k))T d(k)x +
1

2
`1(x

(k))(↵(k))2kd(k)x k
2
2

=ii ↵
(k)
kr µ(x

(k))k22

✓
1�

1

2
↵(k)`1(x

(k))

◆

�iii
↵(k)

2
kr µ(x

(k))k22

�iv
1

2
min

⇢
kr µ(x(k))k2 mini ai(x(k))

2L0
,
kr µ(x(k))k22

`1(x(k))

�

�v
1

2
min

⇢
⌧lµ2

2L0
,
⌧2l µ

2(1 + ky(k)k1)2

`1(x(k))

�

=vi
1

2
min

8
<

:
⌧lµ2

2L0
,

⌧2l µ
2(1 + ky(k)k1)2

L1(1 + 2ky(k)k1) +
4L2

0ky(k)k2
2

µ

9
=

;

�vii
1

4
min

⇢
⌧lµ2

L0
,
⌧2l µ

2

L1
,
⌧2l µ

3

2L2
0

�

where (i) uses Lemma 42 and Taylor’s theorem, (ii) substitutes for d(k)x , (iii) and (iv) uses
that ↵(k) is selected using (7.10), (v) uses kr µ(x(k))k2 � ⌧lµ(ky(k)k1+1) and mini ai(x) �
µ/ky(k)k1, (vi) substitutes for `1(x(k)) and (vii) simplifies. Therefore if kr µ(x(k))k2 �
⌧lµ(ky(k)k1 + 1) for k = 0, . . . ,K then

 µ(x
(0))�  ⇤

µ �

KX

k=0

( µ(x
(k))�  µ(x

(k+1))) �
K

4
min

⇢
⌧lµ2

L0
,
⌧2l µ

2

L1
,
⌧2l µ

3

2L2
0

�
,

rearranging this expression to upperbound K gives the result. ⇤
This section demonstrated that gradient descent with a constant step sizes applied to the

log barrier requires an number of iterations proportional to µ exp(1/µ) to find a Fritz John
point whereas gradient descent with adaptive step sizes requires iterations proportional to
µ�3. While it is well-known that methods with adaptive step sizes are practically faster
than constant step size methods, most other theoretical results in continuous optimization
show no difference between the worst-case performance of adaptive and constant step size
methods.

Finally, we remark that the algorithms in this paper are not practical. For example, they
require knowledge of unknown Lipschitz constants to calculate the local Lipschitz constant
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`1. Therefore our primary contributions are theoretical. It remains a subject of further
inquiry to develop practical methods with similar worst-case guarantees. One possibility
is to replace (7.10) with a backtracking line search using the Armijo rule, i.e., starting
with the trial step size ↵(k) = 1 (assuming L1 > 1) and backtracking until satisfying
 µ(x(k) + ↵(k)d(k)x )   µ(x(k)) + c↵(k)

r µ(x(k))T d(k)x for some constant c 2 (0, 1). It is
possible to prove that this approach also obtains the same iteration bound as Claim 2
but requires Õ(B2/µ2) backtracking steps at each iteration where B is constant such that
B �  µ(x(0))� µ(x)+µ log(ai(x)) for all i 2 {1, . . . ,m} and x 2 X . This Õ(B2/µ2) bound
derives from the fact that ai(x) � exp(�B/µ) for all x 2 {z 2 X :  µ(z)   µ(x(0))}.

7.3 Our trust region IPM

This section introduces our trust region IPM (Algorithm 9). A naive algorithm we could
use is

d(k)x 2 argmin
u2Br(0)

M
 µ

x(k)(u)

x(k+1)
 x(k) + d(k)x

for some fixed constant r 2 (0,1). If the function r2 µ is L2-Lipschitz then one can show
a convergence to an ✏-approximate stationary point of  µ in O(L1/2

2 ✏�3/2) iterations [166].
However, as we described in Section 7.2 this method will struggle because the log barrier
ensures the effective Lipschitz constant of r µ is exponentially large in µ. Instead, as per
line 7 of Algorithm 9, we make the trust region radius adaptive to the size of the dual
variables using the formula

r  ⌘x

r
µ

L1(1 + kyk1)
,

this ensures that for constant ⌘x 2 (0,1) the trust region radius becomes smaller as the
dual variable size increases. The intuition for this selection of r is similar to the intuition
for the step sizes for gradient descent in Section 7.2: both the value of ↵(k) from (7.10) and
r shrink when we get very close to the boundary of the feasible region. This enables the
algorithms to adapt to the ‘local’ Lipschitz constant of the log barrier.

If the predicted progress M
 µ

x(k)(dx) is small we would like to find an approximate Fritz
John point. To do this we need a method for selecting the dual variable y+. An instinctive
solution is to pick y+ such that y+ = µ(S+)�11 with S+ = diag(a(x+)), i.e., a typical
primal barrier update. Unfortunately, using this method it is unclear how to construct
efficient bounds on krxL(x+, y+)k2. Instead we pick y+ using a typical primal-dual step,
i.e,

y+  y + dy

where dy satisfies

Sdy + Y ds + Sy = µ1

with y = µS�11 and ds = ra(x)dx. We remark that because y = µS�11 this can be
simplified to y+  µS�11� µS�2ds. Hence, Algorithm 9 is a hybrid between a traditional
primal-dual method and a pure primal method. We believe that one could develop a pure
primal-dual version of our interior method. However, to keep our proofs as simple as possible
we decided to use this hybrid algorithm. To further understand how our algorithm generates
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its directions note that there exists some � � 0 such that

(r2 µ(x) + I�)dx = �r µ(x).

Using Sdy + Y ds + Sy = µ1 and substituting ds = ra(x)dx into (r2 µ(x) + I�)dx =
�r µ(x) we deduce that

2

4
r

2
xxL(x, y) + �I �ra(x)T 0
ra(x) 0 I

0 S Y

3

5

2

4
dx
dy
ds

3

5 = �

2

4
rxL(x, y)

0
Sy � µ1

3

5 . (7.11)

Algorithm 9 has two places where there is adaptivity. Firstly, on line 7 the trust region
size r which gets smaller as the dual variable gets bigger. Secondly, the step size ↵ 2 [0, 1]
on line 9 is chosen to ensure ↵kS�1dsk2 is sufficiently small. We need this adaptivity in
both places to prove our results.

Algorithm 9 terminates when it reaches an approximate second-order Fritz John point
which is defined in the following paragraphs by (FJ1) and (FJ2).

Definition 19. A (µ, ⌧l, ⌧c)-approximate first-order Fritz John point is a point
(x+, y+) defined by

a(x+), y+ > 0 (FJ1.a)
��y+i ai(x

+)� µ
��  ⌧cµ

2
8i 2 {1, . . . ,m} (FJ1.b)

��rxL(x
+, y+)

��
2
 ⌧lµ

q
ky+k1 + 1. (FJ1.c)

One should interpret (FJ1) thinking of µ 2 (0,1) becoming arbitrarily small, and
⌧l 2 (0,1) as a fixed constant which allows us to trade off how small we want krxL(x, y)k2
relative to yiai(x). Similarly, ⌧c 2 (0, 1) defines how tightly we want perturbed complemen-
tarity to hold.

Definition 20. A (µ, ⌧l, ⌧c)-approximate second-order Fritz John point (x+, y+) sat-
isfies equation (FJ1) and

r
2 µ(x

+) ⌫ �40
p
⌧l(1 + ky

+
k1)I. (FJ2)

Note that (FJ1.b) and (FJ2) imply

r
2
xxL(x

+, y+) +
4

µ
ra(x+)T

�
Y +

�2
ra(x+) ⌫ � (40

p
⌧l + L1⌧c) (1 + ky

+
k1)I

with S+ = diag(s+) and Y + = diag(y+). This is an approximate version of the second-
order necessary conditions which state that rxxL(x+, y+) is positive semidefinite projected
onto the nullspace of the Jacobian of the active constraints. See [167, Section 12.4] for an
explanation of the second-order necessary conditions.



CHAPTER 7. WORST-CASE BOUNDS FOR LOG BARRIER METHODS 171

Algorithm 9 Adaptive trust region interior point algorithm with fixed µ

1: function Trust-IPM(f, a, µ, ⌧l, L1, ⌘s, ⌘x, x(0))
2: Input: rf and ra are L1-Lipschitz. The parameters ⌘s 2 (0, 1), ⌘x 2 (0, 1)

are selected using different formulas depending on whether the problem is convex or
nonconvex. Always x(0)

2 X .
3: x x(0)

4: for k = 0, . . . ,1 do
5: S  diag(a(x))
6: y  µS�11 . Primal update of dual variables.
7: r  ⌘x

q
µ

L1(1+kyk1)
. Trust region radius gets smaller as the dual variables get

larger.
8: (dx, ds, dy) Trust-region-direction(f, a, µ, x, r)

9: ↵ min
n

⌘s
kS�1dsk2

, 1
o

. Pick a step size ↵ 2 (0, 1] to guarantee x+
2 X .

10: x+
 x+ ↵dx

11: y+  y + ↵dy

12: if (x+, y+) satisfies (FJ1) and (FJ2) then
13: return (x+, y+) . Termination criterion met.
14: else
15: x x+ . Only update primal variables, throw away new dual variable y+.
16: function Trust-region-direction(f, a, µ, x, r)
17: dx 2 argminu2Br(0) M

 µ
x (u)

18: ds  ra(x)dx
19: S  diag(a(x))
20: dy  �µS�2ds
21: return (dx, ds, dy)

Algorithm 9 keeps µ fixed since for our nonconvex results given in Theorem 7.5.1, a fixed
µ suffices. Practically log barrier methods solve a sequence of problems with decreasing µ.
However, Algorithm 10 which we use to prove Theorem 7.6.1 is a specialized result for the
convex case, solve a sequence of problems with decreasing µ.

The rough intuition for Algorithm 9 is as follows. At each iteration the radius r is
selected sufficiently small such that the error on the Taylor series approximations are small,
i.e.,

|f(x) +rf(x)dx � f(x+ dx)| ⇡ 0

|ai(x) +rai(x)dx � ai(x+ dx)|

ai(x)
⇡ 0

krxL(x, y)�rxL(x+ dx, y + dy)� �dxk2 ⇡ 0.

This does not guarantee that the point x + dx is feasible. For example, if we were solving
a linear program each of these terms would be zero but x + dx could still be infeasible.
Therefore, following the direction computation, we pick ↵ small enough that we remain
feasible and decrease the log barrier.

We have omitted the details on how to solve the trust-region subproblems. One issue is
that the matrixr2 µ(x) and vectorr µ(x) may contain components that are exponentially
large in 1/µ. While we omit details of this issue from the paper, this can be resolved using
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the results of [208] which show one requires O (log log(1/✏)) linear systems solves to solve
one trust region problem.

We remark that this paper provided intuition for the design of our practical one-phase
IPM code [111]. The stabilization steps of the one-phase IPM, where one attempts to
minimize a log barrier, is most strongly related to Trust-IPM. Similarities during these
stabilization steps include:

A. Maintaining iterates that are exactly feasible using nonlinear slack variable updates
(s+ = a(x+)).

B. Adaptive step size and trust region/regularization parameter choice.

There are significant differences between the algorithms. In contrast to Trust-IPM the
one-phase IPM is a primal-dual IPM, does not need a strictly feasible initial point, and does
not need to know any Lipschitz constants. Since the one-phase IPM [111] does not have a
worst-case iteration bound and the algorithms presented in this paper are not practical, it
remains an open problem to develop a practical IPM with a polynomial worst-case iteration
dependence on 1/µ.

7.4 Lemmas on local approximations and directions sizes

We develop some useful Lemmas in Section 7.4.1 to predict the quality of our local approx-
imations as a function of the direction sizes. In Section 7.4.2, we prove a key lemma, which
bounds the directions size in terms of predicted progress. To prove our main results we need
the following assumption.

Assumption C. (Lipschitz derivatives) Assume that each ai : Rn
! R for i 2 {1, . . . ,m}

is a continuous function on Rn. Let L1, L2 2 (0,1). The functions f : Rn
! R and

ai : Rn
! R have L1-Lipschitz first derivatives and L2-Lipschitz second derivatives on the

set X .

7.4.1 The accuracy of local approximations
In this section, as a function of the direction sizes kdxk2, kY �1dyk2 and kS�1dsk2, we bound
the following. Recall that x+ and y+ are the next iterates given by Algorithm 9.

A. The gap between the predicted reduction and the actual reduction of the log barrier
(Lemma 44). This allows us to convert predicted reduction M

 µ
x (dx) into a reduction

in the log barrier.

B. Perturbed complementarity
��ai(x+)T y+i � µ

�� (Lemma 45). This allows us to establish
when (FJ1.b) holds.

C. The norm of the gradient of the Lagrangian (Lemma 46). This allows us to establish
when (FJ1.c) holds. Therefore Lemma 45 and 46 allow us to reason about when we
are at an approximate Fritz John point.

Lemma 43. Suppose the function g : R ! R has L1-Lipschitz first derivatives and L2-
Lipschitz second derivatives on the set [0, ✓] where ✓ 2 R+. Further assume g(0) > 0, � 2
(0, 1/4], and the inequality |✓g0(0)|

g(0) + L1✓
2

g(0)  � holds. Then g(✓)
g(0) 2 [ 34 ,

4
3 ] and ✓3

���@
3 log(g(✓))
@3✓

��� 
2L2✓

3+6L1✓
2�

g(0) + 5�3.
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The proof of Lemma 43 is given in Section 7.B.1. Globally the log barrier does not have
Lipschitz second derivatives. But Lemma 43 shows it is possible to bound the Lipschitz
constant of second derivatives of log(g(✓)) in a neighborhood of the current point.

Lemma 43 only gives us a bound on the local Lipschitz constant for the second derivatives
of log(g(✓)) when g is univariate. By applying Lemma 43 with g(✓) := ai(x+ ✓v), v = dx

kdxk2

we can bound the difference between the actual and predicted progress on the log barrier
function. This bound is given in Lemma 44.

Lemma 44. Suppose Assumption C holds (Lipschitz derivatives). Let x 2 X , S = diag(a(x)),
dx 2 Rn, ds = ra(x)dx, y = µS�11, and  2 (0, 1/4]. If

kS�1dsk2 +
L1kdxk22kyk2

µ
 , (7.12)

then ai(x+dx)
ai(x)

2 [3/4, 4/3] for all i 2 {1, . . . ,m} and

�� µ(x) +M
 µ
x (dx)�  µ(x+ dx)

��  L2

6
(1 + 2kyk1) kdxk

3
2 + L1kdxk

2
2kyk1+ µ3.

The proof of Lemma 44 is given in Section 7.B.2. Also, observe that if (7.12) holds for
some x 2 X and dx then (7.12) holds for any damped direction ↵dx with ↵ 2 [0, 1], i.e.,
Convex{x, x + dx} ✓ X . This observation ensures we can use Lemma 44 to establish the
premises of Lemma 45 and 46 which require Convex{x, x+

} ✓ X .

Lemma 45. Suppose Assumption C holds. Let Convex{x, x+
} ✓ X , s = a(x), s+ =

a(x+), S = diag(a(x)), Y = diag(y), y+ 2 Rm,Y + = diag(y+), dx = x+
�x, dy = y+�y,

and ds = ra(x)dx. If the equation Sy + Sdy + Y ds = µ1 holds, then

kY �1dyk2  kS
�1dsk2 + kµ(SY )�11� 1k2 (7.13)

kY +s+ � µ1k2  kSyk1kS
�1dsk2kY

�1dyk2 +
L1

2
kyk2(1 + kY

�1dyk2)kdxk
2
2. (7.14)

Furthermore, if kY +s+ � µ1k1 < µ and kY �1dyk1  1 then s+, y+ 2 Rm
++.

We give the proof of Lemma 45 in Section 7.B.3. Lemma 45 will allow us to guarantee
(x+, y+) satisfies (FJ1.a) and (FJ1.b) when we take a primal-dual step in Algorithm 9.
This a typical Lemma used for interior point methods in linear programming except that
the nonlinearity of the constraints creates the additional L1

2 kyk2(1 + kY
�1dyk2)kdxk22 term

in (7.14).

Lemma 46. Suppose Assumption C holds. Let y, y+ 2 Rm and Convex{x, x+
} ✓ X .

Then the following inequality holds:

krxL(x, y) +rxxL(x, y)
T dx � dTyrxa(x)�rxL(x

+, y+)k2

 L1kyk2kdxk2kY
�1dyk2 +

L2

2
(kyk1 + 1)kdxk

2
2 (7.15)

with dx = x+
� x and dy = y+ � y.

The proof of Lemma 46 is given in Section 7.B.4. Lemma 46 allows us to guarantee that
(FJ1.c) holds at (x+, y+) when kdxk2 and kY �1dyk2 are small. The introduction of the
L1kyk2kdxk2kY �1dyk2 term is the key reason that the analysis of [29, 106, 208] for affine
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scaling does not automatically extend into nonlinear constraints because this method does
not efficiently bound kY �1dyk2.
Remark 7.4.1: The reader might observe that our termination criteron (FJ1) has a strange
mix of norms, in particular the size ofrxL(x, y) is measured using k·k2 and the the size of y is
measured by k·k1. We attempt to explain this by showing how these norms naturally appear
in the Lemmas in this section. The bound on krxL(x, y) +rxxL(x, y)T dx � dTyrxa(x) �

rxL(x+, y+)k2 in Lemma 46 contains a term of the form L2
2 kyk1kdxk2. This term is tight

because if v = dx
kdxk2

, dy = 0, x = 0, ai(x) = L2
6 (vTx)3 +1, and f(x) = 0 then krxL(x, y) +

rxxL(x, y)T dx � dTyrxa(x) � rxL(dx, dy)k2 = krxL(dx, y)k2 = k
P

i yi
L2
2 (vT dx)2vk2 =

L2
2 (vT dx)2kyk1 = L2

2 kyk1kdxk
2
2. Furthermore, one can see from this example that changing

the norm of kyk1 would introduce a dimension-factor and make the bound strictly weaker.
Trust region subproblems can be efficiently solved when dx is bounded in Euclidean norm.
For this reason, we choose to use the Euclidean norm to measure the size of dx. Inspection of
the proof of Lemma 46 indicates that one cannot change the norm on the term rxL(x, y)+
rxxL(x, y)T dx � dTyrxa(x) � rxL(x+, y+) without changing the norm on the term dx or
introducing a dimension-factor. For similar the reasons it is inadvisable to change the norms
on the term L2

3 kyk1kdxk
3
2 in Lemma 44. |

7.4.2 Bounding the direction size of the slack variables
This section presents Lemma 48 which allows us to bound the direction size of the slack
variables. Before proving Lemma 48 we state Lemma 47 which contains some basic and
well-known facts about trust region subproblems that will be useful. The proof is given is
Section 7.B.5.

Lemma 47. Consider g 2 Rn and a symmetric matrix H 2 Rm⇥n. Define �(u) :=
1
2u

THu+ gTu where � : Rn
! R and let u⇤

2 argminu2Br(0)�(u) be an optimal solution
to the trust region subproblem for some r � 0. Then there exists some � � 0 such that:

�(ku⇤
k2 � r) = 0, (H + �I)u⇤ = �g, and H + �I ⌫ 0. (7.16)

Conversely, if u⇤ satisfies (7.16) then u⇤
2 argminu2Br(0)�(u). Let �(r) := minu2Br(0)�(u),

then for all r 2 [0,1) we have

�(r)  �
�r2

2
(7.17a)

�(r)  �(↵r)  ↵2�(r) 8↵ 2 [0, 1]. (7.17b)

Furthermore, the function �(r) is monotone decreasing and continuous.

Lemma 48 which follows is key to our result, because it allows us to bound the size of
kS�1dsk2 (recall ds = ra(x)dx). We remark that often in linear programming one shows
kS�1dsk2 = O (1) to prove a O(

p
n log(1/µ)) iteration bound. Combining Lemma 48 with

the Lemmas from Section 7.4.1 allows us to give concrete bounds on the reduction of the
log barrier at each iteration. This underpins our main results in Section 7.5.

Lemma 48. Consider A 2 Rm⇥n, g 2 Rn, and a symmetric matrix H 2 Rm⇥n. Define
�(u) := 1

2u
T (H + ATA)u + gTu where � : Rn

! R and let dx 2 argminu2Br(0)�(u) for
some r � 0. Then

kAdxk2 
q
�dTxHdx � 2�(dx). (7.18)
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Proof Observe that

�(dx) =
1

2
dTx (H +ATA)dx + gT dx

=
1

2
dTx (H +ATA)dx � dTx (H +ATA+ �I)dx

= �
1

2
dTx

�
H +ATA

�
dx � �kdxk

2
2

where the second transition use the fact from Lemma 47 that there exists some � such that
(H +ATA+ �I)dx = �g. Rearranging this expression and using �kdxk22 � 0 yields

kAdxk
2
2  �d

T
xHdx � 2�(dx). (7.19)

This concludes the proof of Lemma 48. ⇤
Now, if we set H = r2

xxL(x, y), A = 1p
µS

�1
ra(x), S = diag(a(x)), and ds = ra(x)dx

then we deduce from Lemma 48 that

kS�1dsk2 

s
�dTxr

2
xxL(x, y)dx � 2M

 µ
x (dx)

µ

which if we assume r2
xxL(x, y) is positive definite we deduce that

kS�1dsk2 

s
�2M

 µ
x (dx)

µ
. (7.20)

Alternately, in the nonconvex case if kr2f(x)k2  L1 and kr2ai(x)k2  L1 then

kS�1dsk2 

s
L1(1 + kyk1)kdxk22 � 2M

 µ
x (dx)

µ
. (7.21)

We emphasize that (7.20) and (7.21) are unusual because the bound on kS�1dsk2 is depen-
dent on the amount of predicted progress for a step size of ↵ = 1, i.e., M µ

x (dx). This is
related to why it is critical that Algorithm 9 adaptively selects the step size. The intuition
is as follows. At each iteration if we have not terminated then we want to reduce the barrier
function by a fixed quantity. Lemma 44 implies for sufficiently small ↵ that the new point
x + ↵dx will reduce the barrier function proportional to M

 µ
x (↵dx). If kS�1dsk2 is small

then we can take a step size with ↵ = 1 and reduce the barrier function proportional to
M

 µ
x (dx). On the other hand, if kS�1dsk2 is big we must pick ↵ small to guarantee that we

reduce the barrier function proportional to M
 µ
x (↵dx). Since ↵ is small, the term M

 µ
x (↵dx)

is smaller than M
 µ
x (dx). Fortunately, this is counterbalanced because if kS�1dsk2 is large

that implies using either (7.20) and (7.21) that M
 µ
x (dx) is also large.

7.5 Iteration bounds for finding Fritz John points

This section outlines the proof of our main result, a bound on the number of iterations
Trust-IPM algorithm takes to find a Fritz John point. Section 7.5.1 gives a general bound
for the number of iterations to find a Fritz John point, i.e., proves Theorem 7.5.1. Sec-
tion 7.5.2 gives a tighter bound in the case that f is convex and each ai is concave.
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7.5.1 Iteration bounds to find Fritz John points in the nonconvex
case

In this section we prove our main result, Theorem 7.5.1 which bounds the number of itera-
tions of Algorithm 9 to find a Fritz John point by O

�
µ�7/4

�
. At a high level this proof is

similar to typical cubic regularization/trust region arguments: we argue that if the termi-
nation conditions are not satisfied at the next iterate then we have reduced the log barrier
function by at least ⌦(µ7/4). Before proving Theorem 7.5.1, we prove the auxiliary Lem-
mas 49 and 50. Lemma 49 shows we reduce the barrier merit function when the predicted
progress at each iteration is large; Lemma 50 allows us to reason about when the algorithm
will terminate.

Recall that Algorithm 9 computes steps via

S = diag(a(x)), y = µS�11 (ITRS.a)

r = ⌘x

r
µ

L1(kyk1 + 1)
(ITRS.b)

dx 2 argmin
u2Br(0)

M
 µ
x (u) ds  ra(x)dx dy  µS�2ds (ITRS.c)

x+ = x+ ↵dx y+ = y + ↵dy. (ITRS.d)

where (ITRS) stands for interior trust region subproblem.
Also recall that ⌧l, ⌧c and µ are all parameters for our termination criterion (FJ1). To

simplify the analysis we assume µ is small enough such that the following assumption holds.
We also fix the value of ⌧c which determines how tightly perturbed complementarity holds
in (FJ1).

Assumption D (Sufficiently small µ). Let

⌧c =

✓
⌧2l µ

L1

◆1/2

2 (0, 1]

L2
2µ

L3
1

2 (0, 1].

Lemma 49. Suppose Assumptions C and D hold (Lipschitz derivatives, and sufficiently
small µ). Let x 2 X , ⌘s 2 [0, 1/5], (ITRS) hold with ⌘x = ⌘s

2 , and ↵ = min
n
1, ⌘s

kS�1dsk2

o
.

Then x+
2 X and

 µ(x
+)�  µ(x)  2µ⌘3s +max

⇢
M

 µ
x (dx),�

⌘2sµ

3

�
. (7.22)

Lemma 49 provides a bound on the progress as a function of the parameter ⌘s 2 [0, 1/5]
which controls the step size. This allows us to guarantee that we will be able to reduce the
barrier function during Algorithm 9 if the predicted progress from solving the trust region
subproblem M

 µ
x (dx) is sufficiently large. The proof of Lemma 49 is given in Section 7.C.1

and consists of two parts. The first part uses (7.21), (ITRS), and the definition of ↵ to argue
that M

 µ
x (↵dx)  max{M

 µ
x (dx),�⌘2sµ/3}. The second part uses Lemma 44 to show that

M
 µ
x (↵dx) accurately predicts the reduction in the barrier function.

Lemma 50. Suppose (ITRS), Assumptions C and D hold (direction selection, Lipschitz
derivatives, and sufficiently small µ). Let x 2 X , ⌘x 2 (0, 1

20 (
⌧2
l µ
L1

)1/4], and ↵ = 1. Further
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assume M
 µ
x (dx) � �

⌧lµr
p

1+kyk1

3 . Under these assumptions, (x+, y+) satisfies (FJ1) and
r

2 µ(x) ⌫ �
p
⌧l(1 + kyk1)

q
⌧lµ
⌘2xL1

I.

Lemma 50 shows that if the predicted progress, M
 µ
x (dx), from the trust region step

is small then the algorithm must terminate at the next iterate. The proof of Lemma 50
is given in Section 7.C.2. It first uses (7.21) and M

 µ
x (dx) � �⌧lµr

p
1 + kyk1/3 to argue

that kS�1dsk2 and kY �1dyk2 must be small. This enables the use of Lemma 46 to bound
krL(x+, y+)k2.

With Lemma 49 and 50 in hand we are now ready to prove our main result, Theo-
rem 7.5.1.

Theorem 7.5.1. Suppose Assumptions C and D hold (Lipschitz derivatives, and sufficiently
small µ). Then Trust-IPM(f, a, µ, ⌧l, L1, ⌘s, ⌘x, x(0)) with x(0)

2 X and

⌘s =
1

40

✓
⌧2l µ

L1

◆1/4

⌘x =
⌘s
2
, (⌘-1)

takes at most

O

 
1 +

 µ(x(0))�  ⇤
µ

µ

✓
L1

µ⌧2l

◆3/4
!

iterations to terminate with a (µ, ⌧l, ⌧c)-approximate second-order Fritz John point (x+, y+),
i.e., (FJ1) and (FJ2) hold.

The proof is given in Section 7.C.3. The idea is that if over two consecutive iterations
the function is not reduced by ⌦(µ7/4) then (FJ1) and (FJ2) hold. This argument is a
little different from proofs of related results in literature. Convergence proofs for cubic
regularization argue that if there is a little progress this iteration then the next iterate will
satisfy the termination criterion; convergence proofs for gradient descent argue that if there
is little progress this iteration then the current iteration satisfies the termination criterion.
The reason for our unusual argument is that Lemma 50 guarantees that that (FJ1) holds at
the next iterate and that r2 µ(x) is approximately positive definite at the current iterate.
We suspect it is not possible to guarantee both (FJ1) and (FJ2) at the same iterate, and
therefore arguing over two consecutive iterations is necessary.

7.5.2 Iteration bound to find Fritz John points in the convex case
To obtain our results in this section we will assume that the function f is convex and each
function ai is concave. The result, Lemma 51, only gives the iteration bound to find a Fritz
John point. In the subsequence section we use this Lemma to prove Theorem 7.6.1 which
gives an iteration bound for finding an ✏-optimal solution.

Similar, to Assumption D given in Section 7.5.1 we use Assumption E to require that µ
is small to simplify the analysis and final bound.

Assumption E (Sufficiently small µ). Let

⌧c =

✓
⌧2l µ

L1

◆1/3

2 (0, 1]

L3
2µ

L4
1⌧l
2 (0, 1].
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Lemma 51. Suppose Assumption C and E hold (Lipschitz derivatives, and sufficiently small
µ). Let f be convex and each ai concave. Then Trust-IPM(f, a, µ, ⌧l, L1, ⌘s, ⌘x, x(0)) with
x(0)
2 X and

⌘x = ✓

✓
⌧2l µ

L1

◆1/6

⌘s = ✓

✓
⌧2l µ

L1

◆1/3

✓ = 1/20, (⌘-2)

takes at most

O

 
1 +

 µ(x(0))�  ⇤
µ

µ

✓
L1

⌧2l µ

◆2/3
!

iterations to terminate with a (µ, ⌧l, ⌧c)-approximate first-order Fritz John point (x+, y+),
i.e., (FJ1) holds.

The proof of Lemma 51 is similar to Theorem 7.5.1 and is given in Section 7.D. For
this result we only need to prove that we have found an approximate first-order Fritz John
rather than an approximate second-order Fritz John point (by the assumption f is convex
and ai is concave we trivially have r2 µ(x) ⌫ 0). The key to improving the iteration bound
given in Theorem 7.5.1 is that f is convex and ai concave so we can apply (7.20) to bound
kS�1dsk2 instead of (7.21).

7.6 Optimality guarantees with convexity and regularity

condition

While Lemma 51 specialized our guarantees to when f is convex and ai is concave, it only
made a statement on how long it takes to find a Fritz John point. However, finding a
Fritz John point does not necessarily guarantee optimality. The purpose of this section is
to provide optimality guarantees. We begin with a simple lemma showing that finding an
approximate KKT point implies approximate optimality. We use this lemma to convert
algorithms that find approximate KKT points of the log barrier to algorithms that find
approximate optimal solutions. Finally, the main result (Theorem 7.6.1) is that under a
certain regularity assumption, our algorithm, when applied to a sequence of subproblems
with decreasing µ, takes at most O

�
✏�2/3

�
trust region subproblem solves to find an ✏-

optimal solution.

Lemma 52. Let f : Rn
! R and a : Rn

! Rm. Let kXk2  R. If (x, y) 2 X ⇥Rm
++ and

ai(x)yi � µ for i 2 {1, . . . ,m} then  µ(x)�  ⇤
µ  krxL(x, y)k2R+

Pm
i=1(ai(x)yi � µ).

Proof Let S := diag(a(x)) and ỹ := y�µS�11 and q(z) :=  µ(z)�a(z)T ỹ. By ai(x)yi �
µ we have ỹi � 0. Now,  ⇤

µ � infz2X q(z) � q(x) � krq(x)k2R =  µ(x) � krq(x)k2R �
a(x)T ỹ, where the first inequality uses a(z)T ỹ � 0, the second inequality the convexity of q,
and the final inequality the definition of q. The result follows by rq(x) = rxL(x, y). ⇤

So far we have presented Trust-IPM which only minimizes the log barrier with µ fixed.
However, log barrier methods traditionally solve a sequence of subproblems with µ tending
toward zero as described in Algorithm 10.
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Algorithm 10 IPM with decreasing µ

function Annealed-IPM(f, a, µ(0), x(0), ✏)
for j = 0, . . . ,1 do

(x(j+1), y(j+1)) Generic-IPM(f, a, µ(j), x(j))
µ(j+1)

 µ(j)/2
if 2µ(j)m  ✏ then

return x(j+1)

In Algorithm 10 we write Generic-IPM as a placeholder for any algorithm that finds
a Fritz John point. The precise properties we need Generic-IPM to satisfy are given in
Assumption F. For this paper will use Generic-IPM = Trust-IPM but any other method
satisfying Assumption F would suffice. Then, as we show in Lemma 53 it is possible to give
an iteration bound for the algorithm to find a ✏-optimal solution to the original problem.

Assumption F. Let kXk2  R. Suppose that for any µ 2 (0,1), x 2 X that Generic-IPM(f, a, µ, x)
finds a point (x+, y+) with krxL(x+, y+)k2 

µm
R and

��ai(x+)y+i � µ
��  µ/2 in at most

O (1) +
 µ(x)� ⇤

µ

µ w(µ) unit operations, where the function w : R! R is monotone decreas-
ing.

The term ‘unit operations’ is used to denote the metric for computational cost, this could
be trust-region steps, linear system solves or matrix-vector multiplies.

Before stating Lemma 53 we define

f⇤ := inf
z2X

f(z)

log+2 (x) := max{log2(x), 1}.

Lemma 53. Let f be convex and each ai concave. Suppose that Assumption F holds. Let
x(0)
2 X . Then Annealed-IPM(f, a, µ(0), x(0), ✏) takes at most

⇣
O (1) + 6m⇥ w

⇣ ✏

3m

⌘⌘
log+2

✓
3mµ(0)

✏

◆
+
 µ(0)(x(0))�  ⇤

µ(0)

µ(0)
w(µ(0))

unit operations to return a point x(k) with f(x(k))� f⇤
 ✏.

The proof of Lemma 53 appears in Section 7.E.2.
Our results for Trust-IPM only produce Fritz John points but to satisfy Assumption F

we need an algorithm that produces KKT points. Next, we present a regularity assumption
which enables us to convert a Fritz John point into a KKT point and thereby enables
Trust-IPM to satisfy Assumption F.

Assumption G (Regularity conditions). Assume there exists some ⇣ > 1 that if (FJ1)
holds then ky+k1 + 1  ⇣.

One sufficient condition for Assumption G to hold is Slater’s condition, i.e., there exists
some point x 2 X and � > 0 with a(x) > �1. We show this formally in Section 7.E.1.

Next, we present the main result of this section, Theorem 7.6.1, which combines Lemma 51,
and Lemma 53. To satisfy the premises of these lemmas we make the following assumption.
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Assumption H (Parameter settings). Let

⌧l =
m

R⇣1/2
(A8.⌧l)

⌧c =

✓
⌧2l µ

L1

◆1/3

(A8.⌧c)

µ(0) = min

⇢
L1R2⇣

m2
,

L4
1m

RL3
2

p
⇣

�
(A8.µ(0))

where µ(0) represents the initial µ value of Annealed-IPM.

Theorem 7.6.1. Suppose Assumption C, G and H hold (Lipschitz derivatives, regularity
conditions, and parameter settings). Let f be convex and each ai concave. Let x(0)

2 X and
kXk2  R. Define ⌘s, ⌘x by (⌘-2) and set

Generic-IPM(f, a, µ, x) := Trust-IPM(f, a, µ, ⌧l, L1, ⌘s, ⌘x, x)

inside Annealed-IPM. Then Annealed-IPM(f, a, µ(0), x(0), ✏) takes at most

O

  
m1/3

✓
L1R2⇣

✏

◆2/3

+ 1

!
log+

✓
mµ(0)

✏

◆
+
 µ(0)(x(0))�  ⇤

µ(0)

µ(0)

✓
L1R2⇣

m2µ(0)

◆2/3
!

unit operations to return a point x(k) with f(x(k))� f⇤
 ✏.

The proof of Theorem 7.6.1 appears in Section 7.E.3. Notice that the iteration bound
given in Theorem 7.6.1 comprises of two terms. The first term is dependent on ✏ and
corresponds to the total number of trust-region subproblems used during iterations j =
1, . . . , k of Annealed-IPM. The second term corresponds to the number of inner iterations
required in iteration j = 0 of Annealed-IPM. This second term has no ✏ dependence, and
by substituting the value of µ(0) given by (A8.µ(0)) we observe this term is bounded by

O

✓
�f

✓
m2

L1R2⇣
+

R3L5
2⇣

3/2

L6
1m

3

◆
+ log(b)

✓
m+

R2L2
2⇣

L2
1m

◆◆

where b is some constant such that a(x)
a(x(0))

 b1 for all x 2 X .

7.7 Comparison with existing results

7.7.1 Nonconvex comparisons
One difficulty with nonconvex optimization is that there are many choices termination cri-
terion and this choice affects iteration bounds. The results of Birgin, Gardenghi, Martínez,
Santos, and Toint [32] guarantee to find an unscaled KKT points or a certificate of local
infeasibility. Their criterion is different from our Fritz John termination criterion. Therefore
for the sake of comparison we now introduce a new pair of termination criterion similar to
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the criterion they presented. Our own definition of an unscaled KKT point is

a(x) � �"opt1 (KKT.a)
krxL(x, y)k2  "opt (KKT.b)

y � 0 (KKT.c)
ai(x)yi  "opt. (KKT.d)

Let us contrast this definition with the definition of an unscaled KKT point given in
Birgin et al. [32]. The most important difference is how complementarity is measured. In
particular, in Birgin et al. [32] their termination criterion replaces (KKT.d) of our criterion
with min{ai(x), yi}  "opt. In this respect the termination criterion of Birgin et al. [32] is
stronger than (KKT). To detect infeasibility we consider the following termination criterion.

min
i

ai(x) < �"opt/2 (INF1.a)

a(x) + t1 � 0 (INF1.b)
��ra(x)T y

��
2
 "inf (INF1.c)

kyk1 = 1 (INF1.d)
y � 0 (INF1.e)

(ai(x) + t)yi  "inf"opt. (INF1.f)

System (INF1) finds an approximate KKT point for the problem of minimizing the infinity
norm of the constraint violation. In contrast, Birgin et al. [32] find a stationary point for the
Euclidean norm of the constraint violation squared which they denote by ✓(x). However,
this is a weak measure of infeasibility since if ✓(x)  "2opt then automatically kr✓(x)k2 
"opt. The natural termination criterion corresponding to (INF1) is an approximate KKT
point for the problem of minimizing the Euclidean norm of the constraint violation. This
can be written as

min
i

ai(x) < �"opt/2 (INF2.a)
��ra(x)T y

��
2
 "inf (INF2.b)

y =
z

kzk2
(INF2.c)

a(x) + z � 0 (INF2.d)
(ai(x) + zi)yi = 0 (INF2.e)
y � 0. (INF2.f)

To find a point satisfying (INF2) they require kr✓(x)k2  "opt"inf. If this condition holds
then z = min{a(x), 0}, y = z

kzk2
satisfies (INF2). Finally, notice that both (INF1) and

(INF2) find points with

min
i

ai(x) < �"opt/2 ai(x)yi  "inf
��ra(x)T y

��
2
 "inf y � 0,

which proves infeasibility in ball of radius R if "inf = O ("opt/(1 +R)), f is convex, and ai
is concave [111, Observation 1].

To obtain our algorithm that finds a point satisfying either (KKT) or (INF1), we apply
Trust-IPM in two-phases (see Two-Phase-IPM in Appendix 7.F.1).



CHAPTER 7. WORST-CASE BOUNDS FOR LOG BARRIER METHODS 182

Let x(0)
2 Rn be our starting point and define

t(0) :=
"opt
2

+ max{min
i
�ai(x

(0)), 0}.

Phase-one applies Algorithm 9 to minimize the infinity norm of the constraint violation, i.e.,
we find a Fritz John point of

min
x,t

fP1(x, t) := t (PI.a)

aP1(x, t) :=

0

@
a(x) + t1

t
"opt
2 + t(0) � t

1

A � 0. (PI.b)

Let (x(P1), t(P1)) be the solution obtained. Starting from x(P1), phase-two minimizes the
objective subject to the ("opt-relaxed) constraints, i.e., we find a Fritz John point of

min
x

f(x) (PII.a)

aP2(x) := a(x) + "opt1 � 0 (PII.b)

starting from the point obtained in phase-one.
We replace Assumption C with Assumption I, where X replaced with two sets, corre-

sponding to phase-one and phase-two respectively:

X̃
(P1) := {x 2 Rn : a(x) � �("opt/2 + t(0))1}

X̃
(P2) := {x 2 Rn : a(x) � �"opt1}.

By the definition of t(0) we have X̃
(P2)
✓ X̃

(P1).

Assumption I. Assume that each ai : Rn
! R for i 2 {1, . . . ,m} is a continuous function

on Rn. Let L1, L2 2 (0,1). The functions ai : Rn
! R have L1-Lipschitz first derivatives

and L2-Lipschitz second derivatives on the set X̃
(P1). The function f : Rn

! R and
ai : Rn

! R has L1-Lipschitz first derivatives and L2-Lipschitz second derivatives on the
set X̃ (P2).

Before presenting Claim 3 let us introduce non-negative scalars c, �f , and �a chosen as
follows.

c � sup
x2X̃ (P1)

max
i2{1,...,m}

ai(x) (7.23a)

�f � sup
z2X̃ (P2)

f(z)� inf
z2X̃ (P2)

f(z) (7.23b)

�a � min
i2{1,...,m}

max{�ai(x
(0)), 0}. (7.23c)

Claim 3. Let x(0)
2 Rn. Suppose Assumption I and (7.23) holds. Let f be L0-Lipschitz.

Assume c,�a,�f , L1, L0 � 1, "opt 2
⇣
0, 1

m log+(c/"opt)

i
, "inf 2 (0, L0

m ] and "opt 2 (0,
p
"inf].

Then Two-Phase-IPM(f, a, "opt, "inf, L0, L1, x(0)) takes at most

O

 
�a

 
L3/4
1

"7/4inf "
1/4
opt

+
1

"inf"opt

!
+
�f

"opt

✓
L1L0

"opt"inf

◆3/4
!
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trust region subproblem solves to return a point (x, t, y) that satisfies either (KKT) or
(INF1).

The definition of Two-Phase-IPM appears in Section 7.F.1 and the proof of Claim 3
appears in Section 7.F.2. The proof is primarily devoted to analyzing phase-two when we
minimize the objective while approximately satisfying the constraints. We argue that when
we terminate with a Fritz John point in phase-two then either the dual variables are small
enough that this is a KKT point or if the dual variables are large the scaled dual variables
give an infeasibility certificate. If we add the assumption that "opt 2 (0, "inf] the iteration
bound of Claim 3 can be even more simply stated as

O

 
�a +�f

"opt

✓
L1L0

"opt"inf

◆3/4
!
. (7.24)

We can now compare with the results of [32] in Table 7.1.

Table 7.1 This table compares iteration bounds under the setup of (7.24). It only includes
dependencies on "opt and "inf. CRN stands for cubic regularized Newton [166].

algorithm # iteration iteration subproblem evaluates
Birgin et al. [32] O

�
"�3
opt"

�2
inf
�

gradient computation r

Birgin et al. [32] O

⇣
"�2
opt"

�3/2
inf

⌘
CRN with non-negativity constraint r, r2

IPM (this paper) O

⇣
"�7/4
opt "�3/4

inf

⌘
trust-region subproblem r, r2

The algorithm of Birgin et al. [32] sequentially finds KKT points to quadratic penalty
subproblems of the form,

minimize
(x,r,s)2Rn+1+m

�t(x, r, s) := (f(x)� t+ r)2 + ka(x) + sk22 s.t. r � 0, s � 0. (7.25)

To solve this subproblem method they suggest using pth order regularization with non-
negativity constraints. For p = 2 this reduces to cubic regularization Newton’s method with
non-negativity constraints, i.e.,

minimize
d2Rn+1+m

1

2
dTr2�t(x, r, s)d+r�t(x, r, s)

T d+ Ckdk32 s.t r + dr � 0, s+ ds � 0

(7.26)

for some constant C > 0 with d = (dx, dr, ds). Solving this subproblem might be compu-
tationally expensive. It is well-known that checking if a point is a local optimum of (7.26)
is in general NP-hard [171]. It is possible to find an approximate KKT point using pro-
jected gradient descent or an interior point method for solving nonconvex quadratic program
[209]. However, both these approaches are likely to result in a computation runtime worse
than O

⇣
"�2
opt"

�3/2
inf

⌘
. We speculate that one might also be able to apply the interior point

method of Haeser et al. [106] as the unconstrained minimization algorithm for solving (7.25)
and potentially obtain the runtime bound of O

⇣
"�2
opt"

�3/2
inf

⌘
given by [32], although further

analysis is needed to confirm this.
Finally, the work of Cartis et al. [55, 59] show that one requires O

�
"�2
opt

�
iterations to

find a scaled KKT point:

krxL(x, y)k2  "opt(kyk2 + 1) y � 0 a(x) � �"opt1 ai(x)yi  "opt(1 + kyk2),
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or a certificate of infeasibility. Their method only requires computation of first-derivatives
but has the disadvantage that it requires solving a linear program at each iteration.

7.7.2 Convex comparisons
Since there has been relatively little work with general convex constraints we generate a set
baselines for comparison using existing methods for unconstrained optimization. To simplify
these comparisons we consider the weaker problem of finding an ✏-optimal solution to the
problem of

max
x2Rn

min
i2{1,...,m}

ai(x). (7.27)

To further simplify we assume the optimal objective value of (7.27) is zero, that the initial
point x(0) satisfies a(x(0)) < 0 and that L0+L1+L2+R+m = O (1) with R � kx⇤

�x(0)
k2

where x⇤ is some optimal solution. To apply our IPM we can reformulate (7.27) as

max
(x,t)2Rn+1

t s.t. kx� x(0)
k
2
2  R2 + 1, t(0) � 1  t  0, t  ai(x) 8i 2 {1, . . . ,m},

(7.28)

where t(0) := �1 + mini2{1,...,m} ai(x
(0)) and (x(0), t(0)) is the starting point of our IPM.

Note that substituting this starting point into (7.28) implies Assumption J holds with � = 1,
and therefore by Lemma 56 Assumption G holds with ⇣ = O (1 + µ). This implies our IPM
has a runtime of Õ

�
✏�2/3

�
using Theorem 7.6.1.

Another approach to solve (7.27) is to minimize

!p(x) :=
mX

i=1

max{�ai(x), 0}
p+1

using a method that only requires the pth order derivative to be Lipschitz. To find a point
satisfying a(x) � �✏1 we need to find a point with !p(x)  ✏p+1. We can then use generic
unconstrained optimization methods such as cubic regularization, accelerated gradient de-
scent, and accelerated cubic regularization to solve this problem. These comparisons are
summarized in Table 7.2.

Table 7.2 Iteration bounds to find a point a(x) � �✏1. Assume L0 + L1 + L2 + kx⇤
�

x(0)
k2 + m = O (1). SG = sub-gradient method [186], CRN = cubic regularized Newton

[166], AGD = accelerated gradient descent [160], ACRN = accelerated cubic regularized
Newton of Monteiro and Svaiter [155]. All subproblems with a * have similar computational
cost: a logarithmic number of linear system solves.

algorithm # iteration iteration cost evaluates
SG on (7.27) O(✏�2) matrix-vector product r

CRN on !2 O(✏�3/2) cubic regularization subproblem* r, r2

AGD on !1 O(✏�1) matrix-vector product r

ACRN on !2 O(✏�6/7) cubic regularization subproblem* r, r2

IPM (this paper) Õ
�
✏�2/3

�
trust region subproblem* r, r2

cutting plane O(n log(1/✏)) centre of polytope r
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7.A Proof of Claim 1

Claim 1. Let  µ(x) := x � µ (log(x) + log(2� x)), µ 2 (0, 1/2] and C 2 [2,1). Fix
↵ 2 (0,1) and suppose the x(k) iterates satisfy (7.8). If x(k) remains in the interval [0, 2]
for the starting point x(0) = exp(�C/(2µ)) 2 SC , then for the starting point x(0) = 1 2 SC

and for all k  (µ/8) exp(C/(2µ)) we have kr µ(x(k))k2 � µ.

Proof. Suppose x(0) = exp(�C/(2µ)). Note that x(0)
 exp(�2/(2/5)) = exp(�5) and

therefore

 µ(x
(0)) = x(0)

� µ
⇣
log

⇣
x(0)

⌘
+ log

⇣
2� x(0)

⌘⌘
 x(0) + C/2  C ) x(0)

2 SC

where the first inequality uses that log
�
x(0)

�
= log(exp(�C/(2µ))) = �C/(2µ) and log

�
2� x(0)

�
�

log(1) = 0, the second inequality uses x(0)
 exp(�5)  C/2, and the implication uses

 ⇤
µ � 0. Furthermore,

r µ(x
(0)) = 1� µ

✓
1

x(0)
�

1

2� x(0)

◆
 1� µ(exp(C/(2µ))� 1)  �µ/2 exp(C/(2µ))

where the last inequality uses that µ exp(C/(2µ)) is monotone decreasing with respect to
µ on the interval [0, C/2] because @µ exp(C/(2µ))/@µ = �(C � 2µ) exp(C/(2µ))/(2µ)  0,
and therefore µ exp(C/(2µ)) � 1

5 exp(2/(2/5)) � 29. We conclude that if x(1)
 2 then

↵  4
µ exp(�C/(2µ)).

On the other hand, if x(k)
2 [1/2, 1] then 0.7  1 � 1/5(2 � 1/1.5) = r µ(1/2) 

r µ(x(k))  r µ(1)  1 ) r µ(x(k)) 2 [0.7, 1.0]. By induction if x(0) = 1 and
4
µ exp(�C/(2µ))  ↵ it will take at least µ

8 exp(C/(2µ)) iterations until x(k)
62 [1/2, 1].

7.B Proofs from Section 7.4.1

7.B.1 Proof of Lemma 43
Lemma 43. Suppose the function g : R ! R has L1-Lipschitz first derivatives and L2-
Lipschitz second derivatives on the set [0, ✓] where ✓ 2 R+. Further assume g(0) > 0, � 2
(0, 1/4], and the inequality |✓g0(0)|

g(0) + L1✓
2

g(0)  � holds. Then g(✓)
g(0) 2 [ 34 ,

4
3 ] and ✓3

���@
3 log(g(✓))
@3✓

��� 
2L2✓

3+6L1✓
2�

g(0) + 5�3.

Proof We have
|g(0)� g(✓)|

g(0)


|✓g0(0)|

g(0)
+

L1✓2

2g(0)
 � 

1

4
.

The first inequality uses |g(0) + g0(0)✓ � g(✓)|  L1✓
2

2 , the triangle inequality and g(0) > 0.
The second and third inequality follows from the assumed bound in the theorem statement.
Therefore we have established g(✓)

g(0) 2 [3/4, 4/3].
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We turn to proving our bound on the third derivatives of log(g(✓)),

@ log(g(✓))

@✓
=

g0(✓)

g(✓)

@2 log(g(✓))

@2✓
=

g00(✓)

g(✓)
�

g0(✓)2

g(✓)2

@3 log(g(✓))

@3✓
=

g000(✓)

g(✓)
�

3g0(✓)g00(✓)

g(✓)2
+ 2

g0(✓)3

g(✓)3
. (7.29)

By (7.29), g(✓)
g(0) 2 [3/4, 4/3], |g000(✓)|  L2, and |g00(✓)|  L1 we have

����
@3 log(g(✓))

@3✓

����  (4/3)
L2

g(0)
+ 3(4/3)2

L1|g0(✓)|

g(0)2
+ 2(4/3)3

|g0(✓)|3

g(0)3
.

Now, since
g0(✓)  g0(0) + L1✓

we have

✓3
����
@3 log(g(✓))

@3✓

����  (4/3)
L2✓3

g(0)
+ 3(4/3)2

L1✓2(g0(0)✓ + L1✓2)

g(0)2
+ 2(4/3)3

(|✓g0(0)|+ L1✓2)3

g(0)3


2L2✓3 + 6L1✓2�

g(0)
+ 5�3.

⇤

7.B.2 Proof of Lemma 44
Lemma 44. Suppose Assumption C holds (Lipschitz derivatives). Let x 2 X , S = diag(a(x)),
dx 2 Rn, ds = ra(x)dx, y = µS�11, and  2 (0, 1/4]. If

kS�1dsk2 +
L1kdxk22kyk2

µ
 , (7.12)

then ai(x+dx)
ai(x)

2 [3/4, 4/3] for all i 2 {1, . . . ,m} and

�� µ(x) +M
 µ
x (dx)�  µ(x+ dx)

��  L2

6
(1 + 2kyk1) kdxk

3
2 + L1kdxk

2
2kyk1+ µ3.

Proof First we aim to prove ai(x+dx)
ai(x)

2 [3/4, 4/3]. Define v := dx/kdxk2, gi(✓) :=

ai(x + ✓v) and qi(✓) := sup✓̂2[0,✓]

���ai(x+ v✓̂)� ai(x)
��� for i 2 {1, . . . ,m}. To obtain a

contradiction assume qi(#) > 3ai(x)
4 for some # 2 [0, kdxk2] and i 2 {1, . . . ,m}. Since

ai is continuous it follows qi is continuous, and by the intermediate value theorem there
exists some ✓̃ 2 [0,#] such that qi(✓̃) 2

⇣
3ai(x)

4 , ai(x)
⌘
. Using that ai(x) has L1-Lipschitz

first derivatives and L2-Lipschitz second derivatives on the set X we deduce that gi(✓)
satisfies the same properties on the set [0, ✓̃]. Applying Lemma 43 and (7.12) we deduce
qi(✓̃) 

3ai(x)
4 contradicting the earlier statement that qi(✓̃) 2

⇣
3ai(x)

4 , ai(x)
⌘
. We conclude

ai(x+dx)
ai(x)

2 [3/4, 4/3].
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Before bounding
��� µ(x) +M

 µ
x (dx)�  µ(x+ dx)

��� we provide some auxiliary bounds.
Define

�i :=
|rai(x)T dx|

ai(x)
+

L1kdxk22
ai(x)

,

for all i 2 {1, . . . ,m}. Then we have,

k�k22 =
mX

i=1

✓
|rai(x)T dx|

ai(x)
+

L1kdxk22yi
µ

◆2

 2
mX

i=1

 ✓
|rai(x)T dx|

ai(x)

◆2

+

✓
L1kdxk22

µ

◆2

y2i

!

= 2kS�1dsk
2
2 + 2

✓
L1kdxk22

µ

◆2

kyk22

 22

where the first equality uses 1/ai(x) = yi/µ, the first inequality uses the fact that (a+b)2 
2(a2 + b2), and the final inequality uses a2 + b2  (a+ b)2. Hence,

mX

i=1

�3
i  k�k

2
2 max

i
{�i}  23. (7.30)

Observe, also by Taylor’s Theorem and the fact that f is Lipschitz on X that
����f(x) +

1

2
dxr

2f(x)dx +rf(x)T dx � f(x+ dx)

���� 
L2

6
kdxk

3
2. (7.31)

Using Lemma 43 and Taylor’s Theorem with gi(✓) := ai(x + ✓v), hi(✓) := log(gi(✓)), and
v = dx

kdxk2
, we get

����hi(0) + ✓h0
i(0) +

✓2

2
h00
i (0)� hi(✓)

���� 
✓3

6
sup
✓̂2[0,✓]

h000
i (✓̂) 

1

6

✓
2L2✓3 + 6L1✓2�i

g(0)
+ 5�3

i

◆
.

(7.32)

We can now bound the quality of a second-order Taylor series expansion of  µ as

�� µ(x) +M
 µ
x (dx)�  µ(x+ dx)

��  L2

6
kdxk

3
2 + µ

mX

i=1

✓
2L2kdxk32 + 6L1kdxk22�i

6ai(x)
+

5�3
i

6

◆


L2

6
kdxk

3
2 +

mX

i=1

✓
yi

✓
L2kdxk32

3
+ L1kdxk

2
2�i

◆
+ µ

5�3
i

6

◆


L2

6
(1 + 2kyk1) kdxk

3
2 + L1kdxk

2
2kyk1+ µ3.

The first inequality uses (7.31) and (7.32). The second inequality uses 1/ai(x) = yi/µ. The
third inequality uses �i   and (7.30). ⇤
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7.B.3 Proof of Lemma 45
Lemma 45. Suppose Assumption C holds. Let Convex{x, x+

} ✓ X , s = a(x), s+ =
a(x+), S = diag(a(x)), Y = diag(y), y+ 2 Rm,Y + = diag(y+), dx = x+

�x, dy = y+�y,
and ds = ra(x)dx. If the equation Sy + Sdy + Y ds = µ1 holds, then

kY �1dyk2  kS
�1dsk2 + kµ(SY )�11� 1k2 (7.13)

kY +s+ � µ1k2  kSyk1kS
�1dsk2kY

�1dyk2 +
L1

2
kyk2(1 + kY

�1dyk2)kdxk
2
2. (7.14)

Furthermore, if kY +s+ � µ1k1 < µ and kY �1dyk1  1 then s+, y+ 2 Rm
++.

Proof To show (7.13) notice that multiplying Sy + Sdy + Y ds = µ1 by (SY )�1 and
rearranging yields Y �1dy = �S�1ds + ((Sy)�1µ� 1).

Next, we show (7.14). Observe that

s+i y
+
i � µ = ai(x+ dx)(yi + dyi)� µ

= (dsi + ai(x))(yi + dyi) + (ai(x+ dx)� (dsi + ai(x)))(yi + dyi)� µ

= dsidyi + (ai(x+ dx)� (dsi + ai(x)))(yi + dyi), (7.33)

where the first transition is by definition of s+i and y+i , the second transition comes from
adding and subtracting (dsi + ai(x))(yi + dyi), and the third transition by substituting
µ = siyi + sidyi + yidsi = ai(x)yi + ai(x)dyi + yidsi . Furthermore, since rai is L1-Lipschitz
continuous on X ,

|ai(x+ dx)� (dsi + ai(x))| = |ai(x+ dx)� (rai(x)dx + ai(x))| 
L1

2
kdxk

2
2,

combining this equality with (7.33) yields

��s+i y
+
i � µ

��  |dsidyi |+
L1

2
y+i kdxk

2
2  |siyi|

��s�1
i dsi

����y�1
i dyi

��+ L1

2
yi(1 + y�1

i dyi)kdxk
2
2.

We deduce (7.14) by Cauchy-Schwarz. The fact that y+ 2 Rm
+ follows from kY �1dyk1  1.

The fact that y+, s+ 2 Rm
++ follows from y+ 2 Rm

+ and kS+y+ � µk1 < µ. ⇤

7.B.4 Proof of Lemma 46
Lemma 46. Suppose Assumption C holds. Let y, y+ 2 Rm and Convex{x, x+

} ✓ X .
Then the following inequality holds:

krxL(x, y) +rxxL(x, y)
T dx � dTyrxa(x)�rxL(x

+, y+)k2

 L1kyk2kdxk2kY
�1dyk2 +

L2

2
(kyk1 + 1)kdxk

2
2 (7.15)

with dx = x+
� x and dy = y+ � y.
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Proof Observe that:
�����
X

i

�
yirai(x) + yir

2ai(x)dx � dyirai(x)� y+i rai(x
+)
�
�����
2



X

i

��yirai(x) + yir
2ai(x)dx + dyirai(x)� y+i rai(x

+)
��
2

 kyk1
��rai(x) +r2ai(x)dx �rai(x

+)
��
2
+ kdyk1

��rai(x)�rai(x+)
��
2


L2

2
kyk1kdxk

2
2 + L1kdyk1kdxk2,

where the first and second transition hold by the triangle inequality, the third transition
applying (7.4) using the Lipschitz continuity ofra andr2a. Next, by the triangle inequality,
the inequality we just established, and Taylor’s theorem with Lipschitz continuity of rf we
get

krxL(x, y) +rxxL(x, y)
T dx � dTyrxa(x)�rxL(x

+, y+)k2


��rf(x) +r2f(x)dx �rf(x

+)
��
2
+

�����
X

i

�
yirai(x) + yir

2ai(x)dx + dyirai(x)� y+i rai(x
+)
�
�����
2


L2

2
(kyk1 + 1)kdxk

2
2 + L1kdyk1kdxk2. (7.34)

⇤

7.B.5 Proof of Lemma 47
Lemma 47. Consider g 2 Rn and a symmetric matrix H 2 Rm⇥n. Define �(u) :=
1
2u

THu+ gTu where � : Rn
! R and let u⇤

2 argminu2Br(0)�(u) be an optimal solution
to the trust region subproblem for some r � 0. Then there exists some � � 0 such that:

�(ku⇤
k2 � r) = 0, (H + �I)u⇤ = �g, and H + �I ⌫ 0. (7.16)

Conversely, if u⇤ satisfies (7.16) then u⇤
2 argminu2Br(0)�(u). Let �(r) := minu2Br(0)�(u),

then for all r 2 [0,1) we have

�(r)  �
�r2

2
(7.17a)

�(r)  �(↵r)  ↵2�(r) 8↵ 2 [0, 1]. (7.17b)

Furthermore, the function �(r) is monotone decreasing and continuous.

Proof Equation (7.16) follows from the KKT conditions, see Sorensen [190, Lemma 2.4.],
Conn et al. [67, Corollary 7.2.2] or Nocedal and Wright [167, Theorem 4.3.]. We now show
(7.17a). Substituting (H + �I)u⇤ = �g into 1

2 (u
⇤)THu⇤ + gTu⇤ yields �(r) = �(u⇤) =

1/2gTu⇤
� �/2ku⇤

k
2
 ��/2ku⇤

k
2
2 where the last inequality follows from gTu⇤ = �gT (H +

�I)�1g  0. Since (7.16) states that either � = 0 or ku⇤
k2 = r we conclude (7.17a) holds.

The inequality �(↵r)  ↵2�(r) holds since �(↵r)  �(↵u⇤) = 1
2↵

2(u⇤)THu⇤ + ↵gTu⇤


1
2↵

2(u⇤)THu⇤ + ↵2gTu⇤ = ↵2�(r) where the inequality uses gTu⇤
 0. The inequality

�(r)  �(↵r) holds since any solution to kuk2  r is feasible to kuk2  ↵r. The fact that
�(r) is monotone decreasing and continuous follows from (7.17b). ⇤
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7.C Proofs of results in Section 7.5.1

7.C.1 Proof of Lemma 49
Lemma 49. Suppose Assumptions C and D hold (Lipschitz derivatives, and sufficiently
small µ). Let x 2 X , ⌘s 2 [0, 1/5], (ITRS) hold with ⌘x = ⌘s

2 , and ↵ = min
n
1, ⌘s

kS�1dsk2

o
.

Then x+
2 X and

 µ(x
+)�  µ(x)  2µ⌘3s +max

⇢
M

 µ
x (dx),�

⌘2sµ

3

�
. (7.22)

Proof Our first goal is to show for all ↵ 2 (0, 1] that

M
 µ
x (↵dx)  max

⇢
M

 µ
x (dx),�

⌘2sµ

3

�
. (7.35)

Note (7.35) trivially holds if ↵ = 1. Therefore let us consider the case ↵ 2 (0, 1). In this
case,

↵ =
⌘s

kS�1dsk2
� ⌘s

s
µ

L1(kyk1 + 1)kdxk22 � 2M
 µ
x (dx)

� ⌘s

s
µ

⌘2sµ/4� 2M
 µ
x (dx)

(7.36)

where the first inequality uses (7.21), and the second inequality uses kdxk2  ⌘s
2

q
µ

L1(kyk1+1) .

Furthermore, if M µ
x (dx) 2

h
�
⌘2sµ
4 , 0

i
from (7.36) we get ↵ �

p
4/3 > 1; by contradiction we

conclude M
 µ
x (dx) 62

h
�
⌘2sµ
4 , 0

i
. Using M

 µ
x (dx) 62

h
�
⌘2sµ
4 , 0

i
and M

 µ
x (dx) M

 µ
x (0) = 0

(recall definition of dx in (ITRS)), we deduce M
 µ
x (dx) < �⌘

2
sµ
4 . Combining M

 µ
x (dx) <

�
⌘2sµ
4 with (7.36) yields ↵ � ⌘s

q
µ

�3M µ
x (dx)

. Therefore,

M
 µ
x (↵dx) = ↵2 1

2
dTxr

2 µ(x)dx + ↵r µ(x)
T dx  ↵

2
M

 µ
x (dx)  �

⌘2sµ

3

where the first inequality follows by r µ(x)T dx  0 as implied by (7.16) and the second by
↵ � ⌘s

q
µ

�3M µ
x (dx)

. Thus (7.35) holds.

It remains to bound the accuracy of the predicted decrease M
 µ
x (↵dx). Note that by

↵ 2 [0, 1], (ITRS) and ⌘x = ⌘s
2 we have

k↵dxk2  kdxk2 
⌘s
2

r
µ

L1(kyk1 + 1)
= ⌘x

r
µ

L1(kyk1 + 1)
. (7.37)

Let us select  = (21/20)⌘s, this choice satisfies the premise of Lemma 44 because

↵kS�1dsk2 +
L1k↵dxk22kyk2

µ
 ⌘s +

⌘2s
4
 (21/20)⌘s =  (7.38)

where the first inequality comes from ↵kS�1dsk2  ⌘s and (7.37), and the third inequality
uses ⌘s 2 [0, 1/5]. Since ⌘s 2 [0, 1/5] we deduce   1/4 so the conditions of Lemma 44
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hold. Therefore x+
2 X . From Lemma 44,

�� µ(x) +M
 µ
x (↵dx)�  µ(x+ ↵dx)

��  L2

6
(1 + 2kyk1) k↵dxk

3
2 + L1k↵dxk

2
2kyk1+ µ3


L3/2
1 µ�1/2

6
(1 + 2kyk1) k↵dxk

3
2 + L1k↵dxk

2
2kyk1+ µ3



✓
2

6⇥ 23
+ (1/22)(21/20)2 + (21/20)3

◆
µ⌘3s

 2µ⌘3s (7.39)

where the second inequality uses L2
2µ
L3

1
2 (0, 1] from Assumption D, the third inequality uses

our bound on k↵dxk2 and , i.e., (7.37) and (7.38). Combining (7.35) and (7.39) gives
(7.22). ⇤

7.C.2 Proof of Lemma 50
Lemma 50. Suppose (ITRS), Assumptions C and D hold (direction selection, Lipschitz
derivatives, and sufficiently small µ). Let x 2 X , ⌘x 2 (0, 1

20 (
⌧2
l µ
L1

)1/4], and ↵ = 1. Further

assume M
 µ
x (dx) � �

⌧lµr
p

1+kyk1

3 . Under these assumptions, (x+, y+) satisfies (FJ1) and
r

2 µ(x) ⌫ �
p
⌧l(1 + kyk1)

q
⌧lµ
⌘2xL1

I.

Proof First, let us bound kS�1dsk2:

kS�1dsk2 

s
L1(kyk1 + 1)kdxk22 � 2M

 µ
x (dx)

µ


s

⌘2x +
2

3
⌘x

✓
µ⌧2l
L1

◆1/2



s
1

202

✓
µ⌧2l
L1

◆1/2

+
2

60

✓
µ⌧2l
L1

◆3/4


1

5

✓
⌧2l µ

L1

◆1/4

,

where the first inequality uses (7.21), the second r = ⌘x
q

µ
L1(kyk1+1) and M

 µ
x (dx) �

�
⌧lµr
p

1+kyk1

3 , the third inequality uses ⌘x 2 (0, 1
20 (

⌧2
l µ
L1

)1/4], and the final inequality uses
⌧2
l µ
L1
2 (0, 1] from Assumption D.

Let us compute  from Lemma 44: kS�1dsk2 +
L1kdxk2

2kyk2

µ 
1
5

⇣
⌧2
l µ
L1

⌘1/4
+ ⌘2x 

1
4 = 

where the first inequality uses kdxk2  r = ⌘x
q

µ
L1(kyk1+1)  ⌘x

q
µ

L1kyk2
and the second

inequality uses ⌘x  1
20

⇣
⌧2
l µ
L1

⌘1/4
2 (0, 1/20]. It follows that Convex{x, x+

} ✓ X .
Furthermore, by Lemma 45, the fact y = µS�11, and our bound on kS�1dsk2 we have

kY �1dyk2  kS
�1dsk2 

1

5

✓
⌧2l µ

L1

◆1/4

.
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Therefore,

k�dx �rxL(x
+, y+)k2  L1kdxk2kyk2kY

�1dyk2 +
L2

2
(kyk1 + 1)kdxk

2
2

 L1kdxk2kyk2kY
�1dyk2 +

L3/2
1 µ�1/2

2
(kyk1 + 1)kdxk

2
2

 ⌘x
⌧lµ

p
kyk2
5

✓
⌧2l µ

L1

◆�1/4

+
L1/2
1 µ1/2⌘2x

2


⌧lµ

p
kyk2

100
+

µ⌧l
800


µ⌧l
50

p
1 + kyk2

where the first inequality follows from Lemma 46, the second by L2
2µ
L3

1
2 (0, 1], the third

inequality using the bounds kY �1dyk2 
1
5

⇣
⌧2
l µ
L1

⌘1/4
that we just proved and kdxk2 

⌘x
q

µ
L1(kyk1+1) , and the fourth inequality using ⌘x 2 (0, 1

20 (
⌧2
l µ
L1

)1/4].
Next, we bound �kdxk2. By (7.11) there exists some � � 0 such that rxL(x, y) +

rxxL(x, y)T dx � dTyrxa(x) = �dx. Moreover, � ⌧lµr
p

1+kyk1

3 M
 µ
x (u)  � �r

2

2 by (7.17a),
so �kdxk2  �r  2

3⌧lµ
p
1 + kyk1. Therefore using the bounds on �kdxk2 and k�dx �

rxL(x+, y+)k2 that we proved,

krxL(x
+, y+)k2  k�dx �rxL(x

+, y+)k2 + �kdxk2


2⌧lµ

3

p
1 + kyk1 +

⌧lµ

50

p
1 + kyk1

 ⌧lµ
p

1 + kyk1.

This shows (FJ1.c) holds. It remains to show (FJ1.a) and (FJ1.b). From Lemma 45 we get

kS+y+ � µ1k2  µkS�1dsk2kY
�1dyk2 +

L1

2
kyk2(1 + kY

�1dyk2)kdxk
2
2


µ

16

✓
⌧2l µ

L1

◆1/2

+ µ⌘2x 
µ

10

✓
⌧2l µ

L1

◆1/2

=
µ⌧c
10

,

where the second inequality uses kY �1dyk2  kS�1dsk2 
1
4

⇣
⌧2
l µ
L1

⌘1/2
 1 and kdxk2  r =

⌘x
q

µ
L1(kyk1+1) , and the third inequality ⌘x 2 (0, 1

20 (
⌧2
l µ
L1

)1/4]. Therefore (FJ1) holds.

Let vmin be the eigenvector of r2 µ(x) corresponding to the minimum eigenvalue of
r

2 µ(x). Note that

�
⌧lµr

p
1 + kyk1
3

M
 µ
x (dx)  min{M µ

x (rvmin),M
 µ
x (�rvmin)} 

�min(r2 µ(x))r2

2

where �min(·) denotes the minimum eigenvalue. Therefore

�min(r
2 µ(x)) � �

2⌧lµ
p
1 + kyk1
3r

= �
2
p
⌧l(1 + kyk1)

3

r
⌧lµ

⌘2xL1
.

⇤
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7.C.3 Proof of Theorem 7.5.1
Theorem 7.5.1. Suppose Assumptions C and D hold (Lipschitz derivatives, and sufficiently
small µ). Then Trust-IPM(f, a, µ, ⌧l, L1, ⌘s, ⌘x, x(0)) with x(0)

2 X and

⌘s =
1

40

✓
⌧2l µ

L1

◆1/4

⌘x =
⌘s
2
, (⌘-1)

takes at most

O

 
1 +

 µ(x(0))�  ⇤
µ

µ

✓
L1

µ⌧2l

◆3/4
!

iterations to terminate with a (µ, ⌧l, ⌧c)-approximate second-order Fritz John point (x+, y+),
i.e., (FJ1) and (FJ2) hold.

Proof Let x 2 X be some iterate of the algorithm with corresponding direction dx. If
�
⌧lµr
p

1+kyk1

3 �M
 µ
x (dx) then

 µ(x+ ↵dx)�  µ(x)  2µ⌘3s +max

⇢
M

 µ
x (dx),�

⌘2sµ

3

�

 µ⌘s max

8
<

:2⌘2s �
1

6

s
⌧2l µ

L1
, 2⌘2s �

⌘s
3

9
=

; (7.40)

= µ

✓
⌧2l µ

L1

◆1/2

max

(✓
2

403
�

1

6⇥ 40

◆✓
⌧2l µ

L1

◆1/4

,
2

403

✓
⌧2l µ

L1

◆1/4

�
1

3⇥ 402

)

 µ

✓
⌧2l µ

L1

◆3/4✓
2

403
�

1

3⇥ 402

◆

= �
17µ

60⇥ 402

✓
⌧2l µ

L1

◆3/4

(7.41)

where the first transition uses Lemma 49, the second transition uses M µ
x (dx) � �

⌧lµr
p

1+kyk1

3 =

�
µ⌘s
6

q
⌧2
l µ
L1

, the third transition uses ⌘s = 1
40

⇣
⌧2
l µ
L1

⌘1/4
, and the fourth transition uses

⌧2
l µ
L1
2 (0, 1].

Let (x, dx) denote the current primal iterate and direction. Let (x+, dx+) denote the

subsequent primal iterate and direction. By Lemma 50 if � ⌧lµr
p

1+kyk1

3 M
 µ
x (dx) then

(FJ1) holds. Also, by Lemma 50 if � ⌧lµr
p

1+ky+k1

3 M
 µ

x+(d+x ) then r2 µ(x+) ⌫ �
p
⌧l(1+

ky+k1)
q

⌧lµ
⌘2xL1

I ⌫ �40
p
⌧l(1+ ky+k1)I, i.e., (FJ2) holds. Therefore if both � ⌧lµr

p
1+kyk1

3 

M
 µ
x (dx) and � ⌧lµr

p
1+ky+k1

3 M
 µ

x+(d+x ) the algorithm terminates.

It remains to show that if either� ⌧lµr
p

1+kyk1

3 > M
 µ
x (dx) or� ⌧lµr

p
1+ky+k1

3 > M
 µ

x+(d+x )
then over these two iterations we reduce the function value by a constant quantity. First
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note that even if M µ
x (dx) � �

⌧lµr
p

1+kyk1

3 we by M
 µ
x (dx)  0 we still have

 µ(x+ ↵dx)�  µ(x)  2µ⌘3s +max

⇢
M

 µ
x (dx),�

⌘2sµ

3

�

 2µ⌘3s =
2µ

403

✓
⌧2l µ

L1

◆3/4

(7.42)

where the first inequality follows from Lemma 49. The same equation applies replacing
(x, dx) with (x+, d+x ). By applying (7.41) and (7.42) we can see that if over these two
iterations the algorithm did not terminate then  µ must have been reduced by at least

µ

✓
17

60⇥ 402
�

2

403

◆✓
⌧2l µ

L1

◆3/4

=
7µ

30⇥ 402

✓
⌧2l µ

L1

◆3/4

.

To conclude note if the algorithm has not terminated across iterations 0, . . . ,K then  µ(x(0))�

 ⇤
µ �

PK�1
k=0 ( µ(x(k))� µ(x(k+1))) � K�2

2 ⇥
7µ

30⇥402

⇣
⌧2
l µ
L1

⌘3/4
, rearranging to bound K gives

the result. ⇤

7.D Proof of results in Section 7.5.2

The main purpose of this section is to prove Lemma 51. Before we prove this result in
Section 7.D.3 we prove two auxiliary Lemmas. Lemma 54 is the convex version of Lemma 49
and Lemma 55 is the convex version of Lemma 49.

7.D.1 Proof of Lemma 54
Lemma 54. Suppose (ITRS), Assumption C and E hold (direction selection, Lipschitz
derivatives, and sufficiently small µ). Let f be convex and each ai concave. Let x 2 X ,

⌘x = ✓
⇣
⌧2
l µ
L1

⌘1/6
, ⌘s = ✓

⇣
⌧2
l µ
L1

⌘1/3
, ↵ = min

n
1, ⌘s

kS�1dsk2

o
, and ✓ 2 [0, 1/6]. Then x+

2 X

and

 µ(x+ ↵dx)�  µ(x)  3µ✓3
✓
⌧2l µ

L1

◆2/3

+max

(
M

 µ
x (dx),�

✓2µ

2

✓
⌧2l µ

L1

◆2/3
)
.

Proof First we show

M
 µ
x (↵dx)  max

⇢
M

 µ
x (dx),�

⌘2sµ

2

�
, (7.43)

which trivially holds if ↵ = 1. Therefore let us consider the case ↵ 2 (0, 1). In this case, by
(7.20) we have

↵ =
⌘s

kS�1dsk2
� ⌘s

s
µ

�2M
 µ
x (dx)

. (7.44)



CHAPTER 7. WORST-CASE BOUNDS FOR LOG BARRIER METHODS 195

Therefore,

M
 µ
x (↵dx) = ↵2 1

2
dTxr

2 µ(x)dx + ↵r µ(x)
T dx  ↵

2
M

 µ
x (dx)  �

⌘2sµ

2

where the first inequality follows by r µ(x)T dx  0 (see Lemma 47), the second by ↵ �

⌘s
q

µ

�2M µ
x (dx)

, and the third inequality by (7.44). We conclude (7.43) holds.

It remains to bound the accuracy of the predicted decrease M
 µ
x (↵dx). Let us bound

the constant  from Lemma 44,

↵kS�1dsk2 +
L1k↵dxk22kyk2

µ
 ✓

�
⌧2l µ/L1

�1/3
+ ✓2

�
⌧2l µ/L1

�1/3
 (7/6)✓

�
⌧2l µ/L1

�1/3
= 

(7.45)

where the second inequality comes from ↵kS�1dsk2  ⌘s = ✓
⇣
⌧2
l µ
L1

⌘1/3
and k↵dxk2 

✓
�
⌧2l µ/L1

�1/6q µ
L1(kyk1+1) , the third inequality from ✓ 2 [0, 1/6]. Since ✓ 2 [0, 1/6] and

⌧2l µ/L1 2 (0, 1] we deduce   1/4 so the conditions of Lemma 44 hold. Therefore x+
2 X .

Furthermore, from Lemma 44,

�� µ(x) +M
 µ
x (↵dx)�  µ(x+ ↵dx)

��  L2

6
(1 + 2kyk1) kdxk

3
2 + L1kdxk

2
2kyk1+ µ3

 L4/3
1 ⌧1/3l µ�1/3 (1/6 + (1/3)kyk1) k↵dxk

3
2 + L1k↵dxk

2
2kyk2+ µ3


1

3
µ✓3

�
⌧2l µ/L1

�2/3
+ µ✓3

�
⌧2l µ/L1

�2/3
+ (7/6)3µ✓3

�
⌧2l µ/L1

�2/3

 3µ✓3
�
⌧2l µ/L1

�2/3 (7.46)

where the second inequality uses L3
2µ

L4
1⌧l
2 (0, 1], and the third inequality uses our bound on

k↵dxk2 and . Combining (7.43) and (7.46) gives the result. ⇤

7.D.2 Proof of Lemma 55
Lemma 55. Suppose (ITRS), Assumption C and E hold (Lipschitz derivatives, and suffi-
ciently small µ). Let f be convex and each ai concave. Let x 2 X , ⌘x 2 (0, 1

20 (
µ⌧2

l
L1

)1/6],

and ↵ = 1. Under these assumptions, if M
 µ
x (dx) � �

⌧lµr
p

1+kyk1

3 then (x+, y+) is an
(µ, ⌧l, ⌧c)-approximate first-order Fritz John point.

Proof First note,

kS�1dsk2 

s
�2M

 µ
x (dx)

µ


r
2

3
r⌧l

p
1 + kyk1 =

✓
4⌧2l ⌘

2
xµ

9L1

◆1/4



 
4

3600

✓
⌧2l µ

L1

◆4/3
!1/4


1

5

✓
⌧2l µ

L1

◆1/3

where the first transition uses (7.20), the second transition uses our assumed bound on
M

 µ
x (dx), the third transition uses r = ⌘x

q
µ

L1(kyk1+1) , and the fourth transition uses

⌘x 2 (0, 1
20 (

µ⌧2
l

L1
)1/6].
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Let us compute  from Lemma 44, kS�1dsk2 +
L1kyk2kdxk2

2
µ 

1
5

⇣
µ⌧2

l
L1

⌘1/4
+ ⌘2x

2 
1
4 = .

It follows that Convex{x, x+
} ✓ X .

By Lemma 45 and the fact y = µS�11 we have kY �1dyk2  kS�1dsk2 
1
5

⇣
µ⌧2

l
L1

⌘1/3
.

Therefore,

k�dx �rxL(x
+, y+)k2  L1kdxk2kyk2kY

�1dyk2 +
L2

2
(kyk1 + 1)kdxk

2
2

 L1kdxk2kyk2kY
�1dyk2 +

L4/3
1 µ�1/3⌧1/3l

2
(kyk1 + 1)kdxk

2
2


⌧lµ

p
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5

✓
µ⌧2l
L1

◆�1/6

⌘x +
L1/3
1 µ2/3⌧1/3l

2
⌘2x


⌧lµ

p
kyk2

10
+

µ⌧l
800


µ⌧l
9

p
1 + kyk2

where the first inequality follows from Lemma 46, the second by L3
2µ

L4
1⌧l
2 (0, 1], the third

using kdxk2  ⌘x
q

µ
L1(kyk1+1) and kY �1dyk2 

1
5

⇣
µ⌧2

l
L1

⌘1/4
, and the fourth inequality using

⌘x 2 (0, 1
20 (

µ⌧2
l

L1
)1/6].

Now, by (7.11) there exists some � � 0 such thatrxL(x, y)+rxxL(x, y)T dx�dTyrxa(x) =

�dx. Moreover, � ⌧lµr
p

1+kyk1

3 M
 µ
x (u)  � �r

2

2 by (7.17a) which implies

�kdxk2  �r 
2⌧lµr

p
1 + kyk1
3r

=
2

3
⌧lµ

p
1 + kyk1.

Therefore using the bounds on �kdxk2 and k�dx �rxL(x+, y+)k2 that we proved,

krxL(x
+, y+)k2  k�dx �rxL(x

+, y+)k2 + �kdxk2


2⌧lµ

3

p
1 + kyk1 +

⌧lµ

9

p
1 + kyk1

 ⌧lµ
p

1 + kyk1.

This shows (FJ1.c) holds. It remains to show (FJ1.a) and (FJ1.b). From Lemma 45 we get

kS+y+ � µ1k2  µkS�1dsk2kY
�1dyk2 +
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2
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✓
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µ
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✓
µ⌧2l
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µ

2
,

where the second inequality uses kY �1dyk2  kS�1dsk2 
1
5

⇣
µ⌧2

l
L1

⌘1/3
 1 and our assump-

tion on r, the third inequality uses ⌘x 2 (0, 1
20 (

µ⌧2
l

L1
)1/6] and ⌧2

l µ
L1
2 (0, 1]. Therefore (FJ1)

holds. ⇤
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7.D.3 Proof of Lemma 51
Lemma 51. Suppose Assumption C and E hold (Lipschitz derivatives, and sufficiently small
µ). Let f be convex and each ai concave. Then Trust-IPM(f, a, µ, ⌧l, L1, ⌘s, ⌘x, x(0)) with
x(0)
2 X and

⌘x = ✓

✓
⌧2l µ

L1

◆1/6

⌘s = ✓

✓
⌧2l µ

L1

◆1/3

✓ = 1/20, (⌘-2)

takes at most
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 µ(x(0))�  ⇤
µ

µ

✓
L1

⌧2l µ

◆2/3
!

iterations to terminate with a (µ, ⌧l, ⌧c)-approximate first-order Fritz John point (x+, y+),
i.e., (FJ1) holds.

Proof Let x 2 X be some iterate of the algorithm with corresponding direction dx. If
M

 µ
x (dx) � �

⌧lµr
p

1+kyk1

3 then the algorithm terminates at the next iteration by Lemma 55.

Therefore consider the case that � ⌧lµr
p

1+kyk1

3 < M
 µ
x (dx). By Lemma 54 we have x+

2 X .
Furthermore,

 µ(x
+)�  µ(x)  3µ✓3
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 µ
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✓2µ

2

✓
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✓
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max
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3
, 3✓2 �

✓
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�
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✓
⌧2l µ

L1

◆2/3
7

8000

where the first inequality uses Lemma 54, the second inequality uses M µ
x (dx) � �

⌧lµr
p

1+kyk1

3 =

�
µ✓
3

⇣
⌧2
l µ
L1

⌘2/3
, and the final inequality comes from substituting ✓ = 1/20.

To conclude note if the algorithm has not terminated across iterations 0, . . . ,K then

 µ(x(0)) �  ⇤
µ �

PK�1
k=0 ( µ(x(k)) �  µ(x(k+1))) � Kµ

⇣
⌧2
l µ
L1

⌘2/3
7

8000 , rearranging to bound
K gives the result. ⇤

7.E Proof of results in Section 7.6

7.E.1 Proof of Lemma 56
Assumption J (Slater’s condition). Suppose that there exists some R > 0 such that kXk2 
R and there exists some z 2 X , � 2 R++ such that a(z) � �1. Further assume there exists
some constant L0 > 0 such that krf(x)k2  L0 for all x 2 X .

Furthermore, in order to apply Slater’s condition we need µ to be sufficiently small:

µ 
�

2⌧lR
. (7.47)
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Lemma 56. Suppose that f is convex, ai is concave and Assumption J holds. If (x+, y+)
is a Fritz John point (i.e., (FJ1) holds) and (7.47) holds then

��y+
��
1
 1 +

3mµ+ 2L0R

�
.

Proof Observe,

��y+
��
1


a(z)T y+

�


(a(x+) +ra(x+)(z � x+))T y+

�


a(x+)T y+ + kra(x+)T y+k2R

�



3
2mµ+

�
L0 + ⌧lµ

p
ky+k1 + 1

�
R

�



3
2mµ+ L0R

�
+

1

2

q
ky+k1 + 1

where the first inequality uses Assumption J which implies a(z)/� � 1 and that ky+k1 =
1T y+, the second inequality uses that ai is concave, the third inequality uses kXk2  R,
the fourth inequality uses (FJ1) and Assumption J, and the fifth inequality uses (7.47). It
follows that

1 +
3
2mµ+ L0R

�
�
��y+

��
1
+ 1�

1

2

q
ky+k1 + 1 �

1

2

���y+
��
1
+ 1

�
.

⇤

7.E.2 Proof of Lemma 53
Lemma 53. Let f be convex and each ai concave. Suppose that Assumption F holds. Let
x(0)
2 X . Then Annealed-IPM(f, a, µ(0), x(0), ✏) takes at most

⇣
O (1) + 6m⇥ w

⇣ ✏

3m

⌘⌘
log+2

✓
3mµ(0)

✏

◆
+
 µ(0)(x(0))�  ⇤

µ(0)

µ(0)
w(µ(0))

unit operations to return a point x(k) with f(x(k))� f⇤
 ✏.

Proof Let J = d[e
i
log+2

⇣
3mµ(0)

✏

⌘
. At this point if we apply Lemma 52 with µ = 0, we

obtain

f(x(J))�f⇤
 krxL(x

(J), y(J))k2R+
mX

i=1

ai(x
(J))y(J)i  (1+2)µ(J)m = 3µ(J)m = 3µ(0)2�J

 ✏.

Hence after J iterations we have found an ✏-optimal solution. By Lemma 52 and Assump-
tion F,

 µ(j)(x(j�1))�  ⇤
µ(j)  krxL(x

(j�1), y(j�1))k2R+
mX

i=1

(ai(x
(j�1))y(j�1)

i � µ(j))  3µ(j�1)m.
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Applying using this inequality in Assumption F we deduce that the number of unit opera-
tions of each iteration j > 0 is at most

O (1) +
 µ(j)(x(j�1))�  ⇤

µ(j)

µ(j)
w(µ(j))  O (1) +

3µ(j�1)m

µ(j)
w(µ(j))

 O (1) + 6m⇥ w(µ(j))

 O (1) + 6m⇥ w(µ(J)).

The second inequality uses µ(j) = 1
2µ

(j�1). The final inequality uses that w is monotone
decreasing by Assumption F. ⇤

7.E.3 Proof of Theorem 7.6.1
Theorem 7.6.1. Suppose Assumption C, G and H hold (Lipschitz derivatives, regularity
conditions, and parameter settings). Let f be convex and each ai concave. Let x(0)

2 X and
kXk2  R. Define ⌘s, ⌘x by (⌘-2) and set

Generic-IPM(f, a, µ, x) := Trust-IPM(f, a, µ, ⌧l, L1, ⌘s, ⌘x, x)

inside Annealed-IPM. Then Annealed-IPM(f, a, µ(0), x(0), ✏) takes at most

O

  
m1/3

✓
L1R2⇣

✏

◆2/3

+ 1

!
log+

✓
mµ(0)

✏

◆
+
 µ(0)(x(0))�  ⇤

µ(0)

µ(0)

✓
L1R2⇣

m2µ(0)

◆2/3
!

unit operations to return a point x(k) with f(x(k))� f⇤
 ✏.

Proof Let j be some iteration of Annealed-IPM. Our first goal is to show that
(A8.µ(0)), i.e., µ(0) = min

n
L1R

2⇣
m2 , L4

1m
RL3

2

p
⇣

o
, implies the assumptions of Lemma 51, and

Lemma 53 are met at iteration j.
Recall that (A8.⌧l) states that ⌧l = m

R⇣1/2
. In particular, ⌧

2
l µ
L1
2 (0, 1] holds with µ = µ(j)

by µ  µ(0)


L1R
2⇣

m2 = L1

⌧2
l

and L3
2µ

L4
1⌧l
2 (0, 1] holds by µ  µ(0)


L4

1m
RL3

2

p
⇣
= L4

1⌧l
L3

2
. Therefore

the assumptions of Lemma 51 are met which implies each iteration of Annealed-IPM will
terminate satisfying (FJ1). Therefore,

krxL(x
(j), y(j))k2  µ(j)⌧l

q
1 + ky(j)k1  µ(j)⌧l⇣

1/2


mµ(j)

R

where the first inequality uses (FJ1), the second inequality uses Assumption G and the final
inequality by (A8.⌧l). Therefore Assumption F holds which allows us to apply Lemma 53.
In particular,

w(µ(j)) = O

 ✓
⌧2l µ

(j)

L1

◆�2/3
!

= O

 ✓
m2µ(j)

L1R2⇣

◆�2/3
!

where the second equality uses ⌧l = m
R⇣1/2

. Substituting this into Lemma 53 yields the
runtime bound. ⇤



CHAPTER 7. WORST-CASE BOUNDS FOR LOG BARRIER METHODS 200

7.F A two-phase method to find unscaled KKT points

7.F.1 Algorithm 11 definition

Algorithm 11 Two-phase IPM

function Two-Phase-IPM(f, a, "opt, "inf, L0, L1, x(0))
Output: A status (KKT if (KKT) holds and INF if (INF1) holds) and a point

(x, t, y).

Phase-one.
Let µ(P1) = "inf"opt

12 , ⌧ (P1)
l = min

n
1

"opt
,
q

L1
2"opt"inf

o
, t(0) = "opt

2 +

max{mini�ai(x(0)), 0}, and ⌘ satisfy (⌘-1).
if t(0)  "opt/2 then

x(P1)
 x(0)

else
(x(P1), t(P1), y(P1),�(P1), �(P1)) Trust-IPM(fP1, aP1, µ(P1), ⌧ (P1)

l , L1, ⌘s, ⌘x, (x(0), t(0))).
if mini ai(x(P1)) < �"opt/2 then

(x, t, y) (x(P1), t(P1), y(P1)/ky(P1)
k1).

return INF, (x, t, y)

Phase-two.
Let µ(P2) = "opt

4 , ⌧ (P2)
l =

q
"inf

2(L0+1) , and ⌘ satisfy (⌘-1).

(x(P2), y(P2)) Trust-IPM(f, aP2, µ(P2), ⌧ (P2)
l , L1, ⌘s, ⌘x, x(P1)).

if ky(P2)
k1 > 1/"inf then

(x, t, y) (x(P2), "opt, y(P2)/ky(P2)
k1)

return INF, (x, t, y)
else

(x, t, y) (x(P2), ;, y(P2)).
return KKT, (x, t, y)

7.F.2 Proof of Claim 3
Claim 3. Let x(0)

2 Rn. Suppose Assumption I and (7.23) holds. Let f be L0-Lipschitz.
Assume c,�a,�f , L1, L0 � 1, "opt 2

⇣
0, 1

m log+(c/"opt)

i
, "inf 2 (0, L0

m ] and "opt 2 (0,
p
"inf].

Then Two-Phase-IPM(f, a, "opt, "inf, L0, L1, x(0)) takes at most

O

 
�a

 
L3/4
1

"7/4inf "
1/4
opt

+
1

"inf"opt

!
+
�f

"opt

✓
L1L0

"opt"inf

◆3/4
!

trust region subproblem solves to return a point (x, t, y) that satisfies either (KKT) or
(INF1).

Proof Let  P1
µ(P2) and  P2

µ(P2) denote the log barrier for problems (PI) and (PII) respec-
tively. Let T := [0, t(0) + "opt/2] represent the set of feasible values of t in phase-one.
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Now,

 P1
µ(P1)(x

(0), t(0))� inf
(x,t)2X̃ (P1)⇥T

 P1
µ(P1)(x, t)

= sup
(x,t)2X̃ (P1)⇥T

t(0) � t+ µ(P1)

 
log

✓
t

t(0)

◆
+ log

 
"opt
2 + t(0) � t

"opt
2

!
+

mX

i=1

log

✓
t� ai(x)

t(0) � ai(x(0))

◆!

= O

⇣
min
i

max{�ai(x
(0)), 0}+ µ(P1)m log+(c/"opt)

⌘

= O (�a)

where the second transition uses that 0  t  t(0) + "opt/2 = mini max{�ai(x(0)), 0} +
"opt and (7.23a), and the last transition uses µ(P1) = 1

12"inf"opt = O ("opt), "opt 2⇣
0, 1

m log+(c/"opt)

i
and �a � 1.

Similarly, using µ(P2) = "opt/4, "opt 2
⇣
0, 1

m log+(c/"opt)

i
and �f � 1 we get

 P2
µ(P2)(x

(P1))� inf
x2X̃ (P2)

 P2
µ(P2)(x) = O

✓
f(x(P1))� inf

x2X̃ (P2)
f(x) + µ(P2)m log+(c/"opt)

◆

= O (�f ) .

Recall Theorem 7.5.1 gives a bound on the iteration count of Trust-IPM of O
✓
1 +

 µ(x
(0))� ⇤

µ

µ

⇣
L1

µ⌧2
l

⌘3/4
◆

.

Substituting the appropriate values of ⌧l and µ from Algorithm 11 yields a bound of

O

 
1 +�a

 
L3/4
1

"7/4inf "
1/4
opt

+
1

"inf"opt

!
+
�f

"opt

✓
L1L0

"opt"inf

◆3/4
!

trust region subproblem solves for Two-Phase-IPM.
It remains to show either (KKT) or (INF1) is satisfied. Observe that after calling

Trust-IPM in phase-one we find a point satisfying the Fritz John conditions for the problem
of minimizing the infinity norm of the constraint violation, i.e.,

����

✓
ra(x(P1))T y(P1)

1T y(P1)
� 1 + �(P1)

� �(P1)

◆����
2


"inf
12

vuuut

������

0

@
y(P1)

�(P1)

�(P1)

1

A

������
1

+ 1 (7.48)

a(x(P1)) + t(P1)1 � 0 (7.49)

0  t(P1)
 t(0) + "opt/2 (7.50)

(ai(x
(P1)) + t(P1))y(P1)

i 
1

6
"inf"opt (7.51)

t(P1)�(P1)


1

6
"inf"opt (7.52)

⇣"opt
2

+ t(0) � t(P1)
⌘
�(P1)


1

6
"inf"opt (7.53)

y(P1),�(P1), �(P1)
� 0. (7.54)

Consider the case that in phase-one the status is INF, in which case mini ai(x(P1)) <
�"opt/2. Consequently, t(P1) > "opt/2 by (7.49). Using t(P1) > "opt/2 and (7.52) we
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deduce �(P1) < "inf
3 . Therefore using (7.48), "inf 2 (0, 1] and we deduce

����

✓
ra(x(P1))T y(P1)

1T y(P1)
� 1� �(P1)

◆����
2


"inf
12

r
k(y(P1)k1 +

"inf
3

+ 1 
"inf
12

✓q
k(y(P1)k1 + 2

◆
.

(7.55)

If ky(P1)
k1 < 1/2 then using (7.55) we deduce 1/2 < �(P1)+1�1T y(P1)

 "inf/2  1/2.
By contradiction ky(P1)

k1 � 1/2. Using ky(P1)
k1 � 1/2, (7.55), and (7.51) we deduce

kra(x(P1))T y(P1)
k2

ky(P1)k1
 "inf

(ai(x(P1)) + t(P1))y(P1)
i

ky(P1)k1
 "inf"opt.

Observe that after calling Trust-IPM in phase-two we find a point satisfying

a(x(P2)) > �"opt1

y(P2)
i (ai(x

(P2)) + "opt) 
1

2
"opt 8i 2 {1, . . . ,m}

���rxL(x
(P2), y(P2))

���
2

"opt
4

r
"inf

2(L0 + 1)

q��y(P2)
��
1
+ 1

y(P2) > 0.

If ky(P2)
k1 <

3"2opt
"2inf

+ 3L0
"inf

then using the fact that "opt 2 (0, 1], "opt 2 (0,
p
"inf] and L0 � 1

we get
���rxL(x

(P2), y(P2))
���
2

"opt
4

s
"inf
2L0

✓
3"2opt
"2inf

+
3L0

"inf

◆
+ 1 

"opt
2

which implies (KKT) is satisfied. Otherwise if ky(P2)
k1 �

3"2opt
"2inf

+ 3L0
"inf

then

kra(x(P2))T y(P2)
k2

ky(P2)k1


��rxL(x(P2), y(P2))
��
2
+
��rf(x(P2))

��
2

ky(P2)k1


"opt

ky(P2)k
1/2
1

+
"opt

ky(P2)k1
+

L0

ky(P2)k1
 "inf

and
(ai(x(P2)) + "opt)y

(P2)
i

ky(P2)k1
 "inf"opt.

Finally note that since y(P2)
i (ai(x(P2)) + "opt) 

1
2"opt and ky(P2)

k1 �
3"2opt
"2inf

+ 3L0
"inf
� m we

deduce mini ai(x(P2))  "opt mini

✓
1

2y(P2)
i

� 1

◆
 �"opt/2. Hence (INF1) is satisfied with

(x, t, y) =
⇣
x(P2), "opt,

y(P2)

ky(P2)k1

⌘
. ⇤



Chapter 8

A one-phase interior point method

for nonconvex optimization

Joint work with Yinyu Ye

Abstract The work of Wächter and Biegler [201] suggests that infeasible-start interior
point methods (IPMs) developed for linear programming cannot be adapted to nonlinear
optimization without significant modification, i.e., using a two-phase or penalty method. We
propose an IPM that, by careful initialization and updates of the slack variables, is guaran-
teed to find a first-order certificate of local infeasibility, local optimality or unboundedness
of the (shifted) feasible region. Our proposed algorithm differs from other IPM methods for
nonconvex programming because we reduce primal feasibility at the same rate as the barrier
parameter. This gives an algorithm with more robust convergence properties and closely
resembles successful algorithms from linear programming. We implement the algorithm and
compare with IPOPT on a subset of CUTEst problems. Experiments on infeasible variants
of the CUTEst problems indicate superior performance for detecting infeasibility.

The code for our implementation can be found at https://github.com/ohinder/OnePhase.

8.1 Introduction

Consider the problem

min
x2Rn

f(x) (8.1a)

a(x)  0, (8.1b)

where the functions a : Rn
! Rm and f : Rn

! R are twice differentiable and might
be nonconvex. Examples of real-world problems in this framework include truss design,
robot control, aircraft control, and aircraft design, e.g., the problems TRO11X3, ROBOT,
AIRCRAFTA, AVION2 in the CUTEst test set [99]. This paper develops an interior point
method (IPM) for finding KKT points of (8.1), i.e., points such that

rf(x) +ra(x)T y = 0 (8.2a)

yTa(x) = 0 (8.2b)
a(x)  0, y � 0. (8.2c)

203
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IPMs were first developed by Karmarkar [120] for linear programming. The idea for primal-
dual IPMs originates with Megiddo [149]. Initially, algorithms that required a feasible
starting point were studied [124, 154]. However, generally one is not given an initial point
that is feasible. A naive solution to this issue is to move the constraints into the objective
by adding a large penalty for constraint violation (Big-M method) [148]. A method to avoid
the penalty approach, with a strong theoretical foundation for linear programming, is the
homogeneous algorithm [11, 12, 212]. This algorithm measures progress in terms of the
KKT error, which may not monotonically decrease in the presence of nonconvexity1. It is
therefore difficult to generalize the homogeneous algorithm to nonconvex optimization. An
alternative to the homogeneous algorithm is the infeasible-start algorithm of Lustig [142],
which has fewer numerical issues and a smaller iteration count than the big-M method
of [148]. Lustig’s approach was further improved in the predictor-corrector algorithm of
Mehrotra [150]. This algorithm reduced complementarity, duality and primal feasibility at
the same rate, using an adaptive heuristic. This class of methods was shown by Todd [193]
to converge to optimality or infeasibility certificates (of the primal or dual).

The infeasible-start method for linear programming of Lustig [142] naturally extends to
nonlinear optimization [126], and most interior point codes for nonconvex optimization are
built upon these ideas [46, 198, 203]. However, Wächter and Biegler [201] showed that for
the problem

minx (8.3a)
x2
� s1 = �1 (8.3b)

x� s2 = 1 (8.3c)
s1, s2 � 0 (8.3d)

a large class of infeasible-start algorithms fail to converge to a local optimum or an infea-
sibility certificate starting at any point with x < 0, s1 > 0 and s2 > 0. Following that
paper, a flurry of research was published suggesting different methods for resolving this
issue [27, 61, 68, 100, 139, 203]. The two main approaches can be split into penalty methods
[61, 68, 100, 139] and two-phase algorithms [203].

Penalty methods move some measure of constraint violation into the objective. These
methods require a penalty parameter that measures how much the constraint violation
contributes to the objective. Penalty methods will converge only if the penalty parameter
is sufficiently large. However, estimating this value is difficult: too small and the algorithm
will not find a feasible solution; too big and the algorithm might be slow and suffer from
numerical issues. Consequently, penalty methods tend to be slow [68, Algorithm 1] or use
complex schemes for dynamically updating the penalty parameter [68, Algorithm 2].

The algorithm IPOPT is an example of a two-phase algorithm: it has a main phase and
a feasibility restoration phase [203]. The main phase searches simultaneously for optimality
and feasibility using a classical infeasible-start method. The feasibility restoration phase
aims to minimize primal infeasibility. It is called only when the main phase fails, e.g., the
step size is small. It is well known that this approach has drawbacks. The algorithm has
difficulties detecting infeasibility [114, Table 15] and will fail if the feasibility restoration
phase is called too close to the optimal solution. Some of these issues have been addressed
by Nocedal, Öztoprak, and Waltz [168].

Our main contribution is an infeasible-start interior point method for nonlinear pro-
gramming that builds on the work for linear programming of Lustig [142], Mehrotra [150],
and Mizuno, Todd, and Ye [152]. The algorithm avoids a big-M or a two-phase approach.

1This occurs even in the one-dimensional unconstrained case, e.g., consider minimizing f(x) = �9x �
3x

2 + x
4
/4 starting from zero; the gradient norm increases then decreases.



CHAPTER 8. ONE-PHASE IPM 205

Furthermore, our solution to the issue posed in example (8.3) is simple: we carefully initial-
ize the slack variables and use nonlinear updates to carefully control the primal residual.
Consequently, under general conditions we guarantee that our algorithm will converge to a
local certificate of optimality, local infeasibility or unboundedness. Our algorithm has other
desirable properties. Complementarity moves at the same rate as primal feasibility. This
implies from the work of Haeser, Hinder, and Ye [105] that if certain sufficient conditions for
local optimality conditions hold, our approach guarantees that the dual multipliers sequence
will remain bounded. In contrast, in methods that reduce the primal feasibility too quickly,
such as IPOPT, the dual multiplier sequence can be unbounded even for linear programs.
We compare our solver with IPOPT on a subset of CUTEst problems. Our algorithm has a
similar median number of iterations to IPOPT, but fails less often. Experiments on infea-
sible variants of the CUTEst problems indicate superior performance of our algorithm for
detecting infeasibility.

The paper is structured as follows. Section 8.2 describes a simple version of our pro-
posed one-phase interior point algorithm and gives intuitive explanations for our choices.
Section 8.3 focuses on convergence proofs. In particular, Section 8.3.1 justifies the choice
of infeasibility criterion, and Section 8.3.2 provides convergence proofs for the algorithm
described in Section 8.2. Section 8.4 gives a practical version of the one-phase algorithm.
Section 8.5 presents numerical results on the CUTEst test set.

Notation We use the variables x, s and y to denote the primal, slack and dual variables
produced by the algorithm. The diagonal matrices S and Y are formed from the vectors
s and y respectively. Given two vectors u and v, min{u, v} is vector corresponding to the
element-wise minimum. The norm k·k denotes the Euclidean norm. The letter e represents
the vector of all ones. The set R++ denotes the set of strictly positive real numbers.

8.2 A simple one-phase algorithm

Consider the naive log barrier subproblems of the form

min
x2Rn

f(x)� µ
X

i

log (�ai(x)). (8.4)

The idea is to solve a sequence of such subproblems with µ ! 0 and µ > 0. The log
barrier transforms the non-differentiable original problem (8.1) into a twice differentiable
function on which we can apply Newton’s method. However, there are issues with this naive
formulation: we are rarely given a feasible starting point and one would like to ensure that
the primal variables remain bounded. To resolve these issues we consider shifted and slightly
modified subproblems of the form

min
x2Rn

 µ(x) := f(x)� µ
X

i

(�1ai(x) + log (µwi � ai(x))),

where �1 2 (0, 1) is a constant with default value 10�4, w � 0 is a vector that remains fixed
for all subproblems, and some µ > 0 measures the size of the shift. The purpose of the
term �1ai(x) is to ensure that �(�1ai(x)+ log (µwi � ai(x))) remains bounded below. This
prevents the primal iterates from unnecessarily diverging. We remark that this modification
of the log barrier function is similar to previous works [203, Section 3.7].

Holistically, our technique consists of computing two types of direction: stabilization
and aggressive directions. Both directions are computed from the same linear system with
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different right-hand sides. Aggressive directions are equivalent to affine scaling steps [150]
as they apply a Newton step directly to the KKT system, ignoring the barrier parameter
µ. Aggressive steps aim to approach optimality and feasibility simultaneously. However,
continuously taking aggressive steps may cause the algorithm to stall or fail to converge. To
remedy this we have a stabilization step that keeps the primal feasibility the same, i.e., aims
to reduce the log barrier objective until an approximate solution to the shifted log barrier
problem is found. While this step has similar goals to the centering step of Mehrotra, there
are distinct differences. The centering steps of Mehrotra move the iterates towards the
central path while keeping the primal and dual feasibility fixed. Our stabilization steps only
keep the primal feasibility fixed while reducing the log barrier objective. This technique
of alternating stabilization and aggressive steps, is analogous to the alternating predictor-
corrector techniques of Mizuno, Todd, and Ye [152, Algorithm 1].

The IPM that we develop generates a sequence of iterates (xk, sk, yk, µk) that satisfy

(xk, sk, yk, µk) 2 Rn
⇥ Rm

++ ⇥ Rm
++ ⇥ R++ (8.5a)

ski y
k
i

µk
2 [�2, 1/�2] 8i 2 {1, . . . ,m} (8.5b)

a(xk) + sk = µkw, (8.5c)

where w � 0 is a vector for which a(x0) + s0 = µ0w, and �2 2 (0, 1) is an algorithmic
parameter with default value 0.01. This set of equations implies the primal feasibility and
complementarity are moved at the same rate.

Furthermore, there is a subsequence of the iterates ⇡k (i.e., those that satisfy the aggres-
sive step criterion (8.20)) such that

krxLµ⇡k (x⇡k , y⇡k)k1
µ⇡k(ky⇡kk1 + 1)

 c, (8.6)

where c > 0 is some constant and Lµ(x, y) := f(x) + (y � µ�1e)Ta(x) is the modified
Lagrangian function. Requiring (8.5) and (8.6) is common in practical linear programming
implementations [150]. Note that (8.5) and (8.6) can be interpreted as a ‘central sequence’.
This is weaker than the existence of a central path, a concept from convex optimization
[12, 149]. Unfortunately, in nonconvex optimization there may not exist a continuous central
path.

Conditions (8.5) and (8.6) are desirable because they imply the dual multipliers are likely
to be well-behaved. To be more precise, assume the subsequence satisfying (8.5) and (8.6)
is converging to a feasible solution. If this solution satisfies certain sufficiency conditions
for local optimality, then the dual variables remain bounded and strict complementarity
holds. We refer to Chapter 6 [105] for further understanding of this issue. A consequence of
this property is that we can re-write equality constraints as two inequalities while avoiding
numerical issues that might arise if we did this using other solvers [105].

Related to this property of the dual multipliers being well-behaved is that our algorithm
is explicitly designed for inequality constraints only. Often primal feasibility is written as
a(x) = 0, x � 0 as used by Mehrotra (and many others in the IPM literature). If we
took the dual of a linear program before applying our technique then our method would
be working with the same problem as the typical method, because for us dual feasibility
is rf(x) +ra(x)T y = 0, y � 0. We believe working in this form is superior for nonlinear
programming where there is no symmetry between the primal and dual, and the form
a(x)  0 has many benefits that we discuss shortly. Using inequalities has the following
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advantages:

A. It enables us to generate sequences satisfying (8.5) and (8.6).

B. It allows us to use a Cholesky factorization instead of the LBL factorization of Bunch
and Parlett [42]. See end of Section 8.2.1 for further discussion.

C. We avoid the need for a second inertia modification parameter to ensure nonsingularity
of the linear system, i.e., �c in equation (13) in [203]. Not using �c removes issues where
large modifications to the linear system may not provide a descent direction for the
constraint violation.

Other IPMs that use only inequalities include [68, 198].

8.2.1 Direction computation
We now state how we compute directions, whose derivation is deferred momentarily.

Let

b =

2

4
bD
bP
bC

3

5 =

2

4
rxL�µ(x, y)
(1� �)µw
Y s� �µe

3

5 (8.7)

be the target change in the KKT residual error, where rxL�µ(x, y) denotes rxLµ̄(x, y) with
µ̄ = �µ. The scalar � 2 [0, 1] represents the target reduction in constraint violation and
barrier parameter µ, with � = 1 corresponding to stabilization steps and � < 1 to aggressive
steps. (For the simple one-phase algorithm, � = 0 for the aggressive steps). The point
(µ, x, s, y) denotes the current iterate.

To compute the direction for the x variables we solve

(M+ �I)dx = �
�
bD +ra(x)TS�1 (Y bP � bC)

�
, (8.8)

where � > 0 is chosen such that M + �I is positive definite (the choice of � is specified in
Section 8.2) and

M = r2
xxLµ(x, y) +ra(x)

TY S�1
ra(x). (8.9)

We factorize M+ �I using Cholesky decomposition. The directions for the dual and slack
variables are then

dy  �S
�1Y (ra(x)dx + bP � Y �1bC), (8.10a)

ds  �(1� �)µw �ra(x)dx. (8.10b)

We remark that the direction ds is not used for updating the iterates because s is updated
using a nonlinear update (Section 8.2.2), but we define it for completeness.

Derivation of direction choice

We now explain how we choose our directions (8.8) and (8.10).
In our algorithm the direction dx for the x variables is computed with the goal of being

approximately equal to d⇤x defined by

d⇤x 2 arg min
d̄x2Rn

 �µ(x+ d̄x) +
�

2
kd̄xk

2 (8.11)
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with  �µ denoting  µ̄ with µ̄ = �µ. This notation is used for subscripts throughout, i.e.,
L�µ denotes Lµ̄ with µ̄ = �µ.

Primal IPMs [78] apply Newton’s method directly to system (8.11). However, they have
inferior practical performance to primal-dual methods that apply Newton’s method directly
to the optimality conditions. To derive the primal-dual directions let us write the first-order
optimality conditions

rxL�µ(x+ d⇤x, y + d⇤y) + �d⇤x = 0

a(x+ d⇤x) + s+ d⇤s = �µw

(S +D⇤
s)(y + d⇤y) = �µe

s+ d⇤s, y + d⇤y � 0,

where (x, s, y) is the current values for the primal, slack and dual variables, (x + d⇤x, y +
d⇤y, s+d⇤s) is the optimal solution to (8.11), and (d⇤x, d

⇤
y, d

⇤
s) are the corresponding directions

(D⇤
s is a diagonal matrix with entries d⇤s). Thus,

K�d = �b, (8.12)

where

K� =

2

4
r

2
xxLµ(x, y) + �I ra(x)T 0
ra(x) 0 I

0 S Y

3

5 and d =

2

4
dx
dy
ds

3

5 . (8.13)

Eliminating ds from (8.12) yields the symmetric system

r

2
xxLµ(x, y) + �I ra(x)T

ra(x) �Y �1S

� 
dx
dy

�
= �


bD

bP � Y �1bC

�
. (8.14)

This is similar to the system typically factorized by nonlinear programming solvers using
LBL [11, 46, 198, 203]. If the matrix r2

xxLµ(x, y)+�I is positive definite the whole matrix is
quasidefinite, and in this case one can perform an LDL factorization with a fixed pivot order
[91, 197]. However, if r2

xxLµ(x, y)+�I is not positive definite then LBL [42] must be used to
guarantee factorability and may require excessive numerical pivoting. One way of avoiding
using an LBL factorization is to take the Schur complement of (8.14). For this system, there
are two possible Schur complements. We use the term primal Schur complement to mean
that the final system is in terms of the primal variables, whereas the dual Schur complement
gives a system in the dual variables.

Taking the primal Schur complement gives system (8.8):

(M+ �I)dx = �
�
bD +ra(x)TS�1 (Y bP � bC)

�
.

Equations (8.10) also follow from (8.12).
Note that if M + �I is positive definite and � = 1, then the right-hand side of (8.8)

becomes �r µ(x); therefore dx is a descent direction for the function  µ(x). Consequently,
we pick � > 0 such that M + �I is positive definite. Furthermore, note that if Y = S�1µ
then (8.8) reduces to

(r2 µ(x) + �I)dx = �r µ(x);

hence M should be interpreted as a primal-dual approximation of the Hessian of  µ.
We emphasize we are forming the primal Schur complement, not the dual. This is a

critical distinction for nonlinear programming because there are drawbacks to using the
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dual Schur complement. First, the matrix M could be positive definite but r2
xxLµ(x, y)

could be negative definite, indefinite or even singular. Consequently, one might need to
add an unnecessarily large � to make r2

xxLµ(x, y) + �I positive definite and compute the
direction. This could slow progress and prohibit superlinear convergence. Second, this
method requires computing (r2

xxLµ(x, y)+�I)�1
ra(x)T , which is expensive if there is even

a moderate number of constraints. Finally, if r2
xxLµ(x, y) is not a diagonal matrix, then,

usually the dual schur complement will usually be dense (similar issues occur for reduced
Hessian methods [73, 121]). In contrast, M is generally sparse. Furthermore, if M is
not sparse it is likely that the Jacobian ra(x) has a dense row. This, however, could be
eliminated through row stretching of the original problem, as is done for columns in linear
programming [101, 143, 196].

8.2.2 Updating the iterates
Suppose that we have computed direction (dx, ds, dy) with some � 2 [0, 1] using (8.8) and
(8.10). We wish to construct a candidate (µ+, x+, s+, y+) for the next iterate. Given a
primal step size ↵P 2 [0, 1] and dual step size ↵D 2 [0, 1] we update the iterates as follows:

µ+
 (1� (1� �)↵P )µ (8.15a)

x+
 x+ ↵P dx (8.15b)

s+  µ+w � a(x+) (8.15c)
y+  y + ↵Ddy. (8.15d)

The slack variable update does not use ds. Instead, (8.15c) is nonlinear and its purpose is
to ensure that (8.5c) remains satisfied, so that we can control the rate of reduction of primal
feasibility. In infeasible-start algorithms for linear programming [142, 150] the variables
updates are all linear, i.e., s+  s + ↵P ds. However, if the function a is linear, the slack
variable update (8.15c) reduces to

s+ = µ+w � a(x)� ↵Pra(x)dx = (µw � a(x))� ↵P ((1� �)µw +ra(x)dx) = s+ ↵P ds

where the first equality uses (8.15c) and linearity of a, the second uses (8.15a), and the
final uses (8.10b). Furthermore, as dx ! 0 the linear approximation a(x) + ↵Pra(x) of
a(x+↵P dx) becomes very accurate and we have s+ ! s+↵P ds. Nonlinear updates for the
slack variables have been used in other interior point methods [11, 68].

Finally, we only select steps that maintain (8.5a) and (8.5b), i.e., satisfy

s+, y+, µ+ > 0 (8.16a)
s+i y

+
i

µ+
2 [�2, 1/�2] 8i 2 {1, . . . ,m}. (8.16b)

8.2.3 Termination criterion
Define the function

�(y) :=
100

max{100, kyk1}

as a scaling factor based on the size of the dual variables. This scaling factor is related to
sd and sc in the IPOPT implementation paper [203]. We use �(y) in the local optimality
termination criterion (8.17) because there may be numerical issues reducing the unscaled
dual feasibility if the dual multipliers become large. In particular, the first-order optimality
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termination criterion we use is

�(y)krL0(x, y)k1  ✏opt (8.17a)
�(y)kSyk1  ✏opt (8.17b)
ka(x) + sk1  ✏opt, (8.17c)

where ✏opt 2 (0, 1) with a default value of 10�6. The first-order local primal infeasibility
termination criterion is given by

a(x)T y > 0 (8.18a)
�far(µ, x, s, y)  ✏far (8.18b)
�inf(µ, x, s, y)  ✏inf, (8.18c)

where

�far(x, y) :=
kra(x)T yk1

a(x)T y

�inf(x, s, y) :=
kra(x)T yk1 + sT y

kyk1
,

and ✏far, ✏inf 2 (0, 1) with default values of 10�3 and 10�6 respectively. We remark that if
we find a point with �inf(x, s, y) = 0 then we have found a stationary point to a weighted L1
infeasibility measure. For a more thorough justification of this choice for the infeasibility
termination criterion, see Section 8.3.1.

The unboundedness termination criterion is given by

1

kxk1
� 1/✏unbd, (8.19)

where ✏unbd 2 (0, 1) with default value 10�12. Note that since we require all the iterates
to maintain a(x)  µw  µ0w satisfying, the unboundedness termination criterion strongly
indicates that the set {x 2 Rn : a(x)  wµ} is unbounded.

8.2.4 The algorithm
Before we outline our algorithm, we need to define the switching condition for choosing an
aggressive step instead of a stabilization step. The condition is

�(y)krLµ(x, y)k1  µ (8.20a)

krLµ(x, y)k1  krf(x)� �1µe
T
ra(x)k1 + sT y (8.20b)

siyi
µ
2 [�3, 1/�3] 8i 2 {1, . . . ,m}, (8.20c)

where the parameter �3 2 (�2, 1) has a default value of 0.02. The purpose of (8.20a) is to
ensure that we have approximately solved the shifted log barrier problem and guarantees
that this subsequence of iterates satisfies (8.6). Equation (8.20b) helps ensure (as we show
in Section 8.3.2) that if the dual variables are diverging rapidly then the infeasibility ter-
mination criterion is met. Finally, equation (8.20c) with �3 > �2 ensures we have a buffer
such that we can still satisfy (8.5b) when we take an aggressive step.

Algorithm 12 formally outlines our one-phase interior point method. It does not include
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the details for the aggressive or stabilization steps that are given in Algorithm 13 and 14
respectively. Since Algorithm 12 maintains a(x) + s = wµ for each iterate, it requires the
starting point to satisfy

a(x0) + s0 = wµ0,

with w � 0 and µ0 > 0. For any fixed x0 one can always pick sufficiently large w and µ0

such that µ0w > a(x0), and setting s0  µ0w � a(x0) meets our requirements.

Algorithm 12 A simplified one-phase algorithm
Input: a initial point x0, vector w � 0, and variables µ0, s0, y0 > 0 such that
a(x0) + s0 = wµ0 and equation (8.5b) with k = 0 is satisfied. Termination tolerances
✏opt 2 (0,1), ✏far 2 (0, 1), ✏inf 2 (0, 1) and ✏unbd 2 (0, 1).
Output: a point (µk, xk, sk, yk) that satisfies at least one of the inequalities (8.17), (8.18)
or (8.19)

For k 2 {1, . . . ,1}

A. Set (µ, x, s, y) (µk�1, xk�1, sk�1, yk�1).

B. Check termination criterion. If (8.17), (8.18) or (8.19) is satisfied then terminate the
algorithm.

C. Form the matrix M using (8.9). Set �min  max{0, µ� 2�min(M)}.

D. If (8.20) is satisfied go to line E, otherwise go to line F.

E. Take an aggressive step.

(a) If �min > 0 go to line Ec.
(b) Set �  0. Run Algorithm 13. If it terminates with status = success, then set

(µk, xk, sk, yk) (µ+, x+, s+, y+) and go to line A.
(c) Run Algorithm 13 with sufficiently large � such that the algorithm terminates

with status = success. Set (µk, xk, sk, yk) (µ+, x+, s+, y+) and go to line A.

F. Take a stabilization step. Set �  �min. Run Algorithm 14, set (µk, xk, sk, yk)  
(µ+, x+, s+, y+). Go to line A.

Aggressive steps

The goal of the aggressive steps is to approach optimality and feasibility simultaneously. For
this reason, we set � = 0 for the aggressive direction computation. We require a minimum
step size ↵P of

✓(µ, s) := min

⇢
1/2,

(�3 � �2)

2�3µ
min

i2{1,...,m}:wi>0

si
wi

�
. (8.21)

If ↵P < ✓(µ, s), we declare the step a failure (see line E of Algorithm 13). However, on
line Ec of Algorithm 12, we choose a sufficiently large � such that ↵P selected by Algo-
rithm 13 satisfies ↵P � ✓(µ, s); such a � must exist by Lemma 57. Furthermore, the primal
aggressive step size ↵P can be at most min{1/2, µ}. This ensures line C is well-defined, i.e.,
the set of possible primal step sizes is closed.
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Algorithm 13 Simplified aggressive step
Input: � > 0, the current point (µ, x, s, y) and the matrix M.
Output: A new point (µ+, x+, s+, y+) and a status.

A. Compute vector b at point (µ, x, s, y) via (8.7) with � = 0.

B. Compute direction (dx, ds, dy) via (8.8) and (8.10).

C. Select the largest ↵P 2 [0,min{1/2, µ}] such that the iterates (µ+, x+, s+, y+) com-
puted by (8.15) satisfy (8.16) for some ↵D 2 [0, 1].

D. With the previous ↵P fixed, select the largest ↵D such that the iterates (µ+, x+, s+, y+)
computed by (8.15) satisfy (8.16).

E. If ↵P � ✓(µ, s) then status = success; otherwise status = failure.

Stabilization steps

The goal of stabilization steps (Algorithm 14) is to reduce the log barrier function  µ.
For this purpose we set � = 1 during the direction computation. However, the log barrier
function  µ does not measure anything with respect to the dual iterates. This might impede
performance if kSy� µek1 is large but kr µ(x)k is small. In this case, taking a large step
might reduce the complementarity significantly, even though the barrier function increases
slightly. Therefore we add a complementarity measure to the barrier function to create an
augmented log barrier function:

�µ(x, s, y) :=  µ(x) +
kSy � µek31

µ2
.

We say that the candidate iterates (x+, s+, y+) have made sufficient progress on �µ over the
current iterate (x, s, y) if

�µ(x
+, s+, y+)  �µ(x, s, y) + ↵P�4

✓
1

2

✓
r µ(x)

T dx �
�

2
↵P kdxk

2
◆
�
kSy � µek31

µ2

◆
,

(8.22)

where �4 2 (0, 1) is a parameter with default value 0.2.

Algorithm 14 Simplified stabilization step
Input: Some � > 0, the current point (µ, x, s, y) and the matrix M.
Output: A new point (µ+, x+, s+, y+).

A. Compute the vector b at the point (µ, x, s, y) via (8.7) with � = 1.

B. Compute direction (dx, ds, dy) via (8.8) and (8.10).

C. Pick the largest ↵P = ↵D 2 [0, 1] such that (µ+, x+, s+, y+) computed by (8.15)
satisfies (8.22) and (8.16).
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8.3 Theoretical justification

The goal of this section is to provide some simple theoretical justification for our algorithm.
Section 8.3.1 justifies the infeasibility termination criterion. Section 8.3.2 proves that the
Algorithm 12 eventually terminates.

8.3.1 Derivation of primal infeasibility termination criterion
Here we justify our choice of local infeasibility termination criterion by showing that it
corresponds to a stationary measure for the infeasibility with respect to a weighted L1 norm.
We also prove that when the problem is convex our criterion certifies global infeasibility.

Consider the optimization problem

min
x

max
i:wi>0

ai(x)

wi
(8.23a)

s.t. ai(x)  0, 8i s.t. wi = 0, (8.23b)

for some non-negative vector w. For example, a natural choice of w is wi = 0 for variable
bounds and wi = 1 for all other constraints. This results in minimizing the L1 norm of
the constraint violation subject to variable bounds. Using w � 0 we can see that (8.23) is
equivalent to the optimization problem

min
x,s,µ

µ (8.24a)

s.t. a(x) + s = µw (8.24b)
s, µ � 0. (8.24c)

The KKT conditions for (8.24) are

a(x) + s = µw

ra(x)T ỹ = 0

wT ỹ + ⌧ = 1

⌧µ = 0

ỹT s = 0

s, µ, ỹ, ⌧ � 0.

Note that if the sequence (µk, xk, sk, yk) generated by our algorithm satisfies

a(xk) + sk = µkw

�inf(x
k, sk, yk)! 0

then with ỹk = yk

wT yk , ⌧k = 0, the KKT residual for problem (8.23) of the sequence
(xk, sk, ỹk, ⌧k) tends to zero. However, this is a poor measure of infeasibility because
�inf(xk, sk, yk) ! 0 may also be satisfied if the algorithm is converging to a feasible so-
lution (i.e., if the norm of the dual multipliers tends to infinity). For this reason, our
infeasibility criterion (8.18) includes �far to help avoid declaring a problem infeasible when
the algorithm is in fact converging towards a feasible solution. To make this more precise,
we include the following trivial observation.
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Observation 6. Assume the constraint function a : Rn
! Rm is differentiable and convex,

and that some minimizer (µ⇤, x⇤) of (8.24) satisfies kx � x⇤
k1  R for some R 2 (0,1).

Suppose also that at some point (x, s, y) with s, y � 0, �far(x, s, y)  1/(2R) and yTa(x) > 0.
Then the system a(x)  0 has no feasible solution.

Proof. We have

yTa(x⇤) � yT (a(x) +ra(x)(x⇤
� x)) � yTa(x)(1�R⇥ �far(x, s, y)) � yTa(x)/2 > 0,

where the first inequality holds via convexity and y � 0, the second by definition of
�far(x, s, y) := kra(x)T yk1

a(x)T y , the third and fourth by assumption. Since y � 0, we deduce
that ai(x⇤) > 0 for some i.

This leads to a puzzle. How can we guarantee to either find a certificate of infeasibility
or optimality on any problem, when classic infeasible start methods fail on (8.3)? The key
is that the example of Wächter and Biegler [201] forces the IPM to converge to a point
(x⇤, s⇤) with

a1(x
⇤) + s⇤1 < 0 a1(x

⇤) + s⇤2 > 0.

Consequently, even if (x⇤, s⇤) is a KKT point for (8.23) this is not equivalent to any natural
feasibility minimization problem such as (8.24). This is because the transition from (8.23)
to (8.24) is dependent on w � 0.

Finally, we remark that if wish to find a stationary point with respect to a different
measure of constraint violation v(z) we can apply our solver to the problem

min f(z)

a(x)  z

z � 0

v(z)  0,

starting with wk = 0 for k = 1, . . .m + n, z0 = max{a(x0), e}, µ0 > 0 and wm+n+1 =
1+v(z0)

µ0 > 0. With this choice of w one can see from (8.23) that if we do not find a feasible
solution then we automatically find a solution to:

min v(z)

a(x)  z

z � 0.

For example, if v(z) = eT z then we minimize the L1-norm of the constraint violation.

8.3.2 Global convergence proofs for Algorithm 12
We now give a global convergence proof for Algorithm 12 as stated in Theorem 8.3.1 in
Section 8.3.2. Since the proofs are mostly mechanical, we defer most of the proofs to
Appendix 8.A. Our results hold under assumption K and L.

Assumption K. Assume the functions f : Rn
! R and a : Rn

! Rm are twice differen-
tiable on Rn.

Assumption L. The algorithm parameters satisfy �1 2 (0, 1), �2 2 (0, 1) and �3 2 (�2, 1).
The tolerances satisfy ✏opt 2 (0,1), ✏far 2 (0, 1), ✏inf 2 (0, 1) and ✏unbd 2 (0, 1). The vector
w � 0.
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Recall that the iterates of our algorithm satisfy (8.5), i.e.,

(x, s, y, µ) 2 Rn
⇥ Rm

++ ⇥ Rm
++ ⇥ R++ (8.25a)

siyi
µ
2 [�2, 1/�2] 8i 2 {1, . . . ,m} (8.25b)

a(x) + s = µw. (8.25c)

Convergence of aggressive steps

Here we show that after a finite number of aggressive steps, Algorithm 12 converges.
Lemma 57 uses the fact that for large enough � the slack variables can be absorbed to
reduce the barrier parameter µ.

First, we show that for sufficiently large � Algorithm 13 succeeds. Therefore line Ec of
Algorithm 12 is well-defined.

Lemma 57. Suppose assumptions K and L hold. If (µ, x, s, y) satisfies (8.25) and the
criterion for an aggressive step (8.20), then there exists some �̄ such that for all � > �̄
Algorithm 13 returns status = success.

The proof of Lemma 57 is given in Section 8.A.1. The next Lemma demonstrates that the
term yTw remains bounded for points generated by our algorithm satisfying the aggressive
step criterion.

Lemma 58. Suppose assumptions K and L hold. Then wT y is bounded above for all points
(µ, x, s, y) that satisfy (8.5) and the following.

A. The criterion for an aggressive step (8.20).

B. Neither the infeasibility termination criterion (8.18) nor the unboundness criterion (8.19).

The proof of Lemma 58 is given in Section 8.A.1. Lemma 58 shows wT y is bounded
above. It follows that the slack variables si for wi > 0 are bounded away from zero. This
enables us to lower bound the minimum aggressive step size ✓(µ, s), leading to Corollary 4.

Corollary 4. Suppose assumptions K and L hold. After a finite number of calls to Algo-
rithm 13, starting from a point that satisfies (8.25), Algorithm 12 will terminate.

Proof. For any successful step size ↵P by (8.21) for an aggressive step and siyi

µ 2 [�2, 1/�2]
we have

↵P � ✓(µ, s) = min

⇢
1/2,

(�3 � �2)

2�3µ
min

i2{1,...,m}:wi>0

si
wi

�

� min

⇢
1/2,

(�3 � �2)

2�2
3

min
i2{1,...,m}:wi>0

1

yiwi

�
.

Since Lemma 58 bounds yTw from above and y, w � 0 we deduce ↵P is bounded away
from zero. We reduce µ by at least ↵Pµ each call to Algorithm 16 that terminates with
status = success. Furthermore, for sufficiently small µ, whenever (8.20) holds the opti-
mality criterion (8.17) is satisfied. Combining these facts proves the Lemma.

However, Corollary 4 does not rule out the possibility that there is an infinite number
of consecutive stabilization steps. Ruling out this possibility is the purpose of Lemma 59.
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Convergence of stabilization steps

This subsection is devoted to showing that consecutive stabilization steps eventually satisfy
the criterion for an aggressive step or the unboundedness criterion is satisfied.

Lemma 59. Suppose assumptions K and L hold. After a finite number of consecutive
stabilization steps within Algorithm 12, either the aggressive criterion (8.20) or the un-
boundedness termination criterion (8.19) is met.

The proof of Lemma 59 is given in Section 8.A.2. Let us sketch the main ideas. First,
we can show that the set of iterates that stabilization steps generate remain in a compact
set. We can use this to uniformly bound quantities such as Lipschitz constants. The crux of
the proof is showing there cannot be an infinite number of consecutive stabilizations steps
because this will imply the augmented log barrier merit function tends to negative infinity
and the unboundedness termination criterion holds.

Main result

We now state Theorem 8.3.1, the main theoretical result of the paper.

Theorem 8.3.1. Suppose assumptions K and L hold. Algorithm 12 terminates after a finite
number of iterations.

Proof. Corollary 4 shows that the algorithm must terminate after a finite number of aggres-
sive steps. Lemma 59 shows that the algorithm terminates or an aggressive step must be
taken after a finite number of stabilization steps. The result follows.

8.4 A practical one-phase algorithm

Section 8.2 presented a simple one-phase algorithm that is guaranteed to terminate (eventu-
ally) with a certificate of unboundedness, infeasibility, or optimality. However, to simplify,
we omitted several practical details including the following.

A. The introduction of inner iterations that reuse the factorizations of M. This reduces
the total number of factorizations (Section 8.4.1).

B. How to choose the step sizes ↵P and ↵D in a practical manner (Section 8.4.2).

C. Using a filter to encourage steps that significantly reduce the KKT error (Section 8.4.3).

D. How to compute � in a practical manner (Section 8.4.4 and Appendix 8.B.1).

E. How choose the initial variable values (Appendix 8.B.2).

The full algorithm is described in Section 8.4.4 with appropriately modified stabilization
and aggressive steps. For complete details see the implementation at https://github.

com/ohinder/OnePhase.

8.4.1 Reusing the factorization of M

Our practical algorithm (Algorithm 15) consists of inner iterations and outer iterations. The
inner iterations reuse the factorization of the matrix M to compute directions as follows.
Let (µ, x, s, y) be the current iterate and (µ̂, x̂, ŝ, ŷ) be the iterate at the beginning of the

https://github.com/ohinder/OnePhase
https://github.com/ohinder/OnePhase
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outer iteration, i.e., where M was evaluated. Then the directions are computed during each
inner iteration as follows:

(M+ �I)dx = �
⇣
bD +ra(x̂)T Ŝ�1 (Y bP � bC)

⌘
(8.26a)

ds  �(1� �)µw �ra(x)dx (8.26b)

dy  �Ŝ
�1Ŷ (ra(x̂)dx + bP � Ŷ �1bC). (8.26c)

This is identical to the direction computation described in Section 8.2.1 if (µ, x, s, y) =
(µ̂, x̂, ŝ, ŷ).

8.4.2 Step size choices and acceptance
First we specify a criterion to prevent the slack variables from getting too close to the
boundary. In particular, given any candidate primal iterate (x+, s+) we require that the
following fraction-to-boundary rule be satisfied:

s+ � ⇥b min{s, kdxk1
�
� + kdyk1 + kdxk

�7
1
�
e}, (8.27)

where ⇥b is a diagonal matrix with entries ⇥b
i,i 2 (0, 1) with default entry values of 0.1 and

�7 2 (0, 1) with default value of 0.5. Note that the kdxk1
�
� + kdyk1 + kdxk�7

1
�

term plays
a similar role to µ in the more typical s+ � ⇥bsmin{1, µ} fraction-to-boundary rule (say of
IPOPT [203]) in that it allows (almost) unit steps in the superlinear convergence regime.

In both the aggressive steps and stabilization steps we use a backtracking line search.
We choose the initial trial primal step size ↵max

P to be the maximum ↵P 2 [0, 1] that satisfies
the fraction-to-boundary rule:

s+ ↵P ds � ⇥
p min{s, kdxk1

�
� + kdyk1 + kdxk

�7
1
�
e}, (8.28)

where the parameter ⇥p is a diagonal matrix with entries ⇥p
i,i 2 [⇥b

i,i, 1). The default value
of ⇥p

i,i is 0.25 for nonlinear constraints and 0.1 for linear constraints. The idea of this choice
for ↵max

P is that the fraction-to-boundary rule (8.27) is likely to be satisfied for the first trial
point, i.e., ↵P = ↵max

P when kdxk is small. To see this, note that by differentiability of a we
have ks + ds � s+k  ka(x) + ra(x)dx � a(x + dx)k = O(kdxk2). Furthermore, the right
hand side of (8.27) and (8.28) are identical except for ⇥b and ⇥p. Hence if dx ! 0, (8.28)
holds and ⇥p

i,i > ⇥
b
i,i for i corresponding to nonlinear constraints then (8.27) is satisfied in

the limit for ↵P = ↵max
P .

It remains to describe how to update the dual variables. Given some candidate primal
iterate (x+, s+), let B(s+, dy) be the set of feasible dual step sizes. More precisely, we define
B(s+, dy) ✓ [0, 1] to be the largest interval such that if ↵D 2 B(s+, dy) then

s+i (y + ↵Ddy)i
µ+

2 [�2, 1/�2] 8i 2 {1, . . . ,m} (8.29a)

y + ↵Ddy � ⇥
bymin{1, kdxk1}. (8.29b)

If there is no value of ↵D satisfying (8.29) we set B(s+, dy) to the empty set and the step
will be rejected. Recall the parameter �2 2 (0, 1) was defined in (8.5b). The purpose
criteria (8.29a) is to ensure the algorithm always satisfy (8.5b), i.e., Sy

µ 2 [e�2, e/�2]. Equa-
tion (8.29b) is a fraction-to-boundary condition for the dual variables. We compute the dual
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step size as follows:

↵D  arg min
⇣2B(s+,dy)

kS+y � µ+ + ⇣S+dyk
2
2 + krf(x

+) +ra(x+)T (y + ⇣dy)k
2
2 (8.30a)

↵D  min{max{↵D,↵P },maxB(s+, dy)}. (8.30b)

Equation (8.30a) can be interpreted as choosing the step size ↵D that minimizes the com-
plementarity and dual infeasibility. This reduces to a one-dimensional least squares problem
in ⇣ which has a closed form expression for the solution. Equation (8.30b) encourages the
dual step size to be at least as large as the primal step size ↵P . This prevents tiny dual step
sizes being taken when the dual direction is not a descent direction for the dual infeasibility,
which may occur if � is large.

8.4.3 A filter using a KKT merit function
In the stabilization search directions we accept steps that make progress on one of two
merit functions, which form a filter. The first function �µ is defined in Section 8.2.4. The
second function, we call it the KKT merit function, measures the scaled dual feasibility and
complementarity:

Kµ(x, s, y) = �(y)max{krLµ(x, y)k1, kSy � µek1}. (8.31)

This merit function measures progress effectively in regimes where M, given in (8.9), is posi-
tive definite. In this case, the search directions generated by (8.8) will be a descent direction
on this merit function (for the first inner iteration of each outer iteration of Algorithm 15
i.e., j = 1). This merit function is similar to the potential functions used in interior point
methods for convex optimization [11, 114]. Unfortunately, while this merit function may be
an excellent choice for convex problems, in nonconvex optimization it has serious issues. In
particular, the search direction (8.8) might not be a descent direction. Moreover, changing
the search direction to minimize the dual feasibility has negative ramifications. The algo-
rithm could converge to a critical point of the dual feasibility where Kµ(x, s, y) 6= 02. For
further discussion of these issues, see [185].

While it is sufficient to guarantee convergence by accepting steps if (8.22) is satisfied,
in some regimes e.g., when M is positive definite, this may select step sizes ↵P that are
too conservative; for example, near points satisfying the sufficient conditions for local op-
timality. In these situations the KKT error is often a better measure of progress toward a
local optimum than a merit function that discards information about the dual feasibility.
Furthermore, from our experience, during convergence toward an optimal solution, numeri-
cal errors in the function �µ may cause the algorithm to fail to make sufficient progress on
the merit function �µ, i.e., (8.22) is not satisfied for any ↵P . For these reasons we decide
to use a filter approach [79, 203]. Typical filter methods [79] require progress on either the
constraint violation or the objective function. Our approach is distinctly different, because
we accept steps that make progress on either the merit function �µ or the merit function
Kµ. To be precise, we accept any iterate (µ+, x+, s+, y+) that makes sufficient progress on

2To see why this occurs one need only consider an unconstrained problem, e.g., minimizing f(x) =
x
4 + x

3 + x subject to no constraints. The point x = 0 is a stationary point for the gradient of rf(x), but
is not a critical point of the function.
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the augmented log barrier function �µ, or satisfies the equations

Kµ(x
+, s+, y+)  (1� �7↵P )Kµ(x̃, s̃, ỹ) (8.32a)

�µ(x
+, s+, y+)  �µ(x̃, s̃, ỹ) +

q
Kµ(x̃, s̃, ỹ) (8.32b)

for every previous iterate (µ̃, x̃, s̃, ỹ) with a(x̃) + s̃ = a(x) + s.
The idea of (8.32) is that for points with similar values of the augmented log barrier

function the KKT error is a good measure of progress. However, we want to discourage the
algorithm from significantly increasing the augmented log barrier function while reducing
the KKT error because if this is occurring, then the algorithm might converge to a saddle
point.

8.4.4 Algorithm outline
The general idea of Algorithm 15 follows. At each outer iteration we factorize the matrix
M+ �I with an appropriate choice of � using Algorithm 18. With this factorization fixed,
we attempt to take multiple inner iterations (at most jmax), which corresponds to solving
system (8.12) with different right-hand side choices but the same matrix M+�I. Each inner
iteration is either an aggressive step or a stabilization step. If, on the first inner iteration,
the step fails (i.e., due to a too small step size), we increase � and refactorize M+ �I. Note
that we evaluate the Hessian of the Lagrangian once per outer iteration. The selection of
the initial point (µ0, x0, s0, y0) is described in Section 8.B.2.



CHAPTER 8. ONE-PHASE IPM 220

Algorithm 15 A practical one-phase IPM
Input: some initial point x0, vector w � 0, and variables µ0, s0, y0 > 0 such that a(x0)+s0 =
wµ0 and equation (8.5b) is satisfied with k = 0. Termination tolerances ✏opt 2 (0,1),
✏far 2 (0, 1), ✏inf 2 (0, 1) and ✏unbd 2 (0, 1).
Output: a point (µ, x, s, y) that satisfies at least one of the inequalities (8.17), (8.18) or
(8.19)

A. Initialize. Set �  0.

B. New outer iteration.
Set (µ̂, x̂, ŝ, ŷ) (µ, x, s, y). Form the matrix M using (8.9). Set �prev  �.

C. Select � and factorize the matrix M+ �I,
i.e., run Algorithm 18 (see Appendix 8.B.1) with:
Input: M, �.
Output: New value for �, factorization of M+ �I.

D. Perform inner iterations where we recycle the factorization of M+ �I.
For j 2 {1, . . . , jmax} do:

(a) Check termination criterion.
If any of the inequalities (8.17), (8.18) or (8.19) holds at the point (µ, x, s, y),
terminate.

(b) Take step
i. If the aggressive step criterion (8.20) is satisfied, do an aggressive step,

i.e., run Algorithm 16 with:
Input: the matrix M + �I, its factorization, the point (µ, x, s, y) and

(µ̂, x̂, ŝ, ŷ).
Output: A status and a new point (µ+, x+, s+, y+).

ii. Otherwise, do a stabilization step,
i.e., run Algorithm 17 with:

Input: the matrix M + �I, its factorization, the point (µ, x, s, y) and
(µ̂, x̂, ŝ, ŷ).
Output: A status and a new point (µ+, x+, s+, y+).

(c) Deal with failures.
If status = success set (µ, x, s, y) (µ+, x+, s+, y+). If status = failure and
j = 1 go to (F). If status = failure and j > 1 go to step (B).

E. Go to (B).

F. Increase � to address failure.
Set � = max

n
�inc�, �min, �prev�dec,

krLµ(x,y)k1
kdxk1

o
.

If �  �max then factorize the matrix M+�I and go to step (D), otherwise terminate
with status = max-delta.

Aggressive steps

Recall that when computing aggressive search directions we solve system (8.12) with � =
0; that is, we aim for feasibility and optimality simultaneously. We accept any step size
assuming it satisfies the fraction-to-boundary rule (8.27) and the set of valid dual step sizes
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is non-empty: B(s+, dy) 6= ; (see equations (8.29)).
To prevent unnecessary line searches, we only attempt an aggressive line search if

rL�µ(x, ỹ)
T dx < 0 (8.33)

where ỹ = S�1µ(e� � (1� �)Y w). Note that (8.33) always holds if (x̂, ŝ, ŷ, µ̂) = (µ, x, s, y).
The backtracking line search of the aggressive step has a minimum step size. If during

the backtracking line search (line Ea of Algorithm 16) the step size ↵P is smaller than

✓̄(µ, s) := min

⇢
1/2,

�6
4µ
⇥min

⇢
�3 � �2
�3

, 1�⇥b
i,i

�
⇥ min

i2{1,...,m}:wi>0

si
wi

�
(8.34)

then we immediately reject the step and exit Algorithm 16. Note that the function ✓̄(µ, s) is a
more sophisticated version of ✓ used for the simple algorithm and defined in (8.21). Following
this, � is increased in Line F of Algorithm 15 and a new aggressive step is attempted. It is
possible that � will be increased many times; however, for sufficiently large � an acceptable
step will be found (see Lemma 57).

To choose � in line A of Algorithm 16 we use a heuristic inspired by Mehrotra’s predictor-
corrector method. This heuristic only requires a direction computation — we do not evaluate
any functions of the nonlinear program.

It is possible that when we take a step that we reduce µ significantly but krL(x, y)k1
remains large. Line Fg and Fg of Algorithm 16 guard against this possibility. This scheme
is controlled by the parameter �8 2 (0.5, 1) with a default value of 0.9. Values of �8 close
to 1 give no guarding and close to 0 are conservative.
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Algorithm 16 Practical aggressive step
Input: The matrix M + �I, its factorization, the current point (µ, x, s, y) and the point
(x̂, ŝ, ŷ, µ̂) from the beginning of the outer iteration.
Output: A new point (µ+, x+, s+, y+) and a status of either success or failure.

A. Use Mehrotra’s predictor-corrector heuristic to choose �.

(a) Compute the vector b at the point (µ, x, s, y) via (8.7) with � = 0.
(b) Compute the search direction (dx, ds, dy) using (8.26).
(c) Estimate the largest primal step size ↵max

P from equation (8.28).
(d) Set �  min{0.5, (1� ↵max)2}.

B. Compute the vector b at the point (µ, x, s, y) via (8.7) with � as chosen in previous
step.

C. Compute the search direction (dx, ds, dy) using (8.26).

D. Check that the direction has a reasonable chance of being accepted. If (8.33) is not
satisfied then terminate with status = failure.

E. Estimate the largest primal step size ↵max
P from equation (8.28).

F. Perform a backtracking linesearch. Starting from ↵P  ↵max
P repeat the following

steps.

(a) Check the step size is not too small. If ↵P  ✓̄(µ, s) then goto line G.
(b) Compute the trial primal variables (µ+, x+, s+) via (8.15).
(c) If the fraction-to-boundary rule (8.27) is not satisfied, then set ↵P  �6↵P and

go to line Fa.
(d) Compute feasible dual step sizes B(s+, dy).
(e) If B(s+, dy) = ; then trial step has failed, then set ↵P  �6↵P and go to line Fa.
(f) Compute dual variable step size ↵D using (8.30) and compute the trial dual

variables y+ using (8.15d).
(g) If µ+/µ � 1� �8 goto line Fi.

(h) Let ⌧  µ+

(1��8)�(y+)krLµ+ (x+,y+)k1
. If ⌧ < 1 then set ↵P  max{�2

8 ,↵P ⌧2} and
go to line Fa.

(i) Terminate with status = success and return the point (µ+, x+, s+, y+).

G. Terminate with status = failure.

Stabilization steps

During the backtracking line search we terminate with status = failure if

↵P  �5 (8.35)

where �5 2 (0, 1) with default value 2�5.
We then exit Algorithm 17 and go to line F of Algorithm 15, where we increase � and

attempt a new stabilization step. From Lemma 59 we know for sufficiently large � the
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stabilization step will succeed.
To prevent unnecessary line searches, we only attempt a stabilization line search if

r µ(x)
T dx < 0. (8.36)

The idea is to take steps only when it is possible to decrease  µ. This condition is always
satisfied if Algorithm 17 is called from the first inner iteration of Algorithm 15. It may not
be satisfied when the inner iteration is greater than one because we recycle the factorization
of M+ �I.

Algorithm 17 Practical stabilization step
Input: The matrix M + �I, its factorization, the current point (µ, x, s, y) and the point
(x̂, ŝ, ŷ, µ̂) from the beginning of the outer iteration.
Output: A new point (µ+, x+, s+, y+) and a status of either success or failure

A. Compute the vector b at the point (µ, x, s, y) via (8.7) with � = 1.

B. Compute the search direction (dx, ds, dy) by solving (8.8), (8.10b) and (8.10a) respec-
tively.

C. Check that the direction has a reasonable chance of being accepted. If (8.36) is not
satisfied then terminate with status = failure.

D. Estimate the largest primal step size ↵max
P from equation (8.28).

E. Perform a backtracking linesearch. Starting from ↵P  ↵max
P repeat the following

steps.

(a) Check the step size is not too small. If ↵P  �5 then goto line F.
(b) Compute the trial primal variables (µ+, x+, s+) via (8.15).
(c) If the fraction-to-boundary rule (8.27) is not satisfied, then set ↵P  �6↵P and

go to line Ea.
(d) Compute feasible dual step sizes B(s+, dy).
(e) If B(s+, dy) = ;, then set ↵P  �6↵P and go to line Ea.
(f) Compute dual variable step size ↵D using (8.30) and compute the trial dual

variables y+ using (8.15d).
(g) Sufficient progress on filter. If neither equation (8.22) or (8.32) is satisfied, then

set ↵P  �6↵P and go to line Ea.
(h) Terminate with status = success and return the point (µ+, x+, s+, y+).

F. Terminate with status = failure.
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8.4.5 Algorithm Parameters

Table 8.1 Parameters values and descriptions
Parameter Description Possible values Chosen value

✏opt Tolerance for the optimality criterion (8.17). (0,1) 10�6

✏far Tolerance for the infeasibility criterion (8.18) cor-
responding to �far.

(0, 1) 10�3

✏inf Tolerance for the infeasibility criterion (8.18) cor-
responding to �inf.

(0, 1) 10�6

✏unbd Tolerance for the unboundedness criterion (8.19). (0, 1) 10�12

�1 Used to modify the log barrier function to prevent
primal iterates from diverging.

(0, 1) 10�4

�2 Restricts how far complementarity of s and y can
be from µ. See (8.5b).

(0, 1) 0.01

�3 Restricts how far complementarity of s and y can
be from µ in order for the aggressive criterion to
be met. See (8.20c).

(�2, 1) 0.02

�4 Acceptable reduction factor for the merit function
�µ during stabilization steps. See (8.22).

(0, 1) 0.2

�5 Minimum step size for stable line searches. See
(8.35).

(0, 1) 2�5

�7 Acceptable reduction factor for the scaled KKT
error Kµ during stabilization steps. See (8.32a).

(0, 1) 0.01

�6 Backtracking factor for line searches in Algo-
rithm 16 and 17.

(0, 1) 0.5

�7 Exponent of kdxk used in fraction-to-boundary
formula (8.28) for computing the maximum step
size ↵max

P .

(0, 1) 0.5

�8 Step size for which we check that the dual fea-
sibility is decreasing (line Fg and Fh of Algo-
rithm 16).

(0.5, 1) 0.9

⇥b Diagonal matrix with the fraction-to-boundary
parameter for each constraint. See (8.27) and
(8.29b).

Each element is
in the interval
(0, 1).

0.1 for all ele-
ments

⇥p Diagonal matrix with the fraction-to-boundary
parameter for each constraint used in (8.28) for
computing ↵max

P .

Each element is
in the interval
[⇥b

i,i, 1).

0.1 and 0.25 for
linear and non-
linear constraints
respectively

�min Used in Algorithm 15 and 18. (0,1) 10�8

�dec Used in Algorithm 15 and 18. (1,1) ⇡
�inc Used in Algorithm 15 and 18. (1,1) 8
�max Used in Algorithm 15 and 18. (�min,1) 1050

jmax Maximum number inner iterations per outer iter-
ation. See (D) of Algorithm 15.

N 2

�10 Minimum slack variable value in the initialization
(Section 8.B.2).

(0, 1) 10�4

�11 Minimum dual variable value in the initialization. (0,1) 10�2

�12 Maximum dual variable value in the initialization. [�11,1) 103

µscale Scales the size of µ0 in the initialization. (0,1) 1.0
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8.5 Numerical results

The numerical results are structured as follows. Section 8.5.1 compares our algorithm against
IPOPT on CUTEst. Section 8.5.2 compares our algorithm and IPOPT on a set of infeasi-
ble problems. For a comparison of the practical behavior of the dual multipliers we refer
the reader to [105]. The code for our implementation can be found at https://github.

com/ohinder/OnePhase and tables of results at https://github.com/ohinder/OnePhase.
jl/tree/master/benchmark-tables. For description of individual CUTEst problems see
http://www.cuter.rl.ac.uk/Problems/mastsif.shtml.

Overall, on the problems we tested, we found that our algorithm required significantly
less iterations to detect infeasibility and failed less often. However, given both solvers found
an optimal solution then IPOPT tended to require fewer iterations.

8.5.1 Comparison with IPOPT on CUTEst
To obtain numerical results we use the CUTEst nonlinear programming test set [99]. We
selected a subset from CUTEst with more than 100 variables and 100 constraints, but
the total number of variables and constraints less than 10, 000. We further restricted the
CUTEst problems to ones that are classified as having first and second derivatives defined
everywhere (and available analytically). This gave us a test set with 238 problems. For
solving our linear systems we use Julia’s default Cholesky factorization (SuiteSparse) and
IPOPT’s default—the MUMPs linear solver.

Table 8.2 compares the number of calls and runtime of different elements of our algorithm.
We do not currently compare the number of function evaluations with IPOPT, but in general
we would anticipate that IPOPT needs slightly fewer evaluations per outer iteration. In
particular, our algorithm may make multiple objective, constraint and Jacobian evaluations
per inner iteration. We evaluate the Lagrangian of the Hessian once per outer iteration.
For problems where function evaluations are expensive relative to factorization, one is often
better off using SQP methods rather than interior point methods. For example, it is known
that SNOPT generally requires fewer function evaluations than IPOPT [92, Figure 2, Figure
3].

Table 8.2 Number of calls and runtime of different algorithm elements.
Mean # calls per
outer iteration

% runtime contribution

Hessian 1 3.4%
Schur complement 1 42.1%
Jacobian 2.2 7.9%
Gradient 2.2 0.4%
Constraints 6.9 0.6%
Factorizations 1.9 35.4 %
Backsolves 10.0 0.8%

We consider algorithm to have failed on a problem if it did not return a status of in-
feasible, optimal or unbounded. Overall the number of failures is 39 for IPOPT and 21 for
the one-phase algorithm. From Table 8.3 we can see that the one-phase algorithm detects
infeasibility and KKT points more often than IPOPT 3. If we reduce the termination toler-
ances of both algorithms to 10�2 and re-run them on the test set the one-phase algorithm

3One issue is that IPOPT automatically fails on problems with more constraints than variables, future
versions on arVix will more explicitly include this information in the comparisions.

https://github.com/ohinder/OnePhase
https://github.com/ohinder/OnePhase
https://github.com/ohinder/OnePhase.jl/tree/master/benchmark-tables
https://github.com/ohinder/OnePhase.jl/tree/master/benchmark-tables
http://www.cuter.rl.ac.uk/Problems/mastsif.shtml
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fails 10 times versus 41 times for IPOPT (IPOPT’s algorithm makes choices based on the
termination criterion).

Table 8.3 Comparison on problems where solver outputs are different.
IPOPT one-phase

failure 32 14
infeasible 3 11

unbounded 0 0
KKT 18 28

To run this test set it takes a total of 16 hours for IPOPT and 10 hours for our one-phase
algorithm4. However, IPOPT is generally significantly faster than our algorithm. It has a
median runtime of 0.6 seconds per problem versus 3.3 seconds for our algorithm (including
problems where the algorithm fails). This is not surprising since our code is written in Julia
and is not optimized for speed; IPOPT is written in Fortran and has been in development
for over 15 years. This speed difference is particularly acute on small problems where the
overheads of Julia are large. Assuming factorization or computation of the hessian is the
dominant computational cost we would expect the time per iteration to be similar if our
algorithm was efficiently implemented in a compiled programming language. For this reason,
we compare the algorithms based on iteration counts.

To compare iteration counts our graphs use the performance profiling of Dolan and Moré
[72]. In particular, on the x-axis we plot:

iteration count of solver
iteration count of fastest solver

and the curve plotted is a cumulative distribution over the test set. We can see from
Figure 8.1 that the overall distribution of iteration counts seems similar to IPOPT. Although
given both algorithms declare the problem optimal IPOPT is more likely to require fewer
iterations (Figure 8.2).

Figure 8.1: Performance profile on problems until algorithm succeeds (i.e., returns a status
of optimal, primal infeasible, or unbounded)

4Computations were performed on one core and 8GB of RAM Intel(R) Xeon(R) CPU E5-2650 v2 at
2.60GHz using Julia 0.5 with one thread.
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Figure 8.2: Performance profile on problems where both algorithms declare problem optimal.

8.5.2 Comparison with IPOPT on infeasible problems
On few of the CUTEst problems both solvers declare the problems infeasible. Therefore
understand how the solvers perform on infeasible problems we perturb the CUTEst test
set. Recall that CUTEst writes problems in the form l  c(x)  u. To generate a test set
that was more likely to contain infeasible problems we shift the constraints (excluding the
variable bounds) as follows:

c̃(x) c(x) + e,

and then input the problems to the one-phase solver and IPOPT. Note that the new problems
may or may not be feasible. In Table 8.4 we compare the solver outputs on this perturbed
test set.

Table 8.4 Comparison on perturbed CUTEst where solver outputs are different.
IPOPT one-phase

failure 42 18
infeasible 14 26

unbounded 0 0
KKT 5 17

Overall we found that 94 of the 238 problems were declared infeasible by both solvers.
On this test set we compared the iteration counts of IPOPT and the one-phase algorithm
(Figure 8.3).
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Figure 8.3: Performance profile on perturbed CUTEst problems where both algorithms
declare the problem infeasible.

Since this perturbed CUTEst test set was somewhat artificial we also tested on the
NETLIB test set containing infeasible linear programs5 (Figure 8.4). We remark that on
these 28 problems the one-phase algorithm required less iterations on every problem.

Figure 8.4: Performance profile on NETLIB infeasible test set.

8.6 Conclusion and avenues for improvement

This paper proposed a one-phase algorithm. It avoids a two phase or penalty method
typically used in IPMs for nonlinear programming. Nonetheless, under mild assumptions
it is guaranteed to converge to a first-order certificate of infeasibility, unboundedness or
optimality. As we have demonstrated on large-scale test problems the algorithm has similar
iteration counts to IPOPT, but significantly better performance on infeasible problems.

5The LP problem CPLEX2 is an almost feasible problem that was declared feasible by both solvers.
Therefore we removed it from our tests.
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An additional benefit of our approach is the ability to choose w. For example, if one has
a starting point x0 that strictly satisfies a subset of the constraints one can initialize the
algorithm with wi = 0 on this subset (we do this automatically for the bound constraints).
The algorithm will then satisfy these constraints for all subsequent iterations. Aside from
potentially speeding up convergence, this is particularly beneficial if some of the constraints
or objective are undefined outside the region defined by this subset of the constraints.

One can interpret the relative value of µ0 and w as the extent to which feasibility is
prioritized over optimality: a larger µ0 gives more priority to feasibility. For a fixed w picking
a huge µ makes the IPM method behave like a phase-one, phase-two method: initially the
algorithm attempts to find a feasible solution then it minimizes the objective on the feasible
region. We have attempted such an initialization strategy and note that while it performs
well on many problems, in others it causes the dual multipliers to become unduly large (as
the theory of [105] predicts when, for example, the feasible region lacks an interior). We
find that manually tuning the value of µ0 for a specific problem often significantly reduces
the number of iterations. This sensitivity to the initialization, especially compared with the
homogenous self-dual, is a known issue for Lustig’s IPM for linear programming [151, Table
1]. Therefore, we believe that improving our initialization scheme (Section 8.B.2) could
result in significant improvements.

Finally, we note that improving the accuracy of the linear system solves would also
improve our robustness. A disadvantage of using the Cholesky factorization is that we
often had difficulty obtaining a sufficiently accurate solution as we approached optimality.
Potentially switching to an LBL factorization [8, 42] might help resolve this issue.
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8.A Global convergence proofs for Algorithm 12

The purpose of this section is to provide proofs of supporting results for Theorem 8.3.1.

8.A.1 Convergence of aggressive steps
Proof of Lemma 57

Lemma 57. Suppose assumptions K and L hold. If (µ, x, s, y) satisfies (8.25) and the
criterion for an aggressive step (8.20), then there exists some �̄ such that for all � > �̄
Algorithm 13 returns status = success.

Proof. First, observe that as � ! 1 the direction dx computed from (8.8) tends to zero.
Consider any ↵P 2 (0, 1), since the function a is continuous for sufficiently large � we have

ka(x)� a(x+ ↵P dx)k1 
�3 � �2
2�3

min
i
{si} (8.37)

Now, set ↵P = ✓(µ, s) where ✓ is defined in (8.21), then for this choice of ↵P we have

��s+i � si
�� = |�↵Pµwi + ai(x)� ai(x+ ↵P dx)| 

�3 � �2
�3

si,
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where the first equality holds by applying (8.15c) and then (8.15a) with � = 0, the second
inequality equation (8.37) and ↵P = ✓(µ, s). Note that

s+i yi
µ

=
siyi
µ

(e+ s�1
i (s+i � si)) 2

siyi
µ


�2
�3

, 1 +
�3 � �2
�3

�
✓

siyi
µ


�2
�3

,
�3
�2

�
✓ [�2, 1/�2]

where the first transition comes from algebraic manipulation, the second transition follows
from substituting our bound on

��s+i � si
��, the third transition using �3��2

�3
< �3��2

�2
, the

final transition uses siyi

µ 2 [�3, 1/�3]. Therefore ↵D = 0 gives a feasible dual iterate. We
conclude there exists a � such that the ↵P chosen by line C is at least ✓(µ, s), which proves
the result.

Proof of Lemma 58

Lemma 58. Suppose assumptions K and L hold. Then wT y is bounded above for all points
(µ, x, s, y) that satisfy (8.5) and the following.

A. The criterion for an aggressive step (8.20).

B. Neither the infeasibility termination criterion (8.18) nor the unboundness criterion (8.19).

Proof. Since (8.18) does not hold: either a(x)T y  0, �far(µ, x, s, y) > ✏far or �inf(µ, x, s, y) >
✏inf. We consider these three cases in order.

Let us consider the case that a(x)T y  0 then (µw�s)T y = a(x)T y  0 by a(x)+s = µw.
Re-arranging (µw � s)T y  0 gives yTw  sT y/µ  m/�2.

Let us consider the case that ✏far < �far(µ, x, s, y) =
kra(x)T yk1

a(x)T y then

wT y < sT y +
kra(x)T yk1

✏far
 sT y +

krf(x)� �1µeTra(x)k1 + krLµ(x, y)k1
✏far

 sT y + 2
krf(x)� �1µeTra(x)k1

✏far

where the first inequality holds by a(x)+s = µw and re-arranging, the second by the triangle
inequality and the third by the assumption that the aggressive step criteron (8.20b) is met.
Furthermore, the term sT y is bounded by µ/�3 and the term krf(x) � �1µeTra(x)k1 is
bounded because f and a are twice differentiable and the unboundness criterion (8.19) is
not met.

Let us consider the case that ✏inf < �inf(x, s, y) =
kra(x)T yk1+sT y

kyk1
then

kyk1 <
sT y + kra(x)T yk1

✏inf


sT y + krf(x)� �1µeTra(x)k1 + krLµ(x, y)k1
✏inf

 2
sT y + krf(x)� �1µeTra(x)k1

✏inf

where the first inequality holds by re-arranging, the second by the triangle inequality and
the third by the assumption that the aggressive step criteron (8.20b) is met. We conclude
kyk1 is bounded since kxk is bounded, clearly therefore wT y is also bounded above.

Since in all three cases wT y is bounded we conclude the proof.
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8.A.2 Convergence results for stabilization steps
Proof of Lemma 60 and Corollary 5

We now introduce the set Qµ,C which we will use to represent the set of possible points the
iterates of Algorithm 12 can take for a fixed µ, i.e., during consecutive stabilization steps.

Definition 21. Define the set Qµ,C for constants µ,C > 0 as the set of points (x, y, s) 2
Rn
⇥ Rm

++ ⇥ Rm
++ such that (8.25) holds and

A. The function �µ is bounded above, i.e., �µ(x, y, s)  C.

B. The primal iterates are bounded, i.e., kxk  C.

Suppose Algorithm 12 generates consecutive stabilization steps stabilization steps (µk, xk, sk, yk)
for k 2 {kstart, . . . , kend} with µ = µkstart = · · · = µkend and none of these iterates satisfy
the unboundedness termination criterion (8.19). Let us show these iterates are contained in
Qµ,C , i.e., (xk, sk, yk) 2 Qµ,C for some C > 0. For C � �µ(xkstart , skstart , ykstart) condition
21.A holds since during stabilization steps we only accept steps that decrease �µ. For suffi-
ciently large C, condition 21.B holds from the assumption the unboundedness termination
criterion (8.19) is not satisfied.

We are now ready to prove Lemma 60. Note that during Lemma 60 we will repeatedly
use that the following elementary real analysis fact:

Fact 8.A.1. Let X = {x : gi(x)  0}. If gi is a continuous function and the set X is
bounded, then the set X is compact.

Lemma 60. Suppose assumptions K and L hold. For any constants C, µ > 0 the set Qµ,C

is compact.

Proof. First consider the set

Q :=
�
x 2 Rn : (y, s) 2 Rm

++ ⇥ Rm
++,�µ(x, y, s)  C, kxk  C

 

By kxk  C we see Q is bounded. Furthermore, since �µ(x)  C and Q is bounded there
exists some constant K1 > 0 such that

µw � a(x) � K1

for all x 2 Q. Consider some sequence xk
2 Q with xk

! x⇤. The statement a(x) 
µw �K1 implies �µ is continuous in a neighborhood of x⇤. Using the definition of Q and
the assumption that f and a are continuous implies x⇤

2 Q, i.e., Q is compact.
Note that:

Qµ,C =

⇢
(x, y, s) 2 Rn

⇥ Rm
++ ⇥ Rm

++ : x 2 Q, a(x) + s = µw,
siyi
µ
2 [�2, 1/�2] 8i 2 {1, . . . ,m}

�
.

Consider some (x, y, s) 2 Qµ,C , since s = µw � a(x) � K2 and siyi

µ 2 [�2, 1/�2] we can
deduce y is bounded. Since the function a(x) and the term siyi are continuous we conclude
Qµ,C is compact.

Corollary 5. Suppose assumptions K and L hold. Consider some fixed µ,C > 0. Then
there exists some L > 0 such that for all (x, s, y) 2 Qµ,C the following inequalities hold:

si, yi � 1/L
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kxk, kyk, ksk, kr µ(x)k, kMk, kra(x)k  L

and for any u 2 Rn s.t. kuk < 1/L

 µ(x+ u)   µ(x) +r µ(x)
Tu+ L/2kuk2 (8.38a)

ka(x) +ra(x)u� a(x+ u)k  Lkuk2. (8.38b)

Furthermore, if the aggressive criterion (8.20) does not holds then

max{kr µ(x)k, kSy � µek1} � 1/L.

Proof. All these claims use Lemma 60 and the elementary real analysis fact that for any
continuous function g on a compact set there X there exists some x⇤

2 X such that g(x⇤) =
supx2X g(x).

The only non-trivial claim is showing (8.38), which we proceed to show. Since there
exists some constants "1 > 0 such that (x, y, s) 2 Qµ,C we have a(x)  µw � "1. It follows
that there exists some constant "2 > 0 such that for all kuk  "2 we have a(x + u) < µw.
Therefore there exists some L > 0 such that kr2 µ(x)k  L.

For some x and ⌫ with k⌫k = 1 define the one dimensional function

h(↵) :=  µ(x+ ↵⌫)

then for ↵ 2 [0, "2] we get

h(↵)� h(0)� ↵h0(0) =

Z ↵

0

Z ⌘2

0
h00(⌘)@⌘1@⌘2  ↵

2L/2,

which using u = ⌫↵ for ↵ 2 [0, "2] concludes the proof of (8.38a). Showing (8.38b) consists
of a similar argument.

Proof of Lemma 59

Before starting the proof of Lemma 59, we remark that Lemma 59 uses Lemma 60 and
Corollary 5 which are proved in Section 8.A.2

Lemma 59. Suppose assumptions K and L hold. After a finite number of consecutive
stabilization steps within Algorithm 12, either the aggressive criterion (8.20) or the un-
boundedness termination criterion (8.19) is met.

Proof. Recall that, as we discussed following Definition 21, there exists some C > 0 such
that for any consecutive series of stabilization steps (µk, xk, sk, yk) for k 2 {kstart, . . . , kend}

we have (xk, sk, yk) 2 Qµ,C with µ = µkkstart
= µkkend

.
From Corollary 5 we know that there exists some L > 0 such that max{��min(M),�max(M)} 

L, therefore

dTxr (x) = �r (x)
T (M+ �I)�1

r (x)  �kr (x)k2/(L+ �)  �kr (x)k2/(3L+ µ),

where the first transition uses the definition of dx in (8.8) with � = 1 when computing b,
the second transition �max(M)  L and the third transition uses �  2L+µ from line C of
Algorithm 12.

Similarly, by line C of Algorithm 12 we get M+ �I ⌫ µI therefore

kdxk
2 = k(M+ �I)�1

r (x)k2  kr (x)k2/µ2.
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Furthermore,

 µ(x
+)�  µ(x)  ↵Pr µ(x)

T dx +
L↵2

P

2
kdxk

2

= ↵Pr µ(x)
T dx +

✓
L↵2

P

2
+ �4

↵P �

2

◆
kdxk

2
� �4

↵P �

2
kdxk

2

 ↵P

✓
�4r µ(x)

T dx + kr µ(x)k
2

✓
1

µ2

✓
L↵2

P

2
+ �4

↵P �

2

◆
�

1� �4
3L+ µ

◆◆
� �4

↵P �

2
kdxk

2

 �4↵P

✓
r µ(x)

T dx �
↵P �

2
kdxk

2
� c1kr µ(x)k

2

◆

where the first transition holds by Corollary 5, the second by adding and subtracting terms,
the third by the above inequalities, the fourth for some constant c1 > 0 with ↵P sufficiently
small, i.e., any ↵P 2 (0, c1).

We can bound kdxk, kdyk and kdsk using our bound on kdxk, Corollary 5 and (8.10).
Finally,

kS+y+ � µk1 = k(s+ ds)y
+
� µ+ (s+ � s� ds)y

+
k1

 kSy � µek1 + ↵P

�
�kSy � µek1 + ↵PLkdxk

2
ky+k1 + ↵P kdsk1kdyk1

�

 kSy � µek1(1� ↵P + c2↵
2
P )

where the second transition holds by Sy + Sdy + Y ds = µ and Corollary 5 which shows
ks+ ds� s+k1  Lkdxk2, the second inequality by the fact that the directions and kyk are
bounded.

Using ⇣µ(s, y) := kSy�µek3
1

µ2 , the previous expression and the boundedness of s and y we
get

⇣µ(s
+, y+)  ⇣µ(s, y)(1� ↵P ) + c̄2↵

2
P

for some constant c̄2 > 0. Defining

⌥(↵P ) := ↵P�4

✓
1

2

✓
r µ(x)

T dx �
�

2
↵P kdxk

2
◆
� ⇣µ(s, y)

◆
,

we get for some constants c1, c2, c3 > 0 that

�µ(x
+, y+, s+)� �µ(x, y, s)  ⌥(↵P ) + ↵P

�
c2↵P � c3⇣µ(s, y)� c1kr µ(x)k

2
�

by using �µ(x, y, s) :=  µ(x)+⇣µ(s, y) and substituting our upper bounds on  µ(x+)� µ(x)
and ⇣µ(s+, y+).

Since max{⇣µ(s, y), kr µ(x)k} is bounded away from zero, we deduce the largest ↵P

satisfying �µ(x+, y+, s+) � �µ(x, y, s)  ⌥(↵P ) is bounded away from zero and below by
zero. We conclude that we must reduce �µ by a constant amount each iteration, which
means that if there is an infinite sequence of stabilization steps then �µ(xk, sk, yk) ! �1
and hence kxk

k ! 1.

8.B Further implementation details

8.B.1 Matrix factorization strategy
This strategy is based on the ideas of IPOPT [203, Algorithm IC].
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Algorithm 18 Matrix factorization strategy
Input: The matrix M and previous delta choice � � 0
Output: The factorization of M + �I for some � > 0 such that the matrix M + �I is
positive definite.

A. Set �prev  �.

B. Compute ⌧  mini Mi,i. If ⌧  0 go to line E.

C. Set �  0, ⌧  0.

D. Perform Cholesky factorization of M, if the factorization succeeds then return factor-
ization of M.

E. Set �  max{�prev�dec,�min � ⌧}.

F. If � � �max then terminate the algorithm with status = failure.

G. Perform Cholesky factorization of M + �I, if the factorization succeeds then return
factorization of M+ �I.

H. Set �  �inc�. Go to previous step.

where �dec,�inc,�min,�max have default values of ⇡, 8, 10�8, 1050 respectively.

8.B.2 Initialization
This section explains how to select initial variable values (µ0, x0, y0, s0) to pass to Algo-
rithm 15, given a suggested starting point xstart.

The first goal is to modify xstart to satisfy any bounds e.g., l  x  u. Let B ✓ {1, . . . ,m}

be the set of indices corresponding to variable bounds. More precisely, i 2 B if and only if
there exists c 2 R and j 2 {1, . . . , n} such that ai(x) = xj+c or ai(x) = �xj+c. We project
xstart onto the variable bounds in the same way as IPOPT [203, Section 3.7]. Furthermore,
we set wi = 0 and s0i = �ai(x0) for each i 2 B. This ensures that the variable bounds are
satisfied throughout, and is useful because the constraints or objective may not be defined
outside the bound constraints. To guarantee that any constraint ai(x) that was strictly
feasible at the initial point x0 remains feasible throughout the algorithm we could simply
set wi = 0 and s0i = �ai(x0).

The remainder of the initialization scheme is inspired by Mehrotra’s scheme for linear
programming [150, Section 7] and the scheme of Gertz, Nocedal, and Sartenar [87] for
nonlinear programming. Set

ỹ  e

s̃ �a(x0) + max{�2min
i
{si},�10}

for some parameter �10 2 (0,1) with default value 10�4. Then factorize M + I� as per
lines A to C of Algorithm 15. Find directions (dx, dy, ds) via (8.26) and set ỹ  ỹ+ dy and
s̃ = �a(x0).
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Next, we set:

"y  max{�2min
i

ỹi, 0}

ỹ  ỹ + "y

"s  max

⇢
�2min

i
s̃i,
krL0(x0, ỹ)k1
kỹk+ 1

�

s̃i  s̃i + "s 8i 62 B,

and then

ỹ  ỹ +
s̃T ỹ

2eT s̃
ỹ  max{�11,min{ỹ,�12}}

s̃i  s̃i +
s̃T ỹ

2eT ỹ
8i 62 B

µ̃ 
s̃T ỹ

m
.

where �11 2 (0,1) has a default value of 10�2 and �12 2 [�11,1) has a default value of
103.

Next, set

µ0
 µscaleµ̃

s0  s̃

w  
a(x0) + s0

µ0

where µscale 2 (0,1) is a parameter with a default value of 1.0. We leave µscale as a
parameter for the user because we notice that for some problems changing this value can
reduce the iteration count by an order of magnitude. Devising a better way to select µ0

we believe could significantly improve our algorithm. Finally, we need to ensure the dual
variables satisfy (8.5b) so we set

y0  min{max{�3µ
0(S0)�1e, ỹ}, µ/�3(S

0)�1e}.

8.C Details for IPOPT experiments

We used the following options with IPOPT:

A. tol: 10�6

B. max_iter: 3000

C. max_cpu_time: 3600

D. nlp_scaling_method: ‘none’

E. bound_relax_factor: 0.0

F. acceptable_iter: 999999

All other options remained at their default values.
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