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Abstract

The high-throughput sequencing revolution allows us to take millions of noisy short

reads from the DNA in a sample, essentially taking a snapshot of the genomic material

in the sample. To recover the true genomes, these reads are assembled by algorithms

exploiting their high coverage and overlap. In this thesis, I focus on two scenarios

for sequence assembly. In both cases I use the same principled Bayesian approach

to design an algorithm that uncovers the composition of the genomic sequences that

produced the reads.

The first scenario is Metagenomics, a de novo assembly task where the reads

come from an unknown and diverse population of genomes. Here the challenge stems

from uncertainty over the sample composition, read coverage, and noise levels. We

developed Genovo, an assembler driven by a probabilistic model of the process of read

generation. A nonparametric prior accounts for the unknown number of genomes and

their relative abundance in the sample. We compared our method to three other short

read assembly programs, over real and synthetic datasets. The results show that our

Bayesian approach provides assemblies that outperform the state of the art on various

measures.

The second scenario is lineage assembly, where the reads come from short but

clonally related genomes only slightly mutated from each other, generated over a

small time scale. We developed ImmuniTree, a tool that builds a phylogenetic tree

representing the mutated genomes, where the input reads are partitioned among the

tree’s nodes. Unlike traditional phylogenetic trees, our trees are not necessarily binary,

and we allow reads in internal nodes. The underlying model compounds a sequencing

noise model on top of a mutation model, allowing the user to tell apart disagreements

v



between the reads that are due to random noise, versus an actual mutation. We

demonstrated ImmuniTree on reconstruction of B cell lineages.

In a healthy immune system, the B cells are produced with an incredible diversity,

in an essentially random process. When a B cell detects an invader it starts cloning

itself through a process of hypermutation, with B cells that detect the invader better

selected over those that do not. We collected samples from 10 organ donors, each

providing four tissue samples. Reads taken from the samples cover each the variable

region of the heavy chain in a single B cell receptor. To analyze this data, we clustered

the reads into clones and built a tree for each one using ImmuniTree. Our findings

show that many of the clones are shared by B cells from multiple tissues, which

suggests a high degree of B cell migration. In addition, our results show other aspects

of B cell production in which the four tissues differ.
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Chapter 1

Introduction

The high throughput sequencing revolution of the last few years allows us to obtain

millions of noisy short reads from the DNA in a sample. These reads come from

random locations along the target genome, and one has to produce enough of them

to ensure good coverage of it. Later, computer algorithms process the resulting reads

in order to recover the original genome sequences in the sample.

While in the first generation of this technology the reads were each about 1000

bases long and would cost about one dollar per read, the reads produced in the

current “Next Generation” technologies are typically 100-400 bases long, and are

produced at a small fraction of the cost. The last few years have shown an outstanding

technological progress, with a plethora of new sequencing technologies that emerge

each year that are faster and cheaper than those of the previous year, bringing the

cost of a sequenced base to less than one-thousandth of a cent.

These technologies, originally used to sequence large, single genomes like the hu-

man genome project or other chosen organisms, can be applied to any sample of

interest, essentially taking a snapshot of the genomic material in the sample, from

either one genome or a population of genomes.

We can use this to explore populations of microorganisms in their natural envi-

ronment (i.e. the ocean, hot springs, swamps) or in the human body (i.e. the gut).

We can use it de novo, to uncover unknown genomes from scratch, or detect small

mutations (SNPs) and other variants by mapping the reads to a reference genome

1
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Figure 1.1: The dropping cost of sequencing.

that we know. Through the use of these technologies, millions of new microorgan-

isms, never seen before, never cultivated in a lab, were discovered, solely based on

the inferred existence of their genome.

In this work, we mainly focus on reads produced using a technology called 454.

This is not the cheapest technology, but its reads are relatively longer with an average

length of 380 bases. One million reads can be produced in a single run, which takes

10 hours. As with all the other technologies, the reads are noisy, i.e., they might be

an inexact copy of the true genome. The error frequency of a single base was recently

estimated as 0.74%. Most of the errors (84%) are single-letter insertions or deletions

(“indels”), and the rest are substitutions.

These reads need to be assembled in order to recover the original, unknown,

sequences. We focus on two scenarios. The first, illustrated in Figure 1.2 is breadth,

where the reads come from a diverse though unknown population of genomes (this

scenario is also called Metagenomics). It is through the overlap between the reads
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Figure 1.2: Breadth scenario. De novo assembly.

Figure 1.3: Depth scenario. Phylogenetic tree with annotated mutations.

that computer algorithms can stitch the reads together and uncover the previously

unknown target genome, in a way analogous to solving a puzzle by putting its pieces

together without looking at the picture (de novo sequence assembly). However, we

have to be careful since noise will sometimes prevent us from seeing a perfect overlap.

We will show many examples that fit this scenario in Chapter 3.

The second scenario, illustrated in Figure 1.3, is depth. Here the reads all come

from variants of the same sequence, only slightly mutated from each other, and the

goal is to construct the phylogenetic tree of the sequences of the population, and be

able to tell mutations from sequencing noise.

A perfect example of the depth scenario occurs in the immune system’s B cells.

In order to respond to the incredible diversity of the microbial invaders, the B cells

themselves are produced with a matching diversity, in an essentially random process.
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When a B cell detects an invader, more copies of it are generated through a process of

hypermutation. B cells that detect the invader better are selected over those that do

not. Thus, if we take a “snapshot” of the B cell population in a healthy individual,

we will most definitely find many singletons – naive B cells who have never met their

match, but we will also see shreds of related B cells, clones, which were produced in

response to a particular threat. In Chapter 5 we will analyze this type of data.

In this thesis, we will present computational tools that address both of the above

scenarios. We will show the tools in action, applied to real and synthetic datasets.

In addition, the application of our tools on B cell data obtained from 10 healthy

individuals resulted in new insights on the B cell production and hypermutation

mechanisms, on which we will report here as well. All of our tools are available

on-line, free of charge.

1.1 Contributions

There are four primary contributions in this thesis:

1. Probabilistic Sequence Assembly. We developed a Bayesian assembler,

called Genovo, that given a set of reads returns the genome population that

produced them. To the best of my knowledge, this is the first Bayesian-based

assembler for short reads. This work was done jointly with Vladimir Jojic.

2. Probabilistic Phylogeny of Lineages. We developed a tool, called Immu-

niTree, that given a set of reads returns the phylogenetic tree of genomes that

produced the reads. The reads are partitioned among the tree’s nodes. The

nodes show how the lineage of cells was developed, each child node is a mu-

tated version of its parent. The underlying model compounds a sequencing

noise model on top of a somatic mutation model, allowing the user to tell apart

disagreements between the reads that are due to random noise, versus an actual

mutation.

3. B Cell Population Analysis Toolkit. With ImmuniTree and a suite of other

new tools, we established a pipeline specifically designed for analyzing B cell
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data in human individuals. The tools provide a big-picture view of the data,

organizing the reads into clones, and constructing a tree for each clone with the

inferred germline at the root and all the hypermutations annotated.

4. Insights on The Adaptive Immune System. Through our collaboration

with the Fire and Boyd labs at Stanford University, we obtained samples taken

from 10 organ donors with healthy immune systems. For each donor we obtained

samples from four different tissues. Our findings show that many of the clones

are shared by B cells from multiple tissues, which suggests that B cell migration

is more common than was expected. In addition, our results show other aspects

of B cell production in which the four tissues differ.

1.2 Thesis Outline

Here is a summary of the chapters:

Chapter 2 Preliminaries. This chapter outlines the basic concepts behind

the probabilistic models used in this thesis, from the joint distribution to Bayesian

networks. The chapter also covers the inference techniques used for such models.

Chapter 3 De novo Sequence Assembly. This chapter covers Genovo, a

Bayesian assembler for short reads that can handle uneven populations of genomes.

The chapter describes the algorithm and demonstrates its performance on real data.

Chapter 4 Phylogeny for High-Throughput Sequencing. This chapter

covers ImmuniTree, a Bayesian method that finds the phylogenetic tree over a set of

reads, modeling both the effect of mutations and sequencing noise on the resulting

set of reads. The chapter also covers other related algorithms.

Chapter 5 Clonal Structure of B Cell Populations. In this chapter we

describe the application of ImmuniTree and other methods to real data from the B

cell population of healthy individuals. The chapter shows various results that shed

light on the organization of B cells in the adaptive immune system.

Chapter 6 Future Directions. The thesis concludes with a summary, and a

consideration of future extensions of my work, including open questions that remain.
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1.3 Previously Published Work

Part of the work presented in this thesis has been previously published in the form

of conference proceedings or journal articles. Genovo and the material in Chapter 3

was presented at RECOMB 2010 [44] and published in the Journal of Computational

Biology [45]. ImmuniTree and the material of Chapter 4 and Chapter 5 was submitted

to publication and is now in the review process.



Chapter 2

Preliminaries

2.1 The Joint Distribution

Let X = {X1, . . . , XN} be a set of random variables. In this chapter we will assume

that these variables are discrete, though most of the definitions and proofs that will

be covered here generalize to continuous variables as well. Hence, we assume that

each variable Xi has a discrete domain Val(Xi), and can only take on values from this

domain. We extend the meaning of Val(·) for sets of variables X ⊆ X , so it returns

the set product of the domains of all variables in the set:

Val(X) =
∏

X∈X

Val(X)

The joint distribution P (X1, . . . , XN) over the variables in X defines the proba-

bility for each possible outcome x = (x1, . . . , xN) ∈ Val(X ). It can thus be written as

a table, in which the rows list the outcomes along with their assigned probabilities.

If (for simplicity) |Val(Xi)| = K for each i, then there are KN such outcomes, and

each one gets a number between 0 and 1. These numbers have to sum to 1, and hence

the number of free parameters that are needed to encode the joint distribution in this

case is KN − 1.

The marginal distribution over any subset of variables X ⊆ X , can be obtained

from the joint distribution of X by collapsing all sets of rows in the table that agree

7
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on the same assignment to X to a single row, setting the probability for that row to

the sum over the probabilities of the collapsed rows. More formally we define:

Definition 2.1.1: The marginal distribution over X ⊆ X is

P (X) =
∑

z∈Val(X\X)

P (X, z) (2.1)

For example, if X = {X1, X2} and N = 4 then:

P (X1, X2) =
∑

x3∈Val(X3)

∑

x4∈Val(X4)

P (X1, X2, x3, x4) (2.2)

In this case we say that we are “marginalizing over X3, X4”.

Here we want to note the relation between the variables Xi and the possible

assignments to them xi ∈ Val(Xi). The joint probability is defined over the particular

assignments, however whenever an equation states only the capital letter of

a variable, it means that the equation holds for all assignments to the

variable. If we want to write an equation referring to a particular assignment we

will use the lowercase letters, or explicitly write the assignment within the equation,

for example P (Xi = v | Xj = u). Going back to Eq. (2.2), this is really a family of

equations, one for each assignment (x1, x2) ∈ Val({X1, X2}).

In another form of notation for marginalization, we write down as the summand

the variables over which we are marginalizing, hence Eq. (2.1) can be written as:

P (X) =
∑

X\X

P (X ) (2.3)

The conditional distribution P (Y|X) (“Y given X”) for X,Y ⊆ X is actually a

family of distributions, one for each possible assignment x ∈ Val(X). To

obtain P (Y|X = x) one needs to remove from the table of the joint distribution over

X all the rows that do not agree with x. Then, normalize the probabilities in the

remaining rows so that they sum to 1, obtaining a distribution over X \X, and then
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report the marginal of that distribution over Y. Formally it is defined as:

P (Y|X = x) =
P (Y,X = x)

P (X = x)
(2.4)

where both P (Y,X = x) and P (X = x) can be obtained from the marginals over

P (X ). Since the above definition holds for every x, we can simply define:

Definition 2.1.2: The conditional distribution P (Y|X) for X,Y ⊆ X is given by

P (Y|X) =
P (Y,X)

P (X)
(2.5)

Corollary 2.1.3: The conditional distribution over Y given X = x is proportional

to the joint distribution.

P (Y|X = x) ∝ P (Y,x) (2.6)

The Chain Rule

An alternative way to represent the joint distribution is as a product of conditional

distributions, using the chain rule:

P (X1, . . . , XN) = P (X1)P (X2 | X1) . . . P (XN | XN−1 . . .X1) (2.7)

(any order of the variables works). Under this representation, instead of having

one table for the entire joint distribution, we represent each conditional probability

distribution (CPD) separately. Assuming again that Val(Xi) = K for all i, we need:

• One table with K − 1 free parameters to represent the CPD of P (X1).

• K tables, each with K − 1 parameters, for the CPD of P (X2 | X1).

• K2 tables, each with K − 1 parameters, for the CPD of P (X3 | X2, X1).
...

• KN−1 tables, each withK−1 parameters, for the CPD of P (XN | XN−1, . . . , X1).
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which is a total of (K − 1)(1 +K + . . .+KN−1) = KN − 1 free parameters, and it is

not surprising, of course, that this is exactly the same number of parameters used by

the original “big-table” representation.

The number of parameters over the joint distribution grows then exponentially

with the number of random variables. This explosion of parameters makes it hard to

store (in memory) distributions with many variables. In addition, even when we can

store such distributions, computing the marginals and the conditional distributions

over a small subset of variables (which is often what we are interested in) requires

summing over all assignments to the other variables, which again comes in an expo-

nential number.

An even bigger concern is the problem of over-fitting. Because one of the main

goals of learning a probability distribution is to use it to generalize to unseen data,

we want to have a plausible model. Intuitively, if a model has many parameters, then

it can “match” any training data by becoming arbitrarily complex. By having fewer

parameters, we force our model to be simpler, and thus it is more likely to correctly

generalize to new instances. This is a form of regularization, in which the goal is to

“smooth out” the learned distribution in an attempt to improve its generalization

performance. Figure 2.1 shows an example of this phenomenon. The goal is to fit a

curve to the green points, which is assumed to be generated by a polynomial function

plus white noise. The red curve is a degree 10 polynomial (11 parameters), that

exactly hits the green points, while the blue curve is a line (2 parameters) that only

“comes close” to the target points. However, because the blue line is simpler (has

fewer parameters), we are more likely to believe its prediction of the next point (the

blue diamond), rather than the higher order prediction given by the red diamond.

Hence to be able to work efficiently with joint distributions, we have to reduce

the number of parameters and find compact representations. One of the tools at our

disposal for this purpose is conditional independence.
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Figure 2.1: The problem of over-fitting.

2.1.1 Independence

In the chain-rule formulation above (Eq. (2.7)), we had to maintain a different table

for the distribution over Xi for each assignment to the variables X1 . . . , Xi−1. Hence

the CPD of Xi had Ki−1 tables, which is quite a lot for large i’s. Independence

assumptions allow you to collapse these tables into a much smaller set, by allowing

different assignments to X1, . . . , Xi−1 to share the same table.

Definition 2.1.4: Given three disjoint sets of variables X,Y,Z ⊆ X , we say that X

and Y are conditionally independent given Z if and only if P (X | Y,Z) = P (X | Z)

whenever P (Z) > 0. We denote this property by:

(X ⊥ Y | Z)

If Z is the empty set, we may also say that X and Y are marginally independent.

Corollary 2.1.5: If (X ⊥ Y | Z) then (X ⊥ Y′ | Z), for every Y′ ⊆ Y.
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Proof: Let Y1 = Y′ and Y2 = Y \ Y1. For clarity we assume Z = ∅, but the proof

holds for any Z simply by adding it to all the conditioned sets.

P (X | Y1) =
∑

y2

P (X,y2 | Y1) =
∑

y2

P (X | Y1,y2)P (y2 | X,Y1)

=
∑

y2

P (X)P (y2 | X,Y1) = P (X)
∑

y2

P (y2 | X,Y1)

=P (X)

Going back to the chain rule formulation of the joint distribution, if someone tells

us (for example) that (Xi ⊥ X1, . . . , Xi−2 | Xi−1), then suddenly

P (Xi | Xi−1, . . . , X1) = P (Xi | Xi−1),

and now we only need K tables (each with K − 1 free parameters) for the CPD of

Xi instead of Ki−1 tables before. We just saved (K − 1)Ki−2 parameters.

The main purpose of the graphs in probabilistic graphical models (PGM) is as a

structure that encodes such conditional independencies.

2.2 Bayesian Networks

Perhaps the most well-known type of a probabilistic graphical model is the Bayesian

network (BN). A BN is represented by a pair (G,Θ), where G is a directed acyclic

graph (DAG) with the nodes corresponding to the variables X that we wish to model.

An example graph is depicted in Figure 2.2(a), modeling the four binary variables

A, B, C, and D.

The DAG G visually illustrates the conditional independencies in the distribution

represented by the BN. In order to describe these independencies, we must define

two concepts. The parents of a node Xi (also written as Pa(Xi)) in a BN are the

nodes Xj that have an arrow beginning at Xj and ending at Xi. The descendants

of a node Xi are all nodes Xj such that there is a directed path from Xi to Xj in

G. The graph structure G for a Bayesian network tells us that each variable Xi is
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(a) (b)

Figure 2.2: An example Bayesian network

conditionally independent of its non-descendants given its parents. More formally:

Definition 2.2.1: For a Bayesian network over the variables X = {X1, . . . , XN}, the

BN graph G encodes the set of Markov independence assumptions:

∀Xi ∈ X (Xi ⊥ NonDesc(Xi) | Pa(Xi))

Definition 2.2.2: The set of variables X = X1, . . . ,XN is in a topological ordering

with respect to a DAG G, if for every i

Pa(Xi) ⊆ {X1, . . . , Xi−1}.

Corollary 2.2.3: If the order of the variables in X is topological with respect to G,
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then:

P (Xi | X1, . . . , Xi−1) = P (Xi | Pa(Xi))

This means that we can now replace each CPD in the chain-rule formulation of

Eq. (2.7) with an equivalent, yet simpler, CPD:

P (X ) =
∏

i

P (Xi | Pa(Xi)) (2.8)

In other words, the joint distribution is simply the product of CPDs, each variable

conditioned only on its parents.

Corollary 2.2.4: If the order of the variables in X is topological with respect to G,

then for every i = 1 . . . N :

P (Xi, . . . , XN | X1 . . .Xi−1) =
N∏

k=i

P (Xi | Pa(Xi)) (2.9)

The other component of a BN is the set of parameters Θ. This is simply the set

of probability tables for each conditional probability distribution (CPD) in the above

decomposition.

Figure 2.2(b) shows some of the CPDs for our example network. In this example,

the decomposition is P (A,B,C,D) = P (A)P (B)P (C | A,B)P (D | C). In this

case, representing the full joint distribution as a single table would take 24 − 1 = 15

independent parameters. In our BN representation, however, we need 1 free parameter

each for P (A) and P (B), 4 free parameters for P (C | A,B), and 2 free parameters

for P (D | C), for a total of 8 free parameters. This more compact representation

should require less data to learn accurately, and will allow many inference questions

to be answered more easily.

2.2.1 Plate Models

Often times, our BN has many similar variables that share the same domain and CPD

with respect to their parents. In such a case we can represent the BN graph more
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(a) (b)

Figure 2.3: Two equivalent graph structures, the one in (b) uses a plate model.

compactly by putting a plate around the reoccurring pattern, and simply listing how

many times it repeats.

For example, if our data has N independent draws from a coin with an unknown

bias, then we can model the data as a BN with a variable Y representing the proba-

bility of ‘HEAD’, and variables Xi for i = 1 . . . N for the result of the N draws (see

Figure 2.3a). Since the Xi variables all have Y as parent, and since they all share

the same CPD (‘HEAD’ with probability Y , ‘TAIL’ with probability 1 − Y ), we can

represent the same graph more compactly by drawing a single Xi and putting a plate

around it, as shown in Figure 2.3b).

2.2.2 Inference

We typically divide the random variables in the model to one of two kinds: observed

and hidden. The observed variables are those we have values for, and the rest are

hidden. Inference is the task of computing the probability over the hidden variables,

or a subset of them, given the observed variables. More technically we might say that

every time we compute a conditional probability of the type P (Y | X) we perform

inference in our model.

In this work we use inference on a model given by a Bayesian network whose

graph structure is a tree, and the observed variables are the leaves. Define the model

variables X = X ∪Y where X = {X1, . . . , XM} are the observed leaf variables (with

values x = (x1, . . . , xM)), and Y = {Y0, Y1, . . . , YN} are the hidden variables (Y0 is

the root). In such a case sampling Y from the conditional distribution P (Y | X = x),
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or finding the assignment y ∈ Val(Y) that maximizes P (Y = y | X = x) (the MAP

assignment), are both tasks that can be solved efficiently.

Notation: Let Desc(Yi) = Xi
d ∪Yi

d, where Xi
d ⊆ X,Yi

d ⊆ Y, be the set of variables

that are descendants of Yi in the BN tree (including Yi). Let NonDesc(Yi) = Xi
u∪Yi

u

be the rest of the variables. Let u(i) be the index of Yi’s parent (e.g.Pa(Yi) = Yu(i)).

Define:

φ0(y) ,




∏

j:Pa(Xj)=Y0

P (xj | Pa(Xj) = y)



P (Yi = y) (2.10)

φi(y, y
′) ,




∏

j:Pa(Xj)=Yi

P (xj | Pa(Xj) = y)



P (Yi = y | Pa(Yi) = y′) [∀i = 1 . . .N ]

(2.11)

Proposition 2.2.5: For each i = 1 . . .N :

∏

k:Yk∈Yi
d

φk(Yk, Yu(k)) = P (Yi
d,x

i
d | Yu(i)) (2.12)

Proof: Consider a topological ordering that puts all variables in NonDesc(Yi) before

all the variables in Desc(Yi). By Eq. (2.9), we have that

P (Yi
d,x

i
d | Yi

u,x
i
u) =

∏

k:Yk∈Yi
d






P (Yk | Pa(Yk))

∏

j:Pa(Xj)=Yk

P (xj | Pa(Xj))

︸ ︷︷ ︸







(2.13)

=
∏

k:Yk∈Yi
d

φk(Yk, Yu(k)) (2.14)

We notice that the only variable from NonDesc(Yi) that appears on the RHS of

Eq. (2.13) is Yu(i) (this is true because our BN is a tree), and hence:

P (Yi
d,x

i
d | Yi

u,x
i
u) = P (Yi

d,x
i
d | Yu(i)) (2.15)
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To perform the inference task we pass messages from the bottom towards the root.

Each hidden node Yi (i = 1 . . .N) sends a message mi→u(i)(yu(i)) to its parent, defined

recursively as follows. Let i be a node in the tree with a parent p and K children

v1 . . . vK . Let mvk→i(yi) be the messages sent to i from its children. Then:

τi→p(yi, yp) , φi(yi, yp)
K∏

k=1

mvk→i(yi) (2.16)

mi→p(yp) ,
∑

yi

τi→p(yi, yp) (2.17)

Proposition 2.2.6: (easily shown via induction)

τi→p(Yi, Yp) =
∑

Yi
d
\Yi

∏

k:Yk∈Yi
d

φk(Yk, Yu(k)) (2.18)

Corollary 2.2.7:

τi→p(Yi, Yp) =
∑

Yi
d
\Yi

P (Yi
d,x

i
d | Yp) = P (Yi,x

i
d | Yp) (2.19)

Proposition 2.2.8:

P (Yi | Yp,x) =
τi→p(Yi, Yp)

mi→p(Yp)
(2.20)

Proof:

P (Yi | Yp,x) = P (Yi | Yp,x
i
d) ∝ P (Yi,x

i
d | Yp) = τi→p(Yi, Yp) (2.21)

And hence:

P (Yi | Yp,x) =
τi→p(Yi, Yp)

∑

Yi
τi→p(Yi, Yp)

=
τi→p(Yi, Yp)

mi→p(Yp)
(2.22)

As for the root itself, we compute the message from the root τ0 like we would for
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any other node, except we use the unary factor φ0:

τ0(y0) , φ0(y0)
K∏

k=1

mvk→i(y0)

and the same proof above shows that τ0(y0) ∝ P (Y0 | x).

Once all the messages have been delivered, we obtain through our τ messages a

factorization of P (Y|x):

P (Y|x) =
N∏

i=0

P (Yi | Y0 . . . Yi−1,x) (2.23)

=
N∏

i=0

P (Yi | Pa(Yi),x) (2.24)

=τ0(Y0)

N∏

i=1

τi→u(i)(Yi, Yu(i))) (2.25)

The second equality holds for a topological ordering, because the parent of each

Yi is included in its conditioned set, so the BN independencies allow us to remove

from this set all the other Yi’s (all of which necessarily non-descendants). We can now

quickly compute P (Y = y | X = x) for every assignment y ∈ Val(Y). Moreover, we

can use the messages and Eq. (2.20) to sample the Yi variables one by one from top

to bottom, starting from the root Y0.

2.2.3 Finding The MAP Assignment

If we replace the summation in Eq. (2.17) with a maximization, the exact same

inference algorithm can be used to decode the MAP assignment to the Y variables

(given X = x), which we will denote as ỹ = (ỹ0, ỹ1, . . . , ỹN):

ỹ = arg max
y

P (y | x)
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In this case, the analogous derivation of Eq. (2.19) will show that

τi→p(yi, yp) = max
z∈Val(Yi

d
\Yi)

P (z, yi,x
i
d | Yp = yp) (2.26)

∝ max
z∈Val(Yi

d
\Yi)

w∈Val(Yi
u\Yp)

P (z,w, yi, yp | x) (2.27)

And for the root:

τ0(y0) ∝ max
z∈Val(Y\Y0)

P (z, y0 | x) (2.28)

We can easily see that we should set ỹ0 = arg maxy0 τ0(y0). Armed with the value

of ỹ0, we can compute the MAP assignment to the rest of the variables by walking

down the tree, setting

ỹi = arg max
yi

τi→p(yi, ỹp) (2.29)

2.3 Common Distributions

Most of the distributions we use as “building blocks” in this thesis are very standard

and their definitions and properties are widely available in the literature. Some of

those distributions are: the normal distribution, the Gamma distribution, the Beta

distribution, the geometric distribution, the exponential distributions, the multinomial

distribution.

Here we discuss in detail the Dirichlet distribution, which plays a special role in

this work.

2.3.1 Dirichlet Distribution

Dirichlet distribution is a prior over discrete distributions over a finite dimension.

Definition 2.3.1: Let β = (β1, . . . , βK), such that
∑K

k=1 βk = 1 and βk ≥ 0 for all

k = 1..K. We say that β ∼ Dirichlet(α1, . . . , αK), if

P (β) =
1

Z(α1, . . . , αK)

K∏

k=1

βαk−1
k .
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where Z(α1, . . . , αK) is a normalization constant.

It turns out that there is a closed form formula for the normalization constant in

this distribution, that will become very useful later on:

Z(α1, . . . , αK) =

∫

β

K∏

k=1

βαk−1
k dβ =

∏K

k=1 Γ(αk)

Γ(
∑K

k=1 αk)
(2.30)

where the integral is taken over the simplex where
∑

k βk = 1 and βk ≥ 0 for all k.

Corollary 2.3.2: If β ∼ Dirichlet(α1, . . . , αK) then E[βj ] =
αj

PK
k=1 αk

.

Proof: Without loss of generality, assume j = 1:

E[β1] =
1

Z(α1, . . . , αK)

∫

β

β1P (β)dβ

=
1

Z(α1, . . . , αK)

∫

β

β1

K∏

k=1

βαk−1
k dβ

=
Z(α1 + 1, α2, . . . , αK)

Z(α1, α2, . . . , αK)

=
Γ(α1 + 1)

Γ(α1)
·

Γ(
∑

k αk)

Γ(1 +
∑

k αk)

=
α1

∑

k αk

Conjugacy Between The Dirichlet And Multinomial Distributions

Consider the case we draw samples C = (C1 . . . , CN) from the discrete distribution β

generated by a Dirichlet prior. The math in this case turns out to beautifully simplify

the expressions for P (Θ | C) and P (C).

Let

β ∼ Dirichlet (α1, . . . , αK)

Ci ∼ multinomial(β) ∀i = 1 . . . N
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Proposition 2.3.3: Under the above model:

β | C1, . . . CN ∼ Dirichlet (α1 +N1, . . . , αK +NK)

where Nk =
∑

i 1{Ci = k} = the number of Ci’s equal k.

Proof:

P (β | C) ∝P (β,C) = P (C | β)P (β) ∝
K∏

k=1

βNk

k ·
K∏

k=1

βαk−1
k =

K∏

k=1

βαk+Nk−1
k

∝Dirichlet(β;α1 +N1, . . . , αK +NK)

This result represents the conjugacy between the Dirichlet distribution and the multi-

nomial distribution. Both the prior over β and the posterior over β, after observing

any amount of samples, are members of the Dirichlet distribution over K dimensions.

The conjugacy also allows us to easily integrate-out β when we compute the likelihood

of the data:

Corollary 2.3.4: Let C−i be all variables in C except Ci, i.e. C−i = C\{Ci}. Then:

P (Ci = j | C−i) =
αj +N−i,j

N − 1 +
∑K

k=1 αk

where N−i,j =
∑

i′:i′ 6=i 1{Ci′ = j}.

Proof:

P (Ci = j | C−i) =

∫

P (Ci = j | β)P (β | C−i)dβ

=

∫

βj · Dirichlet(β;α1 +N−i,1, . . . , αK +N−i,K)dβ

The last term is exactly E[βj ] under β ∼ Dirichlet(α1 +N−i,1, . . . , αK +N−i,K), which

by Corollary 2.3.2 is QED.
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Using this result we can sample C without sampling β, by sampling the Ci vari-

ables one after the other using the chain rule:

P (C) = P (C1)P (C2 | C1) · · ·P (CN | C1, . . . , CN−1) (2.31)

The likelihood of the resulting assignment is

P (C) =
Γ(
∑

k αk)
∏

k Γ(αk +Nk)

Γ(N +
∑

k αk)
∏

k Γ(αk)
(2.32)

and notice that it does not depend on the order of the variables.

A Prior Over Transition Matrices

When we discuss of mutational processes, one often uses the notion of a transition

matrix. Such a matrix M tells the probability of a base transition from each parent

base j to each child base i. That is, Mij is the probability of letter j changing

to i. Hence, a transition matrix is always square in the size of the alphabet, and

each column’s values represent a distribution and hence sum to 1. Since we will use

transition matrices heavily in the coming chapters, we decided to introduce some

notation for it here.

Let M̂ be a d-dimensional square matrix with positive entries. We say that M ∼

Matrix(M̂) if every column of M is drawn independently from a Dirichlet distribution

whose parameters are the respective column in M̂ . To put it in MATLAB notation:

M:,j ∼ Dirichlet(M̂:,j) j = 1 . . . d

The log likelihood of M is then given by:

p(M |M̂) ∝
∏

i,j

(Mij)
M̂ij−1 (2.33)

Let Id be the identity matrix of dimension d. We define

Transition(d, ǫ, ξ) = ξ(ǫ+ (1 − dǫ)Id)
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to be the square matrix of dimension d where each column sums to ξ and each off-

diagonal entry is equal to ξǫ. For example, Transition(4, 0.01, 100) is









97 1 1 1

1 97 1 1

1 1 97 1

1 1 1 97









.

We can now draw a d-dimensional transition matrixM ∼ Matrix (Transition(d, ǫ, ξ))

that on average exhibits an ǫ chance of mutation, and the deviation from this average

is reduced by increasing ξ.

2.4 Markov Chain Monte Carlo

In many cases the model we use cannot be reduced to a Bayesian Network that

allows an exact inference solution like the one described in the Section 2.2.2. In the

general case, inference is an NP-hard problem [18]. In such cases we resort to other

approximate inference methods. The method that we use heavily in this work is called

Markov Chain Monte Carlo, or MCMC for short [33].

Define the model variables X = X∪Y where X are the observed variables and Y

are the hidden variables. The algorithm generates particles, each is a full assignment

to all the hidden variables of the model. The algorithm starts with a random particle

and iteratively starts spitting out new particles, each particle is a manipulation of the

previous one. Given enough time, the algorithm is guaranteed to reach an asymptote

in which it spits particles that are samples from the conditional distribution P (Y |

X = x). However, there is no way to know for sure when enough is “enough”. Also

to note, the particles are not independent samples from the target distributions.

Assuming we waited enough time, we can use those samples to estimate various

conditional probabilities. If we wanted to know the quantity P (Y2 = 1 | x), we

can estimate it as the fraction of samples that have this assignment amongst all the
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samples that were drawn:

P (Y2 = 1 | x) ≈

∑M

m=1 1{y2[m] = 1}

M
, (2.34)

where M is the total number of samples drawn, and yi[m] is the assignment to variable

Yi in the mth sample, and 1{} is the “indicator” function which returns 1 when the

argument is true, and 0 otherwise.

Our target distribution is P (Y = y | X = x). Notice that we cannot compute

it directly. However, we can compute a proxy π(y) to this distribution, which is

proportional to it:

π(y) , P (y,x) ∝ P (Y = y | X = x)

The algorithm works as follows. We provide a transition probability T (y →

y′) that is used to randomly generate the next particle y′ given the current one y.

According to the Metropolis-Hastings framework, we should accept the transition to

y′ with probability

min

[

1,
π(y′)T (y′ → y)

π(y)T (y → y′)

]

. (2.35)

Definition 2.4.1: The set of supported particles with respect to a particle y and a

transition T (y → y′) is those particles who get positive probability:

Iy = {y′ | T (y → y′) > 0}

Usually, the set Iy for any transition distribution T is not the whole set of particles,

but much smaller. Most MCMC algorithms prepare an arsenal of such distributions,

often called “moves”. As long as for any two particles there exist some combination

of moves that can take you with a positive probability from one to the other, the

distribution over the particles that the algorithm spits converges to π(Y ).

Notice that for the proposal to be accepted, we have to have a positive probability
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for the reverse transition as well (otherwise the acceptance probability will be zero).

This kind of move is called a reversible move.

Definition 2.4.2: A transition T (y → y′) is reversible if for every y,y′

y′ ∈ Iy ⇒ y ∈ Iy′.

For reversible transitions, the computation of the acceptance probability becomes

even easier when

T (y → y′) =
π(y′)

Zy

(2.36)

for each particle y′ ∈ Iy. That is, we first come up with a way to produce a small

set of particles Iy from any y. Then, T gives each particle Iy a weight proportional

to its probability in π(). The quantity Zy =
∑

y′∈Iy
π(y) normalizes those weights to

sum to 1. Once we plug this into Eq. (2.35) the acceptance probability then becomes

min

[

1,
Zy

Zy′

]

. (2.37)

Since the transition makes only a local change, the particles in Iy will have many

common factors that will eventually cancel out in the above computation and hence

need not be computed.

If the set of particles supported by T does not change between y and y′, e.g.

Iy = Iy′, then Zy = Zy′ and the acceptance probability becomes 1. This is how

Gibbs sampling is derived.

Notation: when the current particle is clear from context we might just write

T (y′) instead of T (y → y′). Also, if the transition changes only a fixed subset of the

particle variables, we might just write those variables instead of y′.
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2.4.1 Gibbs Sampling

Gibbs Sampling is a particular case of MCMC, in which the particles are changed one

variable at a time. For each variable Yi, there is a transition function T i(y → y′)

defined as:

T i ((y−i, yi) → (y−i, y
′
i)) =

π(y−i, y
′
i)

Zy

= P (Yi = y′i | y−i,x) (2.38)

where the supported particles are only those that are identical to y in their assignment

to Y−i and Zy =
∑

yi
π(y−i, yi) is (as usual) a normalization constant. This means

that Iy = Iy′ , and as shown above, in this case the acceptance probability is 1.

The values for P (y′i | y−i,x) can usually be computed very efficiently, especially in

a Bayesian network. In such a case the joint distribution is simply a product of CPDs,

and the only CPDs that depend on the value of Yi (other than the CPD of Yi) are

those of its children. Hence one only needs to evaluate those CPDs when calculating

the weight of each particle, since the rest of the CPDs will cancel out anyway.

A typical implementation of Gibbs sampling goes over the Yi variables in a random

permutation and applies T i to each one. This constitutes a single Gibbs iteration.

2.4.2 Using MCMC to Get the MAP Assignment

Although the goal of MCMC is to approximate the posterior distribution over the

hidden variables through the samples it produces, the same framework is sometimes

used for a different purpose - to find the MAP assignment. One way to do so, is by

applying the Gibbs sampling algorithm in a greedy mode, in which instead of sampling

from the proposal distribution, one transitions to the particle that maximizes it. This

algorithm is called Iterated Conditional Modes (ICM) [7].

An intermediate approach that transitions from Gibbs sampling to ICM is called

simulated annealing. Here we gradually make the joint distribution more “peaky”,

by exponentiating it. When used in the context of Gibbs sampling, we sample Yi by

giving each potential value y′i a weight of P (y′i | y−i,x)T , where T is the temperature

parameter. When T = 1, this corresponds to standard Gibbs sampling, and as T goes
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to infinity the model behaves more like ICM. In between we use a policy the grows

T as a function of the current iteration.

2.4.3 MCMC With Collapsed Particles

In a collapsed particle, only a subset of the hidden model variables receive an as-

signment. The MCMC algorithm works the same way as before, except the joint

distribution over (X,Y) is now replaced with one that only has the assigned vari-

ables (and the observed variables). We obtain this distribution by marginalizing over

the unassigned variables, according to our model.

In other words, if our collapsed particle does not include an assignment to Yi, we

simply use π(y−i) =
∑

yi
π(y) instead of π(y) in the Metropolis-Hastings equations.

In the cases where there is a closed-form formula for the marginalization, using the

collapsed particle is often a more efficient move, as it covers larger regions of the

probabilistic space by not being tied to a specific value of Yi.

2.4.4 MCMC With Auxiliary Variables

In Section 2.4.3 we showed how we can remove some of the model variables from our

particles. We can also do the opposite. Sometimes we need to use auxiliary variables

in order to decide which transition T to use. If we want to add such a variable R,

the trick is to pretend that it was always part of our probabilistic model. In other

words, we now have π(y, r) = π(y)P (R = r | y,x). We are free to define P (r | y,x)

in whatever way we want. We can now sample r from this distribution, perform a

MH step over the augmented particle (y, r), and after we are done we can forget the

value we gave to R, until the next time we need it (and then sample it again).

2.4.5 Slice Sampling

One example for using an auxiliary variable in this way is done in a move termed slice

sampling [56]. Let y be the current particle. Choose a threshold r uniformly from the

interval (0, π(y)). Then, use a transition probability T to choose the next particle
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y′, however restrict the supported particles to the set Ir = {y′ | π(y′) ≥ r}. i.e.,

the move “slices” the surface of the probabilistic space at level r and only considers

particles above the slice.

Under this move,

π(y, r) =π(y) · P (r | y,x)

=π(y) ·
1

π(y)
= 1.

Plugging this into Eq. (2.35) (using the augmented particle) we see that as long as

T ((y, r) → (y′, r)) = T ((y′, r) → (y, r)) , (2.39)

we can guarantee a MH acceptance probability of 1.

One use for Slice Sampling is that by restricting the particles being greater than

a threshold r, you can eliminate a long (possibly infinite) tail of irrelevant particles,

as long as you are sure that their likelihood is indeed lower than r. It can be useful

in distributions over infinite combinatorial spaces, because it can be used to ensure

that in every move you only need to enumerate over a finite number of particles.

We can also use slice sampling to speed up Gibbs sampling. Recall that in Gibbs

sampling we want our set of supported particles to differ only in their assignment to

single variable Yi ∈ Y. Normally we will need to evaluate P (Yi = yi | x,y−i) for

each yi ∈ Val(Yi). If Val(Yi) is large (or harder still, if Yi is continuous), this can be

computationally expensive.

Instead, we use slice sampling. We choose the threshold r as described above. We

define a range of supported particle defined around y (we might start by allowing all

possible particles). Then, we start proposing y′ values by sampling uniformly from

this range. A proposal is accepted when the likelihood for y′ is larger than r. Each

time a proposed y′ is rejected, we narrow this range, keeping y inside it. This allows

us on one hand to explore wide regions of the particle space, and on the other hand

quickly fall back to values close to the current y, which we know will be eventually
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over the threshold r.

The following procedure describles the process1:

1. Choose a threshold r ∼ Uniform ([0, π(yi,y−i))

2. Set α = min Val(Yi); β = maxVal(Yi);

3. Sample y′i ∼ Uniform({α, α+ 1, . . . , β})

4. while π(y′i,y−i) < r

(a) if y′i < yi set α = y′i + 1 else set β = y′i − 1

(b) Sample y′i ∼ Uniform({α, α+ 1, . . . , β})

It turns out that under this procedure, going from y to y′ has the same probability

as going from y′ to y, i.e., it satisfies Eq. (2.39)2 , and hence we can simply accept the

transition and set Yi = y′i. Like in Gibbs sampling, we can save some time computing

π in lines 1 and 4 by only computing those (few) factors that depend on Yi. However,

unlike Gibbs sampling, the expected number of such computations is now log2K

instead of K, where K = |Val(Yi)|, and hence we saved valuable computational time.

This sampling technique is most efficient when we believe close values of Yi should

induce similar likelihoods. In such a case the move can be as efficient in converging

towards the target distribution as Gibbs sampling, at a fraction of the computational

cost.

2.4.6 Example: Bayesian Clustering

In the standard mixture model, we generate samples X = {X1, X2, . . . , XN} from K

different classes. First, the class assignments C = {C1, C2, . . . , CN} are drawn from a

multinomial vector β = (β1, . . . , βk). Then, each class generates all its samples from

a distribution associated with that class. The K distributions are all members of the

family F parametrized by θ, so that F(θk) is the distribution that generated all the

1In the case Yi is continuous, the same procedure holds with minor changes, namely y′

i is sampled
uniformly from the open interval (α, β), and in 4a α and β are simply set to y′

i.
2Neal [56] gives a number of other efficient transitions that satisfy this condition.
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Figure 2.4: A Bayesian network of a finite mixture model

samples from class k, where Θ = {θ1, . . . , θK} are the class parameters. For example,

in a Mixture of Gaussians model, F is the set of all m-dimensional Gaussians with θ

encoding their mean and variance. Our goal is to cluster the samples - find out which

samples belong to the same class and what are the parameters associated with that

class. One way to do so is to find the MAP of P (C,Θ|X). Since exact inference in

this case is hard, one resorts to methods of approximate inference. In this case we

focus on MCMC using Gibbs sampling.

The above scenario can be modeled using the graphical model in Figure 2.4,

formally defined as:

θk ∼ H ∀k = 1 . . .K

β ∼ Dirichlet
( α

K
, . . . ,

α

K

)

Ci ∼ multinomial(β) ∀i = 1 . . .N

Xi ∼ F(θCi
) ∀i = 1 . . .N

Notice that we do not observe the values for the class parameters Θ and the class
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prior β, and hence we have to put a prior on them. The prior for Θ can be any

distribution H. The prior on β should be symmetric (= invariant to permutations of

the vector elements), as we are indifferent regarding the usage of the class labels. A

suitable prior is the symmetric prior Dirichlet
(

α
K
, . . . , α

K

)
. A large value for α reflects

a belief that samples should be partitioned evenly among all K classes, while a small

value prefers peakier distributions, in which many classes could have a near-zero

probability.

Applying Collapsed Gibbs

Our observed variables are X, our hidden variables are C,Θ, β, and we have α as a

fixed parameter. Our goal is to approximate the MAP of P (C,Θ|X). Using collapsed

Gibbs, we will generate particles from P (C,Θ|X), and use simulated annealing in

the hope to obtain the MAP assignment to C, θ. In other words, our particles assign

values to C and Θ, and integrate over β. To do Gibbs, we should sample each θk (for

k = 1 . . .K) and each Ci (for i = 1 . . .N) given the rest of the variables in C and Θ.

This evaluates to the following equations:

P (θk|X,K, θ−k) ∝ H(θk)
∏

i:Ci=k

F(Xi; θk) (2.40)

P (Ci = k|X,C−i,Θ) ∝ P (Ci = k | C−i)F(Xi; θk)

∝
(

N−i,k +
α

K

)

F(Xi; θk) (2.41)

where N−i,k =
∑

j:j 6=i 1{Cj = k}.

We used Eq. (2.30) to get the closed form formula for P (Ci|C−i). To sample from

Eq. (2.41), one needs to compute the K possible values for the RHS, and sample from

them multinomially (after normalization). To use annealing, simply exponentiate

each value by the current temperature. The complexity of a single Gibbs iteration

over all the Ci variables is therefore O(NK).

Sampling from Eq. (2.40) might be more complicated, depending on the choice

of H and the cardinality of θk. Notice that the RHS only depends on the samples

currently assigned to cluster k. For some pairs of F and H we might find that the
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posterior of θk can be represented as a simple distribution that we can easily sample

from. Otherwise, we can use slice sampling or other MH moves to make proposals

that can be computed efficiently.

2.5 Non-Parametric Models

In this section we discuss a class of distributions called non-parametric. Each dis-

tribution in the class actually has an infinite number of parameters. However, those

distributions are built so that only a finite number of those parameters is used when

creating a finite amount of data. The power of these distributions is that the com-

plexity of the model, measured by the number of parameters used to explain the data,

is now part of the Bayesian game, and thus the inference in such a model would tailor

its complexity to the complexity of the data. To better explain how we can come

to such a distribution, I would develop further the Bayesian clustering example illus-

trated in Section 2.4.6, which supported only a fixed number of clusters, and extend

it an unbounded number.

2.5.1 Example: Bayesian Clustering - Continued

A typical problem in the clustering scenario of Section 2.4.6 is that the number of

classes used, K, has to be fixed in advance, even though it might be unknown. To

cope with this problem, one could try experimenting with different values for K,

and use some evaluation criteria to decide which K is optimal for the scenario. An

alternative way is to increase K to a very large value, perhaps to the size of the

data, N . However, this incurs a heavy computational cost on the algorithm, as the

complexity of each iteration is O(NK). Moreover, most of this computation seems

like a waste - with such a large K many of the classes are likely to remain empty,

why should we waste time sampling their θk?

The solution is that we don’t. Using collapsed Gibbs, we can remove those vari-

ables from the particle representation, reduce the size of each particle, and thus narrow

down the number of necessary sampling moves. First, we can include in our particles
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only θk parameters of non-empty classes. Second, recall that our prior β is symmetric,

and that is because we don’t really care about the numerical values for the Ci, but

rather the partition of the samples (“who is with whom”). Indeed, if we permute the

labels of the clusters we get a particle that has exactly the same probability. This

means that as long as we are blind to those numerical values, our particles can at

any time replace the “current assignment” with any arbitrary assignment consistent

with the same partition, and it would not affect the Markov Chain. For example,

we can always use a “de-fragmented” assignment where the non-empty clusters are

numbered 1..L (for partitions with L clusters). In other words, our particles will no

longer store the current assignment of the samples. They will store their partition,

which is consistent with many possible assignments.

So, to summarize, what we did here is reduced the dimensionality of each par-

ticle, by marginalizing over unimportant variables and irrelevant aspects of our full

probabilistic space. We can still apply MCMC and Gibbs sampling in this reduced

space!

Assume that in our particle, C partitions the samples into L (out of K possible)

clusters numbered 1..L, and let Θ′ = {θk}L
k=1 be the parameters for the non-empty

clusters. We can sample each θk ∈ Θ′ using Eq. (2.40), as before (and keep Θ \ Θ′

unobserved). As for the assignment C, we notice that changing Ci, while keeping the

other assignments fixed, induces L+1 possible partitions: one for each existing cluster

1..L to which i can join, and one for opening a new cluster. For that latter partition,

there are K − L currently-empty clusters that we can assign Ci to, all yielding that

same partition. Hence, we will combine these equivalent cases to a single case which

we denote as [Ci = new]. We also need to integrate over the unknown θ value for those

currently-empty clusters. This evaluates to the following conditional probability:

P (Ci = new | X,C−i,Θ
′) ∝ (K − L)

α

K

∫

H(θ)F(Xi; θ)dθ (2.42)

As for the existing clusters, we use the same equation as Eq. (2.41).

P (Ci = k | X,C−i,Θ
′) ∝

(

N−i,k +
α

K

)

F(Xi; θk) (2.43)
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Collapsing equivalent assignments allowed us to compute only L+ 1 values for this i,

and the complexity of the Gibbs iteration was reduced to O(NL). This complexity

does not depend on the number of classes K. If this is the case, why not increase K

even further? Let’s consider K → ∞. The update equation for θk remains the same,

and the one for C becomes:

P (Ci = k | X,C−i,Θ
′) ∝ N−i,k · F(Xi; θk) (2.44)

P (Ci = new | X,C−i,Θ
′) ∝ α ·

∫

H(θ)F(Xi; θ)dθ (2.45)

If we sampled [Ci = new] we simply set Ci = L + 1, i.e. obtain an assignment

consistent with the new partition. If as a result of the change in Ci one of the clusters

becomes empty, we can (for implementation purposes) renumber the cluster labels

so there would not be any “holes”. The MCMC scheme illustrated here essentially

lifts the bound on the number of classes, and induces a prior that allows any possible

partition of the samples. The number of parameters used to generate the samples,

L, is not known in advance, changes dynamically between the different particles,

and generally grows (logarithmically) with the size of the data. This is how a non-

parametric model behaves.

2.5.2 The Chinese Restaurant Process

So what did we do in Section 2.5.1? We started with

β ∼ Dirichlet
( α

K
, . . . ,

α

K

)

Ci ∼ multinomial(β) ∀i = 1 . . . N

θk ∼ H ∀k = 1 . . .K

and took K to infinity. On the flip side, instead of dealing with the infinite space of

assignments, we stopped keeping track of class labels and use C as an indication for
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the running partition. We saw that under this model we have for C:

P (Ci = k | C−i) ∝ N−i,k (2.46)

P (Ci = new | C−i) ∝ α (2.47)

We can use these equations to sample C = (C1, C2, . . . , CN) one variable after the

other, without observing β, in the same way we did so under the Dirichlet distribution

in Eq. (2.31). This sampling procedure for a partition C gained a culinary narrative

called the Chinese restaurant process (CRP) [1]. The guests (samples) enter the

restaurant one by one. Each guest chooses between the non-empty tables (clusters)

with probability proportional to the number of guests already sitting at that table,

or it sits at a new table, with probability proportional to α.

The difference compared to Eq. (2.31) is that here we are sampling a partition,

not an assignment, i.e. the “actual” assignment could be any one consistent with the

partition. Fortunately, the partition is all we need.

Definition 2.5.1: We write C ∼ CRP(α,N) if C = (C1, . . . , CN) is sampled from

the Chinese restaurant process with positive parameter α.

Corollary 2.5.2: (without proof) If C ∼ CRP(α,N), then

P (C) =
αLΓ(α)

∏L

k=1(Nk − 1)!

Γ(N + α)
(2.48)

assuming C is a de-fragmented representation of the partition with the non-empty

clusters labeled 1 . . . L. Notice that the sampling order does not affect the probability

of the partition.

2.5.3 The Dirichlet Process

Our Dirichlet prior over β cannot be easily extended to K at infinity. Fortunately, it

turns out that there is a well defined prior over β that results in the same behavior.

This prior, in yet another metaphor, is called the stick-breaking prior (SBP) [72]. The

SBP, parametrized by α, generates an infinite vector β whose entries sum to one.
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It follows that if

β ∼ SBP(α)

Ci ∼ multinomial(β) ∀i = 1 . . . N

then C ∼ CRP (α,N).

Definition 2.5.3: [Dirichlet Process]. Let α be a positive scalar, and H a distribu-

tion. Let G be a distribution over the same space as H. We say that G ∼ DP(H, α)

if

G(θ) =

∞∑

k=1

βk1{θ = θk},

where β ∼ SBP(α), and θk ∼ H for k = 1 . . .∞.

Hence G is a random distribution. Notice that by construction, G is discrete

with probability 1. H is called the base distribution and the real number α is the

concentration parameter. Intuitively, draws from a DP (H,α) can be viewed as dis-

crete approximations to the base distribution H (that need not be discrete), where α

controls the degree of approximation (the higher the alpha, the closer we are to H).

Consider the finite mixture model described in Section 2.4.6. We have already

showed two equivalent extensions of it to an infinite mixture. The first by sampling

C directly using a CRP. The second by sampling β using a SBP, and then each Ci

independently from β. We can now show a third formulation using a DP:

G ∼DP(H, α)

φi ∼G ∀i = 1 . . .N

Xi ∼F(φi) ∀i = 1 . . .N



Chapter 3

De novo Sequence Assembly

3.1 Background

The goal of metagenomic sequencing is to produce a sequence-based summary of the

genomic material in a genetically diverse environmental sample. Examples of such

environments include biomes of systems such as human gut [29, 63], honey bees [19],

or corals [79, 53] and also larger ecosystems [80, 78]. These studies advance our

systemic understanding of biological processes and communities. In addition, the

recovered sequences can enable the discovery of new species [80] or reveal details of

poorly understood processes [83]. Another set of examples include cancer tumor cells

[84] and pathogen populations such as HIV viral strains [81], where the genetic diver-

sity is associated with disease progression and impacts the effectiveness of the drug

treatment regime. Finally, the genetic structure of microbial populations may yield

insight into evolutionary mechanisms such as horizontal gene transfer, and enable de-

termination of genetic islands carrying functional toolkits necessary for survival and

pathogenicity [64].

Such studies are made possible through the use of next-generation sequencing

technologies, such as the Illumina Genome Analyzer (GA), Roche/454 FLX system,

and AB SOLiD system. Compared to older sequencing methods, these sequencers

produce a much larger number of relatively short and noisy reads of the DNA in a

sample, at a significantly lower cost. Hence our goal is to accurately reconstruct,

37
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given a set of reads, a likely set of DNA sequences that generated these reads. In

other words, we are looking for the optimal assembly of the reads.

3.1.1 Previous Work

Automatic tools such as MG-RAST [54] and IMG-M[20] can analyze the reads in

a metagenomic sample by comparing them to known genomes, protein families and

functional groups in order to grossly categorize the reads and discover genes. These

tools, which usually analyze each read independently, would also benefit from the

longer sequences that result from a good assembly. As demonstrated in Meyer et al.

[53], longer sequences lead to the discovery of more genes and better functional an-

notation.

While there are a few de novo assemblers aimed at single sequence reconstruction

from short reads, such as EULER-SR[17], Velvet[94], Edena[34], ALLPATHS[15], no

such tools designed specifically for metagenomics were available during the prepara-

tion of this work. The specific challenges in this setting stem from uncertainty about

the population’s size and composition. Additionally, coverage across species is uneven

and affected by the species’ frequency in the sample. Analysis of the complete pop-

ulations require methods that can reconstruct sequences even for the low-coverage

species. Given the lack of methods designed for a metagenomic environment, re-

searchers resort to methods geared towards single sequence reconstruction.

Back in the time where the reads were long (800-1000b) and the number of reads

was in the thousands, traditional assemblers used to build a graph over the reads, with

an edge connecting those that overlap. After constructing the graph and correcting

noise artifacts, the likely genomes in the sample would correspond to maximal paths

in the graph. Naively implemented, this approach required a computation of the

overlap between each pair of reads. With the explosion in the number of reads in the

new technologies, this O(N2) effort was no longer acceptable.

Modern single sequence reconstruction tools commonly use the de-Bruijn graph

approach (see a review in [25]), a concept that stems from Combinatorics. In the

sequence assembly version of the de Bruijn graph, each node is a short sequence of
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k letters, called a k-mer, that was observed in one of the reads. An edge between

two k-mers exists if and only there is a read where these two k-mers are adjacent.

For example ‘ACGC’ and ‘CGCT’ will have an edge between them if there is a read

that contains the string ‘ACGCT’. The k value is typically between 20 and 32. Paths

in the graph with no splits form contigs, unambiguous sequences that occur in the

genome. The list of contigs is usually the output of the algorithm.

In this approach the identity of the reads is lost, as they are represented as “the

sum of their k-mers”. However, now the dependence on the number of reads is linear.

Indeed, the de-Bruijn approach is much faster than the read-overlap approach and

was demonstrated to work on very large genome bases.

Another advantage of the de-Bruijn approach, is that by observing the graph one

can easily detect genome repeat areas, which are paths in the graph that diverge at

their beginning (or end), or simply loops. In a sense this graph gives a big-picture

view on the repeat nature of the genome. Another nice property is that given a

query short sequence, it can easily be mapped into the graph and then the maximal

sequences that contain it can be easily retrieved.

3.1.2 Problems With Current Approach

There are a few weaknesses to the de-Bruijn approach.

• Large Memory Requirements. While the de-Bruijn approach is relatively

efficient in computational time, constructing the graph takes a lot of memory.

For today’s large scale genomes this could be in the order of terabytes, which

constitutes an engineering challenge. A few methods exist that scale up the de-

Bruijn approach, either by using a message-passing system on a large computer

cluster (ABySS [73]), or multi-pass hard drive storage (SOAPdenovo [48]), and

all methods require compressed data representations and sophisticated caching.

So far those scaled-up de-Bruijn based algorithms proved to be on par with the

volume of data obtained from current sequencing technologies.

• Weak Variant Detection. Many times, even when our goal is to do single-

sequence assembly and all our reads come from the same tissue, our population
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Figure 3.1: A bubble in a de-Bruijn graph, for k = 10. Next to each node is the k-mer
associated with it. It is enough that one read has a single error and what should have
been a single contig (AD) is now four contigs (AB, CD, and two versions for BC).

of genomes might exhibit a small diversity, i.e. mutations (SNPs), and small

insertions or deletions. For example, this can happen even in a single cell

when we sequence a diploid genome (two strands per chromosome). However,

sequencing errors show the same types of signal. de-Bruijn graph models have

neither the subtleties required to differentiate between mutations and noise, nor

the capacity to represent variants differently from repeats.

In fact, in the language of de-Bruijn graphs, in which an edge either exists or it

does not, there is no natural represention of a variant. Faced with a “bubble” in

their graph, for example when a variant has a SNP that is supported by a few

reads, the de-Bruijn methods find themselves in a lose-lose situation. They can

either decide (by some heuristic) that it is noise, and remove all traces of the

variant, or decide that it is a real split, thus breaking the contig into 4 parts (see

Figure 3.1). What you would like, for a variant, is to still treat the sequence as
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a single contig but also indicate the point of variablity, but you cannot have it

both ways in this approach.

• Difficulties With Populations of Similar Species. When the genome pop-

ulation includes similar species that have common regions in their DNA, their

genomes get entangled in the de-Bruijn graph. Without additional information,

the graph itself one cannot tell apart many species with shared regions from one

genome with many repeats. Peng et al. [59] show a visual example of this in a

Metagenomic dataset that has 5 E. coli subspecies.

• Low Error Tolerance. The smaller k-mer chunks through which the data is

observed make the graph much more sensitive to read errors since it becomes

more likely that an edge between two unrelated parts of the graph will occur

due to a noisy read. Such errors can substantially increase the complexity in

the graph by creating bubbles and chords that clutter the graph and make it

harder to resolve the true genome. For example, a single read with a single

base error results in k additional k-mers and an alternative path that splits

from the “main” path, which goes through them. Recall that the output of the

algorithm consists of the sequences corresponding to paths with no splits. Those

read errors create unnecessary splits that shorten the output contigs, making

them less useful. As summarized by Chaisson et al. [16], “... [this] approach

works best for error-free reads and quickly deteriorates as soon as the reads

have even a small number of base-calling errors”.

• Reduced Coverage With Long Reads. To compensate for the small error

tolerance to noise issue, large computational effort is devoted to detect and

correct read errors before any assembly is even attempted. All the k-mers

are indexed according to their frequency, and reads with low-frequency k-mers

are marked as erroneous. Some of the erroneous reads can be corrected using

heuristics that look for plausible high-frequency k-mer that can replace the low-

frequency ones. But even with the short Illumina reads (less than 50 bases long)

many errors cannot be fixed, and the reads that have them are discarded. This

approach does not scale to the 454 reads, where the average read length is much
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longer (around 400 bases) and with an error rate is 0.4% per base [66] a large

portion of the reads has an error. This leads to the wasteful removal of many

reads, which may contain some errors but also large regions without any noise.

By throwing away data we reduce our coverage and hence our confidence in the

genome sequences we report.

• Difficulties With Uneven Coverage. Single sequence assembly is but one

scenario of de novo sequencing. Our reads can also come from a population

of genomes that we would like to uncover. If the genome population has an

uneven coverage, perhaps because one specie is in much higher abundance than

the others, then the above read filtering scheme might throw away the reads

from all the low-abundance species, doing us more harm than good. In many

cases, the rare genomes are what we are looking for.

While Genovo was the first assembler designed with Metagenomics in mind, very

recently (late 2011) other attempts have been made. MetaVelvet (Namiki et al,

unpublished) and Meta-IDBA [59] both build upon the de-Bruijn graph approach to

address some of the difficulties listed above. Initial results show that they receive

better assemblies than their predecessors, but time will tell if the de-Bruijn approach

can overcome those core issues.

3.1.3 Our Approach

Our approach to the problem is different. First, we introduce a probabilistic model of

a readset. Our model associates a probability to each possible list of sequences that

could have given rise to this readset. The formulation of the model takes the form

of a generative process that constructs a number of sequences and samples reads

from these sequences. Such an assembly of sequences can be seen as a reasonable

summary of the read set. We do not a priori assume the number of sequences or their

length. The model does, however, favor compact assemblies. Second, we describe

an algorithm that reconstructs a likely assembly from a read set. The algorithm

accomplishes this by seeking the most probable assembly in an iterative fashion,

moving between increasingly likely assemblies via a set of moves designed to increase
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the probability of the assembly. Intuitively, a move rearranges reads into a more

compact assembly that still accurately represents the whole read set. For example,

a prototypical move is one that brings a read that overlaps with a sequence into

that sequence. Crucially, the moves are not all greedy, thus allowing some undoing

of potential erroneous moves. Convergence is achieved when no reasonable move is

available. At this point, we report the assembly with the best probability. This is

the assembly that best trades off the compactness and readset representation from

among the assemblies that the algorithm explored, thus being a likely candidate for

the true set of sequences that generated the reads.

Unlike the other methods, our method does not throw away reads and hence is

able to extract more information from the data, which contributes to the discovery of

more low-abundance sequences. The joint denoising and assembly of the reads enables

us to postpone the decision about which bases are noise and make those decisions

based on an assembly rather than in a preprocessing step, thus in principle enabling

better assembly, albeit at a higher computational cost. The assembly returned by our

algorithm is a full description of the original DNA sequences and how each read maps

to them. Hence, Genovo does not only provide a reconstruction of the originating

sequences, but also performs read denoising and multiple alignment that scales up to

the order of 3 · 105 reads.

The accurate and sensitive reconstruction of populations has been tackled in re-

stricted domains, such as HIV sequencing, both experimentally [81] and computa-

tionally [39, 22, 93]. A probabilistic model, partly similar to ours, was also used in

the recent work of Zagordi et al [93]. However, their approach is applicable only to a

very small-scale (103) set of reads already aligned to a short reference sequence.

3.1.4 Chapter Overview

The chapter is organized as follows. In Section 3.2 we describe Genovo’s algorithm in

detail. In Section 3.3 we introduce the three metrics we will use to evaluate Genovo

and its competitors. Those metrics are: (1) the number of GenBank bases covered,

(2) the number of amino acids recognized by PFAM profiles, and (3) a score we
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developed, which quantifies the quality of a de novo assembly using no external infor-

mation. In Section 3.4 we compare the performance of our algorithm to three state

of the art short read assembly programs in terms the above metrics. The compar-

ison is conducted on 9 metagenomic datasets [64, 8, 13, 19, 79, 21] and one single

sequence assembly dataset. Genovo’s reconstructions show better performance across

a variety of datasets. In addition, synthetic tests show that our method consistently

outperforms other methods across a range of sequence abundances and thus is robust

to diminishing coverage. We conclude with a discussion in Section 3.5. Genovo is

publicly available online at http://cs.stanford.edu/genovo.

3.2 Genovo

Each environmental sample originates from an unknown population of sequences. The

number, length and content of these sequences are uncertain. In order to cope with

this uncertainty, we formulate a probabilistic model that represents a potentially un-

bounded set of DNA sequences, also called contigs, of unknown length. In addition,

we model the reads obtained from the environmental sample as noisy copies of con-

tiguous parts of these contigs. Thus, different components of our probabilistic model

account for the generation of contigs, the locations from which the reads are copied,

and the errors in the copy process. This model is the basis for our metagenomic

sequencing method, as well as the score we propose for de novo reconstructions.

The dataset of reads obtained from an environmental sample serves as an input

to our sequence assembly algorithm. Our model-based approach uses this data to

infer the number and the content of the contigs used to ‘generate’ the reads, as well

as the reads’ location. We call the output of such inference an assembly of the reads

(Figure 3.2A).

Our algorithm is an instance of the iterated conditional modes (ICM) algorithm

[7], which maximizes or samples local conditional probabilities sequentially, in order

to reach the assembly with the maximum probability. Starting from an initial ran-

dom assembly, Genovo performs a random walk on states corresponding to different
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Figure 3.2: Algorithm Overview.
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Variables
xi vector of letters of read i (observed)
yi alignment (insertions/deletions) of read i
si contig index of read i
oi starting offset of read i within contig
bso DNA letter in offset o of contig s
ρs controls contig s length

Other Parameters
α controls the number of contigs

pins, pdel, pmis probability for base insertion, deletion, mismatch
N number of reads
Ns number of reads in contig s
B the DNA letters alphabet (typically {A,C,G, T})

Table 3.1: Notation Table.

assemblies. The steps are designed to guide the walk into regions of high probabil-

ity. The available arsenal of steps includes deterministic hill-climbing steps (that are

guaranteed to increase the probability) and stochastic steps (where the next assembly

is sampled from a distribution over candidate assemblies, some of them with lower

probability), which are necessary in order to avoid getting stuck in a local maximum.

We run our algorithm until convergence (200-300 iterations), and then we output the

assembly that achieved the highest probability thus far.

In Figure 3.2B-E we illustrate the four types of steps we use to enable an efficient

and correct traversal in the assembly space. One step type, illustrated in Figure 3.2B,

samples a letter for a position in a contig. Another type of step (Figure 3.2C), moves

a single read either to an already existing contig or to a new one. A single read

move involves local alignment, which effectively denoises the read. A third type of

step (Figure 3.2D) takes even larger steps in the probability space by merging entire

contigs. A fourth step type (Figure 3.2E) is used to fix indels based on the consensus

of the reads.
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3.2.1 Generative Model

To assist the reader, Table 3 summarizes the notation used in the following sections.

An assembly consists of a list of contigs, and a mapping of each read to a contiguous

area in a contig. The contigs are represented each as a list of DNA letters {bso}, where

bso is the letter at position o of contig s. For each read xi, we have its contig number

si, and its starting location oi within the contig. We denote by yi the alignment

(orientation, insertions and deletions) required to match xi base-for-base with the

contig. Bold-face letters, such as b or s, represent the set of variables of that type.

The subscript −i excludes the variable indexed i from the set.

One way to assign a probability to every possible assembly is to describe the full

process that generated the reads, from the creation of the originating sequences up

to the sequencing noise copying the reads from the sequences. Such model is called

a generative model. In this model, the observed variables are the reads xi, and the

hidden variables are the sequences bso and the location from which each read was

copied si, oi plus the alignment yi. An assembly is hence an assignment to the hidden

variables of the model, and once we have a full assignment we can plug it into the

model and get a probability.

In our generative process, we first construct a potentially unbounded number of

contigs (each has potentially unbounded length), then assign place holders for the

beginning of reads in a coordinate system of contigs and offsets, and finally copy each

read’s letters (with some noise) from the place to which it is mapped in the contig. We

deal with the challenge of unbounded quantities by assuming that we have infinitely

many of them. Since the number of reads is finite, only a finite number of infinitely

many contigs will have any reads assigned to them, and these are the contigs we report.

Hence, instead of first deciding how many contigs there are and then assigning the

reads to them, we do the opposite — first partition the reads to clusters, and then

assign each cluster of reads to a contig. Hence the number of reported contigs will be

determined by the number of clusters in the partition generated for the reads.

In order to randomly partition the reads we need a prior over partitions. The

Chinese restaurant process (CRP) [1] (see Section 2.5.2) is such a prior. CRP(α,N)

can generate any partition of N items by assigning the items to clusters incrementally.
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If the first i − 1 items are assigned to clusters s1..si−1, then item i joins an existing

cluster with a probability proportional to the number of items already assigned to

that cluster, or it joins a new cluster with a probability proportional to α. The

assignment probability for the last item, given the partition of the previous items is

hence given by:

p(sN = s | s−N ) =
1

N − 1 + α
·

{

Ns s is an existing cluster

α s represents a new cluster

where Ns counts the number of items, not including item N , that are in cluster s.

One property of the CRP is that the likelihood of a partition under this construction

is invariant to the order of the items, and thus this last conditional probability is true

for any item i, as we can assume that it is the last one. This conditional probability

illustrates another desired property of the CRP, in which items are more likely to

join clusters that already have a lot of items. The parameter α controls the expected

number of clusters, which in our case represent contigs. In Section 3.6 we show how

to set it correctly.

The same idea is used to deal with the unbounded length of the contigs. We treat

the contigs as infinite in length, stretching from minus infinity to infinity, and then

draw the starting points of the reads from a distribution over the integers. The length

of the contig is then simply determined by the distance between the two most extreme

reads. Since we cannot put a uniform prior over a countably infinite set, and since

we want the reads to overlap with each other, we chose to use a symmetric geometric

distribution G over the integers that pushes the reads towards the arbitrary “zero”.

This center has no meaning except for marking the region of the integer line where

reads are more likely to cluster. Formally, this is defined as follows:

G(o; ρ) =

{

0.5(1 − ρ)|ot|ρ o 6= 0

ρ o = 0

The parameter ρ controls the length of the region from which reads are generated.

The full generative model is described as:
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1. Infinitely many letters in infinitely many contigs are sampled uniformly:

bso ∼ Uniform(B) ∀s = 1 . . .∞, ∀o = −∞ . . .∞

where B is the alphabet of the bases (typically B = {A,C,G,T}).

2. N empty reads are randomly partitioned between these contigs:

s ∼ CRP(α,N)

3. The reads are assigned a starting point oi within each contig:

ρs ∼ Beta(1, β) ∀s

oi ∼ G(ρs) ∀i = 1..N

The distribution Beta(1, β) is over [0, 1] and has mean 1/(1+β). We set β = 100.

4. We assume that the lengths li of the reads are already given. The read letters

xi are copied (with some mismatches) from its contig si starting from posi-

tion oi and according to the alignment yi (encoding orientation, insertions and

deletions):

xi, yi ∼ A(li, si, oi,b, pins, pdel, pmis) ∀i = 1..N

The distribution A represents the noise model known for the sequencing technol-

ogy (454, Illumina, etc.). In particular, if each read letter has a pmis probability

to be copied incorrectly, and the probabilities for insertions and deletions are

pins and pdel respectively, then the log-probability log p(xi, yi | oi, si, li,b) of

generating a read in a specific orientation with nhit matches, nmis mismatches,

nins insertions and ndel deletions is

log 0.5 + nhit log(1 − pmis) + nmis log

(
pmis

|B| − 1

)

+ nins log(pins) + ndel log(pdel)
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assuming an equal chance (0.5) to appear in each orientation and an independent

noise model. Given an assembly, we denote the above quantity as scorei
READ,

where i is the read index.

This model includes an infinite number of bso variables, which clearly cannot all

be represented in the algorithm. The trick is to treat most of these variables as

‘unobserved’, effectively integrating them out during likelihood computations. The

only observed bso letters are those that are supported by reads, i.e., have at least

one read letter aligned to location (s, o). Hence, in the algorithm detailed below, if a

contig letter loses its read support, it immediately becomes ‘unobserved’.

3.2.2 Inference

Our algorithm starts from any initial assembly and takes steps in the space of all

assemblies. Recall that each assembly is an assignment to the hidden variables in our

model, namely the mapping of every read to the set of contigs (oi, si and yi for all

i = 1..N) and the contig letters bso in the locations that are supported by at least

one read. The steps we take are designed to lead us to high probability regions in

the space of assemblies. Each step either maximizes or samples a local conditional

probability distribution over some hidden variables given the current values for all

the other hidden variables. We list below the moves used to explore the space:

Consensus Sequence

This type of move (illustrated in Figure 1B) updates the sequence letters bso by

maximizing p(bso | x,y, s, o,b−so) sequentially for each letter. Let ab
so be the number

of reads in the current assembly that align the letter b ∈ B to location (s, o). Since

we assumed a uniform prior over the contig letters, it is easy to see that the above

conditional probability is maximized by setting bso = arg maxb∈B a
b
so (ties broken

randomly), or in other words, by setting the sequence to be the consensus sequence

of the reads in their current mapping.
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Read Mapping

This move (illustrated in Figure 1C) updates the read variables si, oi, yi, sequentially

for each i, by sampling from the probability p(si = s, oi = o, yi = y | x,y−i, s−i, o−i,b, ρ).

First, we remove read i completely from the assembly. The above conditional proba-

bility decomposes to:

p(si = s, oi = o, yi = y | ·) ∝ p(si = s | s−i)p(oi = o | si = s, ρs)p(xi, yi = y | si = s, oi = o,b)

In order to make the sampling tractable, we reduce the space by considering for

every location (s, o) only the best alignment y∗so as a possible value for yi:

y∗so = arg max
y
p(xi, yi = y | si = s, oi = o,b).

We compute y∗so using the banded Smith-Waterman algorithm, applied to both read

orientations. This includes locations where the read only partially overlaps with the

contig, in which case aligning a read letter to an unobserved contig letter entails a

probabilistic price of 1/|B| per letter. Given the vector y∗ we can now sample from

a simpler distribution over all possible locations (s, o):

p(si = s, oi = o | y∗, ·) ∝ p(si = s | s−i)p(oi = o | si = s, ρs)p(xi, y
∗
so | si = s, oi = o,b)

∝ Ns · G(o; ρs) · p(xi, y
∗
so | si = s, oi = o,b)

The weights {Ns}, which count the number of reads in each sequence, encourage

the read to join large contigs. As dictated by the CRP, we also include the case

where s represents an empty contig, in which case we simply replace Ns with α in the

formula above. In that case, the p(xi, y
∗
so | ·) term also simplifies to 1/|B|li, where li

is the length of the read. We set yi = y∗sioi
.

As bad alignments render most (s, o) combinations extremely unlikely, we signifi-

cantly speed up the above computation by filtering out combinations with implausible
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alignments. A very fast computation can detect locations that have at least one 10-

mer in common with the read. This weak requirement is enough to filter out all but

a few locations, making the optimization process efficient and scalable. A further

speedup is achieved by caching common alignments.

Merge

During the run of the algorithm, as contigs grow and accumulate more reads, it is

common to find two contigs that have overlapping ends. Even though the assembly

that merges two such contigs into one would have a higher probability, it could take

many iterations to reach that assembly if we rely only on the “Read Mapping” step.

Reads are likely to move back and forth between the two contigs, especially if they

contain a similar number of reads, although eventually chance will make one contig

have many more reads than the other, and then the CRP will push the rest of the

reads of the smaller contig to the larger one. To speed up this process, we designed a

global move (Figure 1D) where we detect such cases specifically and commit a merge

if it increases the likelihood. Specifically, if there are more than 15 k-mers in common

between the end of one contig and the beginning of another (we include all possible

orientations), we align those ends, re-align the reads in the overlapping interval, and

continue with this merged assembly if the overall likelihood had increased.

Fix Indels

If the first read that mapped to a previously unsupported area of a contig has an

insertion error, then that error is going to propagate into the contig representation.

Hence, the “Read Mapping” step will make all the other reads that map to the same

location align with an unnecessary insertion. In such locations, this step will propose

to delete the corresponding letter in the contig and realign the reads, and accept the

proposal if that improves the likelihood (see Figure 1E). We have a similar move for

deletions.
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Geometric Variables

The only hidden variables that are not represented specifically in the assembly are

the ρs parameters that control the length of the contigs. We set ρs to the value that

maximizes the conditional probability p(ρs|·) = p(ρs|{oi : si = s}). Each draw of a

location o from G(o; ρs) can be thought of as a set of |o| + 1 Bernoulli trials with |o|

failures and one success. Let ô1, . . . , ôNs
be the offsets of the reads assigned to sequence

s. By a known property of the Beta distribution, it follows that ρs|ô1, . . . , ôNs
∼

Beta(1 +Ns, 1 + β + Os) where Os =
∑Ns

k=1 |ôk|. We set ρs to Ns

Ns+β+Os
, the mode of

the above distribution.

Also, any shift by a constant of the starting locations oi of the reads in a particular

contig does not change the assembly. Hence we simply use the shift that maximizes

the overall probability. Both the above updates are local optimization moves that do

not effect the current assembly.

Chimeric Reads

Chimeric reads [46] are reads with a prefix and a suffix matching distant locations

in the genome. In our algorithm, these rare corrupted reads often find their way to

the edge of an assembled contig, thus interfering with the assembly process. To deal

with this problem we occasionally (every 5 iterations) disassemble the reads sitting

in the edge of a contig, thus allowing other correct reads or contigs to merge with it

and increase the likelihood beyond that of the original state. If such a disassembled

read was not chimeric, it will reassemble correctly in the next iteration, thus keeping

the likelihood the same as before.

3.3 Evaluation Metrics

3.3.1 Methods Compared

While many sequencing technologies are gaining popularity, most of the short-read

metagenomic datasets currently available have been sequenced using 454 sequencers

(probably due to their longer reads), hence we focus on this technology. Throughout
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this chapter, we compare the performance of our algorithm to three other tools: Velvet

[94], EULER-SR [17] and Newbler, the 454 Life Science de novo assembler. We chose

Velvet and Euler due to their high popularity and as representatives of the state of

the art. Both these tools were designed for the shorter Illumina reads, but support

454 reads as well and are freely available. Newbler was specifically designed for 454

reads, is extremely popular, and is provided with the 454 machine. As far as we know,

this is the only assembler that was designed specifically to meet the assembly needs

of the 454 technology. However, the source code for Newbler is unavailable. We also

tested SOAPdenovo, as well as ABySS [73], two relatively new assembly programs,

but we did not include a detailed comparison with them in the chapter because they

did not work well on 454 reads.

Running on a set of reads, each method outputs the list of contigs (sequences)

that it was able to assemble from the reads. As done in previous studies [17, 52, 63],

we evaluate only contigs longer than 500bp.

3.3.2 BLAST Score

Since for non-simulated data we do not have the actual list of genomes (the ‘ground

truth’) that generated it, exact evaluation of de novo assemblies in metagenomic

analysis is hard. We utilize three different indicators for the quality of an assembly.

For the first indicator, we BLASTed the contigs produced by each method. Our goal

was to estimate both the number of genome bases that the contigs cover, and the

quality of that coverage. For each dataset, we used the BLAST hits of all the methods

to compile a pool of genomes (downloaded from GenBank) that best represents the

consensus among the methods (see below). We measured the quality of each hit using

a measure called BLAST-score-per-base (Bsbp, see below). We were then able to ask

for each method, “How many bases from the pool genomes were covered by a BLAST

hit with a Bsbp greater than x?”, and plot it in a graph which we call the BLAST

profile. If a method has two BLAST hits that cover the same pool base, we count it

only once, and use the higher Bspb value.
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Creating A Pool Of Sequences.

We BLAST each contig of each method (nr/nt, default parameters except allowing

1000 hits), and get a list of up to 1000 hits, each hit represents one GenBank sequence.

We remove all non-significant hits (E < 10−9). We cluster the contigs so that any

two contigs that share a significant hit are in the same class. For each class, we try to

find one hit that is shared among all contigs, and we add it to the pool. If no such hit

exists, we choose a hit that is shared by most of them. We reiterate the process on

the contigs that were left out, until every contig has at least one sequence in the pool

to which it BLASTs significantly (except those that had no significant hits at all).

We note that some GenBank entries were obtained using environmental samples. We

make sure that such sequences are not used as candidates for the pool as this may

introduce a bias towards the sequencing technology used to construct them.

BLAST-score-per-base.

Given a pool of sequences that represents the ground truth for the dataset and a list

of contigs that was the output of a specific method, we BLAST each contig against

the pool (nt, default parameters), and we consider for each contig the best scoring

interval. If interval [a, b] in contig s matched interval [a′, b′] in the sequence k with a

score S, we define the BLAST-score-per-base (Bspb) to be:

score(s) =
S

(b− a + 1)/2

and we set the bases [a′, b′] in the sequence k to this score. If two contigs match

the same base, we keep the highest score. The highest possible Bspb, obtained for a

perfect match is ∼ 1.8.

3.3.3 PFAM Score

The value of the reconstructed sequences lies in the information they carry about

the underlying population, such as is provided by the functional annotation of the

contigs. Our second indicator evaluated the assemblies based on this information. We
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decoded the contigs into protein sequences (in all 6 reading frames) and annotated

these sequences with PFAM profile detection tools [24]. We denote by scorePFAM the

total number of decoded amino acids matched by PFAM profiles.

3.3.4 Our Model-Based Score

The above two indicators can be easily biased when exploring environments with

sequences that are not yet in these databases, and hence our third indicator is a score

that uses no external information and relies solely on the reads’ consistency.

We adopt a view of the metagenomic sequence assembly problem in which two

competing constraints are traded off. First, we wish a compact summary of the read

dataset. The reconstructed sequences should be reasonably covered and small in

number. Second, each read should have a reasonable point of origin in our assembly.

scoredenovo coherently trades off these constraints.

Given an assembly, denote by S the number of contigs, and by L the total length

of all the contigs. We measure the quality of an assembly using the expression

∑

i

scorei
READ

− log(|B|)L+ log(|B|)V0S.

The first term in the above score penalizes for read errors and the second for contig

length, embodying the trade off required for a good assembly. For example, the first

term will be optimized by a naive assembly that lays each read in its own contig (so

that it is an exact copy of it), but the large number of total bases will incur a severe

penalty from the second term. These two terms interact well since they represent

probabilities — the first term is the (log) probability for generating each noisy read

from the contig bases it aligns to, and the second term is the (log) probability for

generating (uniformly) each contig letter. In other words, if you put a read in a

region that already has the support of other reads, you pay only for the disagreements

between the read and the contig. But if you put that read in an unsupported region,

that is, the read is the first one to cover this contig region, then you pay log(0.25) for

generating each new letter. If the read does not align well to any supported region
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in the current assembly, it will be more beneficial to use the read to extend existing

contigs or create new contigs than to pay the high “disagreement” cost due to bad

alignment.

The third term in the score ensures a minimal overlap of V0 bases between two

consecutive reads. To understand this, assume two reads have an overlap of V bases.

If you split the contig into two at this position, the third term gives you a ‘bonus’ of

log(|B|)V0, while the second term penalizes you for log(|B|)V for adding V new bases

to the assembly. Hence, we will prefer to merge the sequences if V > V0. We set V0

to 20.

To be able to compare the above score across different datasets, we normalized it

by first subtracting from it the score of a naive assembly that puts each read in its

own contig, and then dividing this difference by the total length of all the reads in

the dataset. We define scoredenovo to be this normalized score.

We should note that scoredenovo was inspired by our model’s likelihood. Section 3.6

shows the relation of scoredenovo to our model. As such, it is no wonder that our

algorithm has an advantage over the other methods with respect to scoredenovo, as it

is indirectly optimizing for this score. Nevertheless, we hope we convinced the reads

that this score is intuitive and insightful even outside the context of our model.

3.4 Results

3.4.1 A Single Sequence Dataset

Before testing the methods on the metagenomic datasets, we benchmarked them on

a single sequence assembly task. We used run [SRR:024126] from NCBI short read

archive, which contains 110k reads taken from E. coli (length 4.6Mb), sequenced

using 454 Titanium. Even though Genovo was not optimized for the single sequence

assembly task, it performed on par with the other methods, as Table 3.2 shows

(Newbler achieved a slightly better coverage than Genovo). Genovo and Newbler

report much longer contigs than Velvet and Euler (see also Figure 3.3).
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Figure 3.3: Contig length distribution for all methods after running on the 110k reads
in the E. coli dataset of [SRR:024126].

no. total contig N50 N90 coverage identities
contigs length(kb) (kb) (kb) (%) (%)

Genovo 129 4693 76.9 25.9 88.4 98.5
Newbler 150 4645 60.4 17.6 88.9 98.5
Velvet 621 4496 10.5 3.6 87.6 98.6
Euler 828 4493 7.6 2.6 86.9 98.6

Table 3.2: Contigs were mapped using BLAST to the E. coli reference strand [Gen-
Bank:NC 000913.2]. Coverage wascomputed by taking the union of all matching
intervals with length > 400b. Identities are exact base matches (i.e. not including
gaps and mismatches). Nx is the largest value y such that at least x% of the genome
is covered by contigs of length ≥ y.

3.4.2 Metagenomic Datasets

We proceeded to compare the methods in a metagenomics setting. The comparison

is conducted on eight datasets from six different studies (see Table 3.4.2), and one

synthetic dataset. The datasets were chosen so as to reflect common types of popula-

tion sequencing studies. The first type are studies of viral and bacterial populations

inside of another organism; Bee, Fish, Chicken and Coral were selected as examples

of such studies. The second type are studies of environmental samples; The Peru and

Microbes dataset are open water samples represent such samples.

Figure 3.4 compares the different methods across datasets using scoredenovo. Genovo

wins on every dataset, with as high as 366% advantage over the second best method.
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name
(#reads)

description (source)

Bee1(19k),
Bee2(36k)

Samples from two bee colonies. Data obtained by
J. DeRisi Lab. [19]

Coral(40k) Samples from viral fraction from whole Porites
compressa tissue extracts [SRR:001078]. [79]

Tilapia1(50k),

Tilapia2(64k)

Samples from Kent SeeTech Tilapia farm
containing microbial [SRR:001069] and viral
[SRR:001066] communities isolated from the gut
contents of hybrid striped bass. [21]

Peru(84k) Marine sediment metagenome from the Peru Mar-
gin subseafloor [SRR:001326]. [8]

Microbes(135k) Samples from the Rios Mesquites stromatolites in
Cuatro Cienagas, Mexico [SRR:001043]. [13]

Chicken(311k) Samples of microbiome from chicken cecum.
Dataset at http://metagenomics.nmpdr.org, ac-
cession 4440283.3 [64]

Synthetic(50k) Metagenomic samples of 13 virus strains, gener-
ated using Metasim [68], a 454 simulator. Details
in Table 3.4.

Table 3.3: Accession numbers starting with ‘SRR’ refer to NCBI Short Read Archive
(http://www.ncbi.nlm.nih.gov/Traces/sra/sra.cgi). All real datasets were sequenced
using 454 GS20, with an average read length between 100-104.
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Genome length(b) #reads coverage
Acidianus filamentous virus 1 20869 14505 x173.8
Akabane virus segment L 6868 4247 x154.6
Akabane virus segment M 4309 2636 x152.9
Black queen cell virus 8550 5309 x155.2
Cactus virus X 6614 3523 x133.2
Chinese wheat mosaic virus RNA1 7147 3300 x115.4
Chinese wheat mosaic virus RNA2 3569 1649 x115.5
Cucurbit aphid-borne yellows virus 5669 2183 x96.3
Equine arteritis virus 12704 4832 x95.1
Goose paramyxovirus SF02 15192 4714 x77.6
Human papillomavirus - 1 7815 1846 x59.1
Okra mosaic virus 6223 1016 x40.8
Pariacoto virus RNA1 3011 240 x19.9

Table 3.4: Composition of the synthetic metagenomics dataset. We used Metasim
[68] with the default configuration for 454-250bp reads. Their noise model uses the
statistics from [52] and simulates homopolymer errors as well. The full dataset has
50k reads.

On the synthetic dataset, Genovo assembled all the reads (100.0%) into 13 contigs,

one for each virus. The assemblies returned by the other methods are much more

fractured — Euler, Velvet and Newbler returned 33, 47, and 38 contigs, representing

only 88%, 36% and 68% of the reads, respectively. The real datasets with highest

scoredenovo were Bee1, Bee2 and Tilapia1. Genovo was able to assemble in large contigs

60%, 80% and 96% of the reads in these datasets, respectively, compared to 30%, 25%

and 59% achieved by the second best method. The low scoredenovo values for the other

datasets reflect a low or no overlap between most reads in those datasets. Such reads

almost always lead to assemblies with many short contigs, regardless of the method

used, which drive the score to 0. An example of such dataset is Chicken — all methods

produced assemblies which ignored at least 97% of the reads.

Figure 3.5 shows the BLAST profile for each method. On the synthetic dataset,

Genovo covered almost all the bases (99.7%) of the 13 viruses. Other methods did

poorly: Newbler, Euler and Velvet covered 72.4%, 63.4% and 39.3% of the bases,

respectively. As for the real datasets, in Bee1, Bee2, Tilapia2 and Chicken, many
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Figure 3.4: Comparing the methods based on scoredenovo. The numbers above the
bars represent the improvement (in percentages) between Genovo and the second-
best method. To compute scoredenovo, we had to complete each list of contigs to a full
assembly, by mapping each read to the location that explains it best. Reads that did
not align well to any location were treated as singletons — aligned perfectly to their
own contig. We could not run EULER-SR on Coral, and the corresponding entry is
missing from all figures.

contigs showed a significant match in BLAST (E < 10−9) and the BLAST profiles

provide a good indication for the assembly quality. In those cases not only does

Genovo discover more bases, but it also produces better quality contigs, since Gen-

ovo’s profile dominates the other methods even on high thresholds for the Bspb value

(except on Tilapia2). These differences could also translate to more species. For

example, in Bee1, none of Euler’s and Newbler’s contigs matched in BLAST to Apis

mellifera 18S ribosomal RNA gene, even though Genovo and Velvet had contigs that

matched it well. On the other datasets most of the contigs did not show a significant

match, and hence the genome pools compiled for those datasets are incomplete in the

sense that they do not represent all the genomes in the (unknown) ground truth.

Figure 3.6 compares the methods in terms of the number of amino acids matched

by a protein family (PFAM), as measured by scorePFAM. In all datasets Genovo has the

highest score (with the exception of Bee1, where Newbler wins by 260aa), indicating

that Genovo’s contigs hold more (and longer) annotated regions. For example, in the

highly fractured Chicken dataset, our BLAST and PFAM results are markedly higher:

65% more bases were significantly (E < 10−9) matched in BLAST and 36% more

amino acids recognized in PFAM compared to the second best method (Newbler).
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Figure 3.5: The BLAST profiles of each method across all datasets. For each dataset
we compiled a pool of GenBank sequences approximating the true sequences. We
BLASTed all the contigs of all the methods against the pool. For each method,
The curve shows the trade off between the number of the pool bases that its contigs
covered (y-axis), and the quality of that coverage (x-axis, measured by BLAST-score-
per-base). As we increase the threshold on the quality of the BLAST hits that are
included, less bases are covered. The dashed vertical line represents the BLAST-
score-per-base of an exact match.total no. of bases in the pool covered by at least one
method. For more information see Section ??.
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Figure 3.6: Comparing the methods based on scorePFAM. The contigs were translated
to proteins in all 6 reading frames. scorePFAM measures how many amino acids were
recognized by protein families profilers. Due to the scale difference, results are divided
into two figures with the datasets on the right figure having an order of magnitude
more annotated amino acids. The numbers above the bars show the change between
Genovo and the best of the other methods.

The difference is also qualitative — the contigs reconstructed by our method were

recognized by 84 distinct PFAM families, compared to 67 for Newbler’s contigs. It is

important to note that in our assembly, the length of matched regions ranged from

54 to1206aa, with average region length ∼289aa. Similar performance on PFAM

matching was achieved on the Tilapia2 dataset, where the number of matched families

was 47 (compared to Newbler’s 33), and the range of matched regions was 60-1137aa.

Such long matched regions could not be recovered from a read-level analysis.

The BLAST and PFAM results should not be taken as the ultimate measure of

the reconstruction quality, or the dataset quality, since environmental samples may

contain uncultured species that are phylogenetically distant from anything sequenced

before. An example of such a dataset is Tilapia1, where almost all the contigs did

not match significantly, as shown by the BLAST profiles and scorePFAM, even though

they had significant coverage (one of our contigs, with no significant BLAST match,

had a segment of 3790 bases with a minimal coverage of ×85 and a mean coverage of

×177). Notably, scoredenovo does not suffer from the same problems since it is based

on the quality of the read data reconstruction, rather than the presence of a ground

truth proxy.
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3.4.3 Robustness Tests

We were interested to know how sensitive the model is to sequences that have a

low abundance. To check that, we conducted a series of synthetic experiments, each

corresponding to increasingly unbalanced population in terms of sequence abundance.

Common to all experiments, we created 10 artificial random sequences, each one 10kb

long.

exponential drop-off factor
0% 10% 20% 30% 40% 50% 60% 70% 80% 90%

1 10.0 14.8 19.9 24.9 29.6 33.9 37.8 41.4 44.6 47.4
2 10.0 13.4 16.6 19.1 21.1 22.6 23.7 24.3 24.8 25.0
3 10.0 12.2 13.8 14.7 15.1 15.1 14.8 14.3 13.8 13.1
4 10.0 11.1 11.5 11.3 10.8 10.1 9.2 8.4 7.6 6.9
5 10.0 10.1 9.6 8.7 7.7 6.7 5.8 5.0 4.2 3.6
6 10.0 9.2 8.0 6.7 5.5 4.5 3.6 2.9 2.4 1.9
7 10.0 8.4 6.7 5.2 3.9 3.0 2.3 1.7 1.3 1.0
8 10.0 7.6 5.5 4.0 2.8 2.0 1.4 1.0 0.7 0.5
9 10.0 6.9 4.6 3.0 2.0 1.3 0.9 0.6 0.4 0.3
10 10.0 6.3 3.9 2.3 1.4 0.9 0.6 0.3 0.2 0.1

Table 3.5: Precentage of reads covering each one of the 10 genomes in each robustness
test experiment.

For each experiment, we simulated different numbers of reads from every sequence:

from sequence i we extracted x% more reads than sequence i+1 for i = 1 . . . 9, renor-

malizing so that the total number of reads is 50k. We repeated this 5 times, with

different sets of simulated reads generated the same way. We made 10 such experi-

ments with x taking the values of 0%, 10%, . . . , 90%, thus increasing the spectrum of

abundances in each experiment. Table 3.5 shows the abundance levels (percentage of

reads out of 50k reads) of each sequence (rows) in each experiment (columns).

The reads were generated with noise corresponding to the 454 noise model [66],

which reports insertion, deletion and mismatch per-base-rate of 0.24%, 0.1%, and

0.042%, respectively. The read length was chosen from a normal distribution with

mean 103 and standard deviation 14, based on the statistics gathered from the real
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metagenomic datasets.
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Figure 3.7: Performance on sequences with decreasing abundance. 50k simulated
reads were extracted from 10 sequences in 10 experiments. Abundance levels were
different in each experiment, starting from uniform and getting more and more ex-
treme. The graph shows the mean percentage of bases that were covered from the two
least abundant sequences across the 10 experiments, as their abundance got worse.
Error bars represent the minimum and maximum numbers obtained in 5 replicates.

Figure 3.7 shows the average coverage of the two least abundant sequences (i =

9, 10), across the 10 experiments. In the first (leftmost) experiment all sequences had

an equal abundance, while at the last one (rightmost) the drop off was 90%. As the

abundance gets lower, all methods show reduction covering the sequences (justifiably

so, as the fewer reads may no longer cover the entire sequence), but Genovo is able to

retain the most coverage of the rare sequences. In the covered regions, the accuracy

levels of the reconstruction were the same for all methods, 99.8%.

3.5 Discussion

Metagenomic analysis involves samples of poorly understood populations. The se-

quenced sets of reads approximate that population and can yield information about

the distribution of gene functions as well as species. However, due to fluctuations of

the genomes’ coverage, these distributions may be poorly estimated. Furthermore, a
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read-level analysis may not be able to detect motifs that span multiple reads. Finally,

a detailed analysis of events such as horizontal gene transfer will necessitate obtaining

both the transposed elements and the genetic context into which they transposed. All

of these concerns, in addition to a desire to obtain sequences for novel species, mo-

tivate development of sequence assembly methods aimed at problems of population

sequencing.

Uncertainty over the sample composition, read coverage, and noise levels make

development of methods for metagenomic sequence assembly a challenging problem.

We developed a method for sequence assembly that performs well both on biologically

relevant scores (based on BLAST and PFAM matches) and on a score that uses no

external information. One advantage of our approach is that our probabilistic model

is modular, permitting changes to the noise model without the need to modify the

rest of the model. Thus, the extensions to other sequencing methodologies, as they

are applied to metagenomic data, should be fairly straightforward.

There are two possible causes for variation in the reads: the true biological varia-

tion and the sequencing noise. A systematic approach to separating these two sources

of variation is predicated on a reasonable model of the measurement noise. We uti-

lize such a noise model based on probabilities of indels and mutations that are in

accordance to measured 454 noise profile [66]. This noise model enables us to trade

off the two mentioned hypotheses: The measurement noise hypothesis that a set of

reads with the same mutation are simply caused by measurement noise vs. the new

variant hypothesis that the mutation is genuine and all those reads belong in an-

other sequence (a new variant). These hypotheses have different probabilities that

depend on the number of reads and the number of mismatches between the reads and

the existing sequences. For example, if the base-mutation rate is 0.1%, and a read

length is 100 bases, a relatively simple calculation shows that it takes 20 reads with

the same mutation for a new variant hypothesis to be more likely than measurement

noise hypothesis.

Extensions of our model can incorporate prior information on the composition of

the sequences and would lead to an even more sensitive method that can require a

lower coverage to outweigh the measurement noise hypothesis. For example, instead
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of a uniform prior over the genome letters one can use a prior based on a reference

genome. Such a prior will boost the model’s sensitivity in detecting variants of that

genome, which can be useful when sequencing viral populations or transcriptome.

An even more elaborate model will incorporate a model of phylogenetic sequence

evolution, allowing us to better distinguish small variations due to local organism

evolution. These extensions, although very useful, are outside the scope of this work.

We use a model of 454 noise based on the recent work of Quinlan et al. [66]. We

opted not to use quality scores to avoid biases inherent in different base-callers, which

vary across software versions of 454 and platforms (GS20 and FLX). Custom base

callers and quality scores for 454 and Illumina have been designed by several groups.

Assessing the impact of the use of different base callers on the sequence assembly in

low coverage scenarios is an interesting problem but out of scope of this chapter.

Recently, Illumina reads have been gaining popularity, even for metagenomic stud-

ies [63]. The read quality is increasing and more importantly the reads are getting

longer, almost to the level that the original 454 reads were. However, during the

writing of this chapter there were no available Illumina metagenomic datasets, so we

had to leverage the available metagenomic datasets for development and assessment

of our method, which were and still are predominantly 454 reads. Extending our

model to Illumina reads is an important extension of our work, and we believe that

the modular structure of our probabilistic model would allow replacement of the noise

model that was suitable for 454 assembly with the one tuned to Illumina sequencers.

All the methods showed a large range of performance across the different metage-

nomic datasets. An interesting yet challenging question to ask is what characteristics

of a dataset can predict performance. We have found that assemblers universally

attained low scores on datasets that had low coverage and a large number of non-

overlapping contigs. This suggests that the high diversity in the sample and con-

sequently low coverage significantly impact the maximum achievable score. Some

indicators like the diversity of 16s/18s sequences may be predictive of the dataset dif-

ficulty. Estimation of these frequencies is also challenging as it would require means to

compute variant frequencies, estimates from our assemblies being prime candidates.

However, a larger number of distinct datasets would be needed for this analysis to be
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conclusive.

The running time required for Genovo to construct an assembly can range from 15

minutes on a single CPU for a dataset with 40k reads up to a few hours for a dataset

with 300k 454 reads, depending not only on the size but also on the complexity of

the dataset. Newbler, Velvet and Euler typically provide their results on the order

of minutes. Our increase in computational time is on the same scale with the time

spent on a next generation sequencing run and it is worthwhile considering the higher

quality of the results. Scaling to increasing orders of magnitude is indeed a challenge

for next generation assemblers. The largest dataset we tackled was composed of

30Mbp and did not require parallelization or excessive amounts of memory. While

binning algorithms, for example Wu and Ye [90], can be used to produce chunks of

data and distribute the task of assembly across multiple machines, the datasets we

tackled did not require such subdivisions. Further, recently Dirichlet process inference

has been shown to be amenable to parallelization [57]. However this remains a future

research direction.

The promise of metagenomic studies lies in their potential to elucidate interac-

tions between members of an ecosystem and their influence on the environment they

inhabit. In order to begin answering questions about these populations, systematic

sequence level analysis is necessary. With advances in sequencing technology and in-

creases in coverage, methods which can explore the space of possible reconstructions

will become even more important. The model and method introduced in this chapter

are well suited to meet these challenges.

3.6 Appendix: Understanding The Likelihood

In order to choose the α parameter correctly, we have to understand our model better.

Assume there are N reads and S contigs, with Ns the number of reads in contig s.

Our model log-likelihood can be written as

log p(x,y|s, o,b) + log p(b) + log p(o|s, ρ) + log p(s)
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where

log p(x,y|s, o,b) =
∑

i

scorei
READ

log p(b) = − log(|B|)L

log p(s) = log(α)S +
∑

s

log Γ(Ns) + const(α,N)

log p(o|s, ρ) =
∑

s

Os log(1 − ρs) +Ns log ρs + const(N);

where L is the total length of all the contigs, Os =
∑

i:si=s |oi|, and Γ(·) is the gamma

function. There is an interesting interaction between log p(s) and log p(o). To simplify

log p(s) we use the Sterling approximation log Γ(x) ≈
(
x− 1

2

)
log x− x+ 1

2
log(2π):

∑

s

log Γ(Ns) ≈
∑

s

Ns logNs +
1

2
log(2π)S −

1

2

∑

s

logNs + const(N)

To simplify log p(o), we will assume there is a roughly uniform coverage across all

contigs, with d the average distance between the oi of two consecutive reads. It

follows that contig s is roughly of length Nsd. After a centering move, the reads’

offsets stretch from −Nsd/2 to Nsd/2, and we can thus estimate as Os = N2
s d/4.

When ρs is updated, it is set to be

ρs =
Ns

Ns + β +Os

=
4

4 + β

Ns
+Nsd

≈
4

Nsd

(here we assume Ns >> β ≥ 1). Using Taylor approximation:

log(1 − ρs) ≈ −ρs − 0.5ρ2
s = −

4

Nsd
−

8

N2
s d

2
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Hence:

log p(o|s, ρ) =
∑

s

N2
s d

4

(

−
4

Nsd
−

8

N2
s d

2

)

+
∑

s

Ns(log
4

d
− logNs)

= −
∑

s

Ns logNs −
2

d
S + const(N, d)

Combining the formulas for log p(o) and log p(s), the most dominant term cancels out

and we obtain this formula for the log-likelihood (removing constants):

∑

i

scorei
READ

− log(|B|)L+

(

logα−
2

d
+

1

2
log(2π)

)

S −
1

2

∑

s

logNs

As the last term is in effect very weak, this can be seen as an alternative derivation

for scoredenovo.

Consider an assembly that has two contigs with a perfect overlap of V0 bases. Now

consider the assembly obtained by my merging (correctly) the two overlapping contigs.

For simplicity, assume both contigs have N0 reads. The difference in log-likelihood

between those two assemblies log p(merged) − log p(split) becomes zero when

logα = log(|B|)V0 +
1

2
log

(
No

4π

)

+
2

d

We use this formula to tune α appropriately. In the datasets we have, d is always

larger than 2, which disables the last term. We want to merge contigs with N0 = 10

reads or more, provided that they have an overlap larger then V0 = 20 bases. Based

on this formula, we set α = 240, which experimentally gives better results than other

values.



Chapter 4

Phylogeny For High-Throughput

Sequencing

4.1 Background

Lineage relationships are central to evolutionary biology, including not only the macro

process of speciation, but critical and ubiquitous processes on a smaller time scale,

such as viral mutation processes, B cell repertoire development and tumor hetero-

geneity due to genetic instability in cancer. Mapping out the lineage tree for these

diverse processes provides valuable insight into the development of each repertoire

and the ancesteral relationships among persisting clones. Such lineage relationships

can have broad implications towards our understanding of the unfolding of complex

eveolutionary relationships and has potential for enabling strategic design of thera-

peutics, including vaccines, which benefit from the evolutionary insight into disease

and immunologic processes.

In this chapter I will focus on the following scenario. A set of sequences is obtained

through high-throughput sequencing of a large population of genomes that exhibits

clonal relations and originated from a single cell. Here, I assume that the “breadth”

dimension dealt in the previous chapter is solved, the sequences are all aligned to the

same genome region, and no stitching is necessary. The goal is to recover the lineage

that produced the sequences, mark all the mutations that occurred in the process,

71
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and filter out any sequencing noise.

4.1.1 Previous Work

There are many algorithms in the literature aimed at finding the optimal phylogenetic

tree that can best explain a set of sequences.

Distance-Based Methods

Traditional algorithms for phylogenetic tree construction do not use an explicit muta-

tion model. Instead, they work on the notion of genetic distance. In these algorithms,

given N sequences, one computes a distance matrix between every sequence and every

sequence. The distance might be a Hamming distance between the sequences, or it

can be based on any other metric representing some biological measure of evolutionary

distance.

We start by treating these N sequences as N isolated nodes in a tree that is about

to be built from the bottom up. In every phase of the algorithm we merge the two

closest clusters of nodes to a single cluster, by creating a new node that joins the two

clusters together. Since each of the two merged clusters is a tree, the new cluster is

also a tree, with the new node at its top.

There are different versions to compute the distance between the clusters based

on the original distance matrix over the N sequences. In agglomerative clustering

we might define this distance as the minimum distance among all pairs of sequences,

one taken from each cluster. Another version uses the maximum of these distances.

A third version, called UPGMA [74], which was traditionally used for phylogenetic

analysis (though less so today), uses the average.

Another traditionally used version, but one still often used today, is called Neigh-

bor Joining (NJ) [70]. As before, the input is a distance matrix between each pair of

sequences, and the process works bottom up by merging the closest clusters. Each

cluster is a rooted subtree (we start the algorithm with each sequence being an iso-

lated node). When we merge two clusters, we create a new node as the root of the

new cluster, and have its two children be the roots of the merged clusers. We then
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update the distance matrix: we remove the entries corresponding to the two merged

clusters and add new entries corresponding to the new cluster, computing its distance

from every other cluster. Here, the distance between clusters is given by the distance

between their roots.

The result is a binary tree with explicit distances between all the internal nodes

that are consistent with the original input distance matrix, now corresponding to the

distance between each pair of leaves. We can view the NJ algorithm as one that

greedily builds the tree with the minimum total branch weight that is consistent with

the input distances. However, there is no guarantee that it will return the optimal

tree.

Parsimony Methods

Parsimony methods are yet another class of algorithms that do not explicitly represent

a mutation model. The goal here is to find the tree with the minimum number of

evolutionary events. The maximal parsimony problem is known to be NP-hard [23].

As a result, methods apply heuristic searches for the optimal tree, and use an arsenal

of enumeration techniques, as well as dynamic programming.

Hence, there is no single method for maximum parsimony. Moreover, the lack of a

principled way for the search makes none of the methods have a statistical consistency,

that is, the promise that with enough data the algorithm will find the right tree with

a high probability.

Also, the lack of an explicit mutation model makes parsimony algorithms consis-

tently stumble in the face of real biological trees that have certain non-parsimonious

features (for example the “long branch attraction”, in which two distantly related but

convergently evolving sequences are marked as closely related).

Maximum Likelihood Methods

Another popular class of methods for phylogenetic tree construction use the Maxi-

mum Likelihood (ML) approach. Under this approach the trees are scored by their

likelihood according to a probabilistic model, and the algorithm is looking for the
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best tree.

Typically, the mutation along a tree edge is modeled by a continuous process.

In a substitutions-only model the likelihood has two components. The first is the

equilibrium probability π over the four nucleotides. The second is the exchange

rate between nucleotides. This set of 8 free parameters defines a matrix Q, which

defines the transition matrix M for each tree branch, dependent only on the branch-

length l, as: M = eQl. This matrix exponentiation can be computed efficiently for

diagonalizable Q’s.

The above model is called a Generalized Time Reversible (GTR) model [77], since

the exchange rates and the equilibrium distribution are all customizable. Its reversibil-

ity comes from the fact that at the equilibrium you are as likeliy to see transitions

from i to j as transitions from j to i: πiQij = πjQji. Simpler models make further

assumptions about these parameters, for example a flat exchange rate (Jukes-Cantor

Model). The parameters are fitted to the data as part of the whole algorithm.

More sophisticated mutation models exist as well. For example, Quang et al.

[65] divides the sites into classes using a Chinese Restaurant Process (CRP, see Sec-

tion 2.5.2) such that each class has its own GTR model for the sites that belong to

it. Huelsenbeck and Suchard [36] use the CRP similarly, but this time the classes

represent different rates over the same substitution model. Those site associations to

classes are learned by the algorithm automatically, to fit the data. Indeed, one of the

advantages of ML based methods is that they can be more easily extended, as long

as the probabilistic model is well-defined.

Some widely used ML based methods include PAUP* [76], GARLI [95], and Phyml

[32]. However, the one that is mainly used is RAxML [75], which is considered the

fastest one when applied to large-scale datasets (with equivalent accuracy as the other

methods). Still, RAxML is computationally very intensive, sometimes taking weeks

to run on a few thousand sequences [49].

Recently, a faster ML method was introduced, called FastTree [60, 61], which takes

a few orders of magnitude less time compared to RAxML. A recent study by Liu et al.

[50] showed that while RAxML gives only slightly better trees compared to FastTree

when run to completion, FastTree’s trees are much better when both methods are
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constrained to run for the same time. For this reason we decided that when we

evaluate our method, we will compare it against FastTree, as the representative of

the ML based methods.

Bayesian Methods

Bayesian methods use the same type of probabilistic models for the data as the ML

models, however they do not return the single most likely tree, but rather samples

from the posterior distribution over trees. Not only can the trees be different between

the samples, but also other parameters, such as those of the substitution model, can

vary. Thus, Bayesian methods give the user a more complete view over the space of

likely trees. On the flip side, they require summarizing a large set of trees in a way

that is interpretable by the user.

Typically, the algorithm used to explore the posterior distribution is MCMC. In

that sense, the Bayesian methods for phylogeny reconstructions are the closest ones to

our methods. Some Bayesian methods for phylogeny include PhyloBayes [43] and Mr.

Bayes [69]. These methods tend to be even more computationally intensive than the

ML methods, and are generally not used on datasets with more than a few hundred

sequences.

4.1.2 Problems With Current Approach

There are a few reasons why the current phylogeny algorithms are ill-equipped for

the high-throughput sequencing scenario.

• Computational Hardship Naively scaling up traditional algorithms, such

as agglomerative clustering and neighbor-joining, breaks down on the first step

that requires calculating the pairwise distances between all reads. More modern

algorithms, such as RaxML and Mr. Bayes, require a tremendous amount of

resources, and can require weeks to run over a few thousands reads (in this

regard, FastTree, discussed above, is an exception).
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• Sequencing Noise All currently existing phylogenetic algorithms use a single

model of mutation to explain the diversity of the reads, neglecting the variance

induced by the noise in the sequencing technology, which is a substantial source

of noise precisely in the scenarios that deal with this volume of sequences to an-

alyze. In addition, a different model for sequencing noise would allow to collapse

all the sequences who would otherwise be identical to a single representative in

the tree, thus simplifying the user output.

• Low Level Objective The current phylogenetic tree construction algorithms

focus on returning a single optimal tree. However, when dealing with a large

volume of reads, it is not clear at all that the user cares that much about

obtaining the one correct tree. With so many sequences, the user might care

more about high-level statistics on the partition of the reads and the topology of

the tree, rather than individual branches within large clusters of near-identical

reads. Indeed, the large number of sequences to analyze creates an explosion in

the dimensionality of our search space of trees, and the large clusters of near-

identical reads create large plateaus in the probabilistic space, to which any

single commitment to a tree instance does injustice. For such spaces, algorithms

that can return a distribution over high-level aspects of the data (i.e. the number

of large subtrees, their distance from the root, the number of descendants of a

particular sequence) are better suited.

• Emphasis on Long Time-Frames The standard output of a phylogenetic

tree construction algorithm is a binary tree, in which the input sequences are

at the leaves. This description exhibits the belief that the mutational process

occur continuously over a long time frame, and our observed data only tells us

the state at the end of time. However, in a scenario where we get million of

reads from a single environmental sample, it is often the case that the whole

taxonomy was generated in a short time-frame and the genome population has

representatives from all phases of the process. In other words, we might be

sequencing grandparents and grandchildren at the same time. In addition,

in such an environment, a single sequence might be the parent of more than
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one immediate child, and the order of the children is irrelevant and practically

impossible to infer. Hence, a more useful description of the taxonomy will allow

the input sequences to reside at all levels of the tree, and would also lift the ban

on non-binary trees. Hence, the long-term continuous mutation model is not

only a miss for this type of data, but it also generates outputs that are harder

to interpret.

Our main algorithm, called ImmuniTree, addresses all of these issues. First, we

model sequencing noise explicitly. This allows us to detect read errors and with that

we can assign those reads that differ only due to noise to the same node. Doing so not

only simplifies the user output, but it also saves us the needless computational effort

of structuring those reads in a tree, thus greatly reducing our search space. This is

the main reason why our algorithm is faster than the other methods when tested on

a large number of reads.

Second, we use a discrete mutation model, in which every edge in the tree repre-

sents a single cell copy event. This is a better fit to short time-frame lineages. Third,

our method’s output tree is not necessarily binary, and the reads are partitioned

among all its nodes. This description paints a much better picture on the dominant

sequences in the population and how they are related. Fourth, we do not focus on

a single tree but rather provide many samples from the posterior distribution, which

is an easier task. This allows us to ask those high-level questions about the trees

and obtain answers to each of them, along with confidence intervals. This does not

prevent us from providing the user with a single tree, the one with the highest like-

lihood among our samples, if desired. Last, our algorithm scales well. It can return

5000 tree samples over a set of 10000 reads in a matter of hours, using a MATLAB

implementation that runs on a single computer.

To summarize, the problem with the existing methods is that they were geared

towards a much smaller number of sequences. We argue that the introduction of high-

throughput sequencing not only challenges those non-linear methods computationally,

by increasing the number of sequences by 2 or 3 orders of magnitude. It also changes

the nature of the problem, because with this many sequences the user cannot read

the output the same way as before. Simply scaling up the old algorithms misses the
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point.

Understanding the high level structures of a phylogenetic tree that are interesting

to the user is important not just as an afterthought when the algorithm has already

finished running. Realizing them in advance can help us target our computational

energy on the important aspects of the tree, reducing the running time and returning

more meaningful results.

Sequencing noise, a significant source of sequence variability that the existing

methods tuck under their mutation model, is but one example of this. The focus on

strictly binary speciation events is another. In both cases an unnecessary computa-

tional effort is targeted at building the “correct” trees over clusters of reads where

it does not really matter. Our algorithm is a first attempt to scale up phylogenetic

tree reconstruction by rethinking the problem, rather than the method. And as a

byproduct of our redesign we get an automatic noise correction and an output tree

that sheds an order of magnitude of complexity.

We use our model-driven approach to obtain samples from the distribution over

the potential trees. The algorithm spits out thousands of trees sampled from this

distribution, and they collectively form an approximation to it. By examining these

sampled trees one can answer any high-level statistical question. For example, the

probability that a particular sequence is an ancestor of another sequence is simply the

fraction of samples that share that property. In addition, the algorithm also returns,

for each clone, the mutation tree that has the highest likelihood score.

Our model is unique in that it represents the cell lineage directly. Each node

in the tree represents a particular cell, and the mutation model we use encodes the

mutations likely to occur in a single cell division event. This makes our model closer

than other models to the actual biological processes that drive the data. However,

as with many models, our model is but an approximation to the biological truth,

whatever it may be in a particular scenario. In our modeling assumptions we use a

birth and death rate that are uniform throughout the tree although in truth some

sequences have better fitness and hence proliferate faster. We do not analyze the

stability of the sequences in terms of their secondary or ternary structure. We also

assume that in each genomic site, defined either as a single nucleotide location or
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3 adjacent nucleotides (a codon), mutations occur independently. In Section 4.5 we

discuss these and other gaps between our model and what typically happens in a

biological setting.

4.1.3 Example
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Figure 4.1: A draw from the generative model of a synthetic clone producing 1000
reads. Each node is a cell. The size of a cell is proportional to the number of reads
it produced (with noise), which is also listed next to it. Each edge is a birth event,
and next to it is listed the mutation distance between parent and child. Cells with
identical sequences are marked with same color.

Consider the clone depicted in Figure 4.1, generated synthetically using the model

we will introduce in Section 4.2. Each node in the tree is a cell, whose parent cell

is indicated by the incoming edge. The number next to the edge is the number of

mutations that the child cell has compared to the parent (i.e. the Hamming distance

between their sequences). We colored cells that have identical sequences with the
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same unique color.

We cannot see it in this figure, but not all the cells are alive during sequencing

time, some of them might have died before that. We collected 1000 synthetic reads

from the “surviving” synthetic cells. The number of reads each cell produced is

indicated by the size of the cell, as well as the number next to it. The synthetic

reads are not an exact copy of the cell’s sequence; they are produced with an added

sequencing noise. For this example we set the noise probability to be roughly 3.5%

per base (only base-substitutions, no indels).

Figure 4.2: The binary tree returned by running FastTree 2.0 on the 1000 synthetic
reads of Figure 4.1. Visualization by Archeopteryx.

If we run one of the existing tree-construction algorithms (here we use FastTree),

we will get the result in Figure 4.2. It is hard to tell from that figure the story behind

that clone. Even if we were to collapse all the nodes below a certain cutoff distance
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from the leaves, it is not clear what this cutoff should be, and it is probably not the

same cutoff across the entire tree. Moreover, even if we somehow collapsed a whole

subtree to a single node, how would we decide what is the sequence of that node?
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Figure 4.3: Mutations trees for the synthetic clone are obtained by collapsing edges
marked with 0. (a) The true mutation tree for Figure 4.1. For tracking purposes,
we color the reads of each cell by the cell’s color. (b) The mutation tree returned by
running ImmuniTree on the 1000 synthetic reads. Each cell is a pie chart showing the
color composition of its reads. Almost each node in the reconstructed tree retained
its identity, and the trees have an almost identical topology.

In contrast, the story of the clone is clearly seen in Figure 4.3a. The tree there is

obtained from the true tree in Figure 4.1 by collapsing all the edges marked with 0,

i.e. collapsing cells with identical sequences to a single node. We call this collapsed

tree a mutation tree. The size of each node (and the number next to it) is now the

total number of reads that were produced by cells with that exact sequence. To see

what happens to these reads we now “color” all the reads that belong to a node in

by the unique color of the the node as it appears in Figure 4.3a.

In Figure 4.3b we see what happens to the “colored” reads after we let ImmuniTree

reconstruct a mutation tree for them. The colors inside each node represent the colors

of the reads that ImmuniTree decided are associated with that node. You can quickly
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identify which node in the reconstructed tree corresponds to which node in the true

tree based on this composition. From this we can see how closely the reconstructed

tree is similar to the correct one. The topology is almost identical (we did not give

ImmuniTree information regarding the root, so it got it wrong). While few of the reads

are associated with the wrong node (recall, the reads have additional noise that might

accidentally make them more similar to a sequence with a different color), most nodes

have a strong color consensus corresponding to a single node in the correct mutation

tree. We note that the red node with two reads on the left of the true mutation tree,

was mistakenly absorbed by its parent, as the algorithm decided those two reads are

more likely to be the result of noise.

4.1.4 Chapter Overview

The chapter continues as follows. In Section 4.2, we describe the ImmuniTree algo-

rithm in detail. Immunitree receives as input reads that were pre-determined to be

on the same clone and constructs the clone’s lineage tree. In Section 4.3 we pro-

vide synthetic experiments that compare our method to FastTree, a state-of-the-art

phylogenty method. In Section 4.4 we bring the missing piece, an algorithm that ex-

plains how to divide the set of reads into clones. The number of clones is not known

in advance, and the algorithm chooses the one that fits best. We conclude with a

discussion.

4.2 ImmuniTree

The input for this section is a set of reads that have the same length, fully aligned to

each other. Some of the reads may have gaps. The alignment of the reads is given

and kept fixed throughout the algorithm. The output is a tree where each node is

associated with one sequence, and the reads are associated with the nodes of the

tree. The disagreements between the sequence of a node and its parent represent

new hypermutations. The disagreements between a read and the sequence of its node

represent sequencing errors.
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The algorithm relies on a probabilistic model that describes both the expansion

process of a clone and the sequencing process. It iteratively explores this probabilistic

space, producing a new hypothetical tree in each iteration, aimed at describing how

the data were generated. The mechanics of the algorithm guide the search to high-

likelihood areas of the space. We return the tree with the highest likelihood.

4.2.1 Generative Model

The process goes as follows. First, a tree of cells is generated, each cell i has a parent

cell u(i), a birth time bi and a death time di. Then, the sequences of these cells are

filled in from top to bottom, each sequence yi is a copy of its parent, with a slight

chance of mutation. Last, reads are generated from the cells alive at the end of the

process. Each read j is assigned to a cell sj and its sequence xj is copied from the

cell sequence taking into account sequencing noise. We denote by b,d, u(·), s, Y,X

the set of all variables of the respective type.

Figure 4.4: An illustration of the ImmuniTree generative model.

As an example, consider the directed binary tree shown in Figure 4.4. The edges

represent cells, each internal node is a birth event, and has an out-degree of 2 — one

outgoing edge represents the parent cell (that continues to live after the birth), and

the second outgoing edge is the new cell. Leaves are either death events, or cells alive
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at time T . The x-axis represents time.

Tree Generation

Cells are being generated using a birth-death process, starting with a single living

cell at time t = 0. A live cell gives birth to a new cell at a rate λ, and dies after

exponential(δ) time from birth. The process stops when t = T (“snapshot time”).

We set T = 10.

We denote byN the total number of cells generated in the above process, excluding

the root. For i = 0 . . . N , let bi and di be the respective birth and death time of cell

number i (with the root at i = 0). Let u(i) be the parent of cell i for i = 1 . . .N . We

denote by Ndead the number of cells that died before t = T , i.e. those with di < T .

For the other Nalive cells we truncate the di value to di = T .

The likelihood of a given lineage then comes down to:

P (u(·),b,d|λ, δ) = λN · δNdead · exp

{

−(λ+ δ)
N∑

i=0

(di − bi)

}

(4.1)

There is a gamma prior on λ and δ.

Sequence Generation

We associate a sequence yi for each cell in the tree. We assume that the length L

of the nucleotide sequences is given, as well as the sequence of the root cell y0. For

cells 1 . . . N , ordered topologically, seqeunce yi is drawn based on a mutation model

M parameterized by the parent sequence yu(i), and global parameters θM (omitted

sometimes for reasons of clarity):

yi ∼ M(yu(i), θM) i = 1 . . .N

Read Generation

We assume that the number of reads M is given. We associate each read j to a live

cell sj by choosing uniformly from the Nalive alive cells. Copy the read’s letters from
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the sequence of the cell they were assigned to, using a sequencing noise model R

parameterized by that sequence ysj
and θR (sometimes omitted):

xj ∼ R(ysj
, θR) j = 1 . . .M

Note that the number of live cells now plays a role in the joint likelihood:

P (s|d) =
1

(Nalive)
M

(4.2)

Joint Likelihood

Given the tree structure, the root sequence, and the read assignments, the probability

over the cell sequences and reads is given by

P (Y,X|u(·), s,y0, θM, θR) =

N∏

i=1

M(yi;yu(i))

M∏

j=1

R(xj ;ysj
) (4.3)

when we adopt standard notation M(y; y′) for the probability of y if drawn from

M(y′), and similarly for R. We describe in the next sections the details of the

models M and R, as well as the prior for their parameters θM and θR.

The variables ω , (X, Y,b,d, u(·), s, θM, θR, λ, δ) describe the full state of the

model. The overall probability for a particular state is simply the product of equations

(4.1), (4.2), and (4.3), and the priors over λ, δ, θM, θR in case they are not fixed by

the user.

Description of M

Our mutation model for M is nucleotide based, where a 4x4 transition matrix θM =

M controls the mutation probabilities between any two bases for each of the sequence

positions k = 1..L. The indexes 1..4 correspond to the letters ACGT.

Thus, the likelihood over the cell sequences y can be given in terms of nij counting
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the number of mutations in the entire tree from letter j to letter i:

P (Y |u(·),M) =

4∏

i=1

4∏

j=1

(Mij)
nij (4.4)

If M is not given by the user, we put a prior over it:

M ∼ Matrix (Transition(4, ǫM , ξM)) (4.5)

Description of R

We use a simple nucleotide 4x4 transition matrix θR = R, to copy the reads from

their respective cells, hence if x ∼ R(y; θR) it means that

xl ∼ Multinomial(R:,yl
) l = 1 . . . L

where L is the length of the reads (in nucleotides). The likelihood over the read

sequences X can be thus given in terms of mij counting the number of transitions

from letter j to letter i across all the reads:

P (X|Y, s, R) =
4∏

i=1

4∏

j=1

(Rij)
mij (4.6)

If R is not given by the user, we put a prior over it:

R ∼ Matrix (Transition(4, ǫR, ξR)) (4.7)

4.2.2 Inference

Inference is done using the Markov Chain Monte Carlo (MCMC) [33] algorithm. The

general framework behind this algorithm is explained in details in Section 2.4. In our

notation we use ω to denote the current particle (the state of the chain). Below we

list the moves we use to manipulate the Markov chain.
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Sequence Update

Here the tree and the assignments of reads to the nodes of the tree are fixed, and

we sample the sequences of the nodes. In other words, we are interested to sample

from P (Y | X, u(·), s). Consider the simple case where each sequence is just one

letter. Examining Eq. (4.3), we notice that this problem is an instance of the exact

inference problem of Section 2.2.2, which allows for an efficient joint sampling of all

the sequences Y .

In our formulation of the problem we have these factors:

Singletons, for each node i = 0 . . .N : ψ(yi) ,
∏

j:sj=i R(xj ;yi)

Pairwise, for each child-parent pair: φ(yi,yu(i)) = M(yi;yu(i))

We use the message-passing algorithm of Section 2.2.2 to jointly sample the se-

quences from top to bottom. Recall that the root sequence y0 is given in our case,

and we incorporate that knowledge by having φ0 give zero weight to assignments

not consistent with y0 (if we do not know y0 we can put a prior over it in place of

φ0). For the case where the sequences are longer than one letter, we notice that all

the factors are independent over the letter positions, and hence we simply apply the

above algorithm to each position independently.

Local Tree Manipulation

Let v be an internal node in the binary tree. Consider the following environment of

a node v in the tree (See figure 4.5).

Each horizontal line is a cell. We will call the top cell R. v is a birth event in

R’s life, and nodes u and w are the previous and next events (we assume here they

are both birth events). The nodes f, e, b, c represent the next event in each cell’s life,

either birth or death. Similarly, the node a represents the event preceding u on R’s

life, which could be either another birth or R’s own birth. Our move (inspired by

Holder et al. [35]) proposes to disconnect the edge v → c from the tree, and reconnect

it to a new position on this subgraph, chosen uniformly based on the edges length.

The only constraint is that event c’s time is fixed, hence the new location of node v
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Figure 4.5: a subgraph of an internal node.

must occur before c in time. If u or w are leaves then we reduce the reconnection

domain to include only the part of the subgraph that actually exists.

Note that this move is reversible, which permits the use of the Metropolis-Hastings

framework. To calculate the likelihood difference between the current particle and

the proposed one, all we need is the new length of the edge v → c, and (if v changed

parent) the likelihood of the sequences of the cell born at v given its parent sequence.

Global Tree Manipulation

Let i be a cell. This move changes u(i), the parent cell of i, keeping everything else

fixed. Essentially, it is a Gibbs move over u(i). Of course, we only need to consider

as parents the cells alive at time bi. The probability assigned to each potential parent

i′, p(u(i) = i′ | everything else), is proportional to M(yi;yi′). Here the acceptance

probability is 1.

Change Death Time

For each cell i with no reads, we sample a new death time di. Let children(i) =

{i′ : u(i′) = i} and define f = max ({bi′ | i
′ ∈ children(i)} ∪ {bi}) to be the time of

the last recorded event in i’s life. We sample r ∼ exponential(λ + δ), and propose

d′i = min(f + r, T ). We observe the acceptance probability of this proposal in the

following four cases:



4.2. IMMUNITREE 89

Case 1 : di, d
′
i < T . In that case the likelihood difference is given in terms of Eq. (4.1).

p(ω′)

p(ω)
= exp {−(λ + δ)(d′i − di)} =

(λ+ δ) exp {−(λ+ δ)(d′i − f)}

(λ+ δ) exp {−(λ+ δ)(di − f)}

=
p(r = d′i − f)

p(r = di − f)
=

T (d′i)

T (di)

and hence we accept with probability 1.

Case 2 : di = d′i = T . In that case nothing changed.

Case 3 : di < d′i = T . The number of live cells grew from Nalive to Nalive + 1. The

likelihood difference is now based on equations (4.2) and (4.1):

p(ω′)

p(ω)
=

1

δ
exp {(λ+ δ)(T − di)} ·

(
Nalive

Nalive + 1

)N

T (d′i)

T (di)
=
p(r > T − f)

p(r = di − f)
=

exp {−(λ+ δ)(T − f)}

(λ+ δ) exp {−(λ+ δ)(di − f)}

=
exp {−(λ + δ)(T − di)}

λ+ δ

And the acceptance probability is:

min

[

1,
P (ω′)T (ω′ → ω)

P (ω)T (ω → ω′)

]

= min

[

1,
λ+ δ

δ

(
Nalive

Nalive + 1

)M
]

where Nalive is the number of live cells in the current particle (ω) andM is the number

of reads.

Case 4 : d′i < di = T is the opposite of Case 3, and using the same derivation the

acceptance probability is

min

[

1,
δ

λ+ δ

(
Nalive

Nalive − 1

)M
]

Notice that with many reads, it will be harder to accept a proposal to create a new live

cell. This is because the reads are assigned to the live cells via a uniform distribution.
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Adding a new live cell increases this uniform space of assignment by an order of

magnitude, and hence reduces the likelihood of the current assignment, as can be

seen from Eq. (4.2).

Spawn/Absorb A Leaf Node

Let i be a cell. This move either creates a new child of i or erases one of its current

children. There are two cases, depending on whether i is a live cell or not.

Case 1 : The cell i is dead (di < T ). Let C be the children of i that have no

children of their own and no reads assigned to them. Let |C| be the size of C. If C is

empty, propose to create a new cell i′ whose parent is i. Otherwise, with probability

1 − ρ create a new cell as above, and with probability ρ delete one of the cells in C,

chosen uniformly. In the case we proposed to create a new child i′, we also sample its

sequence content yi′ , its birth time bi′ and death time di′ from the prior, except we

condition on bi′ < T :

yi′ ∼ M(yi)

r1 ∼ Exponential(λ)

bi′ = bi + (r1 mod (T − bi))

r2 ∼ Exponential(δ)

di′ = min(bi′ + r2, T )

Notice that bi′ − bi is distributed Exponential(λ) with the added condition that

bi′ − bi < T − bi, or in other words p(bi′ − bi = x) = p(r1=x)
p(r1<T−bi))

.

What is the acceptance probability for the above proposal? For simplicity, let’s

assume that |C| > 0. Let ω′ be the new particle with the new cell i′, and ω the original

particle. Let’s assume for now (it will not matter later) that the new cell came out

dead (di′ < T ) and that |C| > 0. In this case:
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T (ω → ω′) = (1 − ρ) · M(yi′ ;yi) · p(bi′) · p(di′ | bi′)

= (1 − ρ) · M(yi′ ;yi) ·
p(r1 = bi′ − bi)

p(r1 < T − bi)
· p(r2 = di′ − bi′)

= (1 − ρ) · M(yi′ ;yi) ·
λ exp{−λ(bi′ − bi)}

1 − exp{−λ(T − bi)}
· δ exp{−δ(di′ − bi′)}

T (ω′ → ω) =
ρ

|C| + 1

p(ω′)

p(ω)
= M(yi′;yi) · λ · δ · exp{−(λ+ δ)(di′ − bi′)}

Combining the above equations we get that:

P (ω′)T (ω′ → ω)

P (ω)T (ω → ω′)
=
ρ exp{−λ(bi + di′ − 2bi′)} (1 − exp{−λ(T − bi)})

(1 − ρ)(|C| + 1)
(4.8)

whose minimum with 1 forms the acceptance probability for this case. The acceptance

probability for the reverse move (deleting a cell) is given by replacing the numerator

and the denominator in the above equation.

Case 2 : The cell i is alive (di = T ). Let C be the children of i that have no

children of their own (contrary to the previous case, we allow them to have reads).

We use exactly the same procedure as for case 1 to decide whether we create a new

cell or delete one of the cells in C. If we delete a child of i, we assign all its associated

reads to i. If we create a new cell i′, then we determine bi′ , di′ and yi′ like before, and

for each read j currently assigned to i, we set

sj =

{

i′ with probability
R(xj ;yi′)

R(xj ;yi)+R(xj ;yi′ )

i otherwise

How does this affect the acceptance probability? The quantity T (ω → ω′) of case

1 now needs to be multiplied by the product of the above probabilities (for each read

use the probability that produced its outcome). The quantity p(ω′)
p(ω)

now needs to be
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multiplied by
R(xj ;yi′)

R(xj ;yi)
for every read j that moved to i′.

Assign Reads To Cells

For every read j we need to set sj to the identity of one of the living cells. Naively

one could use Gibbs updates on each sj by considering all the live cells and assigning

read j to cell i with probability

p(sj = i|all other variables) ∝ R(xj ;yi).

This computation is expensive (O(MNalive)). Instead we use slice sampling [56], an

approach covered in Section 2.4.5. To recall, in Slice sampling we first choose a likeli-

hood threshold r (less than the likelihood of the current particle), and then consider

only particles with likelohood greater than r. As we show in Section 2.4.5, the next

particle ω′ can be obtained from the current particle ω by choosing uniformly from

a range of particles around ω that shrinks with every rejection until we finally draw

a particle above the threshold. This combined approach of rejection sampling and

shrinking sampling range really speeds up, because we only compute the likelihood

of a small subset of candidate values.

The procedure goes as follows. First, we reindex the live cells using a pre-order

traversal on the tree (i.e. cells are numbered in the order they are visited by a depth-

first traversal). This would roughly give close indexes to cells that are close to each

other on the tree. The reason we want similar nodes to be indexed similarly is in

order to increase the mixing. This way, even as we narrow our range around the

current particle, there is still a high likelihood of accepting a new, different, particle.

Then, for every read j:

1. Choose a threshold r ∼ Uniform
(
[0,R(xj ;ysj

)]
)

2. Set α = 1; β = Nalive

3. Sample s′j ∼ Uniform(α, . . . , β)

4. while R(xj ;yys′
j

) < r
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(a) if s′j < i set α = s′j + 1 else set β = s′j − 1

(b) Sample s′j ∼ Uniform(α, . . . , β)

5. set sj = s′j

This essentially works in O(M) since the while loop typically has very few iterations.

Each such iteration narrows the interval of cells allowed for assignment and also

focuses on cells that lie closer on the tree to the current cell, and hence have a higher

likelihood to pass the threshold r. This also results in better mixing of the Markov

Chain.

Updating Birth/Death Rates

We put a Gamma(kλ, 1) prior on the birth rate λ and a Gamma(kδ, 1) prior on the

death rate δ. We use Gibbs sampling to sample both λ and δ from their posteri-

ors (given all other variables), which turn out to be Gamma distributions as well.

Recalling that

Gamma(x; k, θ) ∝ xk−1 exp−x
θ ,

and using Eq. (4.1), the posterior over λ is:

P (λ | all other variables) ∝ P (u(·),b,d | λ, δ) · Gamma(λ; kλ, 1)

∝ λN+kλ−1 · exp

{

−λ

(

1 +

N∑

i=0

(di − bi)

)}

∝ Gamma



λ;N + kλ,

(

1 +
N∑

i=0

(di − bi)

)−1




Similarly, the posterior over δ is Gamma

(

Ndead + kδ,
(

1 +
∑Ndead

i=0 (di − bi)
)−1
)

.

In our algorithm we set kλ = 1 and kδ = 0.75.
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Updating Mutation And Noise Model Parameters

The parameters θM for the mutation model M are simply the values of the matrix

M , which is 4x4. If M is not given by the user, then each column of M is sampled

from a Dirichlet distribution, with the parameters of each distribution stored in the

corresponding column of the matrix M̂ = Transition(4, ǫM, ξM).

Let nij count the number of base mutations from base j to base i among the

cells in the tree of the current particle, and construct from those values the matrix

n̂ = [nij ]i,j=1...4. The conjugacy between the Dirichlet distribution and the multino-

mial (Proposition 2.3.3) makes the posterior over M given all the other variables yet

another Dirichlet that we can easily sample M from:

M |Y, u(·) ∼ Matrix(n̂+ M̂)

Similarly, the parameters θR for the read noise model R are simply the values of

the matrix R, which is 4x4. Here again, there is a simple form for the posterior over

R:

R|X, Y, bs ∼ Matrix(m̂+ R̂)

where R̂ = Transition(4, ǫR, ξR), and m̂ = [mij ]i,j=1...4 is a matrix that consists of the

counts mij , the number of tranisitions from letter j (in the cell) to the letter i (in the

read).

4.2.3 Output

At every iteration, the algorithm described above produces a tree with the node

sequences fully specified and reads associated with them. For each such tree we

perform a local optimization to a canonical tree as follows: (1) erase all the subtrees

that have no reads at all; (2) collapse all edges where the sequences of the parent

and child are identical; (3) remove nodes with out-degree 1 by joining their child

and parent directly. We compute the likelihood of each of these canonical trees, and

report the tree with the highest likelihood.
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Figure 4.6: Top: A binary tree, sampled from the algorithm. Horizontal lines rep-
resent lifetimes of cells. Vertical lines represent birth event. Numbers indicate the
mutation distance between the child and its parent (0 if not indicated). Cells with
identical sequences are marked by same color. Bottom: The reported canonical tree,
after collapsing identical sequences to a single node (of matching color). Number
inside node indicates number of reads associated with node.
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4.2.4 Richer Mutation Models

Including Gaps in Reads

Although we do not explicitly model gap generation in reads as part of our noise

model, we do accommodate read sets that have gaps in them. In our implementation

we treat gaps as an unobserved read letter. We do this by encoding a gap ‘N’ using

the number 5, and adding a 5-th row to R that is all ones. Hence a transition from

any letter to a gap does not affect the likelihood, since Ri5 = 1 for all i.

A Mixture of Transition Matrices

The mutation model M used in the above description is very basic. We use the same

4x4 transition matrix for every location. There are numerous ways to extend it to a

richer model that can capture more delicate aspects of the data.

The first such extension allows each site l = 1 . . . L to have its own unique mu-

tation model. Hence, we have L transition matrices θM = {M (l)}L
l=1, each drawn

independently from the same prior as in Eq. (4.5). This model can be relevant if we

believe that there is a large variation in the transition properties between sites.

A slightly smoother path from our original model to the above can use a mixture of

transition models. With this mixture model, the sites are associated with K mutation

classes, and sites in the same mutation class share the same transition matrix. To do

this we have to add to θM the variable vector k, with kl the mutation class index of

site l.

Hence the parameters for M are θM = (M,k) where M = {M (k)}K
k=1 and k =

(k1 . . . kL). The prior over θM is defined as:

φ ∼ Dirichlet(1, . . . , 1) length(φ) = K

kl ∼ Multinomial(φ) l = 1 . . . L

M (k) ∼ Matrix (Transition(4, ǫM, ξM)) k = 1 . . .K
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Hence p(θM) = p(M)p(k), where p(M) =
∏

k p(M
(k)) is calculated using Eq. (2.33),

and p(k) is computed by integrating over the auxiliary variable φ (using the Dirichlet-

Multinomial conjugacy of Eq. (2.31)):

p(k) ∝
K∏

k=1

(Lk)! (4.9)

where Lk is the number of sequence positions assigned to class k. Once we generated

the M (k) and kl the mutation model M is fully defined. If we are sampling a child

sequence y from a given parent y′, i.e., if y ∼ M(y′), it means that each letter yl is

drawn from the y′l column of M (kl):

yl ∼ Multinomial
(

M
(kl)
:,y′

l

)

l = 1 . . . L (4.10)

We now have the likelihood as

P (Y |u(·),M) =
K∏

k=1

4∏

i=1

4∏

j=1

(

M
(k)
ij

)n
(k)
ij

(4.11)

and during inference we can use the count matrix n̂(k) = [n
(k)
ij ] to sample M (k) directly

from Matrix(n̂(k) + M̂), where M̂ = Transition(4, ǫM, ξM).

Updating the class assignments k. We use Gibbs sampling to update each

kl. Going over l = 1 . . . L we sample kl based on the probability P (kl = k |

all other variables). Using equations (4.9) and (4.10) we get:

P (kl = k | all other variables) = P (kl = k | k−l, u(·), Y,M)

∝ P (k) · P (Y | u(·), kl = k,k−l,M)

∝ Lk ·
N∏

i=1

M (k)
yil,yu(i)l

︸ ︷︷ ︸

= Lk · likelihood(l, k)

where k−l is the vector k except its l-th entry, and Lk is the number of positions in
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k−l that currently belong to class k. In each global iteration we run 10 iterations

over the entries of k. The value of Lk might change with each update, but we can

pre-compute likelihood(l, k) for each l, k, which stays fixed across all iterations.

A Codon Model

Another extension of M could work on the level of codons instead of individual bases.

The only difference compared to the nucleotide model is in the way we generate the

transition matrix M . M is now 64x64, as we designate one letter for each 3-nucleotide

combination (i.e. a codon). We generateM as a product of factors, using the following

generative process:

α ∼ Matrix
(

M̂(4, ǫα, ξα)
)

β ∼ Matrix
(

M̂(21, ǫβ, ξβ)
)

The factor α is a 4x4 matrix over nucleotide transitions, and the factor β is a 21x21

matrix over amino-acid transitions (plus the stop codon). Both factors are appended

to the model parameters θM. If y1y2y3 are the nucleotides of codon i and y′1y
′
2y

′
3 are

the nucleotides of codon j, and AA(·) maps a codon to the amino acid it codes, then:

Mij =
1

Z(j)
αy1y′

1
αy2y′

2
αy3y′

3
βAA(i),AA(j) (4.12)

where Z(j) is a normalizing constant that ensures each column sums to 1. By using

these two factors we can detect mutation biases in the amino-acid level, as well as

the nucleotide level.

With this new parameterization, we replaced a model that had 12 free parameters

(per mutation class if we had classes) with a model that has 432 parameters (per

class).

Learning the parameters of α and β is now a harder task compared to the
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previous model, and it requires sampling some sets of theses variable while fixing

others. Let us demonstrate the approach in which our Markov Chain will update the

entries of a hypothetical d by d transition matrix M ∼ Matrix(M̂).

Each column of M is a vector of length d whose entries sum to 1, sampled from

a Dirichlet:

M:,j ∼ Dirichlet(M̂:,j) j = 1 . . . d

An equivalent way to sample M would be to draw each entry independently from a

Gamma distribution

Mij ∼ Gamma(M̂ij , 1) i = 1 . . . d, j = 1 . . . d

and normalize each column at the end. Our approach is to keep track of the unnor-

malized entries of M , and present the normalized form of M only when other parts

of the algorithm require it. This approach allows us to sample individual entries of

M , and not worry about normalization constraints.

For example, here is how we would sample Mij . First, we draw an auxiliary

variable r from a normal distribution r ∼ N (0, 1). Our proposal would be to replace

Mij with er ·Mij . Let M ′ be the matrix with the proposed change. To compute the

acceptance probability one has to compute the ratio

P (ω′)

P (ω)
=

prior
︷ ︸︸ ︷

Gamma(erMij ; M̂ij , 1)

Gamma(Mij ; M̂ij, 1)
·

likelihood
︷ ︸︸ ︷

P (Y |M ′, . . .)

P (Y |M, . . .)

where the likelihood ratio is computed by plugging Eq. (4.12) into Eq. (4.4). We

also need to compute the ratio between the transitions, but due to the fact that the

distribution over r is symmetric around 0, they cancel out except for a Jacobian term

er (without it it would be more likely for the entry to shrink than to grow):

T (M ′ →M)

T (M →M ′)
= er

For more detail about computing the Jacobian term of continuous transitions see
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Green [31].

Consider now the case where we use the codon model for M, i.e. d = 64. Our

goal is to sample the parameters θM = (α, β), which we store unnormalized. The

expensive part is computing all the d2 terms in Eq. (4.4) in order to get the likelihood

ratio for each update of β. Naively implemented, one would need to do this for each

of the 212 entry updates of β.

However, looking at Eq. (4.12), we notice that two β entries from different columns,

βij and βi′j′ with j 6= j′, will never participate in the making of the same Mkl (notice

that here i, j index amino acids, while k, l index codons). Hence, for every column j we

can choose a single representative from β:,j, and those representatives will decompose

Eq. (4.4) to independent products.

The good news is that we can update all of the representatives in parallel using the

above scheme, and compute the likelihood ratio for each individual update using only

a single pass over the terms of Eq. (4.4). This means it will take only 21 computations

of all the terms in Eq. (4.4) to cover all 212 entries of β. And, this parallelization

easily extends to a transition matrix mixture, allowing us to update in parallel a

single entry from each column of each β(k).

For the 16 unnormalized α values, we will have to update each αij at a time,

because αij and αi′j′ can effect the same term in Eq. (4.4) even for j 6= j′. In total,

we compute the terms in Eq. (4.4) 21 times to cover the entries of β and additional

16 times to cover entries of α.

4.3 Synthetic Experiments

To test the validity of the tree-construction method, we ran a series of 100 synthetic

experiments. In each experiment a synthetic clone, like the one in Figure 4.1, was

randomly drawn, based on the probabilistic model outlined in Section 4.2. From this

synthetic clone, 1000 reads were produced. Each read was copied directly from the

sequence of one of the surviving cells in the clone, chosen uniformly, with the addition

of sequencing noise.

The probability of a base-change due to sequencing noise was set to 0.006 divided
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evenly over the 3 possible other bases. The probability of a base transition due to

mutation was drawn from Matrix (Transition(0.001, 4, 630)). For the rates we set

λ = 0.8 and δ = 0.5.

For each experiment we obtain the true mutation tree from the synthetic clone,

by collapsing edges with no mutations, as in Figure 4.3a. In our experiments, the

number of nodes in the mutation trees ranged between a single node to 545 nodes,

with an average of 84 nodes. We then run ImmuniTree for 2000 iterations on each

read set, and the output is a mutation tree, analogous to Figure 4.3b. We also run

FastTree on the same sets, and its output is a binary tree, analogous to Figure 4.2.

We compare the two methods using the missing-branch rate, defined as the fraction

of branches in the true mutation tree that are missing from the reconstructed tree. A

branch is viewed as a partition of the reads into two sets (a cut). However, considering

the nature of our data, the missing-branch metric might be too harsh, since even a

single read at the wrong side of the branch can cause the branch to be “missed”.

Hence we soften the notion of missing-branch by allowing a limited number of reads

to be misplaced before we declare the branch “missing”. We define the missing-

branch(k) rate as the fraction of branches that are missing from the true tree up to k

misplaced reads. Hence, missing-branch(0) corresponds to the original missing-branch

definition.

The output trees of FastTree and ImmuniTree are different in nature: recall that

while our method returns a number of branches comparable to the true tree, FastTree

will always return a tree with 1998 branches (for 1000 reads), hence more branches

have a chance to “compete” for each true branch. Still, the missing-branch measure

is suitable for comparing the trees, because it operates with respect to the same

coordinate system in both cases — the branches of the true tree. We computed the

average missing-branch(k) rate over the 100 experiments, for different values of k.

The results are in Figure 4.7.

We can see that ImmuniTree is having a better missing-branch(k) rate than Fast-

Tree for every value of k. They start close at k = 0 with 23.4% for ImmuniTree

and 25.1% for FastTree, but for k = 2 ImmuniTree’s rate is already at 4.6% (it

takes k = 16 for FastTree to get that low), and once 6 misplaced reads are allowed,
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Figure 4.7: Comparison of the average missing-branch(k) rate, for different values of
k, between FastTree and ImmuniTree, over 100 synthetic clones.

ImmuniTree reaches 1.1%.

To further test the validity of our tree construction algorithm, we used another

measure for the compactness of the resulting mutation tree, which we call tree weight.

The weight of a mutation tree is the total number of mutations (between parent-child

pairs) plus the total number of disagreements between reads and the sequences of the

nodes they are assigned to. We note that the tree with the minimum weight is not

necessarily the most likely tree, since other factors, such as the mutation and noise

models, might favor less compact outcomes. Still, it is a sanity check that our trees

return reasonable results.

Out of the 100 experiments we conducted, in 22 cases the weight of the recon-

structed tree was equal to the true tree. In 42 cases the reconstructed tree was worse

than the true tree (by 9.0 units on average). In 36 cases the reconstructed tree was

better than the correct tree (by 2.4 units on average).
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4.4 Details of Clustering Algorithm

Given a set of reads of the same length, the goal is to partition the reads into clusters.

We assume that all reads have the same V and J genes. We also assume that at this

point the reads have no indels, since in the preparation phase such indels were detected

and either fixed or the reads containing them discarded.

We model this as a Dirichlet process mixture model (Section 2.5.3). The classes

are the desired clusters. The parameter for each class is a sequence, called the pa-

rameter sequence, with the same length as the reads. Our base distribution H over

the parameters is a profile-HMM, adopted from Gaëta et al. [28], which generates the

parameter sequences. The reads in each cluster are generated using another profile-

HMM F(θ) as noisy copies of the parameter sequence θ. The noise represents the

combined effect of sequencing noise [66, 91] and hypermutations [67].

Formally, we define the process as follows:

θi ∼ DP(α,H)

xi ∼ F(θi)

where H is the profile-HMM that generates the parameter sequence, and F is the

profile-HMM that generates the noisy reads. We give a high chance (ǫ = 0.05) for the

chance a single base was copied incorrectly, divided evenly among the 3 other bases.

4.4.1 Description of H

The profile-HMM models the recombination process, starting from the choice of a D

gene from the catalogue, and ending with a sequence θ where the V, D,and J genes

are fused together, by deleting bases from the edges of those genes and padding the

junctions with new bases. See Gaëta et al. [28] for a full description of the model,

and how to compute the probability of a sequence using this model. We use the

parameters collected by Jackson et al. [37] and also used in iHMMune-align [28] for

the insertions and deletions. Based on the experience of Jackson et al. [37], we decided

not to model P-additions, as statistically they are indistinguishable from N-additions.
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4.4.2 Inference

The Inference task is done using the Markov Chain Monte Carlo (MCMC) algo-

rithm. We use Gibbs moves to map the reads to the different clusters, as described

in Section 2.5.1. The dynamics of this algorithm are very similar to K-means in that

each read is iteratively assigned to a cluster, and the parameters of the clusters are

constantly updated based on the reads currently assigned to them. The difference

between those algorithms is that the cluster assignment of a read is sampled rather

than maximized over all existing clusters. Another difference is that there is always

some probability reserved for assigning the read to be the first one of a new cluster.

This allows the clustering algorithm to elegantly determine the number of clusters

automatically, without fixing K.

The inference algorithm uses the following notation: si indicates the cluster id

of read i, and φk is the parameter sequence of cluster k (hence θi = φsi
). First, for

each read i we use an implementation of the ihmmune-align profile-HMM, to obtain

the probability qi =
∫
F(xi; θ)H(θ)dθ of the reads sequence when the parameter

sequence is unobserved. We initialize the algorithm with an arbitrary clustering

of reads, and we parameterize each cluster with a sequence initially set to be the

consensus sequences of the reads in the cluster. We then let each read iteratively

choose a cluster by sampling between the existing clusters:

P (si = k|s−i, φ1 . . . φK ,xi) ∝ P (si = k|s−i)P (xi|φk)

∝ NkF(xi;φk), (4.13)

where Nk is the number of reads (not including i) currently in cluster k. We also

reserve a probability for the read to open a new cluster:

P (si = knew|s−i, φ1 . . . φK ,xi) ∝ α · qi (4.14)

Hence, if the current state hasK clusters, the above equations yieldK+1 numbers.

We normalize the numbers so that they sum to 1, and then we sample si from this

distribution. The algorithm maintains the counts {Nk} for easy computation. If we
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chose to add the read i to a new cluster, we parameterize the sequence of that cluster

to be equal to xi. If a cluster becomes empty of reads, we delete it.

After doing an iteration over the read assignments, we sample the parameter

sequences of each existing cluster. We sample the j-th letter in the parameter sequence

(indicated as a superscipt) using the posterior distribution:

P (φj
k = c|xj

i : si = k) ∝
∏

i:si=k

F(xj
i ;φ

j
k) (4.15)

In other words, if m reads agree with the letter c, and n reads disagree, we will

assign c a probability proportional to (1 − ǫ)m
(

ǫ
3

)n
.

We run the algorithm for 1000 iterations. We perform simulated annealing by

exponentiating each of the sampling probabilities above (before normalization) by a

scalar T , slowly rising from 1.0 to 2.0, making the sampling distributions more biased

towards the maximum entry as the iterations grow, with the last ones essentially

identical to K-means.

The returned solution has the list of clusters, the parameter sequence of each

cluster, and the reads that belong to the cluster, fully aligned to each other and the

germline. The clusters that have more that one read in them can be used as an input

to our main algorithm — inferring the tree for each cluster.

4.5 Discussion

In this chapter we covered a novel model for the generation of cell lineages. Our

model is unique in that it represents the cell lineage directly, with each individual

cell having a representation in the model. Still there are many known facts about

the biological scenario that were not included in the model, sometimes because we

wanted to keep the algorithms generalizable, and sometimes because of performance

considerations. We describe here a few of these remaining gaps.

In the biological context, B cells with higher affinity to an antigen will proliferate

faster. Our model does not explicitly represent the fitness of the sequences. One way

to encode the fitness is through variations in the birth and death rate for a given cell.



106 CHAPTER 4. PHYLOGENY FOR HIGH-THROUGHPUT SEQUENCING

A higher birth rate (or lower death rate) will correspond to better fitness. However,

the birth and death rates in our model are kept constant for all the cells. These

assumptions are general enough to support a wide variety of topologies, and random

samples generated from the model include both large subtrees of identical cells as

well as cells that die before snapshot time. We considered introducing those random

fluctuations in the birth and death rates, but decided against it because in some

cases (for example in the lymphoma cancer) the fitness of the cell is dependent on

mutations that occurred on other genomic locations completely unrelated and outside

the scope of the sequenced region.

Another difference compared to a real biological setting is the lifespan of cells,

mostly modeled by their death-rate. Regardless of whether this exponential distribu-

tion over the lifespan of a cell is a good approximation or not, we might need to take

into account different classes of cells. For example, in the immune system, some B

cells are more or less immortal because they were designated to become memory B

cells, while others are part of an on-going selection process and will die in a few days

unless they meet their antigen.

We played with a few types of mutation models. Our most basic mutation model

has a single 4x4 transition matrix common to all genome sites, which controls all

nucleotide changes across the tree. Under this model, the changes occurring in every

site are governed by the same transition matrix. We extended the model in a couple

of ways. The first extension enriches the model by allowing a few classes of transition

matrices. The genome sites are free to be associated with either one of these classes,

consistent with many observations in which some regions of the genome are known

to be more conserved than others. This extension still maintains the independence of

each nucleotide site. A further extension can incentivize adjacent sites to choose the

same class. This can be modeled using a Markov chain over the sites assignments to

classes.

In the biological setting it is often the case that the context that dictates the

chances of a mutation is larger than a single nucleotide in the parent sequence. In

this chapter we went as much as including the whole codon (3 in-frame nucleotides)

as the atomic mutable entity. This required us to find the correct reading frame of the
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sequences and then describe the mutation process through a 64x64 transition matrix.

We were able to reduce the number of parameters that encodes this matrix (normally

4032) to 432, by representing it as a product of factors, one that encodes amino-acid

level changes, and another for the three individual nucleotide changes. This increased

the length of the context in which a mutation occurs from a single nucleotide to the

whole in-frame codon of the parent sequence.

Still, in a biological setting it might not be enough. In the immune system, it is

known that certain motifs increase the chance of mutations. These motifs often occur

at the DNA level and hence do not adhere to any reading frame. Furthermore, these

motifs often cover more than 3 nucleotides. For example, in the immune system the

AID enzyme is known to be especially excited to mutate nucleotides inside the motif

RGYW (or its reverse-complement WRCY). Our model does not encode these longer

motifs. The independence between the mutation sites (whether they are codons or

single nucleotides) allows us to efficiently sample all the cell sequences jointly given

the reads associated with them. This sampling is a very global move in our hypothesis

space that shifts “a lot of gears” at once. Introducing dependencies between the sites,

by allowing the same parent site influence more than one child sites and vice versa,

will cause us to lose this move. Under this more complex model, we will have to

sample one cell sequence given all the other sequences, a sampling procedure that is

much more likely to get us stuck in a local optimum.

In our read assignment part of the model, we assumed that the reads choose a

cell to be copied from uniformly over the live cells. This assumption ignores aspects

of the sequencing technology in which some sequences are easier to sequence than

other and may produce more copies. In our model we also did not take into account

artifacts like PCR noise, a process often used in library preparation for sequencing,

in which some sequences get “lucky” and are amplified many times over their actual

abundance in the sample.

We are using Markov chain Monte Carlo as our inference algorithm. Our algorithm

is, hence, iterative, with the results improving by increasing the number of iterations.

In our experiments on a single machine, we can make 5000 iterations on a few hundres

reads in less than an hour, and on a few thousands of reads in 10-20 hours. The time
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per iteration depends on the complexity of the tree. If many groups of reads are

associated with the same tree node, then the complexity of the tree is going to be

much smaller, and the inference faster.

Our method is a stochastic algorithm that returns samples from a distribution

over trees rather than a single point estimation. We think that with the growing

number of input sequences and also the growing level of noise, algorithms that return

high-level statistics are going to become more relevant. Finding the key high-level

features is still an open problem. As humans, it is easy for us to interpret a single

tree, and while it is easy to choose a particular feature and ask “how many of the

sampled trees posses this feature”, we would also like to have a “summary tree” that

integrates all the trees together to a single visual picture. By absorbing sequencing

noise and identical sequences into a single node in our output we have made some

progress in abstracting some irrelevant features of the tree, but this abstraction is

still made over a single tree. The question still remains how we can represent visually

a population of trees, emphasize the regions that are consistent in some way across

many samples, and paint a cloud around the regions that have a higher entropy.

4.6 Appendix: Nonparametric Tree Construction

Here I show an alternative model to the birth-death model of Section 4.2. Under

this nonparametric model the clone is represented, as above, using a phylogenetic

tree, where each node is a cell. However, unlike the above model, here there is no

time dimension – all the cell are alive and can produce reads. In addition, the tree is

infinite: every node has countably infinite many children.

It seems like we have just made the problem harder for ourselves, because now we

are dealing with infinite objects. However, as usually happens with nonparameteric

models, it turns out not to be the case. We only care about the part of the tree

that is induced by the reads. For any node, the infinite set of children who have no

descendants with reads are all equivalent, which allows us to lump them all together

and easily integrate out how their subtrees look like. What we are left with is all the

nodes that at least one of their descendents produced a read. And since the number
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of reads is finite, so is the part of the tree that we store and manipulate.

An advantage of this approach over the birth-death approach we used before,

is that with the previous approach we had to constantly generate branches of the

tree that lead nowhere, i.e., they had no reads associated with them either because

the whole subtree died before reaching snap-shot time, or simply because no read

happened to associate itself with the few cells that did survive. We did this in the

hope that every once in a while a subtree with reads will attach itself to this prior-

generated region and will thus transform our particle to an unexplored region of the

probabilistic space. In the proposed nonparametric model, the parts of the tree that

do not produce any reads are naturally integrated out, and the implementation of the

tree only require to deal with the branches that eventually lead to reads.

In the birth-death model we had a separation between the component that gener-

ated the tree and the component that assigned the reads, uniformly, to the live cells.

As a result, when the number of reads was high, the model penalized us harshly for

every new live cell added, since the addition of a new assignment option for every

read took its toll from all of them and reduced the overall likelihood from 1/(Nalive)
M

to 1/(Nalive + 1)M . In contrast, the model proposed here does not separate the tree

from the read assignments, making the generation of new cells and assigning reads

to them a local event that does not change the overall likelihood like it did in the

previous model. The price is that we lose the assumption of uniformity. Under the

proposed model some cells are more likely than others to produce reads, which under

certain biological contexts (for example, enrichment) might even fit better.

The Chinese restaurant process (described in Section 2.5.2) was a clever way to

draw N samples from infinitely many clusters without the need to draw the all clusters

first, by focusing on the finite data first, integrating out all the unrelevant infinities.

The process that we will show here, does the same for N samples generated from the

nodes of an infinite tree. We draw the relationship between the finite samples first,

and we keep unobserved all the infinite parts of the tree that are not effecting this

relationship.

Like Section 4.2 above, the input for this algorithm is a set of reads that have

the same length, fully aligned to each other. Some of the reads may have gaps. The
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output is a mutation tree where each node is associated with one sequence, and the

reads are partitioned between the nodes of the tree. The disagreements between the

sequence of a node and its parent represent new hypermutations. The disagreements

between a read and the sequence of its node represent sequencing errors.

4.6.1 Nonparametric Prior Over Assignments To Infinite Tree

Our new nonparameteric prior combines three related priors: Neal’s Dirichlet Diffu-

sion trees [55], Teh’s nested Chinese Restaurant Process [9], and Fox’s infinite HMM

with self-transitions [26]. The prior is over the partition of N samples between the

nodes of an infinite tree (each node has a countably infinite number of children).

Similar to the nested CRP, the samples (in our case the reads) enter the root of a

tree one by one, and each travels down the edges. Each node defines its own CRP,

where the probability of choosing a particular edge is proportional to the number of

reads that previously followed that edge, and the probability to travel down a new

edge is proportional to α. However, unlike these models, a read can also choose to

stop at the current node. This is done by initializing the CRP of each node with a

table that represents the option of residing in the current node, and initializing that

table with β pseudo-samples, similar to the way it is done in Fox et al. [26]. And so,

the probability to reside in the current node is proportional to β plus the number of

reads that already reside there.

Formally, consider the configuration after the first i − 1 samples went down the

tree. For each node t, let Nt be the number of reads that reside in t, and let Mt

be the number of reads that reside in the whole subtree rooted at t. For the i-th

sample, start by visiting the root. Let u be any node that i visits. Let {vk}k=1...K be

the current children of u such that Mvk
> 0. Read i can visit either one of these K

children, it can visit a new child vK+1 (it does not matter which one of the ”‘empty”’

children it is, as they are all equivalent), or it can stay in u, in which case we say that

si = u.
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P (visit child vk) =
1

Mu + α + β

{

Mvk
k = 1 . . .K

α k = K + 1

P (stay in u) =
β +Nu

Mu + α + β

Like the DDT and the nCRP, this model is exchangeable. The prior assigns the

reads to the nodes of an infinite tree, but since the number of samples is finite, their

assignments to the tree induce a finite tree that is composed of all the nodes u such

that Mu > 0. From now on, when we talk about the tree we mean this finite, induced

tree. When we say that a node is empty we mean that it contains no samples, although

the fact that it is in the induced tree means that at least one of its descendant is not

empty. The probability for such a tree with T nodes (some of them may be empty)

numbered t = 1 . . . T , and a particular assignment of samples is:

P (u(·), s1 . . . sN) =
1

α(N − 1)!

[
α · Γ(α + β)

Γ(β)

]T T∏

t=1

Γ(Nt + β)(Mt − 1)!

Γ(Mt + α+ β)
(4.16)

and it does not depend on the order of the samples.1

4.6.2 Generative Model

The Generative process has these parts:

1. Partition N empty reads between the nodes of an infinite tree. Let 0 . . . T

number the nodes in the resulting induced tree, with the root being 0. Let u(t)

be the parent of node t. si is the node of read i.

u(·), s1 . . . sN ∼ DPtree(N,α, β)

1To get some intuition, for the case α + β = 1, this formula simplifies to

1
α(N−1)!

(
α

Γ(β)

)T ∏T

t=1
Γ(Nt+β)

Mt

, which behaves like a Dirichlet distribution with additional weights
1

Mt

that prefer to have as many reads closer to the root.
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2. Generate a sequence y0 for the root node.

3. From top to bottom, generate a sequence yt for each node t:

yt ∼ M(yu(t))

4. Generate each read xi as a noisy copy of its node’s sequence:

xi ∼ R(ysi
)

We adopt the notation in Section 4.2.1 and denote by M(y; y′) the probability

that a node has sequence y given that its parent has sequence y′. We denote by

R(x; y) the probability that a read has sequence x given that its node has sequence

y. Let φ(y) be the prior over the root (if it is given use a deterministic prior).

Hence, once the tree and the read assignments were generated using (4.16), the

joint likelihood of the reads and the sequences is the same as in Eq. (4.3): :

P (Y,x | u(·), s1 . . . sN) = φ(y0)

T∏

t=1

M(yt;yu(t))

N∏

i=1

R(xi;ysi
) (4.17)

The overall probability for a particular configuration is simply the product of

(4.16) and (4.17).

4.6.3 Inference

Inference is done using the Markov Chain Monte Carlo (MCMC) [33] algorithm. The

general framework behind this algorithm is explained in details in Section 2.4. In our

notation we use ω to denote the current particle (the state of the chain). Below we

list the moves we use to manipulate the Markov chain.

Each particle contains a representation of the induced tree, the sequences asso-

ciated with the nodes, and the assignment of the N reads to these nodes. We can

compute the probability to each such particle using our probabilistic model. The

sequences of the (infinitely many) nodes that are not in the induced tree are not as-

signed a value in the particle, and hence their content is unobserved and marginalized

out in the computation of the particle probability. Notice that we already used this
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trick before to deal with infinite objects, when we modeled an infinite mixture in

Section 2.5.1.

In our implementation, we maintain a representation of the current particle. For

each node t in the induced tree, we maintain the counters Mt and Nt defined in the

previous section. If at any point Mt becomes 0, we immediately remove that node

from our representation (and erase its sequence), as it is no longer part of the induced

tree.

Read Move

We consider moving each read up or down the tree. Assume a read i currently resides

in node t (that is si = t), and that node t has a parent p and K children, v1 . . . vK ,

in the induced tree. Hence, we consider K + 2 options for this read: it can either

go to an existing child, a new child, or its parent. For computational efficiency, we

intentionally do not propose that the read stay in t, although this can still happen if

the proposal is rejected. Because of the exchangeability of the prior, we can assume

that i was the last read to enter the tree.

We define a transition probability T , over these K+2 configurations, which gives

each of them a weight proportional to their overall probability. For the case Mt > 1,

the weights are:

T (si = p) ∝
(Np + β)(Mt + α + β − 1)

Mt − 1
R(xi;yp)

T (si = vk) ∝
(Nvk

+ β)Mvk

Mvk
+ α + β

R(xi;yvk
)

T (si = vK+1) ∝
αβ

α + β

∑

yvK+1

R(xi;yvK+1
)M(yvK+1

;yt)

To turn this into a probability, a normalization constant Z is computed by simply

summing over all the K + 2 values. If node t is the root, we simply do not consider

the possibility to move up. For the case that Mt = 1, the transition up has to be
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slightly adjusted because it now causes the node t to be erased. In that case:

T (si = p) ∝
(Np + β)(α+ β)

α

R(xi;yp)

M(yt;yp)

Now we can use T to propose a new particle. We compute T again for the

same read in the new particle, and collect the probability it gives for the transition

back (if we proposed for the read to go down the tree, the reverse transition in the

new particle is the one where it goes up). We accept the proposal with probability

computed according to formula (2.35) or (2.37).

Node Move

Similarly to the read move, we can now define a larger transition in which we move

a whole node up or down the tree, with all its reads. Let t be a node with parent p

and K siblings v1 . . . vK . Let g be the parent of p.

First, in the case p is empty and t is its only child (i.e. Mp = Mt), we do not play

the transitions game: we immediately delete p and connect t to g. It can be easily

seen that such a move will always increase the particle probability. Now if Mp > Mt,

we consider K + 1 transitions for node t: it can become a child of g, or a child of one

its K siblings. Notice that we do not consider putting t as a child of a new sibling

vK+1, because this will make MvK+1
= Mt and thus make the transition irreversible.

Again, we give each transition a weight proportional to the particle’s probability:

T (g is the parent of t) ∝
Γ(Mp + α + β)(Mp −Mt − 1)!

Γ(Mp −Mt + α + β)(Mp − 1)!

M(yt;yg)

M(yt;yp)

T (vk is the parent of t) ∝
Γ(Mvk

+ α + β)(Mvk
+Mt − 1)!

Γ(Mvk
+Mt + α + β)(Mvk

− 1)!

M(yt;yvk
)

M(yt;yp)
.

and we accept or reject according to formula (2.35) or (2.37).
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Sequence Update

Here the tree and the assignments of reads to the nodes of the tree are fixed, and we

sample the sequences of the nodes. This is exactly the same problem we faced in the

previous model, and we use belief propogation to sample the sequences in the exact

same way (see “Sequence Update” in Section 4.2.2).

Spawn/Absorb A Leaf Node

This Metropolis-Hastings move is based on the Split-And-Merge formulation intro-

duced by Neal and Jain [38]. It is based on the notion that we can augment a

particle with a set of auxiliary random variables and use the formula in (2.35) on this

augmented particle as well. After we commit the move, the auxiliary variables are

cleared, until the next time they are needed.

Hence, we begin by sampling a set of auxiliary variables. The first variable is a

read i, chosen uniformly. Then, we uniformly choose a different read j from the set

of reads assigned to node si or one of its leaf children. Let I be the set of reads that

are either assigned to si or sj. Finally, we sample binary labels t̃ = {t̃k|k ∈ I} to the

reads in I as follows. We set t̃i = 0, t̃j = 1 and use any algorithm we want to classify

the rest of the reads in I into these two classes. The variables (i, j, t̃) are collectively

called a launch-state.

Now to the move itself. If si = sj we propose to spawn a new leaf from si and move

read j and perhaps other reads from si to the new leaf. Otherwise, we propose to

delete sj, and absorb all its reads into its parent si. Notice that regardless of whether

we spawn or absorb, P (i, j, t̃ | ω) = P (i, j, t̃ | ω′). This fact makes the acceptance

probability in (2.35) easy to compute when you plug into it the augmented particle,

since these complex terms will cancel out when we compute P (ω,i,j,t̃)

P (ω′,i,j,t̃)
, making the

acceptance probability

min

[

1,
P (ω′)T (ω′, i, j, t̃ → ω, i, j, t̃)

P (ω)T (ω, i, j, t̃ → ω′, i, j, t̃)

]

. (4.18)

We now define the transition probability T on the particle augmented with the



116 CHAPTER 4. PHYLOGENY FOR HIGH-THROUGHPUT SEQUENCING

launch-state: T
(
(ω, i, j, t̃) → (ω′, i, j, t̃)

)
. For clarity, we will omit the launch state

variables and the source particle from the formulation of T . If si 6= sj , we absorb,

setting ω′ to be the particle where sj is deleted and its reads move to si. In this case

T (ω′) = 1 and no other particles are supported.

If si = sj, we spawn. Denote t = si. We create a new node t′ whose parent is t.

We move all the reads k ∈ I for which t̃k = 1 to node t′. Notice that this changed the

value of sj to t′. We set yt′ to be the consensus of the reads now in t′. Let Nt, Nt′ be

the number of reads currently in these nodes. We go over all the reads k ∈ I \ {i, j}

in random order. For each read, we incrementally set

sk = t with prob.
Nt · R(xk;yt)

NtR(xk;yt) +Nt′R(xk;yt′)

sk = t′ with prob.
Nt′ · R(xk;yt′)

NtR(xk;yt) +Nt′R(xk;yt′)

and updateNt, Nt′ accordingly. Finally, we sample the sequence yt′ from P (yt′|yt, {xk :

sk = t′}) using the algorithm in section 4.6.3, and record the sampling probability.

The resulting particle is ω′, and the transition probability T (ω′) to this particle is

the product of this sampling probability with the individual probabilities that were

used to obtain each sk by the above process.

Notice that in a spawn move, we use the algorithm above both to sample ω′ from

T and to compute the transition probability T (ω → ω′). However, in an absorb move,

when we compute T (ω′ → ω) for Equation (4.18), we need to force the algorithm to

choose the values of the original ω.

Also notice that we did not specify the algorithm for choosing the binary labels t̃

in the launch state. In Jain and Neal [38], they suggest starting from arbitrary labels

for the reads in I \ {i, j}, and then running a few iterations like the one described

above to produce the launch state. We use this approach, although any other method,

even deterministic, will do. Also, the definition of T here was also arbitrary, and one

can plug-in any other distribution, as long as it gives a positive probability to all

partitions of the reads in I \ {i, j} between t and t′.
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Updating Parameters

We use the moves defined in Section 4.2.2 to update the model parameters (see

“Updating Birth/Death Rates” for how to update α and β, and “Updating Mutation

And Noise Model Parameters” for the other parameters).



Chapter 5

Clonal Structure of B Cell

Populations

5.1 Introduction

B cells and the antibodies they produce are critical to host defenses against microbial

pathogens. Evolution has selected for methods of generating an incredible diversity

of B cells, in order to respond to the large number of rapidly-evolving pathogens

in the environment. In this work we focus on the genomic region that codes for the

immunoglobulin heavy chain (IgH) in the B cell receptor, which spans several hundred

nucleotides and is generated in each new B cell in an essentially random way. Early

in B cell development, the heavy chain gene region goes through a process of gene

rearrangement, in which a single member from each of three gene segment categories,

commonly termed ‘V’, ‘D’, and ‘J’, is randomly chosen from pools of approximately 57,

25, and 6 functional possibilities, respectively. These gene segments are then joined

together via an additional randomizing process that first connects the D and J gene

segments, then the V and fused D-J segments: one enzyme (exonuclease) removes up

to 10 nucleotides from the ends of the gene segments, and another enzyme (terminal

deoxynucleotidyl transferase) adds up to 25 nearly-random new nucleotides in the

junction [40]. A newly generated B cell is called a naive B cell.

When a B cell in a suitable cellular environment detects an antigen bound by

118
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its immunoglobulin receptor, it undergoes extensive cell division accompanied by

somatic hypermutations, a targeted mutational process which generates point muta-

tions throughout the VDJ rearrangement [51]. B-cells that detect their antigen better

are selected over those that do not. The resultant cell lineage derived from a single

original cell is called a clone.

These 3 key factors, 1) highly informative genetic “labeling” of each B cell via the

nearly unique rearrangement of VDJ gene segments with junctional diversification,

2) marked clonal expansion following antigen stimulation, 3) and the accumulation

of somatic hypermutation in the progeny of a stimulated B cell clone, together make

immunoglobulin gene rearrangements a genomic signature recording the clonal lin-

eages and histories of all B cells in the human body. Recent improvements in DNA

sequencing technology have made it possible to read the information in thousands to

millions of such DNA molecules conveniently and inexpensively.

The relationships between members of the same clone are critical in the develop-

ment and functional biology of multicellular organisms, and are particularly important

in the agents of the immune system [14]. Experiments in mice and observations in

humans have given insights into receptors required for homing of B cells to partic-

ular tissue sites, but there is less knowledge of the degree to which the progeny of

clonally-expanded B cells in the human body disperse among different tissues, recir-

culate, or persist in a particular lymphoid tissue [42]. In vivo microscopy experiments

in mice indicate that in the short term, B cells participating in the germinal center

reaction are confined to the germinal center, although they migrate within it, and

new B cells can enter [2, 71]. Extending these results, microdissection and sequenc-

ing of B cells from different follicles within a human lymph node has given evidence

that B cell clones can become distributed among different follicles [6]. In addition,

some B cell subsets in the blood may be related to tissue populations such as splenic

marginal zone B cells [87]. Even taken together, these observations do not address

the longer-term distribution of B cells within the body. It is unclear to what degree

there is effective “mixing” of lymphocytes from different secondary lymphoid tissues

in humans or mice as a result of lymphocyte recirculation; some studies in mice find

evidence of distinct B cell pools that differ in their preference for circulation to spleen
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versus lymph nodes, while there is also considerable data highlighting mechanisms

that increase recirculation of lymphocytes under conditions of infection, with the ef-

fect of increasing the probability that T cells or B cells will encounter the antigen that

they specifically recognize [92, 4]. The extent to which there may be distinct B cell

repertoires, or preferential localization or recirculation of clonally-related B cells in

anatomically distinct human lymphoid tissues has not been characterized in healthy

individuals.

Here, we analyze high-throughput DNA sequence libraries of immunoglobulin

heavy chain VDJ rearrangements obtained from the blood and 3 solid lymphoid tis-

sue types (spleen, mediastinal lymph node and mesenteric lymph node) of human

subjects to study the B cell repertoire and clonal lineages present in each tissue. Our

findings indicate that there are systematic differences between the different tissues in

the level of somatic hypermutation. We also find a large number of clusters of clonally

related sequences that have members from multiple tissues, indicating migration of

B cells between lymphoid tissue sites.

5.1.1 Chapter Overview

The chapter is organized as follows. In Section 5.2 we give a general description of

the experimental procedure and methods we used to obtain the reads, clean them,

cluster them, and build a tree for each cluster. In Section 5.3 we report our findings,

analyzing the clusters we obtained. We discuss our results in Section 5.4. For comple-

tion, Section 5.5 provides a detailed account of the experimental and computational

procedures used to analyze and obtain the data.

5.2 Methods Overview

Peripheral blood and tissue samples of spleen, mesenteric lymph node, and mediasti-

nal lymph node were collected from 10 (otherwise healthy) organ donors, with the

exception of donor 1, whose spleen was unavailable. For each of those 39 samples, we

generated 6 replicate libraries of immunoglobulin heavy chain VDJ rearrangements
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by performing PCR on 6 independent aliquots of genomic DNA template. We se-

quenced these IGH libraries using high-throughput DNA pyrosequencing on the 454

platform. Short “barcode” sequences in the primers used for PCR identify the sample

and the DNA aliquot from which the sequenced molecule was amplified). Overall, we

collected 384,462 sequence reads. We filtered out reads derived from likely artifacts

in the PCR amplification or sequencing protocol. For example, if a sequence occurred

10 times in a single aliquot but was not seen in any of the other 5 aliquots from the

same sample, we counted it only as a single occurrence.

We then used the iHMMune-align program [28] to align each read to one of the

57 V and 6 J gene segments (and their allelic variants), using a repertoire based on

the IMGT reference repertoire [30]. We used a probabilistic clustering algorithm to

cluster the reads into read clusters based on the best alignments to V and J segments

and the similarity in the intervening sequence comprising the D segment and the V-D

and D-J junction regions. Clusters in which all reads came from the same aliquot were

again considered as PCR “jackpots” and collapsed to a single member, the consensus

sequence. Section 5.5 describes the entire procedure in detail.

This process resulted in a set of 172,560 clusters, each of which we refer to as a

distinct B-cell variant, i.e., a distinct VDJ rearrangement. Of these, the vast major-

ity — 164,561/172,560 (95.4%) — were clusters comprising a single copy (after the

correction for PCR). The remaining 7,999 were larger clusters that were derived from

multiple distinct reads found in at least 2 independent aliquots, indicating that at

least 2 different B cells with the same VDJ rearrangement were present; we use the

term clones to refer to these clusters, indicating that they most likely are the result of

a true cellular clonal expansion process. Reads assigned to the same clone exhibited

high similarity of the region from the end of the V segment to the beginning of the J

segment (which contains the junction regions), as well as a large number of common

hypermutations compared to the germline V sequence.

We developed a novel analytical tool, called ImmuniTree (see Section 4.2), to

construct a tree that represents the most likely organization of these clones into a

phylogeny. Similar to IgTree [5], and unlike traditional phylogenetic tree construc-

tion algorithms, ImmuniTree constructs trees where internal nodes can be, but do
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Figure 5.1: Number of variants for each donor, tissue.

not have to be, populated by observed reads. IgTree has been valuable in analyz-

ing immunoglobin sequences, but had a number of drawbacks for the analysis we

intended, in which thousands of reads were to be analyzed for some clones, and in

which we wanted to model sequencing errors versus hypermutation changes explicitly.

ImmuniTree uses a probabilistic model that explicitly represents processes analogous

to cell division and death that occur during clonal expansion and selection, as well as

sequencing error. This model-based approach drives the search for the optimal tree,

rather than the heuristic search used in igTree. The model also allows ImmuniTree to

provide a coherent treatment that helps distinguish read variation that arises from se-

quencing errors versus variation that corresponds to true differences in the sequenced

B cell DNA.

5.3 Results

5.3.1 Composition of B-cell Repertoire

Figure 5.1 and Figure 5.2 show the distribution of both variants and clones across

the different sources and individuals. We find relatively few clones in blood at the

depth of sequencing performed here, consistent with previously reported estimates of

the diversity of peripheral blood T and B cell populations and lack of large clonal

expansions in the peripheral blood of healthy individuals at baseline [3, 12]. Given

the tissue architecture of spleen and lymph nodes, where many B cells are organized

in follicles containing clonally-related lineages, we expected to identify overall higher

levels of clonality in the B cell repertoires in these tissues compared to the peripheral
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Figure 5.2: Number of clones for each donor, tissue. (A) Single-tissue clones. (B)
Shared clones. From top to bottom: Venn diagrams illustrating the amount of shared
clones compared to pure clones for non-blood tissues; clones shared by 2 tissues;
clones shared by 3 tissues (bars colored by the missing tissue).
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blood.

Strikingly, 3,411 clones (42.6% of the total number of clones detected) contain

members found in more than one of the tissue sites evaluated in an individual, in-

cluding many that occur in 3 of the tissue types evaluated (Figure 5.2). The patterns

of clonal sharing in different individuals showed variation, with some individuals show-

ing greater overlap between the two lymph node sites, while others had preferential

overlap between one of the lymph node types and the spleen (Figure 5.2). The shared

origin of the multi-tissue clones was supported by the positions of hypermutations

compared to the germline and by the non-templated bases of the junction regions,

which were common to most if not all the reads in a clone (Figure 5.3). To estimate

the frequency of possible artifactual sources of shared clonality such as PCR contam-

ination or sequencing errors in the “barcode” tags denoting the donor and tissue of

each read, we quantified clonal sequences with members detected in multiple patients,

and determined that such errors could account for very few of the reported shared

clones (which would be equally likely as multi-source clones) within each individual

(roughly 1%, see Section 5.5).
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dist to germline + length junctions for shared clones

Figure 5.3: Distribution of no. of unique bases (mutations relative to germline and
bases in junctions) that define each shared clone.

An examination of the trees constructed for these multi-tissue clones (see examples
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Figure 5.4: Examples of trees. The nodes represent B cells with distinct sequences.
The node’s size is proportional to the number of reads associated with it, also written
next to it. Each node is partitioned by the source tissues of its reads. Edge labels
show the Hamming distance between parent-child sequence pairs. Top edge label is
the distance from the germline. The bottom-right plot belongs to the tree on its left.
The rows are the reads, with their mutations compared to the germline (first row)
color coded for ACGT. The sequence of the germline is also color coded. The gaps
in the germline sequence are the N1 (V-D) and N2 (D-J) junctions.
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in Figure 5.4) suggests many cases where a single B cell gave rise to progeny that

migrated to different lymphoid tissue sites, and may have further migrated back

and forth among different tissues. The variation in clonal sharing between different

lymphoid tissues in different individuals suggests that the human lymphoid tissues do

not represent a “fully mixed” system. However, some of this individual variation could

be attributed to increased frequencies of clonally-related B cells within individual

follicles in the lymph nodes and spleen, so that sampling of particular subsets of

follicles within each tissue could give the appearance of differing degrees of clonal

sharing between tissues.

5.3.2 Biases in Use of V and J Gene Segments

Figure 5.5: V-J usage frequencies for variants, for every donor, tissue.

We next studied whether there are biases in the use of different V and J genes

across individuals and across tissue sites. Figure 5.5 shows the distribution of V-J

genes in the variant repertoire across all 10 donors and four sources. The difficulty of

confidently assigning D segment identity in many sequences led us to forgo a detailed

analysis of D segment usage for this purpose.
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Figure 5.6: L1 distances between each two of the 39 samples’ VJ usage frequencies.
Samples are ordered by donor, tissue (left) and tissue, donor (right).

An examination of the V-J usage frequencies suggests that the differences between

donors over the same tissue are more significant than the differences between tissues

within the same donor (The V-J usage frequencies over a set of variants is defined as

a vector that stores the fraction of variants associated with each V-J combination).

Figure 5.6 shows the L1 distance (the L1 distance for two vectors is the sum over

the per-coordinate absolute differences) between the V-J usage frequencies of every

pair of samples. In the left plot, the rows (and columns) are ordered donors first,

and then by tissues, with the samples taken from the same donor forming clear block

structures. These block structures are lacking when the order is tissue first, and then

donors (right plot).

However, some differences are dependent on the lymphoid tissue type. Figure 5.7

shows that in 8 out of 10 patients, the blood V-J usage frequency is the furthest from

the rest while the other 3 tissues are roughly equivalent, suggesting a distinction

between lymphocytes in blood and lymph tissue. In particular, blood likely contains

a greater proportion of naive B cells that have not encountered antigen, whereas the

solid lymphoid tissues are enriched in B cells that have been previously selected by

responding to an antigen. The lack of a significant V and J repertoire difference among
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Figure 5.7: V-J biases, Tissue vs other tissues. For each donor, a subsample was taken
from the variants detected in each tissue, so that the sample size is the same. Then,
for each tissue, the L1 distance was computed between the V-J usage frequencies of
(1) the variants in that tissue and (2) the variants in the other 3 tissues combined.
The sub-sampling was done 1000 times, standard deviation is shown by error bars.

the 3 solid lymphoid tissues, despite the differing proportions of B cell subsets such

as marginal zone B cells between spleen and lymph nodes, provides little evidence for

marked repertoire differences among the major B cell subsets [86, 85].

5.3.3 Structure of Mutational Processes

We next characterized the extent and features of somatic hypermutation observed in

both the single-copy VDJ variants, and in VDJs derived from the clonally expanded

B cells in each of the individuals and tissues studied.

First, we examined the mutational processes characterizing a mutational profile

— a distribution of mutations along different sequence positions within the V and J

region. We first aligned the V and J regions of each variant to a common reference

using the IMGT unique numbering system [47]. We then counted over all variants in a

given source, the number of mutations between the germline and the variant sequence

that occurred in each (aligned) amino acid position. We characterized each mutation

as silent (synonymous) or non-silent, and normalized the resulting counts, to produce

a distribution over the positions at which mutations (separating silent and non-silent

mutations) are likely to occur. Figure 5.8a shows this distribution when we aggregate

over all variants. Notably, there is little difference between these distributions across

lymphoid tissue sources (Figure 5.9), providing no evidence of systematic differences
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Figure 5.8: Distribution of mutations (silent and non-silent) over codon positions. The
V,J parts were aligned to a reference common to all genes. Only reference positions
mapped by all genes are shown. (a) Variant mutations, compared to germline. (b)
Clone mutations in the root of each clone, compared to germline. (c) Clone mutations
collected over all tree nodes, compared to their parents (thus this plot does not count
the mutations in (b)).
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between different tissues in the hypermutation or selection processes occurring as a B

cell’s immunoglobulin heavy chain genes mutate away from the germline sequence. Of

course, these data do not document which anatomic location the B cells were in when

the observed hypermutation occurred. Silent mutations are relatively less frequent

than non-silent mutations, with most positions exhibiting a marked preference for

non-silent mutations. Non-silent mutations appear to fall in a number of distinctive

peaks, representing previously described mutational hot spots.

We repeated this process for clones, comparing the root of the clone to the germline

(Figure 5.8b). Here also, we find very little difference between the different lymphoid

tissue sources (Figure 5.9b), except for blood, where we have only a few clones, making

the estimates very noisy. We also find that the germline-to-root mutational profile

for clones is very similar to the mutational profile for variants that are not clones,

consistent with a model in which the root of a clone is generated via the same process

used to generate nonclonal B-cell variants.

While the hypermutation process from the germline to the root of a clone remains

largely unobserved, the trees constructed for each clone give us a unique opportunity

to see the hypermutation process in action. Here, we accumulated all mutations that

occur across all edges in the tree, counting each mutation along an edge once (that

is, the same mutation conserved in a descendant node does not contribute again to

the profile). The resulting profile (Figure 5.8c) shows a very similar pattern to the

profiles corresponding to the variants and the clonal roots for the different tissue

sources (leaving aside blood).

Noting that the distribution of hypermutation changes over the length of the

V segment was similar in all tissues, we next examined other aspects of mutational

processes. For each variant, we imputed the sequence that was closest to the germline:

for singleton variants, this was the read itself; for clones, it was the inferred sequence

at the root of the tree. We then computed the percent of the V bases that were

different from the germline. We focused our analysis on the region of the V gene

downstream of the FR2 framework region, as most of the sequences in the dataset

were of this length, with fewer sequences containing the FR1 and CDR1 regions for

evaluation. The distributions (Figure 5.10a) are markedly different between blood
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A

B

Figure 5.9: A breakdown of Figure 5.8a and Figure 5.8b by tissue, respectively. Blood
clones not shown for clones, due to their low number.
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Figure 5.10: (a) CDFs over the distribution of %mutation (compared to germline)
in V region in variants, for each source tissue. (b) Same as (a), but distribution is
restricted to variants with at least 2 mutations compared to germline (e.g., non nave
B cells). The two lymph node curves are on top of each other. (c) CDFs over various
tree features, collected from the 7999 trees constructed for the clones, show significant
differences between tissues. From top to bottom: maximal mutational height (i.e.
depth of tree), median mutational height, median mutational edge distance, maximal
mutational edge distance. Section 5.6 shows how each of these CDFs look for every
patient.
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and the other sources, with blood variants being considerably closer to the germline

than variants in other sources (p < 1e − 7), as expected given the proportion of

naive B cells in the peripheral blood. However, even if we focus on variants that are

unlikely to correspond to naive B-cells — those with more than one mutation in V

– we see that B cells found in blood tend to be considerably closer to germline than

cells in all other tissues (Figure 5.10b). Less prominent but still present (p = 0.02)

is a lower distance to germline in splenic B cells (mean = 4.2%) compared to the

lymph node samples (means = 4.8%, 5.1%); this pattern, which is found in 7 of the

9 individuals for which spleen measurements were available, does not arise from a

larger fraction of non-mutated presumptive naive B-cells, but rather arises from the

population of mutated IGH having overall lower levels of mutation. Several other

features (i.e., the length of the V-D and D-J junctions) showed no differences across

tissues (Figure 5.11).

We next quantified the somatic hypermutation diversity detected in members of B

cell clones from the different lymphoid tissues studied. This can be quantitated using

different metrics, including: the maximum and median node-depth — the number of

mutations along a path from the root to a node in the tree; and the maximum and

median edge-length — the number of distinct mutations along a single edge in the tree.

Here (Figure 5.10c), we also see distinct patterns across the different lymphoid tissue

sources, which are consistent across all four metrics. In blood, there is a sharp peak

close to 0, with a very small fraction of the clones exhibiting substantial diversity; this

pattern repeats consistently across all 10 individuals (see Section 5.6 for a per-patient

breakdown). In spleen, we see a peak at 0, which decays gradually, and is markedly

lower than the peaks we see in the two lymph nodes or in the multisource clones;

this pattern repeats consistently across 6 of 9 individuals. We also find differences

in clonal diversity between the two lymph nodes, with the mediastinal lymph node

exhibiting less diversity (a pattern consistent across 9 of 10 individuals). Finally, the

multi-tissue widely dispersed B cell clones (those found in multiple lymphoid tissue

sources) were strikingly different from those found only in a single tissue (including

those found only in a single lymph node), having larger intraclonal diversity and

intraclonal mutational distance from the root of the clonal tree, with a significantly
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Figure 5.11: CDFs over various features collected from the 164561 variants, which
showed no significant differences across tissues. From top to bottom: length of N1;
length of N2; no. bases eaten from V, no. bases eaten from left of D, no. bases eaten
from right of D, no. bases eaten from J.
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depressed peak at 0.

These multi-tissue widely-dispersed clones show levels of hypermutation similar

to those associated with antibody-secreting B cells (ASCs) seen in secondary vaccina-

tion responses, suggesting that B cells repeatedly exposed to antigen may also become

distributed more evenly throughout the lymphoid tissues in the body [88]. Wide dis-

persal of B cells reactive with commonly-encountered antigens would likely contribute

to effective immune surveillance for future exposures to pathogens expressing those

antigens.
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Figure 5.12: Heat map: number of clones binned by (hamming distance to germline,
number of nodes in tree).

Finally, also of interest, we note that the extent of a clone’s diversification (mea-

sured by the number of nodes in the tree) seems largely unrelated to its distance from

the germline (Spearman correlation = -0.13), as shown in Figure 5.12.

5.4 Discussion

The fundamental genetic mechanisms for the production of diverse antibodies have

been known for decades, but it is only recently that experimental methods of DNA

sequencing have achieved a scale comparable to the size and complexity of the B
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cell populations present in human tissues. We have applied high-throughput DNA

sequencing of IGH VDJ rearrangements to characterize the clonal relationships and

antibody gene repertoires of B cells in the blood and solid lymphoid organs of human

subjects. The results reveal several features of human B cell biology and anatomy.

We have identified statistically significant differences in germline V and J segment

usage in B cells in the blood compared to the solid lymphoid tissues, and additional

differences in V and J segment usage frequencies in B cells that are members of

expanded clonal populations detected within an individual, likely marking the V

and J segments used in clones that were previously stimulated by prior infections,

vaccinations, or other immunological events in each individual. We examined whether

particular V segments contributed more frequently to clonally-expanded populations

across different individuals, but failed to find examples of this kind, possibly because of

the relatively low number of clones obtained per individual, compared to the number

of V-J combinations.

Our analysis uncovered systematic features of the distribution, number and muta-

tional properties of clonally-expanded B cell populations in blood, lymph nodes, and

spleen. At the depth of sequencing we performed, between 7-16% of all IGH sequences

detected were members of expanded clonal populations. The degree of hypermuta-

tion of B cell clones showed systematic differences between the tissues studied, with

more blood-borne clones showing low mutational levels, with splenic clones showing

intermediate mutation levels, and lymph node-associated clones being more highly

mutated. Clones with members in many different tissue sites were the most striking

feature of this analysis.The trees of the shared clones are significantly deeper and

larger than the trees derived from clones restricted to a single tissue. The implica-

tions of this finding could be that clonal B cells that are mainly present in a single

tissue have been subjected to less extensive or repeated antigenic stimulation, or had

lower affinity interactions with antigen, while B cells that undergo more extensive

or repeated antigenic stimulation give rise to large clonal expansions that circulate

through the lymphoid tissues of the body more widely, and may be longer-lived and

persistent in widely separated tissue sites. Further study aimed at identifying the

antigenic specificity of these clonal cell populations should address whether these B
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cells represent the memory pool of cells specific for chronic pathogens such as herpes

viruses, or are specific for members of antigenically-diverse viral or bacterial species,

including the agents of seasonally-recurrent viral infections such as influenza, among

other possibilities.

5.5 Appendix: Methods in Detail

Specimens

The Research Committee of the California Transplant Donor Network approved the

collection of specimens from deceased organ donors who had research authorization.

Legal next-of-kin are presented with the opportunity to participate in ongoing donor

research at the time of authorization for organ and tissue donation. Those who

authorized research received information about ongoing research in deceased organ

donors. Deceased organ donors are not considered human subjects any longer and

Institutional Review Board approval is therefore not required. All deceased donors

were clinically managed according to established protocols for organ donation.

Whole blood samples and three lymphoid tissue types, spleen, mediastinal lymph

nodes, and mesenteric lymph nodes were collected during the organ recovery process.

Lymphoid tissue samples were immediately placed in vacutainer plastic tubes and

immediately put in a styrofoam box filled with dry ice. Whole blood samples were

collected in standard serum gold-top tubes and placed in an ice filled biohazard bag.

DNA Template Preparation

Peripheral blood mononuclear cells were isolated by centrifugation of diluted blood

layered over Hypaque 1077 (Sigma-Aldrich). Solid lymphoid tissue specimens were

frozen in liquid nitrogen following collection. Column purification (Qiagen, Valencia,

CA) was used to isolate genomic DNA template. PCR primer design

Primers for amplifying human IGH VDJ libraries for 454 sequencing were similar

to those previously described in Boyd et al. [12]. 7 primers that anneal to framework

region 2 (FR2) of IgHV gene segment family members, or 6 primers that anneal to
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framework region 1 (FR1), were used with a common IgHJ primer in multiplexed

reactions. These primers contained additional sequence elements at the 5’ ends to

permit emulsion PCR, amplicon capture and pyrosequencing. A 10-nucleotide unique

sequence “barcode” in the IgHJ primer was added to identify the sample from which

particular amplicon products were derived, and a separate 10-nucleotide barcode in

the IgHV primer set was used to identify the products of each of 6 independent

replicate amplifications from each sample. Primers were obtained from Integrated

DNA Technologies (Coralville, IA).

PCR Amplifications and Sequencing Sample Preparation

PCR amplifications were performed using 200ng of template genomic DNA for each

of 6 replicate PCR amplifications for each sample. In 50µL reactions, 10pg of each

primer, and 0.5µL of AmpliTaq Gold enzyme (Applied Biosystems, Foster City, CA)

were used. Initial PCR amplification used the following program: (95◦C for 10 min-

utes); 35 cycles of (95◦C for 30 seconds, 58◦C for 45 seconds, 72◦C for 90 seconds);

(72◦C for 10 minutes). 10 µL of the products were amplified for 2 additional cycles in

fresh PCR mix with external Titanium A and B primers to minimize heteroduplexes

in the final product. Amplicons from the various replicate PCR reactions for all sam-

ples were pooled in equal amounts and purified by 1.5% agarose gel electrophoresis

and gel extraction, with dissolution of the gel slice at room temperature in lysis buffer

prior to column purification (Qiagen, Valencia, CA).

High-throughput Pyrosequencing

Amplicon library pools were quantitated by real-time PCR (Roche, Connecticut).

IGH sequence data were generated with the 454 instrument using Titanium chemistry,

with long-range amplicon pyrosequencing beginning from the “B” primer (Roche,

Connecticut).
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PCR Cleaning

As PCR is an important source of error, we take a conservative approach trying

to filter that type of artifact. Our main concern are “jackpot” events in which a

single sequence is being over-amplified early on in the PCR process, increasing its

abundance in the resulting sample many times over its true share. However, this is

a low-probability event, and the chances of this event happening twice to the same

sequence in separate aliquots who went through the PCR process independently is

extremely small. Hence, if we see that a certain read appears many time in one

replicate, but not even once on any other replicate, we will assume that it multiple

occurrences are due to a PCR artifact, and count it as if it only occurred once.

For each unique read, let (r1, ..., r6) be the number of copies of the read in each of

the 6 replicates. Let ri be the highest of those values and let rj be the second highest.

Erase copies of the read from replicate i until that replicate has min(ri, rj + 1) reads.

Most of the reads (70%) are singletons to start with, and hence this step has no effect

on them. About 27% more appear multiple times but on the same replicate, and thus

they become singletons after this phase.

VJ Alignment

Our initial catalogue was obtained from the IMGT reference library [30]. We used

iHMMune-align to obtain the V and J alleles of each read. We then created a collapsed

version of that catalogue, by choosing a single representative sequence for each set of

alleles that belonged to the same gene (for example IGHV1-18*02 and IGHV1-18*03

were collapsed into IGHV1-18). The representative sequence was set to the allele

most popular among the reads. We thus remained with 57 V genes and 6 J genes.

We then realigned each read to its (collapsed) V gene (Smith-Waterman) and used

the alignment to fix all indels that occurred in the V part of the read. However,

we intentionally did not attempt to fix the part of the read that mapped to the last

40 bases of the V region, since some of that region may have been eaten during the

recombination phase. Reads that were extremely short, extremely long, or with too

many bases at their beginning that did not match the V gene were filtered out. The
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same approach was used to align the reads in their J side, this time fixing indels in

the J region except for the first 20 bases.

Clustering The Reads

The analysis was done separately for each donor. For each V-J combination, we

collected all the reads with that combination. We trimmed the reads from left and

right so that they all start at the same V base and end in the same J base. We then

binned the reads according to length. For each such bin, we then used the clustering

algorithm of Section 4.4 to divide the equal-length reads to their final clusters.

We use our own implementation of the iHMMune-align profile HMM on the con-

sensus sequence of the reads in each cluster to uncover the cluster’s germline. The

algorithm returns the chosen D gene (we already had the V and J genes), marks the

V,D,J regions as well as the junctions, and maps those regions to the germline. This

allows us to see how many bases were eaten from the edge of each gene, and how far

the cluster’s reads are from naive B cells.

Processing The Clusters

Each cluster in which all the reads came from the same replicate, we conservatively

treat as PCR artifact, and hence count the entire cluster as if we only observed a

single sequence, set to be the consensus sequence of the reads. We term such clusters

as variants.

The other clusters, each with reads from at least two different replicates, are

termed clones. After we construct a tree for each clone using the algorithm of Sec-

tion 4.2, we make a single pass over the reads in which we may remove some of the

reads associated with leaf nodes of the tree suspect of being PCR errors. Such a read

is removed if (1) it is the only read occupying its leaf and (2) the parent node of the

leaf contains a read from the same replicate.
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Assessing Leakage

One possible concern is that some of the shared clones (between tissues) were “false

positives” due to contamination during the library preparation phase or sequencing

process, which could cause errors in the barcode section of some reads, thus associating

them with the wrong sample. To estimate how many of our shared clones could be

explained by leakage, we ran the algorithm again, this time pooling all the donors

together during the clustering phase.

We attributed the clusters that were shared by reads from different patients to

leakage. We had 424 such clusters, 195 of them were of size 2. Recall we have 10

patients, 4 samples for each patient (ignoring, for simplicity, the missing spleen of

patient 1), and hence there are
(
10
2

)
42 = 720 pairings of samples that could have

caused those cross-patient leakage clusters. In addition, there are 10 ·
(
4
2

)
= 60 same-

patient sample pairings. Assuming that the rate of leakage within the samples of the

same patient is the same as the rate of leakage between patients, we would expect

(195/720) · 60 = 16.25 shared clones of size 2 due to leakage, which is 1.04% of the

1560 such clones our algorithm reported. We did the same calculation for clones of

size 3, and estimated 0.96% of our reported shared clones to be “false positives”.

Since clones of size 2 and 3 are the majority (71.3%) of the shared clones we report,

we roughly estimate the percentage of shared clones due to leakage to be 1.0% from

the total.

Assessing Clonality

Our final set of reads consists of one read per variant, plus all the reads associated

with a clone. Table 5.1 shows the fraction of reads that are members of clones for

each sample, and for each tissue (pooling together all patients).

P-Values For Feature Differences

When we come to assess whether the difference between two tissues over the distri-

butions of a particular feature is significant, we need to account for the donor specific

contribution to the distribution. To model this type of scenario we used a Random
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blood spleen mes med
donor 1 0.10 — 0.17 0.20
donor 2 0.04 0.07 0.02 0.03
donor 3 0.08 0.12 0.03 0.08
donor 4 0.04 0.06 0.01 0.13
donor 5 0.06 0.06 0.05 0.07
donor 6 0.04 0.12 0.15 0.11
donor 7 0.03 0.23 0.24 0.19
donor 8 0.15 0.17 0.14 0.20
donor 9 0.06 0.20 0.20 0.24
donor 10 0.22 0.18 0.16 0.26
all 0.07 0.16 0.13 0.16

Table 5.1: Fraction of reads in clones.

Effect model (see Borenstein et al. [10]) which provided us with a p-value for each

pair of tissues. Specifically, for each donor we estimated the difference between the

means of the two tissues and the variance for this difference (see Chapter 4 in Boren-

stein et al. [10]). The Random Effect analysis gets these estimations and returns the

p-value under the null distribution that the difference is 0.

Assume there are K studies, each may involve different number of samples. Let

Tk, vk be the mean and variance of the effect measured in study k. Under the fixed

effect scenario, we assume that there is a single variable S representing the mean

of the effect, which is applied in the same way to every sample in every study, with

the addition of sample-independent noise. If T and v are given as column vectors in

MATLAB, then the following code returns the p-value for the effect being as big as

we ovserve:

function p = fixed_effect(T, v)

w = 1./v;

T_dot = w’*T / sum(w); % combined mean

v_dot = 1/sum(w); % combined variance

z = T_dot / sqrt(v_dot); % z-score

p = 2*(1-normcdf(abs(z))); % p-value

Under the random effect scenario, we assume that the effect S is transformed



5.6. APPENDIX: FIGURES IN DETAIL 143

slightly in every different study, so the mean of all the samples in study k is actually

S + Rk, where Rk is the study specific effect. We can reduce this problem to a fixed

effect scenario by correcting (increasing) each within-study’s variance vk to include

the between-studies variance, called tau-squared. The following code implements this:

function p = random_effect(T, v)

w = 1./v;

T_dot = w’*T / sum(w);

Q = w’* ((T - T_dot).^2);

C = sum(w) - (sum(w.^2)/sum(w));

tau_squared = max(0, (Q-k+1)/C);

v_ = v + tau_squared;

p = fixed_effect(T,v_);

5.6 Appendix: Figures in Detail

This section shows the per-patient CDFs of the features that were aggregated over

the patients in Figure 5.10c. The following features are shown:

Mutational distance of an edge is the hamming distance between the sequences of the

parent-child pair connected by the edge. The maximum and the median are taken

over all edges (not including the germline-to-root edge).

Mutational height of a tree node is the longest path from it to a descendant, where each

edge length is measured by mutational distance as decribed above. The maximum

mutational height is essentially the height of the root, and the median mutational

height is taken over all the tree nodes.
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Figure 5.13: Per-patient CDFs for maximal mutational height (i.e. depth of tree).
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Figure 5.14: Per-patient CDFs for median mutational height.
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Figure 5.15: Per-patient CDFs for median mutational edge distance.
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Figure 5.16: Per-patient CDFs for maximal mutational edge distance.



Chapter 6

Conclusions and Future Directions

6.1 Summary

This thesis has focused on two important dimensions of high-throughput sequencing

that become increasingly important as we move from single sequence assembly to

sequencing genomic populations.

In one dimension (“breadth”) we have shown the difficulty that the current assem-

bly programs have in coping with heterogeneous, imbalanced, populations of genomes.

In these scenarios the reads need to be stitched together, and the current algorithms

use a combinatorial graph structure to represent the overlap between the reads and

decode the underlying sequence. However, in an environment more complex than a

single dominant sequence and with noisier, and longer, reads, the graph structure

quickly “explodes” in terms of memory and computational complexity, unless thor-

ough filtering is done as a preprocessing step. Nevertheless, such aggressive filtering

might throw away the most important, though weak, signals we might be looking for.

The probabilistic approach we applied can accomodate more noise without filtering

the reads a-priori, and hence can lend itself to better detection of sequences even in

noisy metagenomic environments.

On the other dimension (“depth”), we focused on the problem of expressing the

diversity in a population of closely related sequences. However, here we assumed that

148
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the breadth dimension was solved, i.e. the reads all mapped to the same genomic re-

gion (though in different genomes), hence no stitching was necessary. The traditional

way to approach the problem was to build a phylogenetic tree over the sequences,

but we have shown that the traditional phylogenetic tree algorithms fall short when

faced with the volume of reads typical to next-generation sequencing, both in terms

of complexity and in terms of output readability. Our method, which decouples vari-

ance due to read noise from variance due to mutations, was able to both reduce the

complexity of the problem and provide a more meaningful output to the user.

Although this work addressed these two dimensions separately, in the general case

they are entangled. This is most likely going to be the case in the future, as more

data means more depth per genomic family, which gives rise to larger coverage of

rare variants. This is a hard problem. A single disagreement between reads could

be the result of three causes: sequencing noise, genomic repeat, population variant.

We might say that in the second part of this work we tackled two out of these three

factors, but we are yet to build a method that addresses all three of them.

6.2 Future Directions and Open Problems

6.2.1 The Probabilistic Approach to Sequence Assembly

Advancements in sequencing technologies will make this problem easier. Already,

some sequencing technologies provide read pairs and triplets that can help us resolve

repeats [27]. Other promising technologies can uniquely annotate sets of reads that

come from the same DNA molecule or even the same region of the molecule [62]. This

rich meta-data will provide us in the near future the signals to resolve both repeats

and variants.

Our unique approach uses a probabilistic model to explain the data. This approach

is going to be more important in the future, for several reasons. First, this approach

can use more of the data, because its robustness to noise allows it to use even noisy,

imperfect, reads. Second, a method based on a probabilistic model can assign concrete

confidence values to the inferred sequence content, which can in turn be used to obtain
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a trade-off between depth of coverage and sequence accuracy. In other words, with

the statistical approach we can do “more with less”.

Third, the probabilistic approach, being modular as many probabilistic models are,

can more readily incorporate the constantly evolving meta-data, with each technology

providing its own unique signals and features, i.e. quality scores, read pairs. The

probabilistic formulation can naturally embed those signals into the generative model

with minimal parameter tuning, providing better adaptivity to new technologies.

Fourth, we have shown that our probabilistic model can perform better than the

de-Bruijn based methods in an environment where the sequences have different levels

of abundance. This is because the level of abundance can be part of the model (in

our case through the Chinese Restaurant process prior). In some environments this

signal is key, for example in transcriptome assembly (RNA-Seq). As mentioned by

Pachter [58]:“Accurate and complete transcriptome assembly is, in turn, dependent

on the ability to accurately quantify relative transcript abundances. This is because

fragment lengths are currently much shorter than transcript lengths, and therefore

local estimates of relative abundance are the only information available for phasing

distant exons during assembly. For this reason, statistical assembly approaches such

as [Laserson et al. [45]] need to be developed for transcriptome assembly” (emphasis

in the original).

6.2.2 Phylogeny Reconstruction

With regard to phylogeny reconstruction, as the old tools are adapted to the larger

volumes of data, much effort and creativity will be required to provide a concise sum-

mary of the output tree(s). Moreover, since Bayesian tools are taking an increasingly

imnportant role in phyolgenetic tree reconstruction, the output should really be an

integration of the many trees sampled by the algorithm. With the number of reads

growing and the noise component increasing, the entropy of the probabilistic space

over the trees grows as well, and the task of finding the one true tree becomes less

relevant. I n the output to our users, we will have to represent both the regions of

uncertainty and the insightful high-level and high-confidence truths.
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On a completely different note, indels (insertions and deletions) are usually ignored

during phylogeny reconstruction algorithms (our work included), due to complexity

issues. Instead, what usually happens is that the sequences are aligned beforehand

using a different tool, and those alignments are fixed during the phylogeny reconstruc-

tions. Indeed, without indels, one can treat every site as an independent instantiation

of genotypes from the same hypothetical tree. This greatly simplifies things compared

to the alternative case where we also need to constantly re-align all the sites to each

other.

While this approach can handle, to some extent, indels that are due to sequencing

noise (typical for 454), it does not handle well indels that are an integral part of

the mutational process we built the tree for. For example, in B cell clones, the

hypermutations include indels as well. While in most cases these indels result in

an out-of-frame sequence that will not survive, sometimes a combination of indels

generates a fit sequence, which is of much interest. Hence, a great improvement

in tree reconstruction methods will occur when they start representing indel events.

Some initial work in this direction was put forward by Bouchard-Côté et al. [11], and

more is coming.

6.2.3 B Cells and The Adaptive Immune System

In the realm of B cells and the adaptive immune system, this work is a first step in

establishing a pipeline for ImmuneSeq data. In the future we intend to fully automate

the process that will get as input a set of reads, and return their organization in clones,

with a lineage tree reported for each one. We intend to build an analogous pipeline

for light-chain Immunoglobin sequences, as well as for T cell receptors.

There are many other improvements that can enhance our view of this type of

data. First, in this work we did not try to distinguish between different alleles of the

same gene segment (for example IGHV1-18*02 and IGHV1-18*03). In future work we

can infer those alleles better, since restricted to a single individual there should only

be two possible alleles for each gene segment. Moreover, we can use co-occurrences

of particular V and J alleles to phase those alleles (i.e. perhaps IGHJ2*01 goes with
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IGHV1-18*03 but IGHJ2*02 goes with IGHV1-18*02), as shown by Kidd et al. [41].

One use of ImmuneSeq is to monitor changes in the B cell population of a single

individual, by sequencing B cells in multiple time points. We could use our system to

explicitly track the changes in each clone, and relate the clones obtained from two or

more time points. We could use our current system and simply pool all the data for

the same individual together. We can build a tree for each clone and color the nodes

according to the different time points, much like we colored them by the source tissue

of the reads. A different approach can inject the time information into the model,

making reads from later time points more likely to be placed lower on the tree.

Future research can take this work in different directions. First, we can use our

trees to gather important statistics about the hypermutation process. We can see

how the transition probabilities depend on the position in the sequence, the sequence

context, the depth in the tree, and other hypermutations that already occurred. We

can also characterize the hypermutation response to a particular external factor. For

example, it will be interesting to see what kind of mutations are common to all clones

that target a virus from a particular family.

Second, we can start looking at the secondary and ternary structure of the B

cell receptor, and match it to possible antigens. If we know that the individual has

efficient antibodies against a virus, we can use our system to investigate which clone

did the heavy lifting, and use the information from this clone to design a vaccine.

Some initial work in this direction was done by Wu et al. [89].

In this work we sequenced the DNA of B cells, but an alternative approach could

sequence the RNA that generates the B cell receptors and antibodies. On the one

hand, shifting to RNA weakens our assumption that the frequencies of the read se-

quences represent the frequencies in the B cell population, because different B cells

can produce at the same time different amounts of antibodies. On the other hand, the

RNA sequence contains an exciting new information about the class (functionality)

of the antibody (IgG, IgA, IgM, etc.), which can give us new insights on the role that

each clone of B cells plays in the defense efforts.
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6.3 Concluding Remarks

In 2012 we find ourselves in the middle of a genomic revolution. Every year we get

an order of magnitude more data than the year before. Sequencing technologies are

becoming cheaper and more widely used. Sequencing is rapidly becoming one of the

most essential tools for diagnostics and treatment. Already, vast amount of resources,

both for storage and computation, are allocated for biological data. Not far is the

day where the cost of sequencing will be low enough that millions of people could

afford having their full genome sequenced, perhaps multiple times a year, growing the

current amount of biological data by many orders of magnitude.

This fast growing pace, both in the depth of the data per sample and in the number

of samples being sequenced, creates many computational challenges (even storing the

data is now a nontrivial task). Some of the algorithms that used to work at a certain

point in the past cannot keep up with the data growth just a few years down the line.

More over, the increased sequencing depth can unravel cases population variabliity

[82], in terms of SNPs, structural variants, and copy number variations, creating in

the data a significant component of uncertainty that is bound to change and grow.

If we want to stay on the front line of the technological advancement we need to

be able to quickly adapt to different levels of noise and larger volumes of data. Rather

than tailor a new algorithm from scratch for each new technology, the probabilistic

approach offers a principled way to produce an algorithm that will maximally exploit

the information from your high-throughput reads (yes, even the noisy ones). In this

thesis we twice demonstrated how such an algorithm is naturally produced given a

probabilistic model incorporating both our biological assumptions and the sequencing

profile.

Application of the algorithms developed in this thesis are relevant even outside

the context of B cell repertoires and general Metagenomics. Another set of examples

include cancer tumor cells [84] and pathogen populations such as HIV viral strains

[81], where the genetic diversity is associated with disease progression and impacts the

effectiveness of the drug treatment regime. Mapping out the lineage tree for these di-

verse processes provides valuable insight into the complex eveolutionary relationships
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and has potential for enabling strategic design of therapeutics.

Our models and the way we do inference on them can surely be improved. In

addition, more work is required to successfully model other sets of assumptions and

sequencing profiles. However, with this rapidly evolving data we believe that algo-

rithms that use a probabilistic model and are hence able to enjoy its modularity and

flexibility will prove advantageous in the years to come. This thesis is a step in this

direction.
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Elodie Foulquier, Lisa Truong, Valérie Thouvenin-Contet, and Gérard Lefranc.



BIBLIOGRAPHY 161

IMGT unique numbering for immunoglobulin and T cell receptor variable do-

mains and Ig superfamily V-like domains. Developmental and comparative im-

munology, 27(1):55–77, January 2003.

[48] Ruiqiang Li. SOAPdenovo, 2009. URL

http://soap.genomics.org.cn/soapdenovo.html.

[49] Kevin Liu, C Randal Linder, and Tandy Warnow. Multiple sequence alignment:

a major challenge to large-scale phylogenetics. PLoS currents, 2(perhaps 0):

RRN1198, 2010.

[50] Kevin Liu, C. Randal Linder, and Tandy Warnow. RAxML and FastTree: Com-

paring Two Methods for Large-Scale Maximum Likelihood Phylogeny Estima-

tion. PLoS ONE, 6(11):e27731, November 2011.

[51] Nancy Maizels. Immunoglobulin gene diversification. Annual review of genetics,

39:23–46, January 2005.

[52] Marcel Margulies, Michael Egholm, William E Altman, Said Attiya, Joel S

Bader, Lisa A Bemben, Jan Berka, Michael S Braverman, Yi-Ju J Chen, Zhoutao

Chen, Scott B Dewell, Lei Du, Joseph M Fierro, Xavier V Gomes, Brian C God-

win, Wen He, Scott Helgesen, Chun Heen H Ho, Chun Heen H Ho, Gerard P

Irzyk, Szilveszter C Jando, Maria L I Alenquer, Thomas P Jarvie, Kshama B

Jirage, Jong-Bum B Kim, James R Knight, Janna R Lanza, John H Leamon,

Steven M Lefkowitz, Ming Lei, Jing Li, Kenton L Lohman, Hong Lu, Vinod B

Makhijani, Keith E McDade, Michael P McKenna, Eugene W Myers, Eliza-

beth Nickerson, John R Nobile, Ramona Plant, Bernard P Puc, Michael T

Ronan, George T Roth, Gary J Sarkis, Jan Fredrik F Simons, John W Simp-

son, Maithreyan Srinivasan, Karrie R Tartaro, Alexander Tomasz, Kari A Vogt,

Greg A Volkmer, Shally H Wang, Yong Wang, Michael P Weiner, Pengguang

Yu, Richard F Begley, and Jonathan M Rothberg. Genome sequencing in micro-

fabricated high-density picolitre reactors. Nature, 437(7057):376–380, September

2005.



162 BIBLIOGRAPHY

[53] Eli Meyer, Galina Aglyamova, Shi Wang, Jade Buchanan Carter, David Abrego,

John Colbourne, Bette Willis, and Mikhail Matz. Sequencing and de novo anal-

ysis of a coral larval transcriptome using 454 GSFlx. BMC Genomics, 10(1),

2009.

[54] F Meyer, D Paarmann, M D’Souza, R Olson, E M Glass, M Kubal, T Paczian,

A Rodriguez, R Stevens, A Wilke, J Wilkening, and R A Edwards. The metage-

nomics RAST server - a public resource for the automatic phylogenetic and func-

tional analysis of metagenomes. BMC bioinformatics, 9(1):386, January 2008.

[55] Radford M Neal. Density Modeling and Clustering Using Dirichlet Diffusion

Trees. Bayesian Statistics, 7:619–629, 2003.

[56] Radford M Neal. Slice Sampling. The Annals of Statistics, 31(3):pp. 705–741,

June 2003.

[57] D Newman, A Asuncion, P Smyth, and M Welling. Distributed algorithms for

topic models. Journal of Machine Learning Research, 10:1801–1828, 2009.

[58] Lior Pachter. Models for transcript quantification from RNA-Seq. arXiv, pages

1–28, April 2011.

[59] Yu Peng, Henry C M Leung, S M Yiu, and Francis Y L Chin. Meta-IDBA: a

de Novo assembler for metagenomic data. Bioinformatics (Oxford, England), 27

(13):i94–i101, July 2011.

[60] Morgan N Price, Paramvir S Dehal, and Adam P Arkin. FastTree: Computing

Large Minimum Evolution Trees with Profiles instead of a Distance Matrix.

Molecular Biology and Evolution, 26(7):1641–1650, July 2009.

[61] Morgan N Price, Paramvir S Dehal, and Adam P Arkin. FastTree 2–

approximately maximum-likelihood trees for large alignments. PloS one, 5(3):

e9490, January 2010.



BIBLIOGRAPHY 163

[62] Dmitry Pushkarev, Norma F Neff, and Stephen R Quake. Single-molecule se-

quencing of an individual human genome. Nature biotechnology, 27(9):847–50,

September 2009.

[63] Junjie Qin, Ruiqiang Li, Jeroen Raes, Manimozhiyan Arumugam, Kristof-

fer Solvsten Burgdorf, Chaysavanh Manichanh, Trine Nielsen, Nicolas Pons,

Florence Levenez, Takuji Yamada, Daniel R Mende, Junhua Li, Junming Xu,

Shaochuan Li, Dongfang Li, Jianjun Cao, Bo Wang, Huiqing Liang, Huisong

Zheng, Yinlong Xie, Julien Tap, Patricia Lepage, Marcelo Bertalan, Jean-Michel

Batto, Torben Hansen, Denis Le Paslier, Allan Linneberg, H Bjø rn Nielsen,

Eric Pelletier, Pierre Renault, Thomas Sicheritz-Ponten, Keith Turner, Hongmei

Zhu, Chang Yu, Shengting Li, Min Jian, Yan Zhou, Yingrui Li, Xiuqing Zhang,

Songgang Li, Nan Qin, Huanming Yang, Jian Wang, Sø ren Brunak, Joel Doré,
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