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Abstract—A new method to extract credit card information from 

cell phone images is described. The credit card image is pre-

processed using Contrast Limited Adaptive Histogram 

Equalization (CLAHE) for contrast enhancement and non-linear 

soft coring technique for noise removal. The card bounding box 

is detected using Hough transform and geometric line processing, 

with iterative algorithm to improve robustness. The image is then 

morphed into a normalized template and the type of the card is 

detected using phase correlation. A novel method using feature 

detection and key-point projection is used to further segment the 

image into regions of interest (ROI). The ROIs are processed 

using an adaptive threshold computation technique which is 

important for obtaining reliable results from the Optical 

Character Recognition (OCR) system used to extract text 

information from the images. Multi-channel data processing 

from the color image is applied to improve the accuracy of the 

detection and an arbitration scheme is used to determine the 

extracted text. Experimental results demonstrate high hit-rate for 

number recognition, but show poor extraction of name field. 

Further work is needed before this system can be used in a 

commercial environment. 

Keywords-credit card processing, OCR, contrast enhancement, 

non-linear noise reduction 

I.  INTRODUCTION 

In the recent past the use of “smart” mobile phones has 
exploded world-wide. With the advent of development 
platforms like Android and iPhone, there is a tremendous effort 
involved in developing applications for various commercial 
needs. Additionally, ecommerce transactions over mobile 
platforms have also increased. Credit card processing using 
mobiles phones is a novel usage of this technology which is 
especially beneficial to small vendors & individual sellers. A 
survey of the present technology reveals that there are many 
companies that provide credit card processing using mobile 
phones ([1], [2], [3]). However, to the best of the author’s 
knowledge, all these applications either require the interface to 
an external card reader or use a payment processing system 
(eg. PayPal, Google etc.).  Since most of the smart phones are 
packaged with an in-built camera, the proposal is to develop an 
application that can take images of credit card and infer the 
details to process the transaction. With this application, there is 
no need for any external hardware interface. Additionally, this 
method can be extended to read other cards as well. 

Credit card processing falls into the category of textual 
information processing from an image which is commonly 
referred to as Optical Character Recognition (OCR). However, 
there are several requirements before the image can be 

processed using an OCR system, which are typically designed 
to handle print information. In the case of credit cards, the 
numbers, expiration date and the name are embossed into the 
card, making it harder for character recognition due to the 
shadows created by the 3D characters. Additionally, the need 
to handle rotational, translational, scale variance under a 
variety of illumination conditions makes the problem more 
challenging.  Several Shape from Shade (SFS) methods have 
been proposed to reconstruct 3D surfaces from 2D images. A 
survey of these methods can be found in [4]. As concluded by 
the authors of the survey, there are several practical limitations 
of these methods that need to be overcome before they can be 
used for real images. 

In this work, Hough transform based line detection and 
geometric line processing is used to detect the bounding box of 
the card in a translational, rotational and scale invariant 
manner. A novel feature-point-projection based scheme is 
proposed to accurately segment the different regions in the 
image so that noise and background clutter is eliminated as 
much as possible. Additionally an adaptive thresholding 
scheme based on region density estimation is employed to 
effectively determine the right threshold for character 
recognition. Multi-channel data is processed and used to further 
improve the robustness and accuracy of the system. 

II. METHODS 

A credit card has fixed dimensions (54mm height x 86mm 
width) and the locations of the number, expiration date and 
name fields are fixed for a given type of card (VISA, American 
Express etc.). Further, the font sizes and field dimensions are 
also fixed. Fig. 1 shows a sample of the cards used and the 
fields of interest. The overview of the image processing 
scheme and the individual steps are described in the following 
sections. 

.  

Figure 1. American Express & VISA cards with their 

dimensions and fields of interest 
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Figure 2. Image processing pipeline for credit card text 

retrieval 

A. Overview of Image Processing Pipeline 

Fig. 2 illustrates the image processing steps involved in the 
credit card reader. Preprocessing is performed to reduce noise 
and improve contrast. This is followed by a template morphing 
step to transform the given image into a normalized 
representation. The card type is detected and segmentation is 
performed to determine the regions of interest, which are then 
processed individually for text retrieval. A key step to reduce 
noise and clutter due to background graphics often found on 
credit cards, is to detect the features related to characters and 
zoom into the desired region of interest (ROI). Multi-channel 
information, from the RGB color and HSV representations, is 
used to improve the robustness and accuracy of the reader. An 
OCR system is used to retrieve the text from the regions and 
the results from the multiple channels combined to extract the 
field information. 

B. Preprocessing 

The first step in preprocessing the image is to enhance the 
contrast using a Contrast Limited Adaptive Histogram 
Equalization (CLAHE) technique [5] since the image has large 
regions of background that could be uniform in intensity 
(depending on the graphics on the card), and increasing the 
contrast in these background regions is undesirable. The 
second step is to reduce noise using a non-linear soft coring 
technique. This method is preferred to linear noise filtering 
techniques since the edges and contrast of the features of 
interest need to be preserved. Using a linear technique like the 
Wiener filter would eliminate the high frequency contents and 
reduce the sharpness of the edges that is needed for this 
application. 

C. Image Normalization 

A credit card has fixed dimensions and fields are located in 
relatively fixed positions. To process credit cards in a 
translational, rotational and scale invariant manner, the image 
needs to be normalized to a known template. In this step, the 
location of the card in an image is identified, the card region 
extracted and then morphed to a normalized scale and 
orientation. Alternative techniques like Scale Invariant Feature 
Transform (SIFT) [6] and Speeded Up Robust Features 
(SURF) [7] used to reliably identify features, may not be 
suitable for credit cards since the background graphics, 
number, name are different from card to card and cannot 
provide a consistent feature set for card identification (except 
perhaps the logo). The method used in this work is based on 

the fact that the aspect ratio of the card is invariant to shift, 
rotation and scale changes. Since all the credit cards have the 
same dimensions, their aspect ratio is fixed and can be used to 
identify the location of the card in an image. 

The overview of the steps involved in the identification of 
the location of the card and the subsequent morphing to a 
standard template is given in Fig.3. Locally adaptive 
thresholding using moving window and applying Otsu’s 
method [8] to determine the threshold in the local region is 
used to binarize the image, as an input to edge detection 
algorithm. Several edge detection algorithms (Sobel, Prewitt, 
Roberts, Canny, Laplacian of Gaussian and Morphological 
operators) were compared for their effectiveness with respect 
to the problem in hand. After experimenting with various 
parameters and methods, it was found that Sobel, Prewitt and 
Roberts gave very similar results in comparable runtime. 
Canny edge detector typically resulted in more number of 
edges, but at the expense of longer computation time.  The 
Laplacian of Gaussian was similar in performance as the 
Canny detector and the morphological operators (dilate and 
erode) resulted in relatively thinner edges. A larger mask size 
can be used in the morphological detector to increase the edge 
thickness, but inherently there is no notion of the strength of 
the edges and there is no provision for thresholding. Since the 
edge detection is a fundamental step in the identification of the 
bounding box of the card, which in turn in key to the 
functioning of the rest of the image processing steps, an 
iterative approach is chosen to improve the robustness and 
error tolerance of the system. First the Sobel’s method is used 
to detect the edges and perform bounding box identification. If 
this fails, a second call with  Robert’s edge detector is invoked. 
In case, this too fails, a Canny edge detector is used. This is 
combined with an outer loop that includes all the three color 
channels (RGB) to further strengthen the bounding box 
detection algorithm. 

Once the edges are detected, the resulting image could have 
a large number of points which give rise to a large number of 
lines in the Hough transform. To avoid this, dilation with a 7x7 
mask is performed to remove small regions and a density 
reduction algorithm applied to reduce the number of points. A 
moving window is used to determine the density of a region 
and if the density exceeds a given threshold, the region pixels 
are set to zero.  

 

Figure 3. Card detection in an image and morphing to template  



After performing a Hough transform to find the lines in the 
image, a line binning and matching algorithm is used to 
determine the bounding box of the card.  The lines are binned 
based on their orientation such that all the lines in a bin are 
parallel (within an angle of tolerance). Then, a pair-wise 
matching of lines from each bin to every other bin is performed 
to locate another pairs of parallel lines that is perpendicular to 
the given pair (can be improved to search only bins that are 90 
degree apart). This set determines a rectangle that is a potential 
bounding box.  The key step is to apply the aspect ratio match 
so that the bounding box conforms to a credit card boundary. 
Additional constraints are needed, like size and distance to 
edge of the image, to eliminate rectangles with matching aspect 
ratio falsely being identified as bounding boxes.  

Subsequent to the bounding box determination, the center 
and the orientation of the box is used to translate, rotate, scale 
and crop the image to a standard template of the credit card, 
based on the image dimensions and desired resolution. 

D. Card Type Detection and Image Segmentation 

From the normalized image, the type of the credit card is 
deduced using a frequency domain phase correlation technique. 
A set of template images of the credit card logos for VISA, 
American Express etc. is matched against the image and 
correlation scores are used to determine the strongest match. 
Once the type of the card is established, a pre-stored template 
for that card type is used to segment the image and identify the 
fields corresponding to number, expiration date and cardholder 
name. The output of this step is illustrated in Fig. 4. Each field 
in this template is processed as a separate image in the 
subsequent steps to improve accuracy and performance. 

 

Figure 4. Logo detection using phase correlation & template 
based segmentation 

E. Feature Detection and ROI Extraction 

A credit card typically has background images and graphics 
that can severely interfere with the character recognition using 
OCR. Additionally, the reflective 3D structure of the card font 
creates irregular shadows, bright spots and non-uniform 
illumination, making it even more challenging to infer the 
characters. To ensure a high degree of success, it is important 
to remove as much background clutter as possible and localize 
the desired features. A novel scheme using horizontal and 
vertical projection of features is used to localize the characters. 
The various steps in this algorithm are: 

 Feature extraction using Harris corner detection. 
The 3D characters provide a strong basis for 
corner detection, thus making this method very 
robust. 

 A row projection of the detected features 

 Vertical feature localization using the row 
projections. A moving sum of the projections 
using a window the size of the font height, results 
in the peak at the center of the character. 

 A column projection of the detected features 

 Horizontal feature localization using the sum in a 
moving window, the size of the feature width. 

The vertical and horizontal extents thus found are used to 
determine the desired ROI and further localize the characters to 
be detected. These steps are illustrated in Fig. 5.  

 

 

Figure 5. Steps outlining the ROI extraction process. 

F. Multi-Channel Processing and OCR 

The available OCR systems are designed for reading text 
with high contrast, usually from print, and cannot handle these 
images with shadows and bright spots in them. Several 
techniques (Locally adaptive binarization, Dual adaptive 
threshold in which the average background value is computed 
and the pixels in a region with values below a threshold-
corresponding to dark shadows and above a threshold-
corresponding to bright spots are set to 1, a rudimentary 
implementation of Shape From Shade method) were tried to 
identify the dark and bright regions around the fonts and apply 
corrective action, but none of them worked universally for all 
test images. The problem is that the intra-structure shadow is 
indistinguishable from inter character shadow. Any corrective 



action applied to one is also applied to other resulting in 
undesirable artifacts and distorted characters. The key to 
solving this problem is to apply the right threshold that will 
give us only regions corresponding to the characters. Also, a 
representation of the image in which the shadows are 
minimized would help improve the robustness of the solution. 

 Two helpful observations for addressing this problem are 
as follows: 

1. In any given region that is being processed, the characters 
are of fixed dimensions. Therefore, the density of the 
white pixels in a character falls into a relatively narrow 
range.  

2. The information from multiple channels (Red, Green, 
Blue, Hue, Saturation and Value) can be combined to 
improve the reliability of the method since different 
channels contain different information, providing a way to 
reduce the detrimental effects of shadows.   

These two premises were confirmed by inspecting data 
from the images. Indeed the density of all the fonts fall in a 
range of 0.15 to 0.3, making this metric a viable candidate for 
finding the right threshold automatically. Also, the different 
channels contain different information and it was observed that 
the saturation channel possessed information that was least 
impacted by shadows. Using these two facts, a dynamically 
computed thresholding scheme and multi-channel information 
processing system is implemented in this solution. The process 
of computing the threshold is outlined in Fig. 6. 

 

Figure 6. Algorithm to determine threshold for character 
recognition based on expected feature density 

A global threshold is first computed using Otsu’s method [8] 
from the ROI. Based on this threshold, density is estimated for 
the region. If the density is not within the expected range, it is 
adjusted in steps until the region density falls within the desired 
range. The threshold thus determined is applied to the region 
image and this is input to the OCR. To further improve 
accuracy and robustness, data from multiple channels is 
thresholded individually using the above described scheme and 
fed to the OCR engine. The OCR results from the different 
channels are combined to arrive at the final text corresponding 
to the field in the credit card. In the current implementation, a 
simple majority is used to determine each character. This is not 
reliable when more than half of the channels are noisy. A more 
sophisticated algorithm with a weighting for the robustness of 
each channel needs to be incorporated in the arbitration scheme 
for better results. 

III. EXPERIMENTS AND RESULTS 

A Samsung Galaxy cell phone with an in-built camera was 
used to acquire 1920x2560 pixels RGB images. The JPEG 

images were imported into MATLAB for testing the image 
processing algorithms developed to process the credit card 
information. Four VISA and one American Express credit 
cards were used for the testing purpose. Images were taken 
under different illumination conditions, card orientations, zoom 
levels and backgrounds to evaluate the accuracy and robustness 
of the system. The results from four different tests are 
presented in the following sections: 

A. Test 1: American Express card photographed on white 

background 

In the first test, an American Express card illuminated 
under uniform lighting, oriented with the major axis horizontal 
and placed on a white background is tested. The outputs from 
various steps in the image processing pipeline are presented in 
Fig. 7. As can be seen from the results, the bounding box is 
correctly identified and the card center located correctly (Fig. 
7G). The template based segmentation (Fig. 7J) shows the 
identified fields in the card. The output from the ROI 
identification step (Fig. 7 K,L) shows the selected ROIs and the 
final image used in OCR.  The final result as reported from the 
consolidation of outputs from the OCRs for multiple channels 
is presented in Fig. 7M. It can be readily seen that all the 
numbers in the third number field and the date field are 
correctly identified. The first field has one digit mismatch 
(3743 is read as 3143). This is observed to be a general 
problem with the OCR software used (Tessaract). Upon 
inspection of the input image to OCR, it is confirmed that the 
number 7 is correctly highlighted. However, the OCR 
misinterprets this number and returns a 1 consistently. The 
second field has two digit mismatch (288823 is read as 
222823). Finally, the name field has very poor detection rate. 
Several possible factors contribute to this: The font sizes are 
smaller than the numbers, and the letters have very tight 
spacing, both within the letter and between letters. As such, the 
images do not clearly capture the font shapes. Also, the close 
spacing of the structures causes shadows that exacerbate the 
problem. Additional work is required to process these 
characters in the name field to improve accuracy rate. 

B. Test 2: VISA card photographed on white background 

with rotation and scale changes 

The scale and rotational invariance of the system is checked 
in this test. A VISA card illuminated under uniform lighting, 
with the major axis tilted at an angle of approximately 30 
degrees to the horizontal and placed on a white background is 
tested. The image is captured from a slightly longer distance 
compared to test1 so that the scale is different. The outputs 
from various steps in the image processing pipeline are 
presented in Fig. 8. Only outputs from key steps are presented 
here to avoid repetition. Once again, as can be seen from the 
results, the bounding box is correctly identified and the card 
center located appropriately (Fig. 8C). The normalized 
image(Fig. 8D) demonstrates the rotational and scale 
invariance of the techniques used. In this case too, the success 
rate of identifying numbers correctly is high (all the digits in 
the number and date fields except one in each are accurately 
inferred. 4750 is read as 4150 once again highlighting a 
potential issue in the OCR software in correctly identifying the 
number 7.) The results from the name field demonstrate poor 
quality of the identification with respect to letters. 



 
Figure 7. Images from various stages of the image processing pipeline: A. Input Image B. After Binarization C. Edge detection 

output. D. After dilation and density reduction. E Hough transform peaks corresponding to the lines detected. F. Lines found by 

Hough transform. G. Detected Bounding Box and Center. H. Normalized Image, major axis oriented horizontally and image 

zoomed to the card. I.Phase Correlation to detect type of card. J. Template based segmentation of the image to identify fields 

corresponding to the card number, expiration date and name. K, L Sample outputs from a field showing detected Harris corners 

(top row), Region of Interest using horizontal and vertical projections (middle row) and the thresholded image(bottom row) used 

for OCR. M. The final result generated by the program showing the information read from the card.  

 

 
Figure 8. Test 2 results: A. Input Image B. Lines found by Hough transform. C. Detected Bounding Box and Center. D. 

Normalized Image, E.Template based segmentation of the image F. ROIs after applying adaptive threshold. G. The final result. 
 



C. Test 3: VISA card photographed in outdoor under 

sunlight 

In this case, the credit card image is taken under sunlight with 

a non-uniform background(Fig. 9A). Since the image is taken 

under sunlight, it casts strong shadows and bright spots in the 

image. The card is held with the thumb obscuring part of the 

card, which is a natural position to hold the card while taking a 

photo. The results from the image processing system are 

presented in Fig. 9. Once again, intermediate repetitive images 

are omitted for sake of brevity.  The key highlight of this test-

case is the exercise of the backup mechanism for edge 

detection and bounding box extraction (Fig. 9,D,E), once the 

initial method fails to obtain the set of lines required to 

identify the bounding box (Fig. 9B,C). This demonstrates the 

robustness of the implementation, which is required for 

handling real life test cases. The output from this test case also 

correlates with earlier results: The numbers are identified with 

a relatively high level of accuracy of 90% (18 out of 20 

characters are identified correctly. The number 4750 is read as 

1150, with the 7 appearing as 1 in this case as well, as seen in 

test1 and test2), whereas we see poor accuracy with respect to 

the name identification (71.5%, with 10 out of 14 characters 

identified correctly). 

 

 
Figure 9. Test 3 results: A. Input Image B. Lines found by Hough transform. C. Failed  Bounding Box Detection Since there are 

no perpendicular lines found. D. Second attempt using different edge detector E. New Hough lines generated F. Bounding Box 

successfully detected. G. Segmented card H. ROI detection using Harris corners and feature projections I. Input to OCR from 

different channels. J Output of the image processing system. 

 

D. Test 4: VISA card photographed during the demo session 

in Packard atrium 

This is the test case as obtained during the demo session in 
Packard atrium. The lighting is reflective and the photo was 
taken with the card held in hand with the chair in the 
background.  The results from this test are presented in Fig. 10 
for key intermediate steps and the final result. Once again it 
can be seen that the bounding box detection and orientation 
correction is performed accurately. The card is then segmented 
and ROIs extracted(Fig 10D,E). The results demonstrate a high 
degree of correlation to earlier tests with the numbers once 

again identified with a higher accuracy compared to the 
alphabets. 

Fig. 11 highlights the importance of processing multi channel 

data. Though the results are from relatively few runs (4 tests 

performed), the comparison between using an intensity 

grayscale image only versus multiple channels 

(Red,Greeb,Blue,Hue,Saturation & Value), demonstrates the 

significance of using additional channels to improve 

robustness of the system. 

 



 
Figure 10. Test 4 results: A. Input Image B. Bounding Box Detection.C. Normalized image D. Segmented card E. Input to OCR 

from one of the channels. F Output of the image processing system 

 

 
Figure 11. Comparison of accuracy between multi-channel processing and grayscale intensity based processing, for numbers and 

letters. The multi-channel outperforms the single channel. However, even with multi-channel, letter recognition is very poor. 

 

IV. CONCLUSION 

An image processing based credit card reader is designed 
and implemented.  There are many challenges that arise due 
to the 3D structures of the characters on the card.  To 
improve the robustness and accuracy of the system several 
algorithms were implemented: an iterative  bounding box 
detector, a novel scheme using feature detection and key-
point projection to accurately segment the image into regions 
of interest (ROI), a thresholding method based on region 
density and multiple channel information processing. 

 More work is required for the system to function at 
commercially acceptable levels. The key limitation in the 
current system is the inability of the OCR software to handle 
images that are not from printed material. An OCR designed 
specifically to deal with the characters on a credit card, is 
required to address the problems seen. Multi-channel 
processing can be significantly improved by incorporating 
ratings and learning mechanism for determining reliability 
scores of the channels. Based on that, a weighted arbitration 
scheme can be used to improve the fault tolerance of the 
system. 
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