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Abstract—Getting military aircraft airborne is a symphony of 
planning.  From the aircrew to the fuel truck driver, the 
coordination of effort is a complex logistical problem.  In the 
operations world, we tend to use magnetic boards with pucks and 
markers to evaluate our daily resources and develop solutions to 
meet requirements.  While there are electronic systems available, 
there are none that have sufficiently agile interfaces that allow 
complete visualization of the problem and ease of manipulation.  
By exploring the use of optical recognition to determine the 
position of scheduling board components, I seek to step closer to 
the ideal combination of a tactile interface to an error-checking 
electronic system. 

Keywords-optical recognition, USAF 

I.  INTRODUCTION 
The cost of getting an F-15E into the air is over $10,000 per 

hour.  This means the 250 fighter hours of the author have cost 
the US Taxpayers roughly $2.5 million.  Why so expensive?  
Fuel, maintenance, support, parts…the list is endless.  To put it 
all together efficiently requires enormous effort.  A big part of 
the coordination picture lies with the scheduling shop, of which 
the author is currently a member.  In order to develop plans of 
execution, 3 week-long scheduling “boards” are used.  

 

Figure 1: Weekly Scheduling Board 

 

The major problem with the scheduling board is the lack of 
a direct connection to digital media, which are essential for 
both communication and error checking.  As a result, much 
time is spent manually entering and updating data from the 
board, wasting time and introducing operator error to the 
system.  Figure 2 is an example of the same data in electronic 
format: 

Figure 2: Electronic Format 

The purpose of this project will be to evaluate several 
methods of optical recognition to facilitate the transit of data 
from the scheduling board to digital systems.   

II. PLAN OF ATTACK 

A. Description of the System and Assumptions 
In order to reach the objectives of this project, two general 

things must occur: digital location of pucks, and the recognition 
of their contents.  There are several distinctive features that will 
be leveraged to achieve this goal in a computationally efficient 
manner. 

First, there grid in the background.  While the vertical lines 
have varied spacing, the horizontal lines are not only 
consistent, they are designed to fit two pucks vertically 
between them.  A solid read of these lines will yield a distance 
that will be referenced as delta-y.  Once this distance is 
calculated, it will be used for scaling purposes.   

In addition, the intersections of the horizontal and vertical 
lines can be used to define search regions.  This will allow for 
organized searching and indexing of the entire board, essential 
for any potential system that’s capable of real-time updates. 

Secondly, the pucks themselves are brightly colored.  Using 
techniques from EE368 homework 3, training images will be 

 

 



used to execulte a min-squares recognition of pixels 
corresponding to pucks. 

Lastly, all of the names are assumed to be known.  This 
means that a template can be pre-manufactured for matching 
purposes: optical character recognition (OCR) is not 
immediately necessary. 

B. Methodology 
There will be four general steps followed to achieve the 

goals of the project: pre-processing, grid detection & 
neighborhood assignments, puck color filtering, and name map 
matching. 

III. THE FOUR STEPS 

A. Pre Processing 
There are several things that can be computed prior to 

accepting input images.  The first is the use of training images, 
as in homework 3, to enable puck color recognition.  There is 
little difference, with the exception that the range of puck 
colors is much more varied than that of skin hues.  The results 
section will discuss the fallout from this issue. 

Secondly, it is assumed that all aircrew with names on 
pucks are known (after all, we don’t let just anyone fly our 
jets!).  As a result, there are two images that can be created: the 
NameMap and the NameRegionMap: 

 

  Figure 3: Name Map overlayed with  
  RegionMap 
 

The NameMap will be used in the final steps to compare 
suspected puck contents and find a location.  The 
NameRegionMap will contain regions manually assigned.  If a 
found location lies in a numbered region, one can correlate that 
number to that element of the NameList, thereby revealing the 
name of the aircrew member in the final step of this process.  If 
a found location is out of bounds, it will be assumed that the 
template is not a name, and will be ignored. 

 

 

 

B. Grid Detection and Organization 
The goal of this step is to accurately and uniquely detect 

every intersection in the background grid.  The author has 
adopted the convention that each region enclosed by four 
points will be defined by the upper left point, and that only one 
column of up to two pucks can reside within any particular 
region. 

To begin, a slightly modified edge detection function 
authored by Derek Hoiem is used.  The modifications are both 
inside the function (using morphological techniques to enhance 
the sensitivity to horizontal lines) and exterior: indicating a 
large threshold for line length.  This reduces the likelihood that 
the straight edges from pucks are falsely identified as grids.  
Afterwords, all detected lines are extended to the edge of the 
image. 

Next, intersections of lines are computed by sorting lines 
into horizontal and vertical, then iterating between them.  
Harris corners are calculated, and then the function 
“getBestPts” iterates through all intersections, anchoring them 
to the nearest Harris point, thus creating families of 
intersections that are near to each other. 

These families are then sent through the PopulateGrid 
function.  This begins by creating a histogram in both 
directions, creating accurate clumps of points (and gaps) by 
detecting the space between groups.  After several iterations, 
we are left with a complete set of unique points that can define 
neighborhoods.  While robust in the sense that gaps are filled, 
testing has shown clumps of pucks and stray pieces of paper in 
the image can cause grid misses, similar in appearance to 
imperfections observed in crystalline structures at the 
microscopic level. 

 

 

 

 

 

 

 

 

 

 

 
       Figure 4: obtaining “best points” prior to neighborhood      

       assignments 

 

An essential result of the PopulateGrid function is the value 
delta-y.  It is used to scale the NameTemplate image so that the 
normxcorr2 function will have better accuracy. 

 

 



C. Color Detection 
The third step is to search each region for pucks by 

detecting their color.  Thanks to the restriction mentioned 
above (i.e. pucks cannot be placed next to each other 
horizontally in the same region), computation time can be 
saved by searching narrow vertical bands in each region.   
Using region labeling to analyze solidity and setting a total 
saturation threshold of 35% minimum (a constant value 
obtained by experimentation), puck detection accuracy of 
approximately 80% is achieved.  There are far more false 
detects than misses, important because the final step can still 
recognize some regions that do not, in fact, have pucks. 

 

 

 

 

 

 

 

 

 

 

 
  Figure 5: density of color detection in bands 

D.  Name Extraction and Correlation 

The fouth and final step is to visit the regions determined to 
have pucks in them, extract the names in the form of a binary 
mask, then use the normxcorr2 function with each name as a 
template on a scaled version of the NameMap to pair names to 
regions.   

The name extraction is accomplished through a few simple 
thresholding and region labeling procedures.  If there is the 
possibility of more than one puck vertically stacked in a region, 
then both pieces are extracted after cleaning and run through 
the normxcorr2 function.    If the maximum peak of the 
normxcorr2 function lies within the bounds of a region definied 
in the NameMapRegions matrix, then the value of that region 
corresponds to an element of NameMapNames, a string that 
matches the text on NameMap.  In this final step, a string is 
generated for the individual’s name, correlated to a precise 
location on the test image.  This satisfies the objectives of this 
project. 

 

 

 

 

 

 

 

 

 

 

 

 
    Figure 6: Original image, extracted puck, and puck match over  
   the name map 
 

IV. RESULTS 
After reasonable development, the system of detection 

implemented has a success rate of 54% on a single image.  The 
errors are due to (in order of number of occurrence, high to 
low) mis-naming (i.e. a name is accurately extracted, but mis-
matched), no hit (in the puck detection phase, no puck detected 
when there was one), and lastly garbage templates with no 
names but bits of white getting hits on the namemap. 

 
     Figure 7: Contents of NameMapNames superimposed on original    

 image.  Note from author: as most pilots have nicknames we call 
 callsigns…the NameMapNames list contains those callsigns plus 
 the aircrew’s last name. 

 

 

 

 



V. CONCLUSION 
A.   Moving Forward 

 While the 54% accuracy rate is, at first, a bit 
disappointing, there are some major lessons learned.  It’s 
important to note that the scheduling board analyzed was not 
specifically designed for use with an optical recognition 
system.  With a few added rules, it’s reasonable to assume that 
accuracy could be improved without changing code (although 
admittedly not to the 100% mark most likely). 

 Therefore, the conclusion section will be divided into 
three main sections.  First, methods to passively adapt the 
board to facilitate the code structure as it exists.  Second, 
methods to adapt the code in the future to increase both 
accuracy and functionality/usefulness without significant board 
modifications.  Lastly, ideas to improve accuracy by both 
adjusting the code and the board in tandem. 

B.   Board Adaptation 

• Use identical, bright colored pucks.  The use of 5 colors 
increases the number of “hit” bins for the least squares 
technique, and, especially in the case of dark green, is 
difficult to consistently from the background. 

• Limit the use of colored marker, especially that which 
matches the pucks.  Quite a few errors can be traces to 
prominent characters.  

• Pre-planned/fixed camera placement.  By assuming the 
camera will not change inclination or azimuth, the user 
can narrow aircrew puck detection regions 
tremendously, as there’s typically only two places they 
can go. 

• Consistent lighting.  The errors on the given example 
are concentrated at the bottom of the image, where a 
bright glare occupies the data.  While color balancing 
was used, it there was negligible improvement. 

 

C.  Code Adaptation 

• One step considered but not implemented was the use 
of the most accurate grid points (likely towards the 
outside) to create homogenous matrices that can align 
the image.  If this were done prior to edge detection, 
then, if the alignment proves robust, extremely narrow 
tolerances for grid lines could be used, thus ruling out 
the oft-slightly-crooked pucks. 

• The normxcorr function could be run several times 
with slightly different scalings, seeking the best 
overall peak value.  On a side note…the author tried 
several methods of peak evaluation of the normxcorr2 
function, but none showed any advantage over a 
simple maximum. 

• Centroid detection.  The tops and bottoms of the 
pucks are designed to have bright returns.  If the 
centroids of those regions are monitored, and the 
distance is compared to a known ratio to the value of 

delta-y, then false detects due to brightly hand-written 
words can be reduced. 

• Adjusting limits and constants.  As to be expected, 
there are about a dozen values that appear as 
constants.  Many of them are linked directly to delta-
y, but some are not due to the nature of testing (in 
particular…the regions of NameMap).  Any full-scale 
implementation would need to make every constant a 
function of some value such as delta-y. 

• OCR.  There are quite a few OCR engines on the 
market.  Feeding the cleaned pucks to OCR engines, 
while perhaps more computationally expensive then 
the normxcorr2 function, could probably increase 
accuracy. 

 

D.  System Improvement 

• Utilize known scanning technology.  In other words, 
print out pucks with both names and scannable 
barcodes/tags. 

• Place unique identifiers at key points on the board 
(such as bright green circles of known 
diameter/length) to allow for both alignment and 
detection. 

E.  Final Words 

The dream of this endeavor is to have a passive schedule 
monitoring system that can interpret everything that is ever 
placed on the scheduling board, place that data into digital 
media, and report issues as soon as they arise.  While this 
project is well off from that goal, it has offered both an 
appreciation for what we pilots call the “Mark 1 eyeball” and 
the challenge of developing a brand new optical recognition 
system.  It’s been a pleasure participating in the class. 
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