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Abstract—Inspired by a UCSD paper on physical key replication 
through image processing techniques, we developed an 
automated platform to detect physical keys. Our algorithm 
successfully detects physical keys and matches the key with the 
lock it opens. In this report, we demonstrate the algorithm and 
highlight the strengths and weaknesses of the platform.  
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I.  INTRODUCTION  
Most people have more than one key on their keychain. 

People in certain occupations may even have more than 10 
keys on their keychain. For humans, it is very difficult to 
distinguish different keys apart since they all have the general 
shape and the differences between them are very subtle. 
However, using image-processing techniques such as shape 
recognition, we can train a computer to recognize and 
correlate distinct keys with their corresponding locks at a 
much higher rate of accuracy and precision relative to humans. 
In addition, the number of key lock pairs we can train a 
program to recognize and recall is much higher than what an 
average human can do.  

 
In [1], UCSD researches were able to detect the bitting 

code of a key using image processing techniques. We extend 
upon their idea and try to automate the process of rotating and 
normalizing a key and determining the key identification. The 
work that is done in this paper can be extended to find the 
bitting code of the key to make physical copies. Unlike in [1], 
we do not need user interaction to properly rotate, resize, and 
identify teeth distances. 

II. ALGORITHM 

A. Overview 
The described algorithm is divided into two major parts. 

The first major part of the algorithm segments the key from the 
background. The resulting output of the algorithm is a black 
and white image of the key. The second part of the algorithm 
takes the black and white image of the key and determines the 
unique identification of the key based on the teeth of the key.  

We considered using many other techniques to segment or 
identify the key. One such approach was to use phase 
correlation or cross correlation template matching of the keys. 
We found this method to be inaccurate and not robust to 
rotational or size changes. We also considered using SIFT 
features to detect and identify keys but found that this was also 

inaccurate and unreliable because the keys had very minute 
differences and picked up many features of the background. 
Using SIFT on just the key image is possible if we’re able to 
segment out the key perfectly. Unfortunately, obtaining a 
perfectly segmented key is difficult and so we chose to use a 
custom key identification algorithm to handle imperfect 
segmentation.  

B. Segmentation  
Input images are scaled before any processing to be 600 

pixels along the longest dimension. This is done to reduce 
processing time on very large images. 600 pixels is big enough 
to retain the details on the key edge while small enough to have 
a reasonable processing time. 

From the initial input image, we want to produce a binary 
image where the key is solid (there are no holes) and white 
and the background is black. Moreover, the bottom straight 
edge of and the top teeth of the key have to be cleanly 
segmented because it contains all of the information about the 
identity of the key. 
 
    To segment the key from the background, we first consider 
a gray scale version of the input image. From the gray scale 
image, we perform canny edge detection using a threshold of 
0.25. This particular threshold works well to highlight the 
edges of the key while ignoring edges in the image that have a 
lower contrast change, such as slight background texture and 
shadows. Next we perform region filtering on the edge map. 
All edges that are smaller than 25px in area are discarded. This 
gets rid of most of the small edges in the background as well 
as edges due to key texture inside the key. All regions that are 
bigger in extent (ratio of pixels in the region to pixels in the 
total bounding box) than 0.1 are also discarded. The edge of 
the key runs along the perimeter and has a low extent so this 
removes edges that do not belong to the key that passed 
through the initial area filtering. After region filtering, we are 
left with the edge of the key with few other edges remaining.  



 
Figure 1.  Input image 

 
 

 
Figure 2.  Image after canny edge detection 

 
 

 
 Next we look at the original color input image and 
filter the image based on HSV values. we build a rough mask 
for the key by keeping pixels that are between 0.02 to 0.5 in 
hue, 0 to 0.65 in saturation, and 0.35 to 1 in value. The range of 
values for HSV are is very wide because keys are reflective and 
can be very multi-chromatic. These fixed values were chosen 
based on observing the range of colors of keys in a bank of 
images.  
 
 We overlay the binary image of edges on top of the 
binary mask from HSV filtering by using the logical ‘or’. The 
binary image of edges provides precise information about the 
shape of the boundary of the key is and the binary mask from 
HSV filtering provides rough information about which pixels 
in the image correspond to keys. We then fill in all holes in the 
image so that the key is solid. We overlaid the two binary 
images because many times HSV filtering does not retain 
pixels of the key due to lighting and overlaying with the edge 
map and then filling in holes greatly helps with filling in 
missing pixels. 
 

 

 
Figure 3.  Image after overlay of edges and HSV filtering 

 
 

 
Figure 4.  Image after hole filling  

 
 
  After doing the first hole filling, there still may be 
several holes in the key because the long ridges parallel to the 
edge of the key appear dark in pictures and filtering by HSV 
filters these pixels out. Find the canny edges does not help 
either because the ridges are so dark, the edge detector detects 
them as edges so the perimeter of the key will have long 
grooves along the ridges. To get fill in these grooves in the key, 
we add random noise to image, fill in remaining holes, and 
subtract the noise. All of the remaining holes we want to fill are 
not completely enclosed but they’re mostly enclosed. Instead of 
writing a function to find precise where the hole opening is, we 
add noise with density 0.003 in the shape of 3 pixel radius 
disks so that the noise will seal the hole. We add noise, fill in 
holes, and remove noise for 15 iterations to fill in all holes in 
the key, 
 
 



 
Figure 5.  Image with random noise 

 
 Finally, all remaining background clutter is removed 
by performing another region filter. If the area of the region is 
smaller than 15000 pixels, it is removed from the image. 

 

 
Figure 6.  Final image with small area regions removed 

C. Key Identification and Matching 
Once we obtain a black and white image with the key 

segmented out of the image, we need to obtain a unique 
identification of the key. We use the teeth of the key and the 
bottom edge to determine a unique identifier.    
 
 First, we use canny edge detection to find the edges. 
Next, filter out regions based on the extent of the area to 
remove clutter. Small extent areas are removed from the 
image, which leaves a general outline of the image. Now we 
need to rotate and normalize the image so that different images 
of the same key will result in the same key identification. In 
order to find out how much to rotate, we take the Hough 
transform to find straight edges. We take the largest one, 
which generally will be the bottom of the key and rotate the 
original mask image to make the line horizontal. The original 
mask is used in order to have better interpolation results. Next, 
we extend the Hough line to cover the entire bottom edge of 
the key. Now that we have a line that extends the entire length 
of the bottom edge, we resize the image to make the bottom 
edge of the key 250 pixels long. Again, we use the original 
mask to perform resizing to obtain better interpolation results 

and then take canny edge. To calculate the key identification 
of the key, we measure the distance from the bottom of the 
key to the teeth of the key at 10 evenly spaced samples. The 
measurements are subtracted by the minimum value and then 
divided by the maximum value. This normalization helps 
robustness when there is tilt in the image that distorts the 
absolute distance between the bottom of the key to the teeth of 
the key.  

 

 
Figure 7.  Key identification algorithm  

 
 
In order to find a match, each key is measured three times 

to determine three different key id’s that would match with 
that particular key. For each id, we subtract the key id that was 
found, take the norm, and choose the key with the smallest 
error.  

III. RESULTS 
 Below are some sample input images, their 
correlation results and the intermediate processing steps. The 
key id correlation is done using a bank of 5 different keys. 
 

 
Figure 8.  Example 1 – Input Image 

 
 



 
Figure 9.  Example 1 – Image after segmentation 

 

 
Figure 10.  Example 1 – Image overlayed with longest line 

 
 

 
Figure 11.  Example 1 – Key ID error, Key 5 is correctly identified with a 

165% margin of error 

 
In example 1, we see that the segmentation algorithm was 

able to successfully obtain the important features of the key 
despite detecting parts of the hand and key chain. As long as 
the segmentation does not distort the key teeth or pick up any 
large lines, the key identification can be done successfully. We 
see the norm error of four of the incorrect key templates is 

significantly higher than the correct key. Example 1 shows the 
robustness of the algorithm to background variations.  
 

 
Figure 12.  Example 2 – Input Image 

 
 

 
Figure 13.  Example 2 – Image after segmentation 

 
 



 
Figure 14.  Example 2 – Image overlayed with longest line 

 

 
Figure 15.  Example 2 – Key ID error, Key 5 is correctly identified with a 

857% margin of error 

 
Example 2 is an excellent illustration of the algorithms 

ability to detect and retain the important information about the 
key in bad lighting conditions. The lighting variation between 
the tip and base of the key is drastic. The base of the key is 
nearly white whereas the tip of the key is nearly black. 
Because of this difference, performing only HSV filtering 
would destroy the key image. By using edge detection and the 
overlay technique described in the segmentation algorithm, we 
are able to retain the key shape despite the huge range of 
values the key takes on. Once the black and white mask is 
obtained, the key identification part of the algorithm 
successfully ignores the noise to the left of the key and obtains 
the correct key identification.  
 

 
Figure 16.  Example 3 – Input Image 

 
 

 
Figure 17.  Example 3 – Image after segmentation 

 
 

 
Figure 18.  Example 3 – Image overlayed with longest line 

 
 



 
Figure 19.  Example 3 – Key ID error, Key 1 is correctly identified with a 

505% margin of error 

 
 In example 3, the key has a large and rather deep cut 
running in the center from the tip of the key to the base. Using 
standard segmentation techniques would result in the key 
image having a large cut in the center as shown in figure 19.   
 

 
Figure 20.  Example 3 – Without random noise filling technique 

 
 This example illustrates the importance of using noise 
to fill in the gaps. Without doing so would degrade the 
performance of the key identification since the large gaps 
would result in an incorrectly normalized key edge and 
interfere with identifying teeth distances.  
 

The detector has trouble segmenting out the key when the 
background or objects in the background are too similar in 
color as the key. The HSV filtering will not work well and the 
background/objects in the background will not get filtered out 
in the binarized output of the segmentation. 
 

 
Figure 21.  Background color is too similar to key 

 
Images that have sharp straight edges also do not perform 

well. During the key identification step we look for the longest 
Hough line in the image. If there were a long straight edge in 
the background, the wrong line would be identified and the 
rest of the key identification algorithm will not work. 

 

 
Figure 22.  Too many lines in the background 

 
 

The algorithm is also limited to keys pointing to the right. 
In addition, the teeth of the key must be pointing upwards. The 
algorithm is rotationally invariant when the key orientation is 
within +/-45 degrees about the horizontal. The algorithm is 
size invariant in terms of the absolute number of pixels the key 
occupies. However, the key must be large relative to the size 
of the image. The key has to be a dominant feature in the 
image and not part of the objects in the background. 

 
 

IV. CONCLUSION AND FUTURE WORK 
The algorithm performs extremely well when the key can 

be successfully segmented form the image. We see the margin 
between the error of the correct key and the smallest error of an 
incorrect key to be exceptionally high (~165% for the closest



margin). The key is successfully segmented from the image 
if the picture of the key is taken with a saturated background 
with not many interfering lines. Lines form the background can 
severely decrease the performance of the application since the 
key cannot be perfectly segmented and the key identification 
algorithm chooses an incorrect line. Also, lighting greatly 
affects the results, as the HSV filtering does not perform well 
in different lighting conditions.  

The algorithm can be improved to handle different 
orientations of the key. Right now, it is limited to a single 
orientation and rotation. Another extension would be to 
implement the entire algorithm onto a mobile device instead of 
using server side computation. Lastly, the robustness of the 
algorithm could be improved to handle cases where the image 
has lots of background noise. 
 

V. APPENDIX - BREAKDOWN OF WORK 
Eric Lam – Algorithm research, MATLAB implementation of 
the key identification algorithm, web server implementation, 
obtained key samples, preparation of poster and final report 
 
Chongxuan Tang – Algorithm research, MATLAB 
implementation of segmentation identification algorithm, 
obtained key samples, preparation of poster and final report 
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