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Abstract—One of the most interesting perceptual abilities of 
human beings is the process by which objects can be recognized 
in patternless structures.  As a key example, people often 
recognize objects in the amorphous structures of cumulus 
clouds.  The purpose of this project is to replicate that 
recognition method, and create morphing animations to display 
to a user, depicting the transformation from the original cloud 
image to the object that is algorithmically determined to be the 
most closely matched image in an existing database. 

I.  INTRODUCTION 
An astounding ability of human perception is the process of 

recognizing patterns where they do not exist.  Even as young 
children, people are able to “see” shapes and objects in the 
amorphous structures of clouds.  This process appears to be 
straightforward, but in fact it is quite telling of the complex 
image recognition abilities of the human brain.  The motivation 
for this project comes from this perceptual phenomenon, and 
the highly complex processes that drive it.  This project 
attempts to implement an image processing pipeline and 
algorithm to replicate the ability to see objects in images where 
those objects do not actually exist.  By utilizing the power of 
smartphones today, the project is implemented in form that 
allows for mobility and a potential for entertainment value. 

II. SYSTEM OVERVIEW 
The overall pipeline in the project exists on two sides of a 

network -- the client and server sides.  The client is responsible 
for image capturing and displaying, while the server 
implements the bulk of the image processing algorithm.  The 
server side of the pipeline can be further split into four smaller 
processes, each of which will be described in detail: Cloud 
Image Preprocessing, Database Preprocessing, Querying, and 
Morphing.  (See Figure) 

III. SERVER SIDE IMPLEMENTATION 

A. Cloud Image Preprocessing 
The preprocessing of the captured cloud image mimics the 

ability of the human perceptual system to isolate the object of 
interest, enhance its details, and recognize the definitive 
features of this object.  The first step in this process is to resize 
the image to match the images in the database (640x480 
pixels).  In order to isolate the cloud, the background and 
clutter must be removed.  To achieve this, HSV thresholding is 

used.  The method is quite robust, and is able to remove large 
obstructing clutter, and successfully leaves only the 
cloud.  Once the cloud has been isolated, two separate methods 
of contrast enhancement are used to increase the dynamic range 
of the image and amplify the small luminance changes within 
the original cloud image.  First a gamma correction is applied, 
which amplifies the difference between very light and dark 
pixel values.  Then adaptive histogram equalization is applied 
to intelligently enhance the contrast with respect to a local 
region -- instead of just blind amplification as with gamma 
correction [4].  Once the image is thresholded and enhanced, it 
is almost ready for feature detection.  From heuristic 
examination, it was decided that the contours of the cloud seem 
to influence the object that an observer recognizes.  To this 
end, the cloud’s contours are made more defined and flat by 
applying an eight level quantization to the gray scale, contrast 

Figure 1: System overview split into client and server side of application 

Figure 2: The Cloud Preprocessing portion of the pipeline 



enhanced image.  Now, on the quantized image, feature 
detection is applied.  The method used in this implementation 
is SIFT Keypoint Detection, as made available in the vl-feat 
code package [6].  By applying SIFT, the most important 
features are easily found [2].  

B. Database Preprocessing 
In order to adequately recognize an object in the amorphous 

cloud structures, it is imperative to have a reasonably sized 
database of objects to pull from.  This process replicates, in a 
very modest way, the plethora of images that a human is able to 
compare a cloud image with in order to recognize an 
object.  The database used in this project consists of forty 
objects, ranging from gorillas to roses to muffins.  It consists 
mainly of animals (as it was found that animals are most often 
recognized in a cloud image), but includes a few other objects 
as well (e.g. planes and an orchid).  To prepare these images in 
a database, the starting images must first be set up for pre-
processing by removing the background and isolating the 
object itself.  Since there is no way to really automate this for 
such a wide array of objects, each image was taken into 
Photoshop, where the object was loosely selected and isolated 
from the background.  Here the images were saved in a 
uniform size (640x480 px).  After this step, the images were 
pre-processed algorithmically and saved as a structure.  The 
original RGB image is taken in and converted to grayscale.  An 
image of the object’s edges is prepared by Sobel Edge 
Detection, and the resulting image is saved in the 
structure.  SIFT Keypoint Detection is applied to the grayscale 
image, and the determined keypoints are also saved in the 
structure [6] [2].  Finally a string description of the object, as 
defined by the person building the database, is saved in the 
structure as well.  After this process is finished, each image in 
the database consists of the following items: original RGB 
image, edge image, SIFT keypoints, description string.  

C. Querying 
Due to the small number of images in the database thus far, 

querying the database can be done by iteratively finding 
matched key features against all database members.  In this 
pipeline, the method used for matching key features is Random 
Sample Consensus (RANSAC) Affine Matching [1] [2] 
[5].   The algorithm finds the best affine transformation by 
sampling the key features, and returns those that are determined 
to be near enough matches.  In determining thresholds for 
matches, there was a lot of heuristic testing done.  Unlike most 
cases of RANSAC matching, the desired results are not going 
to be an exact match -- so the returned values need only be 
“good enough” matches.  The database image with the most 
matches is returned as the best fit.  Attempts at using average 
euclidean distance between matched points resulted in 
unexpected result matches, and thus were decided 
against.  After testing, it was determined that the most 
perceptually adequate results came from returning the database 
image with the greatest number of matched features. 

D. Morphing 
Calculating the intermediate morphed images was made 

possible by the work of Farshad Moradi at Caltech [3].  The 
Matlab scripts he created were used to find the intermediate 
images, set at regular intervals between the original and final 
image.  In order to make the final animation more interesting, 
the first three-quarters of the morphing images were calculated 
using the edge image from the database entry, while the last 
one-quarter use the original RGB image.  This creates an 
animation that resembles a sketch, at first, then a colored 
image.  The method essentially performs bilinear 
transformation with anchor points defining similar points in the 
source images [7].  In this pipeline, the anchor points are given 
as the matched key features from the database querying 
section.  During the transformation, those key points shift 

locations from the original to final image, and the other pixels 
values are interpolated to find intermediate values [2] [3] [7].  

IV. CLIENT SIDE IMPLEMENTATION 
On both ends of the server processing is the client 

code.  Programmed in JAVA for an Android smartphone, this 
code performs several tasks: image capturing, user interface, 
image display.  Using the built in camera, the client allows the 
user to capture an image of the cloud, which it saves as JPEG 
file, and uploads to the server.  As the server processes the 
image, the client shows a loading screen and progress updates 
to keep the user informed.  Once processing is complete, the 
client retrieves the results from an output text file, and 

Figure 4: A few sample objects existing in the database 

Figure 3: The Launching Icon and a background image of the 
application 



downloads the intermediate morphed images.  Once all of the 
images are downloaded, a timer runs to determine which image 
to display, and shows an animated sequence of the 
transformation.  The user interaction is quite simple, and can be 
extended in future work. 

V. RESULTS 
The results of this pipeline are consistent and quite 

rewarding.  A metric for success is not easy to define, as the 
ability to match an image in a cloud to a database is purely 
subjective, and different for almost all users.  The pipeline, 
however, does consistently choose the same images -- implying 
that the method is repeatable and reliable.  It is possible that a 
method such as this (i.e. finding a matched object based purely 
on perception) may be viewed as a goal of artificial intelligence 
in the future, and can be thought of as a benchmark by which 
researchers may test how adequately image processing 
algorithms replicate the perceptual awareness of humans.  For 
now, however, the results are largely for entertainment value. 

In terms of speed, the actual processing pipeline takes 
between 10 and 20 seconds on average.  The bulk of this is a 
result of the relatively slow morphing algorithm, which leaves 
some room for improvement.  In comparison, however, the vast 

majority of the time spent finding the images lies in 
downloading the result images from the server after processing 
has completed. 

VI. FUTURE IMPROVEMENTS 
Within the algorithm, several places could use tweaking or 

improving.  Specifically, the transformations often appear to be 
messy and not smooth.  A good portion of the mistakes, 
including the transformation choppiness, comes from the fact 
that the database is currently very small and thus a very close 
match is rarely, if ever found.  With a larger database, better 
matching will occur, and the results will improve 
drastically.  If, however, a large database is used, a new 
problem arises -- intelligent querying. 

Another area that could use some improvement is in the 
transmission of data.  Currently the images undergo little 
compression (only in being converted to JPEG files), and thus 
take a while to download and upload.  By adding compression 
and decompression to the pipeline before and after data 
transmission, communication can be improved, and the system 
will run significantly faster.  

Figure 5: Two examples of the output animation sequence of the morphing images. 



VII. CONCLUSION 
While this method is well suited for image matching and 

morphing between very closely related images, the process of 
matching and morphing amorphous objects to defined images 
is yet to be mastered.  The results are impressive and 
interesting, but fall short of the perceptual power of the human 
brain.  Mimicking the processing and database matching done 
by the human perceptual system is a difficult task, and much 
room is left for improvement.  It is, however, an interesting 
piece of entertainment, and a fun app to play with! 
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