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Abstract—Classroom and corporate settings often center on 
written content that is generated concurrently with its 
presentation, and often lost soon afterwards. We present, as a 
partial solution, an image-processing algorithm to extract writing 
from white/blackboards, or any other uniformly colored 
rectangular surface. The method is robust to a variety of board 
types and perspectives, as well as moderate occlusion. Such an 
approach yields a binary image of the desired board content, 
promising course or meeting notes in a compressed format. Its 
potential extension to real-time video processing is discussed. 
 

I. INTRODUCTION (HEADING 1) 
The role of technology in education is growing, as online 

courses, 'paperless' handouts, and PowerPoint presentations 
grow in popularity. These are all essentially predetermined 
teaching materials, and as such leave little flexibility to 
improvise – responding to questions in class, for example. 
Therefore, they often need to be supplemented by more 
traditional media like blackboards and/or whiteboards, 
especially for students or topics to which 'visual learning' is 
relevant. Business meetings may also rely heavily on 
communication through diagrams or lists that are iteratively 
updated. Due to limited board space, the writing may be 
erased several times during one session, requiring a capture 
system that is at least partially concurrent, as opposed to a full 
scan at the end. An ideal solution should be able to extract the 
relevant information from a board with a robust response 
under various conditions (of lighting, board color, and 
resolution), and be flexible in terms of its use, perhaps even 
allowing mobile phone capture so that any participants who 
desire them can obtain the content. Perhaps most importantly, 
an efficient and cost-effective mechanism to obtain board 
content can free participants from the need to copy it by hand, 
saving significant time and mental focus to increase 
productivity. 

 

II. RELATED WORK 
To address this issue, expensive new 'digital whiteboards' 

are now available, or lecturers can annotate notes using 
tablets. Commercial products attempt to replace traditional 
whiteboards or chalkboards with hardware such as the 
SMART Board and Open Sankoré. These efforts have several 
disadvantages in terms of cost, barriers to adoption, and 
differences in possible interaction with content. Other 
approaches rely heavily on the placement and calibration of 

cameras, including using two collocated cameras for precise 
zooming in [1] as well requiring users to draw a full grid on 
the board, or scanning in high resolution after a session in [2]. 
An alternative that may be more practical is to replace 
requirements for new hardware with a 'software solution' that 
can work with existing equipment. While several authors have 
attempted real-time video processing ([3], [4], [5]), no version 
is readily available (to our knowledge), and all require 
conditions that may not align well with the natural classroom 
or boardroom environment. Furthermore, those that utilize 
snapshots may disrupt the regular workflow in requiring 
certain conditions. In light of these past efforts in the arena of 
white/blackboard content extraction, we aim to investigate the 
possibility of obtaining a highly information-dense summary 
of all writing produced on the board at reasonable resolutions 
and with readily-available equipment (e.g. smart phone 
cameras). 

 

III. METHODS 
An intermediate goal on the path to real-time extraction 

from whiteboard video is to use short segments of video or 
single images at key 'transition points' – those times when the 
board is significantly full or about to be erased. These events 
may be detected from a continuous video stream or manually 
chosen by the individual in charge of the recording. To 
robustly realize this goal, several steps are valuable in the 
content extraction pipeline. Preprocessing is used to improve 
writing contrast and focus on relevant regions, which are then 
processed to binarize the desired content and remove 
occlusions or noise. The steps we use are chosen to allow for 
success under a variety of conditions and avoid stringent 
assumptions about the placement of the camera or the number 
of frames, ideally facilitating (in an extreme case) extraction 
from a single, fairly low-resolution chalkboard image even at 
wide angles. They can be summarized as follows: 

 
• Board outline detection 

 
• Background color estimation and subtraction 

 
• Binarization and region rejection  

 
• Optionally saving results for future images 

 



A. Board Outline Detection 
The board detection algorithm is designed to work on 

single images to focus later processing steps on the region of 
interest and ignore extraneous features like lighting and the 
audience. While users may be able to manually indicate the 
board’s position when operating in ‘snapshot mode,’ the 
ability to automatically track its outline should prove 
invaluable in videos where the board may move (due to either 
camera or board motion). The board-finding function can 
accept the location of a previously detected quadrilateral for 
fast processing in video applications. The ideal for board 
detection would be a low noise, high contrast, normal 
perspective image of a single white board with black edges 
that (nearly) fills the space with all corners visible. However, 
we hope to overcome challenges like angled perspective, 
additional strong edges (e.g. from lighting), and partial board 
occlusion (by a lecturer) in determining the outline. Thus, our 
approach is to identify an assortment of candidate 
quadrilaterals and pare them based on expected features.  

 
We begin by down-sampling the intensity image to a size 

comparable to 512x512 for speed in the following 
computations. Preprocessing for edge detection is achieved 
using a morphological opening or closing to remove sparse, 
thin edges (which are mostly those of the text written on the 
board). Edges are determined using a combination of fairly 
low-frequency (large-width) gradient approximations in the 
horizontal and vertical directions. These filters should further 
suppress thin text as well as being fairly insensitive to noise. 
We supplement with lower-weight contributions from 
traditional Canny and Laplacian of Gaussian edge detectors, 
but the gradient approximations are effective alone, being 
based on the generally valid assumption of a substantial 
physical edge of the board.  

 
Next, the dominant orientation of the image is extracted by 

averaging the angles of several lines detected using a 
‘weighted’ Hough transform of the edge map. This ‘weighted 
Hough transform’ takes into account the varying strengths of 
the edges, and uses coarse resolution n the theta parameter for 
speed. We assume that perspective distortion is not too great, 
so that two lines of the board’s outline (in general, a 
quadrilateral) will be close to parallel. The other two should 
also be detected and will increase the standard deviation of 
line angles if they are not orthogonal to the dominant 
direction. Thus, we use the standard deviation to inform the 
ranges of angles to search in two finer sweeps of the theta 
parameter (one centered at the dominant angle, the other 
orthogonal) with each sweep ideally finding two opposing 
sides. It is important to search for peaks separately in these 
two steps, because a single accumulator array and peak search 
may be dominated by parallel lines so that only two sides are 
found. For example, vertical board edges are usually shorter 
and may be partially occluded, while strong horizontal edges 
can be generated by lighting, writing, or rows of chairs as seen 
in Figure 1. We also note that all Hough transforms are 
augmented by a ‘butterfly filter’ that is found to improve the 

signal of the expected shape in the Hough accumulator space 
[6]. Following the detection of these outline candidates, 
intersections of all lines are calculated, with those falling 
outside the boundary of the image or at too acute an angle 
rejected, in concordance with the assumption that all corners 
will be contained in the frame and the perspective distortion is 
moderate. Then all the quadrilaterals (‘quads’) formed by 
these valid intersections are determined.  

 
The list of quad candidates can have a length as small as 

one (if the only strong edges in the image are those of the 
board) and has length 
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n  is the number of lines found in a single angular 
range of Hough space (see above). The first step is to filter by 
area - we have already rejected any quads larger than the 
frame area by requiring intersections within the frame, and 
also reject those that are smaller than ⅓ of the frame (except in 
the case that there are very few total candidates, in which case 
the other parameters should help to reject these small objects). 
Next, we calculate the feature vector for those that pass, 
comprised of: 

 
• Area - in general, the board shouldn’t be significantly 

smaller than other quads 
 

• Irregularity from 90 degree angles - with perspective 
distortion, most ‘rectangular’ objects will also have 
their angles changed and will be irregular like the 
board 
 

• Gradient consistency - the average gradients over a 
small area around the corners should point either 
towards the quad center or away from it 
 

• Path integral - the average edge value integrated 
around the shape should be high (all four edges of the 
board should have high pixel values 

Figure 1: Hough Lines Produced From Grayscale Image 



 
• Number of zeros - complementary to above, there 

should be few gaps in the edge map along the outline 
 

• Containment score - quads sharing edges are 
compared; if the board contains other candidates, 
their area should divide evenly into the full area (if 
smaller boards), but it may be contained by a 
somewhat larger candidate 
 

• Inner variance - the majority of board pixels should 
be the background board color, with only moderate 
occlusion by a lecturer, so there should be low 
variance over the area 
 

• Distance from center - we expect the board to be 
roughly concentric with the image frame 
 

The above 8-vector is computed for each quadrilateral 
candidate, as we can imagine situations in which any single 
metric will fail to rank the true board as most likely. The 
quadrilaterals are then ranked by (non-absolute) Manhattan 
distance from the mean values in parameter space, with each 
dimension normalized according to the standard deviation and 
a weighting for each parameter designed to differentiate the 
more important features. For example, we find that most 
detected quadrilaterals have very similar irregularities, and 
differences between them may not be significant given the 
discretization of the Hough space. The final ranking is found 
to be quite robust, with candidates at large positive distances 
from the mean very likely to be satisfactory board outlines. A 
sample set of ranked candidates following the line and 
intersection detection is shown in Figure 2.  

 

B. Background Color Estimation and Subtraction 
Extracting the color information of the board is very useful 

in low contrast conditions where the marker and board have 
similar grayscale intensity but different colors. By subtracting 
off the determined color of the board in the RGB domain, we 
can enhance contrast between handwriting and background in 
the grayscale domain.  

 
The color information was extracted by performing color 

contouring via Otsu’s method. In each of the R, G, and B 
domains, we obtained a threshold using Otsu’s Method. When 
the three contoured components are restored, the output is an 
8-level contoured image. The board color of the final image is 
then determined by taking the contour of largest size. The 
output color contains the most common values of R, G, and B 
from the original image within the contoured region.  
Because color estimation is performed after determination of 
the board area, it is highly accurate in determining background 
color. Furthermore, color estimation can be performed on a 
down-sampled version of the original image, making the 
process very fast as well.  

 

After board color is determined, we can obtain a grayscale 
image from the initial input by subtracting off the board color 
from R, G, and B frames of the initial image. The final 
intensity at each location follows the equation below. 
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I = (R − RBoard )
2 + (G −GBoard )

2 + (B − BBoard )
2       (2) 

 
The color segmented board and color-subtracted board are 

visible here in Figure 3. 
 

C. Text Binarization and Artifact Removal 
After obtaining a color-subtracted grayscale image, a 

combination of morphological operations and pixel wise 
calculations were used to extract text and remove artifacts 
from the output image. Because the board of the color-
subtracted region is known to be of low brightness, the process 
for extracting text is as follows 

 
1. Apply morphological image opening using a disk 
structuring element proportional to the size of the board to 
create a new image with thin, high intensity objects removed. 

Figure 2: Various Determined Quadrilaterals 



 
2. Subtract off the opened image from the original image to 
create a grayscale image consisting of only thin, high intensity 
features. 

 
3. Use Otsu’s Method to binarize this image. 

 
This process can be seen in Figure 4. 
 
Once a binarized image has been obtained, the final step is 

to remove artifacts. The most common artifacts found in these 
binary images are the edges of the board frame, parts of the 
lecturer, and other still objects intruding into the image.  
Instead of comparing different regions of the binary image to 
the color information from the original, we chose to examine 
the border around objects to determine whether an object was 
text or an artifact. The assumption is that if you examine a 

border around text, it should have primarily low intensity and 
low variance (i.e. the border should trace around some region 
of the board) as well as low frame-to-frame variance. Our 
algorithm utilized these characteristics in isolating text objects. 
The process is as follows 

 

Figure 3: Color ID/Subtraction. (1) Initial Board. (2) Downsampled and 
Contoured. (3) Color Subtracted Grayscale Image 

Figure 4: Text Binarization Process. (1) Color Subtracted Image. 
(2) Image Opening. (3) Subtraction. (4) Thresholding 



1. Dilate the previous binary image and use the Laplacian 
of Gaussian edge detector to extract just the borders of dilated 
objects.  

 
2. Create an image of the frame-to-frame standard 

deviation from several frames of video, and use Otsu’s 
Method to turn this into a binary image of high variance areas.  

 
3. For each edge region in the binary image, if the variance 

or intensity of those pixels in the color-subtracted grayscale 
image exceeds a certain threshold, remove all objects within 
that boundary. Likewise, if any border pixel falls on a high 
variance position, remove objects within that boundary as 
well.  

 
This process is displayed in Figure 5. 

IV. RESULTS 
The above processing pipeline is fairly slow in extracting 

writing from single images, taking between 5 and 10 seconds 
in a MATLAB implementation when significant content is 
found on the board. It is fairly insensitive to the resolution of 
the input, with the rectangle detection and background color 
modeling both using a down-sampled image to reduce their 
combined computation time to 1-2 seconds. The bulk of the 
remainder is consumed by the morphological writing 
binarization, which scales as the number of distinct regions 
and therefore depends little on resolution. The algorithm was 
tested on videos from Stanford lectures, one at high resolution 
using a whiteboard and marker, the other at a lower resolution 
with white chalk on a brown chalkboard. Performance on 
select frames of the former videos can be seen in Figure 6 

 
We find that the extraction is quite successful at high 

resolution and board contrast where one can read the text in 
the original video. However, the writing is often difficult to 
read in the chalkboard video, and correspondingly more  

Figure 5 Outlier Removal. (1) Color Subtracted Image. (2) 
Binarization. (3) Region Bordering. (4) High Variance Map. (5) 

Binary Image Without Artifacts. 

Figure 6 A Clean Sequence. (1) Initial Image. (2) Color 
Subtraction. (3) Final Output. 



challenging to extract. Some failures of the algorithm are 
demonstrated in Figure 7, where an intensity gradient, low 
resolution, and chalk blurring corrode the final output. We 
also observed that the rectangle corresponding to the board is 
difficult to detect properly in some cases, due to occlusion as 
well as unconventional board schemes.  We’ve also tested 
with some non-video edge cases, including angled 
perspectives and non-traditional ‘boards’ (for example, simple 
pieces of paper). Unlike the lecture videos, these tests used 
single images captured using a camera phone, with specs 
similar to those found in many smart phones. 

V. DISCUSSION AND FUTURE DIRECTIONS 
These results represent a significant first step towards the 

goal of real-time extraction of white/blackboard content, and 
could still be quite useful in their own right. We imagine that 
an Android implementation for smart phones would save 
participants time and memory, replacing tedious note-taking 
with a series of quick snapshots of the board. However, while 
the current version avoids treating large occlusions (usually 
people) as board content, it obviously can’t capture anything 
that is occluded, requiring somewhat more complicated 
behavior from users to compensate. Furthermore, it can 
sometimes be difficult in classes to predict when valuable 
information will be erased, making a more automated 
approach desirable. The first challenge is to improve the speed 
of the algorithm so that it is adaptable to video rates. We 
believe that the built-in MATLAB video reader may be slower 
than necessary in processing our test videos (mp4 format), and 
that a solution incorporating FFMPEG could result in 
considerable speed boosts. Furthermore, once the board and 
color are initially determined, they can be used as input into 
future board and background color detection as a reasonable 

guess, reducing the computation time needed considerably. 
The transformation to a perspective normal to the board also 
takes on the order of 1 second, so a faster implementation 
could use a mask for the board area and store the projective 
transform for later application to only the desired regions. 
Such an approach would work especially well if the board is 
divided into blocks which can be quickly classified as 
background, text, or occluding foreground objects based on 
distance from background, number of edges, and both time 
and spatial variance. While it’s unlikely that the complete 
algorithm could process every frame, we believe a plausible 
implementation could use the majority of frames to update 
time variance and averaging, determine the board edges at 
around 1Hz for sufficient tracking, then perform a full 
extraction of new content at a rate of ~.1-.3Hz, allowing us to 
preserve the timing of its generation and work in real-time to 
process videos. Finally, we note that even if the above speeds 
are not easily achieved, the same steps could often be useful in 
offline processing of video. For example, course notes are 
rarely needed immediately after their presentation - a waiting 
period of a few hours is reasonable. 

VI. CONCLUSIONS 
In this paper we have presented a proof of concept for 

extraction of content from whiteboards or blackboards using 
an algorithm that is robust to a variety of environments and 
resolutions. It is designed to make minimally restrictive 
assumptions on the user’s situation and to avoid interference 
with the natural process of classroom or boardroom 
interaction. While considerable processing is required, we 
demonstrate success in extracting a binary image of the 
desired content on our test cases, with little loss of information 
or addition of noise. This approach could be useful as-is, 
provided that the user is cognizant of its capabilities. 
Furthermore, extension of the algorithm to processing of full 
video could more effectively use time information, and 
promises to yield a highly information-dense series of binary 
frames under a variety of recording conditions.  
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APPENDIX 
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- Matlab Code Consolidation  
- Board Detection 

- Paper Writing (All Sections) 
 

Nick Su 
- Poster Board Design 

- Color Detection/Subtraction 
- Binarization/Artifact Removal 

-Paper Writing (only ‘Methods’ section) and Editing 
 
 


