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Mobile IC Package Recognition
Patrick Blaes, Chris Young

Abstract—This paper describes an image processing system
that detects integrated circuits (ICs) in an image of a printed
circuit board (PCB) and attempts to read the part label and
identify the chip using optical character recognition (OCR). A
prototype of the system was built using an Apple iPhone to
acquire the images and display the results while a remote server
running MATLAB performed the processing.

I. INTRODUCTION

As anyone who has had to identify integrated circuits (ICs)
on a circuit board will tell you, it can be very difficult to read
the tiny, often low contrast text printed on the package. Our
project aims at solving this problem using a mobile computing
platform, in this case, an iPhone. Our goal is to take an image
of the circuit board using the phone’s camera and subsequently
identify all of the ICs on board by reading the printed text on
top. While manufacturing lines currently use such systems to
verify text printed on the chips as well as proper orientation
of the packages in trays, a mobile or low cost solution would
aid individual technicians and engineers in debugging and
verifying the manufacture of printed circuit boards (PCBs).

This paper will discuss our work in development of our mo-
bile solution. Section II will discuss existing systems used for
manufacturing, Section III will discuss the image processing
algorithms and pipeline, Section IV will describe the overall
architecture of our implementation with an iPhone and the aid
of a remote server, and finally in Section V we will discuss
the experimental results obtained from tests conducted with
our solution.

Fig. 1. An example image of a PCB that is captured on an iPhone and
processed by our system.

II. PRIOR WORK

Computer vision and image processing have been applied
to detecting and reading the labels of chips before, mostly for

quality assurance on semiconductor fabrication lines. Nagara-
jan et al [4] applied optical character recognition to verify that
ICs coming off of the fab line are labeled without errors. Amin
et al. developed a system to detect the orientation of chips in
their packaging trays [1].

To the best of our knowledge, the system described in this
paper is the first to attempt to detect and identify different
types of ICs on an already populated printed circuit board.

III. ALGORITHM DESCRIPTION

There are three main elements to our proposed algorithm:
localizing each IC on the PCB, the extraction of the IC image
to send to the Tesseract OCR engine for text recognition, and
estimating the identity of each IC using a database. Figure 2
illustrates this process.

A. Segmentation

First, we must localize the position of each IC on the PCB.
Our initial attempts included contrast enhancement followed
by edge detection. Without contrast enhancement, edge detec-
tion (i.e. the Canny algorithm) fails as each PCB possess many
possible edges from resistors, capacitors, connectors, and the
copper trace interconnects. Simply converting to grayscale
and applying global or local contrast enhancement and Otsu
segmentation also failed. This was due to the fact that the green
solder mask and the dark gray to black ICs were of similar
tone, thus making edge detection and the Otsu segmentation
unreliable. One such solution to this problem was to convert
the RGB image to HSV (hue, saturation, value) space and
select the H channel. On our initial test images, in the H
channel, there was a large difference between the ICs and
the green solder mask making it simple to apply Otsu seg-
mentation. Unfortunately, after subsequent tests on different
images this method was less than robust as the thresholding
effect depended largely on variations in luminance across the
PCB as well as the exact color of the solder mask itself.

The final solution we chose to implement was a maximum a
posteriori (MAP) detector. One can notice that one of the most
distinguishing features of the ICs relative to the PCB is their
dark gray or black color that changes little across boards and
holds in many lighting conditions. Thus, we took a series of
training images, from which we created binary masks where
a 1 represents an IC and a 0 represents anything else. In such
a way, we teach the detector to associate certain RGB values
with an IC package. While the MAP detector seemed fairly
robust, it required a significant amount of processing as the
entire image was iterated through pixel by pixel. However, by
noting that to localize the packages, a full resolution image is
not required, we downsampled the image by a factor of four
thereby reducing the total number of pixels by 16x.
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Fig. 2. Flowchart showing the image processing pipeline used in the IC identification system.

Figure 3 shows the output of the MAP detector. As can be
seen, the IC packages are clearly identified, however there
is still noise present in the image. This is simply handled
by applying an open filter (erosion followed by dilation) to
remove the small 1 regions that are not chips. Similarly, a close
filter (dilation followed by erosion) was used to clean remove
any holes present in the center of IC regions and smooth
edges. In both cases, a square structuring element (se) was
used, the size of each determined experimentally by exploring
their effect on various test images. Ultimately in order to not
affect the smaller ICs, we chose a 3x3 se for the open filter, but
to remove large holes, a 10x10 se for the close filter. Figure
4 shows the final binary mask (downsampled by 4) used to
locate the ICs.

Fig. 3. MAP detector output.

B. Chip Corner Detection

Once the binary mask is produced in the segmentation
step, we must then determine which regions are rectangular

Fig. 4. Chip mask after region area filtering and morphological processing.

and find their corners. The rectangle detection allows us to
reject nonrectangular segmented regions which are unlikely
to correspond to IC packages. Which the corners that are
detected, we are able to correct for rotation, easily extract
the chip patch from the original image, and draw the chip
boundaries on the output display.

There are several approaches that were considered for
the rectangle detection algorithm. One, that at first seemed
promising, was to compute the Hough Transform surrounding
each segmented region and attempt to find two pairs of peaks
90◦ apart, indicating four intersecting orthogonal lines and
thus a rectangle [3]. In practice though, this was hard to
implement because there are many linear structures present
on PCBs (e.g. wire traces, resistors, capacitors) which show
up as Hough peaks. This makes it difficult to match the four
Hough peaks corresponding to the rectangle boundaries.

Ultimately, the approach we took for this problem was to
compute the convex hull of each region in the segmentation
mask and attempt to approximate this polygon as a rectangle.
The convex hull was first computed in MATLAB using the
convhull command. We then iterate through each vertex in
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the output and calculate the angle between each polygon edge
according to

θi = cos−1

(
(xi − xi−1)

T (xi+1 − xi)
||xi − xi−1||2 ||xi+1 − xi||2

)
where xi is a vector corresponding to the ith vertex of the

convex hull. All vertices with a θi < 25◦ are discarded and
any remaining vertices that lie within 20 pixels of each other
are combined. If four vertices remain after these steps, we
conclude that the region is a rectangle and a likely candidate
for an IC.

Fig. 5. Chip boundary mask after corner detection.

C. Chip Extraction

Using the chip corner vertices found in the previous step,
we then attempt to correct for rotation. The angle between the
topmost edge of the chip boundary and the top edge of the
image is computed. The entire image is then rotated by this
angle.

The chip boundary is is not a perfect rectangle, due to both
imperfect segmentation and perspective distortion. Hence, we
determine the largest inscribed rectangle for the chip boundary.
The bounds of this rectangle are then used to extract the chip
patch. An example chip patch is shown in Figure 6.

Figure: example image

D. Preprocessing for OCR

Once an IC has been extracted as a separate image, the text
must be made sufficiently clear, and binarized such that the
OCR engine can accurately decipher it. The challenge here
is to create an algorithm robust enough to isolate the text in
various lighting conditions while taking into account that ICs
are typically labeled with two (quite different) font colors:
white and dark yellow. Because of this, we would like to
perform a threshold at the far edge of the dark tones of the
histogram labeling the darkest parts as the package background
and anything greater as text.

Figure: example image

(a) Original chip patch.

(b) Binarized chip patch.

(c) Binarized chip patch
after morphological
opening.

Fig. 6. Extracted chip patches and preprocessing for OCR.

E. OCR and Text Matching

Once the image of each individual IC has been binarized, it
is fed to the Tesseract OCR engine [2] [5]. Tesseract reads the
image and attempts to translate each line of text. Each line of
text is then compared to a database which contains the actual
lines of text for all of the ICs on the boards we considered.
To match corresponding lines of text and identify associated
part numbers, we measured the Levenshtein distance between
each tesseract output and the database entries. The Levenshtein
distance, or edit distance, is a measure of the number of
operations, including insertions, deletions, and substitutions,
which are needed to transform one piece of text into another.
As a heuristic mesausure for the goodness of a text match, we
then compute a score for each Tesseract output and dictionary
entry:

score =
|dlev − li|

li

where dlev is the Levenshtein distance to word i in the
dictionary and li is the length of word i. Hence, if the
Levensthein distance to a dictionary entry was 0, we would
have a score of one, and if the distance was li, we would have
a score of zero. If the score for a particular piece of Tesseract
output text was found to be greater than 0.4, we concluded
that it was a match for the part number in the database.

It should be mentioned that because the orientation of
input image significantly affects the output of Tesseract, all
4 rotations are tried. An example of Tesserat output is shown
in Figure 7.
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Fig. 7. Example Tesseract output for the chip in Figure 6.
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Fig. 8. High-level block diagram of the prototype system implementation.

IV. SYSTEM ARCHITECTURE

The algorithm described above was implemented in a pro-
totype system consisting of an Apple iPhone to acquire the
images of the PCBs as well as display the results and a
server running MATLAB to perform the image processing.
A high-level block diagram of the system is shown in Figure
8. The iPhone was chosen as the image acquisition device
over alternative devices, such as the Motorola Droid, because
it has a better performing camera (superior optics and lower
noise sensor) as well as the authors previous experience
programming for it.

When a photograph is acquired on the iPhone, it establishes
a connection with a web server. The image is then uploaded to
the server using an HTTP POST command. Once the image
upload has completed, the server runs a MATLAB function on
it and waits for the results. When the MATLAB processing
has completed, the server creates a JSON object containing
the vertices and names of each chip and sends it back to the
phone. Finally, the iPhone draws a box around each detected
chip as well as a text label for the chip part number.

Fig. 9. A screen capture of the final display on the iPhone.

V. EXPERIMENTAL RESULTS

In order to quantify the functionality of our implementation,
we took a series of test images of different boards under five
different conditions: even lighting (illumination), low lighting,
bright lighting, images with pronounced glare, and images
that were taken at various rotations and perspectives. Eight
images (different than the training images) were taken for
each category and several metrics were measured for each
board image. The detection rate is the ratio of accurate chip
localizations (regardless of whether it was correctly identified)
to the total number of chips in the image. The false positive
rate is the ratio of localizations on portions of the PCB that
were not IC packages. The false negative rate is the ratio of
the chips not detected on each board to the total number of
chips on the board. Lastly, the ID rate is the ratio of correctly
localized and identified chips to the total number of chips on
the board.

For each category, the ratios calculated for each board were
averaged and their standard deviation recorded. Finally, for
each ratio, the average and standard deviation for the all the
test images together were calculated. Table I reports the data.
For more accurate data, more than eight images for each
condition is required. In addition, while the boards for each
condition were the same across conditions, the experiments
were not taken under the most controlled conditions. Thus
we recognize these metrics to be largely holistic rather than
detailed. Still, we might derive conclusions based on large
variations.

It is very apparent that the algorithm used to segment the
location of each chip works best when there is even and
moderately intense ambient light. The worst cases for IC
segmentation occur when the ambient light is either low or
very bright, while the segmentation is somewhat more resilient
to rotated images of different perspectives and images with
glare, due to for instance, overhead lighting. Still, the standard
deviation for all categories is around 20

We can arrive at the same conclusions for the given condi-
tions with regard to the rate of false positives. That is, fewer
false positives occur for images in nice even lighting whereas
we get the largest rate of false positives for boards illuminated
under more extreme lighting conditions. Interestingly, these re-
sults still hold when considering the rate of chips not detected
that are actually present (false negative rate). However, in this
case, the rate of false negatives seems quite resilient to rotation
and change in perspective.

Unfortunately the rate of ICs correctly identified is very
low in all situations considered. This is probably likely for a
number of reasons, however we estimate that these are inde-
pendent of ability to segment the chips. First, while the corner
detection scheme proved fairly robust, there were sometimes
a few instances where the corners would be slightly off on a
detected chip. Consequently there would be a systematic error
when correctly aligning the package image. Further, the actual
algorithm for segmentation of text proved to lack robustness.
For instance, if the extracted image of the IC contained any
metallic pins along the perimeter, in the case that the text was
dark yellow, this completely overcame the Otsu segmentation.
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Fig. 10. A reasonable looking chip image that Tesseract did not produce
any output for.

Similarly, the segmentation was very sensitive to variations
in lighting across the chip itself. Both of these errors are
derivatives from the fact that segmentation was performed on
a global scale, however as discussed in Section III, the global
segmentation was necessary. Still, for all the errors due to lack
of ability to handle varying conditions of the text segmentation
algorithm, the Tesseract OCR engine gave us just as many
issues. While collecting the aforementioned data, we noticed
that there were a number of chips that seemed to be correctly
identified and their text accurately segmented as judged by our
own eyes. Figure 10 shows an example of an extracted IC that
Tesseract failed to identify any text from despite reasonable
segmentation.

Image Conditions Low Even Bright Glare Rot & Persp
Det Rate Avg 18% 80% 27% 54% 45%

Det Rate Stddev 17% 23% 29% 30% 34%
False Pos Rate Avg 76% 23% 66% 35% 46%

False Pos Rate Stddev 21% 24% 38% 36% 37%
False Neg Rate Avg 82% 17% 72% 46% 45%

False Neg Rate Stddev 17% 20% 31% 30% 37%
ID Rate Avg 0% 7% 9% 3% 5%

ID Rate Stddev 0% 10% 15% 8% 11%

TABLE I
PERFORMANCE METRICS

VI. CONCLUSION

Overall, we are fairly pleased with the outcome of our effort
within the allotted time frame; even despite the fact that the
IC identification fails to hold up under varying conditions.
We believe we have shown that our algorithm is functional,
especially the chip localization and extraction when lighting
conditions are even and not either too bright or too dark. We
also believe our implementation might perform better if given
a much higher resolution camera with a higher quality image
sensor found in most mobile devices. In fact, our original in-
tent was to use a Motorola Droid as our experimental platform,
however acquiring a readable image of the text proved nearly
impossible forcing us to make use the higher quality iPhone4
camera. We would also likely benefit from a more robust OCR
method than Tesseract, that is specific for ICs like the methods
outlined in [4]. At the very least, we have learned about the
tradeoffs associated with our application and have created a
proof of concept for a functional implementation on a mobile
device.
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VII. APPENDIX: DIVISION OF LABOR

Both Chris and Patrick worked together on developing the
algorithm and the MATLAB code. We experimented with
different approaches independently and chose the code that
worked best for the final system. We both contributed evenly
to the poster and final report.

Chris performed much of the experimentation and
performance testing.

Patrick wrote the web interface and the iPhone app.


