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Abstract— Current technology allows optical recording of 

brain activity in awake behaving mice through the use of 

miniature head-mounted microscopes. These images require 

processing, as they are unevenly illuminated, contain framewide 

shifts, and do not readily reveal individual neurons. After 

statistical methods yield a set of images containing putative 

individual neuron shapes and locations, a human must classify 

images as containing a single neuron or some kind of noise or 

clutter. This task is confounded by the fact that imaging optics 

can create aberrations in the image features. We present two 

algorithms: one for removing optical aberrations for 

presentation purposes, and another for automatically rejecting 

images that contain noise or non-neuron features. 
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I. INTRODUCTION 

Visualizing neurons has played an important role in our 
understanding of the brain ever since Ramon y Cajal began 
looking at silver nitrate-filled neurons under a microscope over 
a century ago. The images Cajal gathered highlight both the 
scientific importance and aesthetic beauty of images of 
neurons. Today, we are able to image not just the form of 
neurons, but also their function. By expressing a synthetic 
protein with fused fluorophore and calcium-binding domains, 
we are able to visualize the calcium concentration in neurons, 
which serves a proxy for neural activity. 

 In addition to protein engineering technology, 
specialized microscope technology is crucial for imaging 
neurons. Mark Schnitzer’s lab at Stanford has pioneered the 
development of finger-sized cameras that can be mounted on 
the skull of a freely-moving animal [1]. To access deeper brain 
regions, the camera images through a GRIN lens, a tube-
shaped micro-optical needle with a radially-varying refractive 
index that is inserted through the skull to contact the brain 
directly. The GRIN lens essentially allows an image to be 
piped from one end of the tube to the other, and the head-
mounted camera is then able to send images at 20 Hz to a 
nearby computer through a cable. 

 A typical experiment with this imaging setup involves 
attaching the camera to a mouse while it performs some kind of 
behavioral task. The goal of the data collection is to correlate 
neuronal activity to the mouse’s behavior, thus deepening our 
understanding of the causal relationships in the mammalian 
brain. To uncover neural activity from the imaging movies, 
however, the data must be processed in order to find individual 
neurons and then track their brightness over time. 

 Processing of the raw videos is involved and 
challenging. We will describe here the current analysis method, 
and then move on to the additions of our project. First, the 
animal’s movements introduce motion artifacts which can be 
removed with purely translational motion correction [2]. Next, 
we correct for uneven background fluorescence by normalizing 
each pixel by its time average. Finally, we apply a previously-
developed method of finding candidate spatial filters 
representing sources in the movies which might be neurons. 
This procedure first uses Principal Component Analysis (PCA) 
for dimensionality reduction and then Independent Component 
Analysis (ICA) to identify independent sources with high 
spatiotemporal skewness [3]. ICA generates linear spatial 
filters which we can view as 2-D maps whose bright spots are 
pixels that received higher weights. We will refer to these maps 
simply as images throughout this work. 

 The images returned from PCA/ICA appear to extract 
neurons well. However, neurons are not the only things in the 
videos that behave independently of other image features. The 
fluorescence signals of blood vessels will change as platelets 
move through them independently of nearby activity. ICA will 
also pick out dust, which acts as a source when it moves in the 
image as a result of motion correction. Single pixels and other 
noise sources that don’t belong to any anatomical feature may 
be selected as well. These classes of “bad” images must be 
removed from a dataset of over 1000 images manually, putting 
a major bottleneck in the overall analysis process. The first 
goal of our work outlined here is to automate the selection of 
images that represent real neurons. 

Another critical step in exploratory analysis of the imaging 
data is to visualize a map of neuron locations which can be 
generated by combining the spatial filters. In addition to giving 
insight about the data, there is an aesthetic motivation to 
produce clear brain activity images for academic publication 
and public outreach. Unfortunately, the GRIN lens introduces 
strong aberrations into the images, resulting in cell bodies that 
appear to be stretched tangentially along concentric circles 
surrounding the center of the lens. These aberrations arise from 
the collapsing of a non-planar imaging surface, but 
manufacturing variety means that an exact optical model of the 
aberrations is difficult to obtain. The second goal of our project 
is to estimate and then remove these aberrations with 
computational methods. 



II. NEURON IDENTIFICATION 

A. Matched Filtering 

Since neurons have a characteristic shape, we began by 
considering a template matching paradigm in which 
convolution with a rotated prototypical neuron would result in 
a strong peak occurring where a neuron is present in the image, 
and much weaker peaks in images that do not contain neurons. 
A prototypic neuron’s independent component signature is not 
known apriori and has to be estimated from the data. To do this 
in an unsupervised fashion, we make the assumption that most 
images contain real neurons, so that averaging over a 21x21 
pixel window around each image’s brightest pixel will yield a 
good neuron-shaped template. 

 

Fig. 1. Local matched filters used to extract neurons describe the average 

properties of neurons in different parts of the image. 

After applying matched filtering, we noticed that neurons 
out towards the edges of the image did not yield strong 
responses to our matched filter. This is because neurons take 
on different shapes in different parts of the image due to 
aberrations introduced by the optics. A non-spatially-invariant 
filter is needed. We achieved this by dividing the image space 
into a 5x5 grid of tiles. We generated local filters for each tile 
by averaging the 21x21 pixel widows that were taken from 
within the given tile. This procedure was useful in rejecting 
blood vessels which are similar to aberrated neurons in 
eccentricity and size, but do not respond strongly to a local 
filter since they match the orientation of neurons in that region 
poorly. 

After local matched filtering has been performed we 
classify any images whose maximum filter response is below a 
threshold as non-neurons. We can visualize the effectiveness of 
this criterion by plotting a histogram of good and bad image 
scores, where manual classification provides a ground truth. As 
you can see below, the matched filter response gives us a fairly 
strong separation boundary that rejects two thirds of the 
spurious neuron images while discarding less than 1% of the 
images that were manually classified as true neurons. 

 

Fig. 2. Distribution of maximum response the local matched filter for good 

images (blue) and non-neuron images (red). 

B. Image Segmentation and Morphological Classification 

Returning to the original unfiltered image, we sought 
morphological metrics that allow us to separate neuron from 
non-neuron images. We begin by binarizing the image at 90% 
the maximum pixel value and performing region labeling on 
the binarized image. We note that our optics normally don’t 
enable us to image a neuron’s processes, only its cell body, 
which is spatially local. Therefore, binarization should give us 
a single region representing a neuron. Any image with multiple 
regions can be discarded. 

 The above approach effectively eliminates very noisy 
images, but has the side-effect of confounding further image 
processing. A binarization at 90%-maximum looks at only the 
very brightest pixels and can make spurious features look like 
neurons. Blood vessels usually have a bright region that 
continues on as a dimmer winding path, but only a bright 
circular region, indistinguishable from a neuron body, shows 
up after binarization. Images corresponding to dust will show a 
number of bright blobs, but one blob may be so much stronger 
than the others that only one region is left after binarization. To 
handle this, we reduced the binarization threshold to half-
maximum. As a result, some images of neurons gain multiple 
regions. However, we noted that non-neuron images tended to 
have multiple regions of equal brightness. True neuron images 
may have multiple regions, but only the region representing the 
neuron stands out in size and brightness. The skewness of 
maximum pixel values in each region turned out to be a good 
metric for classifying the images as shown below. We found 
that our implementation, simply taking the ratio of brightest 
pixels in the brightest two regions, is a good proxy for 
skewness. 



   

Fig. 3. (A) Distribution of the skewness of region brightness and (B) 
distribution of the area of the largest region for good images (blue) and non-

neuron images (red). 

With a lower binarization threshold, we can now continue 
by examining the properties of the brightest region. A number 
of non-neuronal images are simply small clusters of very bright 
pixels, which we remove by setting a lower bound on the area 
of the brightest region. We can remove dust and noisy images 
by setting an upper bound on the total area of all regions. 

Finally, we note that neurons simply look circular. After 
binarizing at half-maximum, we do not see the finer 
asymmetric features such as the dendritic tree or axon hillock. 
Only a circular blob is visible. Even with aberrations, an upper 
bound on the eccentricity of the brightest image region rejects 
non-neurons. The eccentricity distribution below has a peak at 
zero, which corresponds to the single-pixel noise and 
extremely circular neurons at the image center. 

 We applied this algorithm to two data sets of 
PCA/ICA spatial filters for which manual classifications serve 
as a ground truth. Our algorithm has an extremely low 
probability of accepting a bad image, while rejecting a 
tolerable number of good images. 

TABLE I.  PERFORMANCE ON REAL DATA 

Data set 
Number 

of images 

False acceptance 

rate 

False rejection 

rate 

1 1300 0.30% 13.13% 

2 1294 1.77% 14.23% 

III. ABERRATION REMOVAL 

To remove the warping caused by optical aberrations, we 

began by using the properties of identified neurons to estimate 

the position of each pixel on the curved imaging surface. To 

do this, we first take the set of all identified neurons and 

measure the major axis length of each cell. We then fit a 2-D 

function to the major axis length distribution so that we have a 

value at every pixel in the image. This function gives us two 

things: an estimate of the aberration center and a measure of 

the stretching caused at each concentric ring around the center. 

Since the GRIN lens is not in the same position relative to the 

camera for each mouse and each microscope, it is important to 

estimate the center rather than assuming it is in the center of 

the image. 

 

 
Fig. 4. Aberrated cell map with colored dots corresponding to major axis 
lengths. 

 
 

Fig. 5. Level sets of a conic function fit to the distribution of major axis 

lengths in the cell map. 

We can then use this fitted function to estimate the shape of 

the imaging surface. We assume that this surface is spherical 

in nature, which is a reasonable assumption given the optics of 

the GRIN lens. For each concentric ring around the computed 

center, we can estimate a “stretching factor” by calculating the 

ratio of the fitted major axis length function along that ring to 

the fitted major axis length function in the center. We can then 

compute the distance along that ring on the imaging sphere by 

dividing the distance around the ring in the actual image by 

the stretching factor. Once we have the distance around each 

ring on the actual imaging sphere, we can geometrically 

compute the latitude and longitude at each point. We can 

check the goodness-of-fit of this estimated imaging surface by 

looking at the uniformity of cell shape on the sphere. By this 

metric, we found that the best function to fit to the major axis 

length distribution was a cone shape. 
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Fig. 6. Cell map displayed on the estimated spherical imaging surface. 

Now that we have estimated the 3-D position of all pixels 
on the imaging surface, we can use existing map projections to 
flatten the spherical surface in a way that better preserves the 
shapes of the neurons and does not produce tangential 
stretching. We tried a large number of map projections, and 
got the most visually appealing results with projections which 
were either azimuthal, projecting from the bottom of the bowl 
upward, or conic, flattening the sphere into a cone shape. We 
chose several projections which were visually pleasing in 
different ways, and measured their success by calculating the 
standard deviation of the major axis length of the cells in the 
new projected cell maps. This measure, as opposed to 
measured of eccentricity or cell size, or a normalized standard 
deviation of major axis length, best matched our visual 
impressions of the quality of the projections. The projection 
that performed best by this measure was the Lambert 
projection, a conic projection designed to preserve area. The 
Lambert projection, however, distorts the field of view into a 
very different shape. For this reason, it could be preferable to 
choose an azimuthal projection such as the Wiechel 
projection, which morphs the field of view into more of a 
circular shape. We will continue to use this de-warping 
method for the visual display of our data, extending the 
approach in the future to full movies.  

TABLE II.  MAP PROJECTION PERFORMANCE 

Map Projection Standard Deviation of 
Major Axis Length 

Original Cell Map 2.70 

Lambert (Conic) 1.90 

Wiechel (Azimuthal)  2.31 

Bries (Azimuthal) 2.39 

Werner (Conic) 2.61 

Equal Area Azimuthal 2.69 

 

 

Fig. 7. Original cell map with aberrations. 

 
Fig. 8. Cell map dewarped with a Lambert projection from the estimated 

spherical imaging surface. 

 
Fig. 9. Cell map dewarped with a Wiechel projections from the estimated 

spherical imaging surface. 
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