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Abstract— A  real-time  image  processing  algorithm  for 
parsing  and  solving  a  particular  set  of  video  game  puzzles  is 
explored.  An approach is described for identifying the relevant 
portions of the playing field with probabilistic Hough transforms 
and thresholding, as well as parsing this relevant portion using 
color  space  manipulation  and  matching  into  an  easy-to-
manipulate  form  for  further  processing  and  decision-making, 
leading to the general  feedback loop of  playing a video game. 
Tradeoffs  between  performance  and  robustness  are  briefly 
discussed,  along  with  the  interplay  of  image  processing 
algorithms with the gameplay logic portion of the system.
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I.INTRODUCTION

Real-time image processing applications have been gaining 
popularity as highly-parallel compute has become increasingly 
available.   While  many applications  gain  a  user  experience 
boost from high performance, in some situations both the speed 
and robustness of the algorithm directly affects the usability of 
the application entirely.  Example abound in the embedded and 
industrial space, as well as the realm of self-driving cars.  A 
similar approach can be taken to the realm of video games – a 
human player's reaction time and ability to parse and act upon a 
rapidly-changing series of inputs directly translates into his or 
her success.

Similar aspects of computer vision and image processing 
can be applied to providing the same sorts of decision making 
should a computer replace the eyes, mind, and hands of a video 
game  player.   As  with  many  such  applications,  the  broad 
usability of any one application is likely to be limited – i.e., a 
tailored solution for one game would obviously not be useful 
for even a very similar second game.  However, the basic tools 
used in crafting such algorithms do tend to carry forward.

II.BACKGROUND

A. Goals
The high level goal  of this project is to be able to use a 

camera (e.g. a webcam) to capture live screen images from a 
game  being  played on an  external  system,  then use  various 
detection/segmentation  algorithms  to  construct  a 
computationally simplified representation of the playing field, 
decide on a course of action, and send the chosen command(s) 
back to the external system in real time.

B. Choice of a Puzzle Game
The game selected for this is Tetris Attack, a simple puzzle 

game that involves horizontally swapping blocks to clear them 
from the playing field by aligning 3 (or more) like-featured 
blocks  horizontally  or  vertically;  a  losing  condition  is 
encountered when the ever-rising stack of blocks reaches the 
top  of  the  playing  field.   An  example  game  screen  (taken 
directly from the screen output, rather than from a camera) is 
shown in Figure 1.

 1.  

Figure 1. Example Tetris Attack playing field.

The  choice  of  a  puzzle  game  affords  several 
simplifications as well as several complications.  On the one 
hand, the key features are readily apparent – blocks, unique 
colors, shapes, and a confined and consistent playing area.  On 
the  other  hand,  the  abundance  of  right  angles  and  sharp 
contrasts  can  create  a  daunting  signal-to-noise  ratio  if  an 
algorithm does not know the specific key features to look for.

C. Performance Measurement
Performance can be readily measured in a variety of ways 

– the speed of  the rising stack when a player  encounters  a 
losing  condition  is  one  readily  available  metric.   Others 
include  score,  cumulative  survival  time,  and score  per  unit 
time.  For the purposes of this project, we analyze stack speed 
as the most consistent measure of survivability.



III.IDENTIFYING THE PLAYING FIELD

The use of a camera rather than direct screen capture results 
in  a  variety  of complications along the path toward  passing 
along a series of inputs to the game.  Contrast the image shown 
in Figure 2, taken from a webcam, with the clarity of a similar 
image shown in Figure 1.

Figure 2.  Webcam image of Tetris Attack playing field.

Among  the  many  issues  brought  forth  by  the  use  of  a 
camera are the rotational dynamics.  The camera is a viewpoint 
in three-dimensional space; even finding a stable resting place 
means that some degree of multi-axis rotation can complicate 
identifying parallel lines and shapes.  A naïve approach would 
be  to  use  a  Canny  edge  detector  followed  by  a  Hough 
transform to call  out  the most  prominent  lines anyway,  and 
perform adjustments based upon these lines.

However, this is not initially very simple.  Because of the 
high-contrast (meaning steep gradients) art throughout the play 
screen, as well as with the way blocks on the playing field can 
align, there are a significant number of “noisy” line candidates 
resulting from the wide variety of prominent gradients across 
all  forms  of  the  color  space.   Particularly  near  the  relevant 
portion of the playing field, discerning the precise nature of the 
individual lines and selecting the correct ones becomes quite 
daunting  compared  to  many  typical  applications  of  the 
algorithm.

Thus, instead, the first step in the overall  algorithm is to 
identify  the  entire  screen  itself.   By  singling  out  the  entire 
screen against the bezel and borders of the device (a laptop in 
this case), the borders can be easily detected through the aid of 
careful thresholding.  In this case, either brightness in the HSV 
domain or gray-level thresholding can produce an image far 
more amenable to edge detection.  Figure 3 shows an example 
of such a thresholded image.

Figure 3. Brightness-thresholded binary image.

In this case, the top area was too dark to produce a clear 
line, but this can be resolved through the use of a probabilistic 
Hough  peaks/lines  analysis.   Passing  the  image  through  a 
generic Canny edge detector produces a far-reduced edge map 
shown in Figure 4.

Figures 4. Example Canny edge detected image.

The next step – passing the edge detected image through a 
Hough transform analysis – can potentially provide a variety of 
lines close to 45 degrees, as is typical of this analysis. 
However, because the endpoints of these lines have very 
similar deltas, they can easily be discarded from any collection 
in which they appear, leaving the borders and a few remaining 
extra interior lines, as shown in Figure 5.



Figure 5. Long Hough lines with the greatest number of peaks 
and not near 45 degree skew  after transform analysis.

It  is  now relatively  straightforward  to  iterate  over  these 
lines and select the ones that occur at the top, bottom, left, and 
right extremities.  Then, after applying basic line equations to 
find the intersection of two lines in 2D space, the intersection 
points can be selected.  With this, we have the corners of the 
screen proper.

At this time, a simple optimization can be applied based on 
the nature of the Tetris Attack game.  The relevant part of the 
screen – the playing field with the blocks – always takes up 
roughly the central third of the screen (more precisely, it  is 
somewhat  more  than  a  third,  and  portions  of  the  top  and 
bottom are also irrelevant).   If this were simply non-rotated 
2D space, we could shrink proportionally by this factor and 
instantly arrive at a bounding box of the playing field.

However,  bear in mind that the image is rotated on two 
axes in three dimensions relative to the camera; thus to obtain 
a  bounding  box,  we  must  travel  along  both  lines 
proportionally between each intersecting point.   This  is  not 
significantly more complicated than a proportional shrink, and 
yields consistently good results, as shown in Figure 6.

Figure 6. Bounding box around the playing field without any 
direct edge detection.

With  the  bounding  box  achieved,  the  playing  field  has 
been  successfully  identified.   Experimentally,  this  process 
requires  almost  a  half-second  of  computation  time between 
image capture and identification – not reasonable to carry out 
frequently,  but  a  very  suitable  time  frame  for  initial 
identification and periodic recalibration, as long as the camera 
remains relatively still over the course of several seconds – all 
future  image captures  for  the  future can immediately begin 
from this step in the process (in concert with the next).

IV.CHARACTERIZING THE PLAYING FIELD

However,  despite  having identified the playing field,  we 
have yet to  glean  any useful  information about  its  contents. 
Upon  inspection,  it  is  obvious  that  the  playing  field  is 
organized  as  a  very  convenient  12x6  grid  of  nearly-square 
objects, which would make for an easy exercise in segmented 
feature  analysis.   Unfortunately,  the bounding box  does not 
represent  such  an  easy  grid  –  it  still  bears  the  rotational 
distortions  of  its  predecessor  image,  and  thus  is  more  of  a 
bounding quadrilateral  than a rectangle when projected onto 
the camera's 2D space.

Thus the first step is to apply a transform to the captured 
image bounded by the four points of the bounding box.  This 
perspective  transform,  too,  can  be  initially  computed  and 
reused  for  subsequent  image  captures  and  analyses. 
Furthermore, this transform can specify a particular destination 
size, allowing for the shrinking out or expanding of necessary 
features or unnecessary additional computation for the rest of 
the  algorithm.   Figure  7  illustrates  this  perspective-adjusted 
capture of a playing field.

Figure 7. Adjusted playing field, ready for analysis.

At this point, the resulting image has two remaining pieces 
of information to obtain – the layout of the game blocks and 
the location of the cursor that manipulates them.

A. Identification of Game Blocks
Relative  to  discovery  of  the  playing  field  itself, 

identification of the game blocks is mostly straightforward, and 
several options exist now that the size and layout of the image 
is  so  tightly  controlled.   One  relatively  simple  option  is  to 
conver the image from RGB color space to HSV, as the blocks 



themselves  all  have  a  very  easily  identifiable  hue,  and  the 
empty  areas  of  the  board  (the  top  area)  is  significantly 
darkened relative to them.

A simple and generally reliable approach for this is to take 
12x6 reduced subimages and calculate their average hue and 
average  brightness,  assigning  them accordingly  into  a  12x6 
integer  array.   This  does  have  its  share  of  weaknesses 
(discussed  in  the  challenges  section),  but  is  exceedingly 
efficient – a handful of milliseconds at worst, allowing it to be 
updated frequently and capable of recovering quickly.

B. Location of the Cursor
Knowing the identity of the blocks is only useful if they can 

be manipulated – for this, the algorithm must know the location 
of its interface to the game, the cursor.

Incidentally,  the  cursor  is  the  only  bright  white  object 
directly within the confines of the playing field, allowing it to 
be easily called out via thresholding.  Then, by summing along 
column boundaries rather than in individual submatrices,  the 
central  location  of  the  cursor  can  be  readily  found  without 
much  of  any  complex  computation,  which  is  then  easily 
translated to its position on the 12x6 simple grid.

C. A Word on Gameplay
With  the  cursor  and  the  game  blocks  known,  all  that 

remains  is  to  “play”  the  game  –  evaluate  the  situation  and 
decide on a course of action, then carry it out.  In this case, 
since  the  operations  to  be  performed  are  on  such  a  small 
sample  space  to  begin  with,  discussion  of  approaches  lies 
outside the scope of image processing and is neither optimized 
for efficiency nor addressed at length.

In  short,  the  gameplay  logic  given  to  this  example 
algorithm has two options available to it: “flattening” the stack 
(by dropping high blocks onto shorter columns until columns 
differ in height by at most 1 block) or searching for clearable 
blocks.  The latter is achieved by first looking for 3 identical 
pieces on a row and attempting to group them, then searching 
for  3  identical  pieces  on 3 separate  rows  and attempting to 
group them.  No other tactical considerations are made.  Figure 
8 shows the general progression of the state machine.

Figure 8. State machine representation of the algorithm.

V.IMPLEMENTATION AND RESULTS

A. Software and Hardware
An actual implementation of this algorithm was developed 

in Java using the OpenCV framework for image processing 
and  gameplay  logic.   To  simulate  the  use  of  a 
controller/external  device  with  a  video  game  console,  two 
computers  we  employed.   An  open-source  KVM-over-
network program called Synergy was used to remotely send 
keyboard  commands  from  a  host  machine  running  the 
algorithm and reading  from a  webcam to  a  target  machine 
running the puzzle game via emulation software.

B. Results and Challenges
Overall, the algorithm/implementation performs well up to 

approximately a speed level of 25 (in which the game max is 
99).  Much of this is likely attributable to using a network to 
send  control  signals  rather  than  a  direct  connection,  as  the 
cursor can be seen often missing its target and re-attempting 
the same operation when trying to run at full speed.

However,  some  limitations  of  the  algorithm  have  been 
made clear despite technical issues with the environment setup 
itself.   For  one,  while  exceedingly  tolerant  to  rotation,  the 
algorithm is  highly intolerant  of  adverse lighting situations, 
particularly glare on the screen.  Part of this can be attributed 
to the behavior of the webcam, but the algorithm in general is 
sensitive  to  extreme  changes  in  brightness  that  exceed  the 
expected  values  when  doing  many  of  its  thresholding 
operations.

This particularly comes into play when light sources fall 
in the direction of an empty part of the playing field – since 
the algorithm is insensitive to the shape of the blocks, some 
illuminated background features can obtain brightness values 
that  prevent  them  from  being  filtered,  leading  to  false 
positives.  Since these are the highest “blocks” on the board, 
the  algorithm  will  occasionally  attempt  to  “move”  what  is 
actually the background, wasting precious time.

VI.CONCLUSION AND NEXT STEPS

Developing  an  optimized  algorithm  for  any  real-time 
application  has  a  wide  range  of  vectors  upon  which  to 
capitalize,  but  often  boil  down to  two competing concerns: 
reliability for the general case, and performance for the most 
critical case.

For  instance,  as  future  development,  the  computational 
impact of adding template matching to the characterization of 
the  playing  field  could  ameliorate  the  case  of  falsely 
identifying a background item as a foreground block, but can 
potentially lead to computational complexity that might also 
waste decision making time.

Likewise,  the game itself  has deeper  dynamics,  such as 
clearing more than 3 blocks at a time, or forcing the falling of 
blocks to lead to additional clearing of blocks, all  of which 
give visual cues.  Deeper planning of the gameplay logic to 
address  these  features  could  open  up  a  need  for  different 
image processing approaches, making the problem space even 
more diverse.
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