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Abstract—This paper introduces Codeable, a 
system of processing handwritten text into 
compilable source code. In order to generate 
syntactically correct source code, near perfect 
accuracy is required. Especially for handwritten 
text, these accuracies are beyond the capabilities of 
current OCR engines. We overcome the limited 
accuracy of the Tesseract OCR engine by 
1. Using an unambiguous font.
2. Preprocessing the input image before it is sent to 
Tesseract to remove dust and correct skew.
3. Modifying Tesseract's dictionary and increase 
dictionary strength.
4. Post-processing Tesseract's output using edit 
distance and regular expressions.
5. Use feedback from the compiler to automatically 
make further corrections.
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I. INTRODUCTION
Demonstration is an important part of teaching people 
how to program for the first time. In a lecture 
environment, there are two ways of 
demonstrating--either by typing code on a computer or
by handwriting code on a board. Typing code ties the 
lecturer to their laptop. This is problematic because it 
reduces lecturer mobility, reduces eye contact and 
engagement with the class, and makes it difficult and 
unnatural for the lecturer to point out things in the 
code. Handwriting code on the board solves all of 
these problems. However, it also introduces another 
one: the code can not actually run. Often times, it is 
useful to show the end result or step through the 
program. Codeable aims to bridge the gap between 
handwritten source code and compilable source code.

II. RELATED WORK
Iris [1] is a system for evaluating Ruby source code 
on-the-go. Iris consists of a web client where the user 
can upload an image of source code and a server 
where image is processed by Tesseract. Tesseract's 
output is then post-processed with rules to substitute 
common error strings with correct versions. Ruby was 
chosen because it's syntax rules are relatively loose 
compared to other languages like C. For example, 
semicolons are optional, parenthesis are optional in 
Ruby's “print” statement, and variables do not have a 
static type. Since Ruby is an interpreted language like 
Python and MATLAB, it is possible to get partial 
output even in presence of syntax errors, e.g. a syntax 
error on line 100 will not necessarily cause the whole 
program to fail.

Codeable's target language is C because it is a very 
common language in computer science curriculums. 
Compared to Ruby, C's syntax rules are more rigorous.
In C, forgetting to give one variable a type, forgetting 
one semicolon, or any other syntax error causes 
compilation to fail completely. In addition, Codeable 
aims to process images written on larger surfaces like 
whiteboards where handwriting is more variable. 
Thus, Codeable must have even more robust pre- and 
post-processing capabilities.

III. ALGORITHM
Codeable's algorithm is logically split into two parts: 
pre-processing and post-processing. Parts A-D discuss
pre-processing on the image before it is sent to 
Tesseract. Parts E-H discuss post-processing on 
Tesseract's output before it is sent to gcc for 
compilation.

A. Image size normalization
Later stages of pre-processing, like background and 
noise removal rely on absolute size. Thus, image size 
normalization is crucial if Codeable is to work with 
varying camera resolutions. As long as the x-height, 
i.e. the distance from the baseline to mean line, is 
above 15 pixels, Tesseract should be able to recognize 
text [2]. The image is resized using bicubic 
interpolation to a height of 720 pixels, preserving 
aspect ratio.

B. Background removal and thresholding
The RGB image from the camera is converted into a 
grayscale image. The background is estimated through
a morphological erosion of the foreground or dilation 
of the background. Then, we obtain the image 
foreground by subtracting the background from the 



grayscale image. The image is then binarized using 
Otsu's method.
I found that using morphological background 
estimation followed by global thresholding yielded 
similar results to locally adaptive thresholding, but is 
much faster.

C. Dust and noise removal
Region labeling is performed on the binarized image. 
We remove regions with area less than 10 pixels. 
However, in especially dusty whiteboard images, 
many larger islands remain. These dust spots are 
mainly due to unclean erasure. To remove the 
remaining island regions, we implemented the 
algorithm described below:

For every region:
    1. Calculate the bounding box of the region.
    2. Skip regions whose bounding box area are 

greater than 10 pixels. This prevents removal 
of islands that are legitimate.

    3. Calculate surrounding box of the region. The 
surrounding box has the same height as the 
bounding box and has 5X the width of the 
bounding box. This is because a character is 
almost always next to another character in the 
x-direction.

  4. Remove regions whose surrounding box's mean 
pixel value is less than 0.03. This means that 
that the region is relatively isolated in the 
x-direction.

I found that two passes of the above algorithm 
effectively removed of the dust present in whiteboard 
images. Median filtering also effectively removes 
noise, but leads to unacceptable merging of close 
edges of letters, which is detrimental to Tesseract.

D. Skew correction
Tesseract has its own internal skew correction 
mechanism, but I found that correcting rotational skew
in preprocessing improved recognition accuracy for 
highly skewed images. Initially, I experimented with 
using the Hough transform to find horizontal lines, but
had mixed success due to the nature of source code. In
contrast to lines of text in a book, lines of source code 
are generally quite short in the horizontal direction. 
There were not enough horizontal lines to detect 
horizontal lines consistently.

Instead, we use the Hough transform to look for 
vertical lines, which correspond to ascenders, i.e. the 
part of a character which extends above the meanline. 

After determining the angle of the ascenders, the 
image is rotated such that the ascenders are vertical.

Fig 1. Image before pre-processing

Fig 2. Image after pre-processing

E. Find-and-replace common OCR errors
The post-processing engine searches for common 
OCR errors and replaces them with the correct string. 
For example, “ (ii ” is replaced with “ (“ ” and “9nt” is
replaced with “int”. The simple find-and-replace 
algorithm is effective for resolving many common 
OCR errors, but is severely limited because it has a 
rigid list of problems that it is looking for and does not
consider context.

F. Fix misspellings via edit distance
There are too many ways for words to be 
misinterpreted by Tesseract for find-and-replace to be 
a comprehensive solution. There are certain strings 
like “#include <string.h>” that are commonly included
in C programs that must be spelled correctly. We go 
through the OCR output line by line and compute the 
edit distance between the line and a list of common 
strings, like “include <string.h>”. The closest match is
then substituted in for the misspelled string.



G. Repair missing delimiters
We use regular expressions to find lines that are 
missing semicolons, braces, and quotes. In C, not all 
lines end in a semicolon. We want to skip lines that 
start with (for|while|if) and lines that end with (;|>|{|}).
The regular expression “.*?^(?!for|if|while).*?
[^;>{}]\s*$” expresses the above idea. Regular 
expressions are useful in identifying patterns, but are 
mathematically limited in their power. For example, 
there is no regular expression that will tell us if a line 
has balanced nested parenthesis. Even so, we can still 
repair common non-nested parenthesis errors using 
regular expressions. 

H. Post-compilation feedback
The compiler contains a full parser which is able to 
determine if parenthesis, brackets, or braces are 
balanced. If the program does not compile after the 
above stages of post processing, Codeable runs the 
post-processed code through a post-compilation 
processing engine. There are many cases where fixing 
compiler errors require no human intervention. 
Currently, the post-compilation processing engine 
handles two types of errors: missing brackets and 
undeclared variables. For the case of the missing 
bracket, Codeable simply inserts the missing bracket 
into the position the compiler complains at. For 
variables missing a type, Codeable declares the 
variable as in integer. A potential problem is that one 
syntax error in the code often causes cascading errors 
messages in the compiler output. For this reason, 
Codeable only fixes one type of error at a time before 
compiling again.

To illustrate post processing, consider this contrived 
OCR output, representative of many kinds of OCR 
errors:

9nt y   // bad recognition of “int”
x       // missing recognition of type
if(x < 3>{ // bad recognition of “)”
x=2 

 // missing recognition of “}”
else { 
x = 4  // missing semicolon
} 

Codeable's post-processing produces:
#include <stdio.h> 
#include <string.h> 
int main(void){ 
int y; 
x; 
if(x < 3){ 
x=2; 

else { 
x = 4; 
} 
return 0; 
} 

Compiling this produces several compiler errors:
./post_processed.c: In function ‘main’: 
./post_processed.c:5:1: error: ‘x’ 
undeclared (first use in this function) 
./post_processed.c:5:1: note: each 
undeclared identifier is reported only once 
for each function it appears in 
./post_processed.c:9:1: error: expected ‘}’ 
before ‘else

Codeable's compiler feedback processing produces 
compilable source code:

#include <stdio.h> 
#include <string.h> 
int main(void){ 
int y; 
int x; 
if(x < 3){ 
x=2; 

} 
else { 
x = 4; 
} 
return 0; 
} 

IV. IMPLEMENTATION
Codeable is implemented entirely in Python and 
Matlab. Codeable uses the “python-requests” module 
to communicate over HTTP with the webcam, 
“mlabwrap” module to communicate with Matlab, and
“python-tesseract” module to communicate with the 
Tesseract API. Codeable is modular and consists of 
the user interface loop codeable.py and several 
components: webcam.py, normalize_image.m, ocr.py, 
postprocess.py, compiler.py, and 
feedback_postprocess.py.

Fig 3. Overview of Codeable's image processing
pipeline



Fig 4. Sample Codeable session

A. Android image acquisition
Codeable acquires an image from an Android device 
running “IP Webcam.” IP Webcam is a free Android 
app that turns any Android device into a network 
camera.
Upon pressing “enter”, Codeable a sends GET request 
to the Android webserver, takes a picture, and saves 
the picture as a JPEG file on the laptop. From here, 
Codeable does not need further user input. The final 
result is either program output or a compiler error.

B. Matlab pre-processing
Next, Codeable calls image_normalize.m, which 
pre-processes the webcam image using the algorithms 
described in III.

C. Tesseract OCR
Tesseract was designed to recognize printed text in 
books [3], however it is possible to train it to 
recognize arbitrary glyphs. In Codeable, I trained 
Tesseract with 15 sample images of my own 
handwriting. Some researchers have obtained 83% 
accuracy recognizing handwriting [4]. A  failure rate 
of 1 in 5 does not yield compilable code and my initial
results were even worse than that. To improve the 
accuracy of Tesseract, I made a few modifications:

1. Unambiguous font. The character pairs (0,O), (1,l), 
and (t,+) were often misclassified. Adding 
distinguishing features like slashes and serifs 
improved classification of these characters 
dramatically.

Tesseract's baseline fitting algorithm models the 
baseline as a quadratic spline, which works well for 
book pages because lines in a book are relatively 
straight [3]. However, lines in handwritten text are 
much less straight. As a consequence, disjoint 
punctuation like “;” and “!” may get their bottom half 
chopped off and get recognized as two separate 
characters. To overcome this limitation, I made the 
semicolon a contiguous character (I have left in the 
disjoint ! to demonstrate this problem). I have also 
made the characters ” and “i” continuous characters to 
increase accuracy.

Fig 5. Training image #5 showcasing the unambiguous
font

2. Custom dictionary with increased dictionary 
strength. A dictionary is more powerful with C than 
with English. Most C programs only have a handful of
distinct words – there are only 32 keywords, and many
programs use common words like “count,” “total,” 
and “str” for variable names. Codeable uses  a 
dictionary consisting of 60 C keywords, common 
variable names, and common function names. In 
addition, Codeable increases Tesseract's dictionary 
strength from 0.15 to 1.0 (the maximum) to improve 
accuracy.

D. Post-processing
Codeable implements the post-processing algorithms 
described in III using Python's comprehensive and 
powerful regular expression library and string 
manipulation functions.

Post-processing also adds the

#include <stdio.h>
#include <string.h>
main(void){



}

wrapper to any program that does not start with a 
#include to speed up use of Codeable. When Codeable
is not used on a whitebaord, lines can be messy to 
remove. Codeable recognizes lines that start with “##”
and removes those lines during post-processing.

E. Compilation and compiler feedback processing
Codeable passes off the post-processed output to gcc 
which compiles the source code. If gcc returns with 
errors, Codeable passes the errors along with the 
source file to the feedback processing engine to to 
attempt to automatically fix the errors. The end result 
to the user is either a compilation error or successful 
program output.

V. RESULTS

Figure 6 “Loop” handwritten program

Table 1. Accuracy with “Neat” handwritten program

Trial: % 
characters
correctly 
identified 
(Raw 
OCR)

% 
characters
correctly 
identified 
(Post 
processed)

% 
characters
correctly 
identified 
(Feedback
processed)

Runs?

1 95% 100% N/A Yes

2 98% 100% N/A Yes

3 92% 98% 98% No

4 96% 98% 98% No

5 99% 99% 99% No

Average 96% 99% 99%

Std. Dev. 2.74 1 N/A

“Loop” trial 1 data:
Raw OCR output:
# define < 3tdio. 
# define < stdliboh >

9nt main (void){
int x = 1;
while (x==1){
printf ("Hi");
x--;
}
}

Pre-processed OCR output:
#include <stdio.h>
#include <stdlib.h>

int main (void){
int x = 1;
while (x==1){
printf("Hi");
x--;
}
}

Feedback-processed OCR output:
(N/A)

Note: On lines 1 and 2, I made an accidental syntax 
error in using #define instead of #include. However, 
the post-processing engine corrected my mistake! For 
the purposes of comparison, I will count both #define 
and #include as correct. For the trials that did not run, 
in many of the cases, a simple substitution during 
post-processing of “=.” for “==” would have solved 
the problem.

Figure 7 “Sum” handwritten program



“Sum” trial 1 data:
Raw OCR output:
int x=1;
int y= 2;

##9nt sam= x"
int sum= x+y;

if (sum ) 
printf ( " greuter");

Post-processed output:
#include <stdio.h>
#include <string.h>
int main(void){
int x=1;
int y= 2;

int sum= x+y;

if (sum ) 
printf( " greuter");

return 0;
}

Feedback-processed OCR output:
(N/A)

Table 2.  Accuracy with “Sum” handwritten program

Trial: % 
characters
correctly 
identified 
(Raw 
OCR)

% 
characters
correctly 
identified 
(Post 
processed)

% 
characters
correctly 
identified 
(Feedback
processed)

Runs?

1 96% 96% N/A Yes

2 92% 94% 94% No

3 95% 95% 95% No

4 94% 95% 95% No

5 72% 72% 67% No

Average 89.8% 90.4% 87.75% No

Standard 
deviation

10.05 10.31 N/A

Notes: The post-processing detected that the program 
needed to be wrapped inside main(){}. In addition, the
post-processing also removed the mistake line. Even 
though the character accuracy for the “Sum” program 
was often above 90%, syntax errors prevent it from 
running. In all of the runs, Tesseract failed to output 

if(sum>1). Even the best post-processing cannot make 
something, given nothing. Most of the errors were 
either due to mis-classification of “sum” as “sam” or 
because Tesseract's output was too poor. Run 5 shows 
that feedback processing can do worse if not given 
good input.

VI. FURTHER WORK
A. Use an additional OCR engine
Tesseracts' API exports per-word confidence levels 
and low confidence words can be compared with 
another OCR engine's results. Tesseract includes the 
auxiliary CUBE OCR engine for Arabic scripts [2]. 
The CUBE engine is designed for connected scripts 
and perhaps CUBE is better at recognizing 
handwriting. The disadvantages are substantially 
increased runtime (which may be problematic in a 
teaching environment), and little documentation and 
training tools available.

B. Per-line deskew
Compared to handwritten text on paper, handwritten 
text on whiteboards have more variance per line. I 
experimented briefly with manually extracting and 
deskewing lines and running Tesseract in “one line 
mode.” This yielded better results than the current 
deskew solution for whiteboard images.

C. Generational feedback loop, second chance OCR
A unique aspect of recognizing source code versus 
recognizing plain text is that the compiler is able to 
generate feedback. Codeable can use this information 
to automatically fix errors. The current feedback 
processing engine implementation is very basic, 
matching easily fixable errors with solutions. 
However, the feedback engine can be integrated with 
an OCR engine such that the feedback engine 
substitutes the 2nd, 3rd, or 4th, best OCR match into the 
source code and run the compiler again.

D. Caching of correct OCR results
Due to varying lighting conditions, OCR engines may 
recognize different text each run. It's possible to use a 
feature detector like SURF or SIFT to detect already 
OCRed text from image to image, potentially 
increasing accuracy and OCR speed.

B. Usability improvements
Features like setting breakpoints, gesture invocation, 
and error overlaying via projector would substantially 
enhance the user experience.



VII. CONCLUSION
With perfect handwriting,  perfect accuracy is 
possible. With neat handwriting, reasonable accuracy 
and compilable code is possible. However, more work 
needs to happen before Codeable can execute code 
consistently. Even a few misclassified characters, or 
worse, missing characters, that slip through the cracks 
of the post-processing engine causes compilation to 
fail. Every aspect of the Codeable image processing 
pipeline can be improved upon. I believe the ideas 
outlined in this paper can be used to build a practical 
tool for computer science lecturers.
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