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Abstract—We present an alternative method to address the 
challenge of positive identification of Chinese characters in dense 
text images. This method could be utilized as a front end 
interface to an Optical Character Recognition engine and in fact 
is applicable not only to Chinese, but to any language that utilizes 
ideograms or symbols whose distribution has a regular Cartesian 
arrangement. 
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I. INTRODUCTION 
The challenge of Optical Character Recognition (OCR) of 

Chinese text has been widely recognized to be one of very high 
complexity for a multitude of reasons [1][2]. Beyond the 
obvious fact that it contains as many as 20,000 distinct 
characters, with standardly used approaches it is also difficult 
to precisely isolate each character in an image filled with dense 
text, especially in the presence of natural clutter, such as white 
noise, that is commonly present in images. Attempts at 
removing or filtering the noise will often lead to modification 
or even removal of portions of the Chinese characters. The 
subsequent semantic interpretation operation, which involves 
matching against a known database of character images, can 
thus lead to mismatch or outright failure. 

II. BASIS OF THE IDEA 

A. Divide-and-Conquer Approach 
The method presented here is based upon a simple divide-

and-conquer idea. The complexity of Chinese text OCR can be 
greatly reduced by keeping the front-end problem of individual 
character identification as simple and general as possible and 
applying more sophisticated algorithms only at the individual 
character level, as opposed to the entire text image where: a) 
the possibility of false positives is much greater and b) any bias 
introduced by sophisticated algorithms would likely have more 
drastic effects. 

Assuming that the front-end image processing can be kept 
quite simple, the added benefit of this approach is that it would 
certainly decrease the computational demand, since the more 
expensive operations are now deferred to only sub-portions of 
the image (i.e., the individual characters). Also the outcome of 

such an approach should be more robust to variations in the 
input image. 

B. Abstract model of text layout 
The method chosen in our approach starts from a very basic 

assumption of the model of text that this application is 
supposed to be used for. The model assumes that text symbols 
are laid out in a regularly-spaced, orthogonal grid. This 
effectively mimics the layout found most commonly in book, 
newspapers and other such widespread media sources. 
However, it even goes one step further: it allows the text grid 
to be broken down into sub-blocks, as long as they are all fairly 
aligned (within a few pixels) with respect to each other. A 
possible schematic depiction of such model could look as 
follows: 

Fig. 1. Abstract model for Chinese text image assumed for this method. 

III. METHODOLOGY 

A. Discrete Fourier Transform (DFT) 
With this premise, it is easy to see that this model lends 

itself well to adoption of a Fourier-transform based approach 
[5]. It has been used by others in similar applications [4], 
however more on the back-side of the OCR problem (i.e., for 



removal of noise when trying to match individual characters 
against a known database). 

The DFT methodology is desirable for the following 
reasons: 

• There are many available libraries for fast computation 
of discrete Fourier transforms (FFT). These are easily 
extended to 2 dimensional objects such as images since 
it is a separable filter. 

• Multiple levels of information can be extracted from 
FFT data, such as amplitude, phase, periodicity, etc. 

• Specifically for the purposes of this problem, we are 
interested in finding the primary peaks of the FFT at 
orthogonal orientations. 

• The peak amplitude provides information about which 
of the two orientations is dominant, therefore it tells us 
whether the text is vertically or horizontally laid out, 
both of which are possibilities with Chinese text. 

• The peak location in the DFT periodogram provides 
information about the spacing between successive 
character lines or individual characters within a line. 

• Since we only care for very low-frequency repetition 
patterns (the text symbols or characters), this could be 
exploited to further speed up the calculation.  

• Finally, by finding the orthogonal peak locations one 
can also at the same time obtain information about 
whether the angle of rotation of the input image (if off 
the 0- and 90-degree axis). 

Having this information greatly simplifies the task of 
finding character lines and the individual characters within 
each line. Most of the processing that follows has linear 
computation complexity dependency upon the individual 
image dimensions, which is to say nearly trivial considering 
the computational resources that we can avail ourselves with 
nowadays. 

B. Image projection profile analysis 
The initial approximated DFT estimate on image angle, line 

and character spacing is a fully adequate starting point for 
taking image projections along the two major image 
orientations. 

• The primary orientation represents lines of characters 
(in the natural order that they are typed or read by a 
user). Projections along this direction will have sharp 
peaks (or dips in case of white text on dark background) 
in correspondence of the handful of pixels spacing 
between successive lines. Identifying such peaks at a 
periodicity that closely matches the FFT predicted 
spacing is not difficult, although it requires one to come 
up with good criteria and some threshold tuning to 
make the approach robust to many different input image 
types. 

• Once the character line locations have been finalized, 
the image can be now subdivided into individual slices, 

one for each character line. Within each slice, 
projections can now be taken along the secondary 
orientation, representing the individual characters 
themselves. Here again, peaks (or dips) will correspond 
to spaces between the characters. As long as the 
individual symbols are fairly equally spaced, a good 
match will be found when comparing to the FFT 
predicted spacing. This assumption does not hold for 
the Western alphabet, but is generally true for many 
Asian languages, including Chinese. 

C. Image pre-processing 
We deliberately tried to steer away from application of too 

many image pre-processing operations to reduce noise (such as 
median filtering and similar). There are two motivations behind 
this choice: A) the first is due to the possible loss of fidelity in 
the image, which increases the potential for failures down the 
processing chain; B) the second and actual motivation is that 
because of utilization of the DFT in the low-frequency ranges 
is much less impacted from conventional noise sources in the 
image (such as white noise). 

The only pre-processing steps that were applied are as 
follows: 

• Conversion from color to grayscale: most of the useful 
information in the image for this application is anyhow 
preserved. The color information could have unique 
value in addressing images with low-contrast text 
relative to the background, but this would require 
additional user feedback (such as pointing to the image 
area where text is located) and we deliberately tried to 
implement a solution that works as a black box, where 
the only input is one or multiple images (for batch 
processing). 

• Image conversion to double, followed by normalization 
to max. Clearly this operation does not cause any 
further loss of information. 

• Localized Otsu thresholding: this step is optional, but 
recommended in cases with less than ideal contrast or 
much clutter in the background. Generally speaking, 
application of this step helped improve the quality of 
the FFT, thus getting more accurate peak locations and 
ultimately a higher positive hit rate. The impact of this 
additional step to processing time was not too bad 
(roughly added 10% to the total time). Default values 
for tile size are 16x16, with a standard deviation cutoff 
value in the tile of σ = 0.1 to arbitrate between the 
choice local and global threshold values. 

IV. EXPERIMENTAL FINDINGS 
The proposed approach is found to work quite well for the 

type of text layout model that was described at the outset. We 
have gathered several text images by using the Google images 
site, by searching against terms such as “Chinese text”, 
“Ideographic text”, “Rotated text” and so on. We have then 
subdivided these images into five main categories: 
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• Regular Blocks: images where independent text blocks 
are nonetheless well aligned with respect to each other. 
In the simplest cases, it could be a page full of regularly 
arranged Chinese characters, but many are not. 

• Irregular Blocks: here we have examples of image 
where independent blocks are not self-aligned. We can 
start seeing how for such cases this approach only 
works well in some parts of the image, but breaks down 
in others. 

• Noisy Background: these are images that have both 
irregularities in the block layout and have not only text, 
but also pictures and random clutter in the background. 
Here, except for the simpler cases, this approach will 
not be useful. 

• Rotated Images: some of these images have been 
derived from the regular blocks category, loaded onto a 
MS PowerPoint blank slide, rotated by a determined 
angle and then a screen shot of it has been taken and 
saved as a new image file to be tested as a rotated 
image. 

• Other Languages: this is just an attempt to verify 
whether indeed this approach could be extended to 
applications involving languages other than Chinese, as 
is indeed the case. 

A. Localized Otsu thresholding 
The effect of this optional preprocessing step was a slight 

increase in the positive character hit ratio. The analogous 
adverse effect that could be observed in some cases is an 
increase in negative character hit ratio, where maybe non-
Chinese text or other similarly repetitive structure was flagged 
as being part of the text, as seen in the below example: 

 

Fig. 2. Comparison of character hit performace with local Otsu thresholding 
enabled (right) vs. disabled (left). For this case, the increase in postive hit rate 
was ~8%, but also had 4% more false hits (the light gray Western alphabet 
text at the bottom). 

B. Fast Fourier Transform with radial projection 
In order to simultaneously analyze the effectiveness of the 

FFT for finding the character repetition spacing and image 
angle of rotation, we selected one case where the image has in 
fact been rotated, as a representative example: 

 

Fig. 3. Effectiveness of DFT method for both finding the primary peaks, as 
shown in the middle plot, and the image’s angle of rotation. After rotating the 
image back to 0-90 degree orientation, the projection-based method can easily 
identify most of the characters in the image, despite some small residual angle 
still being present after the rotation. 

We can get a rough idea of the accuracy of the FFT 
approach by comparing the line spacing delta as measured by 
this method as opposed to the subsequent and more accurate 
projection analysis (see Table I). As expected, the values are 
much closer for well-behaved cases, such as those containing 
regularly spaced blocks of text. However, even for well-
behaved rotated images the FFT estimate will be quite close to 



 

 

the final projection estimate. For more irregular cases, the 
results fluctuate a lot from reasonably close cases, to some that 
are totally off (in other words, the FFT operation does not 
produce sufficiently clean peaks). One improvement that could 
be thought of here could be to try to apply a Gaussian filter 
directly to the FFT periodogram to see if more intense peaks 
could be achieved in such way. 

TABLE I.   

 
Line spacing delta for DFT vs. projection (pixels) 

Regular Blocks Irregular Blocks Rotated Images 

Case1 0.344 1.432 0.390 

Case2 0.007 1.911 1.233 

Case3 0.198 0.139 

N/A 

Case4 0.105 15.720 

Case5 0.141 

N/A 

Case6 0.128 

Case7 0.075 

Case8 0.091 

Case9 0.510 

Case10 0.527 

Average 0.21 4.80 0.81 

 

Image projection profile analysis 
The final processing step required for positive identification 

of spacing between character lines and characters within each 
text line is subdivided into two stages: the first stage involves 
doing a rough search for all the peaks in the projection profile. 
Incidentally, this peak search algorithm is identical to that used 
for finding the DFT peak, although two different criteria are 
used. These two criteria that the user can opt for finding peaks 
are: (1) finding outliers that are above the mean value by a 
certain factor of the standard deviation σ in the input data 
(default value: 2); (2) finding the total range of the data 
(defined as max-min values) and then keeping points that are 
within a factor of this range from the max value (default value: 
0.15). It turns out that for the DFT peak finding, method (1) 
works best, while for projection peaks method (2) is preferable. 
The reason for this can be easily understood by comparing the 
characteristic signal of the two profiles, as seen in Fig. 4: the 
FFT profile has very sharp peaks that really stand out off a 
noisy low-lying background that dominates the mean and the σ 
value is very tight; the projection profile, in contrast, is in 
essence a bimodal distribution where the mean value is much 
closer to the peaks and the σ value is very large, thus the 
second approach tends to work more robustly. As a side note, 
the peak finder also takes care of eliminating peaks coming 
from blank (flat) areas at the image edges 

The rough peaks found through this method are then sent to 
a second refinement stage consisting of a cascade of filters that 
include the following operations: 

• Discard all peaks that are too close to each other 
(default is less than half of the DFT-predicted spacing). 
This takes care of discarding blank spaces and at least 
some of the punctuation symbols. 

• Fill in gaps up to a certain size between peaks (default 
is up to 6 spaces), as long as the gap is close to an 
integer number of expected spaces (default is up to 15% 
deviation). This takes care of cases where the spacing 
between successive characters is very small. Some of 
these added peaks get cleaned up later. 

• Outlier detection stage: compute mean and standard 
deviation of spacing between successive peaks found up 
to this point and discard any of them that satisfy the 
condition: 

 |Δ| > µ + α σ (1) 

(default α value of 2 has been used). When a peak is 
eliminated a new grouping of characters is created for 
later bookkeeping. 

Fig. 4. Comparison of typical peak characteristics as seen in DFT profiles 
(top) as opposed to that obtained when taking direct image projections. 

• For the remaining peaks, we look ahead at the 
contiguous spacing values and if they are in opposing 
trends (one is smaller and the other larger than 
expected), we rebalance the spacing values so that they 
are more equally distributed. 



 
 

 
 

• The final step involves going through the different 
slices of the image thus found and eliminating those 
containing fewer than 3% of foreground pixels (roughly 
estimated by the mean intensity value, since the image 
has been normalized / binarized). This operation has the 
unfortunate drawback that it will also get rid of text 
lines with only a handful of characters (2-4) in them. 

Fig. 5. Example of performance of the proposed algorithm when applied to 
one of the Regular Block images. Most commonly observed issues: Missed 
hits (mostly at the image boundaries); Partial hits (symbols cut in half); False 
hits (extraneous non-Chinese symbols). 

Fig. 6. Example of performance of the proposed algorithm when applied to 
one of the Irregular Block images. The issues remain the same, but their 
occurrence obviously increases, particularly for the Partial Hits categoty, as 
one would expect. 

While this projection-based approach appears to be 
somewhat tedious and not so elegant, at the same time it 
produces quite reliable results under a variety of input 
conditions. Part of its beauty lies in the fact that all of the 
processing operations are linear and applied to profiles that are 
the length of one of the image sides, which means only a 
handful of numbers. Only the initial projection sums involve 
visiting all of the image pixels. 

We have yet to make a thorough quantitative assessment of 
the accuracy of the application. Suffice it to say that for well-
behaved cases (Regular Blocks) the positive hit ratio is over 
90%, with maybe 5% missed characters; the rest is divided 
between partial hits, i.e. characters broken in half (an issue that 
can certainly be addressed by more specialized refinements); 
and false positives (non-Chinese symbols being flagged). For 
more ill-behaved ones (Irregular Blocks), the result quality will 
vary wildly, with somewhere between 60-80% positive hits, a 
large percentage of partial hits (due to the inherent irregularity) 
and quite a few missed hits also. Here one can experience first-
hand the real limitations of a naïve projection-based approach. 
Considerable improvements would have to be made for this 
application to be able to handle these irregularities in a 
consistent fashion. 

V. IMPLEMENTATION DETAILS 
The application was implemented using Matlab. A special 

effort was made to limit the use of built-in functions (both in 
the general and Image Processing toolbox categories). The 
reason is that the code as written could be easily ported to a 
C/C++, as opposed to relying on analogous black boxes 
provided by Matlab. Where built-in functions were used, it is 
because analogous libraries exist in virtually any scientific 
programming language. These are mainly: fft2, fftshift, 
imrotate, graythresh, and imftype. 

The code developed consists of roughly 1300 lines of code 
all told. It includes special testing capabilities to rotate any 
input image on-the-fly before being processed or to run a 
model image consisting of regularly spaced black boxes, where 
the sizes, spacing and phase can be arbitrarily specified. 

The code also feature logging capabilities, encapsulating all 
of the useful quantities derived during the various image 
processing steps. 

 

 

 

 

 

 

 

 

 

Fig. 7. Algorithm performance as rated in ns/pixels at increasing image sizes. 
As expected the performance increases, but plateaus at around 30ns/pixels. 

 



 

The algorithmic performance rate, as measured on a 
2.4GHz Intel Core2 Duo T8300 processor, was on average 
50ns / pixel, but improves on larger image sizes with a plateau 
of roughly 30ns / pixels. 

VI. FUTURE WORK 
Specifically concerning this application, there are a few 

refinements needed to better handle (1) Missed Hits at the 
image boundaries; (2) Partial Hits by doing a second-pass 
through all of the character spacing values and requiring a 
minimum distance be satisfied; (3) False Hits, particularly 
punctuation marks and Western alphabet characters that may 
be interspersed in the text. However, the latter problem may be 
better handled during the back-end portion of the OCR 
processing. We believe addressing these problems is well 
within reach. 

Beyond this there is the aspect of code optimization and 
streamlining of all the different operations. There is certainly 
room for improvement, especially relating to making the FFT 
even faster by not computing the coefficients for unneeded 
higher frequencies. Another aspect is to make most of the code 
really light weight so that some of the processing could run on 
a mobile architecture, such as an ARM processor, after the 
more demanding processing has been done on a server and 
results are returned. 

What we would really have liked to do next is to finally 
harness the power of having all of the character bounding 
boxes and apply further image processing on them individually. 
This is very advantageous since the data is very small and the 
foreground pixels are now a majority. In principle, this should 
greatly simplify the segmentation of text pixels and more 
accurate results should be achievable. 

Post segmentation, the idea would be to follow the rules of 
Chinese character decomposition, as explained in [8]. The vast 
majority of the characters fall under well-defined composition 
categories, each one having an established frequency of 
occurrence. With this information, one could analyze the 
segmentation output under all of the different composition 
kinds (in order of descending frequency) and selecting the one 
that fits the best. Based on this, the recognition problem is 
further reduced to identifying the character subcomponents, 
commonly known as “radicals”. Since there are less than 250 
radicals that all the 20,000+ Chinese characters can be 
subdivided into, this makes the task of identifying the character 
meaning extremely simple, as long as radicals in the character 
can be identified with high confidence.  

In order to achieve this, a database of radical image 
templates has to be constructed for comparing against. 
However, due to the large variety of fonts used, rather than 
using radical templates generated from an arbitrarily chosen 
font, one should come up with an abstraction model that the 
radical can be reduced to. If this can successfully be 
accomplished, admittedly a big “if”, then each radical can be 
reduced to a short and unique sequence of bits and the 
recognition task can be made lightning fast. The real challenge 

is to come up with rules for abstracting radicals, and strokes 
within them, in a robust manner.  

Even without finding perfect matches, one can still assign a 
confidence score for each match and since only certain 
combinations of radicals are valid possibilities, by looking at 
all of the combinations with higher confidence the overall 
character matching confidence will increase dramatically. 

The final piece of the puzzle would be to look at sequences 
of 2-3 characters and further weed out bad matches by looking 
at occurrence frequencies of such matches. When all of this is 
put together, the final outcome should be production of very 
high quality OCR of Chinese text. 

VII. CONCLUSIONS 
We have proposed in this paper a divide-and-conquer 

strategy for recognition of Chinese characters from images. As 
envisioned here, it is applicable primarily to images with 
arrangement of text in an orthogonal grid, as commonly found 
in books and newspapers. 

The application developed in connection to this project 
relates to the front-end aspect of this problem, wherein robust 
identification of individual text symbols is a must. This is 
accomplished via a combination of the Fast Fourier Transform, 
followed by projection analysis methods and with minimal 
needs for image preprocessing. 

The final outcome is a Matlab application that delivers 
according to initial expectations, with varying degree of output 
quality depending on how closely the input fits within the 
constraints of the model that the application was built around. 

Several ideas are also put forth for future extension of this 
work as part of a more complete solution that accomplishes the 
overall text recognition goal, but strictly specialized to be 
applicable to the Chinese language. 
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